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Zusammenfassung

In dieser Dissertation behandeln wir Methoden zum Lösen schwerer Probleme, die über die
klassische Approximation hinausgehen. Diese Methoden sind aus zwei Gründen nützlich. Zum
einen bieten sie neue Möglichkeiten, Lösungen zu algorithmischen Problemen zu finden. Zum
anderen bilden sie die Grundlage für neue Techniken zur Analyse der Frage, welche Faktoren
ein Problem NP-schwer machen bzw. weshalb Probleme schwer zu approximieren sind. Im
gleichen Kontext schließen wir diese Dissertation mit komplexitätstheoretischen Resultaten
ab.

Unser erstes Resultat beschäftigt sich mit der Struktur von Eingabeinstanzen für das
Traveling-Salesman-Problem in metrischen Graphen. Das Ziel hierbei ist es, einen Kreis mit
minimalen Kosten zu finden, der jeden Knoten des Graphen genau ein Mal besucht. Der
Christofides-Algorithmus, der schon im Jahr 1976 veröffentlicht wurde, ist 1.5-approximativ
und damit der bislang beste Approximationsalgorithmus für dieses Problem. Für unsere
Analyse betrachten wir zudem den bislang besten Algorithmus für ein verwandtes Problem,
das Hamilton-Pfad-Problem in metrischen Graphen mit vorgegebenen Endknoten. Dieser
Algorithmus stammt von Hoogeveen und ist 5/3-approximativ. Wir charakterisieren schwere
Eingaben für Christofides’ und Hoogeveens Algorithmus, indem wir die beiden zugrundelie-
genden Probleme kombinieren. Wir zeigen, dass die schweren Instanzen der beiden Probleme
in folgender Hinsicht disjunkt sind: Es gibt einen Algorithmus, der entweder eine wesentlich
bessere Approximation als 1.5 für das Traveling-Salesman-Problem oder eine wesentlich bes-
sere Approximation als 5/3 für das Hamilton-Pfad-Problem berechnet, wobei eine beliebige
Kombination von Endpunkten gewählt werden kann. Außerdem stellen wir einen verbesserten
Approximationsalgorithmus für das Ordered-Traveling-Salesman-Problem, eine Variante des
Problems in der die Reihenfolge einiger Knoten in der Tour vorgegeben ist, vor.

Als nächstes betrachten wir Reoptimierungsprobleme. Bei diesen Problemen stellen wir
die Frage, ob die Kenntnis einer optimalen Lösung hilft, um eine ähnliche, veränderte Einga-
beinstanz zu lösen.

Unter diesem Aspekt analysieren wir die Approximierbarkeit des Steinerbaum-Problems.
Wir zeigen, dass dieses Problem auch unter sehr eingeschränkten Bedingungen APX -schwer
bleibt. Zum einen beschränken wir die Kostenfunktion, sodass die Kantenkosten nur die
Werte 1 und 1 + γ annehmen können, wobei γ eine beliebig kleine positive Zahl ist. Zum
anderen geben wir dem Algorithmus zusätzliche Informationen: Die Eingabe besteht aus einer
Steinerbaum-Eingabe mit einer optimalen Lösung, sowie einer veränderten Eingabe, die einen
zusätzlichen Knoten enthält. Das Ziel ist es nun, die Kosten für eine Lösung der veränderten
Eingabe zu minimieren.

Auf diese Weise decken wir zudem eine scharfe Grenze zwischen effizient lösbaren und
APX -schweren Steinerbaum-Reoptimierungs-Eingaben auf.

Wir zeigen, dass das Steinerbaum-Reoptimierungsproblem für alle in der Literatur be-
trachteten Reoptimierungsvarianten NP -schwer ist. Dies gilt auch dann, wenn wir die Kan-
tenkosten auf die Werte 1 und 1 + γ für ein beliebiges positives γ beschränken. Wenn die
lokale Veränderung im Entfernen eines Knotens besteht, zeigen wir, dass das Reoptimierungs-
problem so schwer wie das ursprüngliche Problem bleibt.

In anderen Fällen kann jedoch der Übergang von der Dreiecksungleichung zur verschärften
Dreiecksungleichung beeinflussen, ob es — unter der Voraussetzung, dass P 6= NP gilt — ein
PTAS für ein Problem gibt.

Die algorithmischen Reoptimierungsresultate hängen stark von der Art der lokalen Verän-
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derung ab. Wenn wir Graphen betrachten, deren Kantenkosten mindestens eins und höchstens
polylogarithmisch sind, dann können wir für einige Steinerbaum-Reoptimierungsvarianten ein
PTAS entwerfen. Die genannte Art von Graphen beinhaltet auch alle Graphen mit verschärf-
ter Dreiecksungleichung.

Für die Reoptimierungsvarianten des Steinerbaumproblems, in denen ein Terminal zum
Nichtterminal wird oder andersherum, präsentieren wir einen 1.5-approximativen Algorith-
mus, wohingegen die beste bislang erreichbare Approximationsgüte für das klassische Stei-
nerbaum-Problem 1 + (ln 3)/2 ≈ 1.55 ist. Wir betrachten außerdem das Ändern von Kan-
tenkosten als lokale Veränderung.

Desweiteren analysieren wir den 1.4-approximativen Algorithmus für das Traveling-Sales-
man-Reoptimierungsproblem aus [21]. Wir zeigen, dass es verschiedene Parameter gibt, deren
Änderung direkt zu einer stark verbesserten Approximationsgüte dieses Algorithmus führt.
Unser letztes Reoptimierungsresultat beschäftigt sich mit dem Shortest-Common-Superstring-
Problem. Das Problem besteht darin, einen kürzesten String zu finden, der alle Strings aus
einer gegebenen Menge von Strings als Teilstring beinhaltet. Wir zeigen, dass das Reop-
timierungsproblem sowohl für das Einfügen als auch für das Löschen eines Strings aus der
Menge NP -schwer ist. Außerdem stellen wir schwere Instanzen für einen vielversprechenden
Approximationsalgorithmus für das erste der beiden Reoptimierungsprobleme vor.

Die übrigen Resultate beschäftigen sich mit Komplexitätstheorie. Alle Ansätze, die wir
bislang betrachtet haben, setzen voraus, dass P 6= NP gilt. Bei Online-Algorithmen steht
hingegen die Frage im Mittelpunkt, welche Qualität von Lösungen man überhaupt garantieren
kann. Auch hier verwenden wir neuartige Methoden. Wir analysieren, inwiefern sich die
Qualität zu erreichender Lösungen mit zusätzlichen Informationen in Form von Hinweis-
Bits verändert. Diese Hinweis-Bits sind auf ein Orakel-Band geschrieben, und die Frage
ist, wieviele dieser Bits höchstens gelesen werden müssen, um eine gewisse Lösungsqualität
zu garantieren. Wir konzentrieren uns auf eine Variante des Job-Shop-Scheduling-Problems
und zeigen, dass Ω(

√
n) Hinweis-Bits nötig sind, um immer eine optimale Lösung zu finden.

Als letztes behandeln wir die Beschreibungskomplexität von randomisierten Automaten.
Die Frage, ob Nichtdeterminismus hilfreich ist, ist selbst bei so einfachen Berechnungsmod-
ellen wie Two-Way-Automaten nicht abschließend geklärt. Deshalb betrachten wir ein etwas
schwächeres Modell. Wir zeigen, dass sich randomisierte Rotating- und Sweeping-Automaten
für jede übliche Definition von Randomisierung nur polynomiell in der Anzahl der Zustände
unterscheiden können.
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Abstract

In this dissertation, we study approaches beyond classical approximation for solving hard
problems. The use of these approaches is twofold. On the one hand, they establish new com-
putational possibilities for finding solutions to hard problems. On the other hand, they provide
techniques to analyze the reason why certain problems are NP -hard or hard to approximate.
Accordingly, the main focus of this thesis is the analysis of computational hardness, approx-
imability, and parameters that influence the hardness of problems. In the same context, we
conclude the thesis with complexity-theoretic results.

Our first result concerns the structure of hard input instances for the traveling salesman
problem in metric graphs. The goal of the problem is to find a minimum cost cycle that
contains each vertex of the graph exactly once. Christofides’ algorithm, which was first
published in 1976 and achieves an approximation ratio of 1.5, is to date the best approximation
algorithm for this problem. For our analysis, we also consider the best up-to-date algorithm
for a related problem, the Hamiltonian path problem with predefined end vertices in metric
graphs. This algorithm is due to Hoogeveen and achieves a 5/3-approximation. Here, we
characterize hard input instances for Christofides’ algorithm and Hoogeveen’s algorithm by
relating the two underlying problems. We show that the sets of metric worst-case instances for
both algorithms are disjoint in the following sense: there is an algorithm that, for any input
instance, either finds a Hamiltonian tour that is significantly better than 1.5-approximative
or a set of Hamiltonian paths between all pairs of endpoints, all of which are significantly
better than 5/3-approximative. In the context of approximation algorithms, we also present
a new, improved algorithm for the traveling salesman problem, where some vertices have to
be visited in a predefined order.

We continue with considering reoptimization problems. There, we handle the question
whether the knowledge of an optimal solution to the unaltered instance can help in solving a
locally modified instance.

In terms of this idea, we analyze the approximability of the Steiner tree problem. We show
that, even in very restricted cases, this problem remains APX -hard. On the one hand, we
consider edge costs that are restricted to the values 1 and 1+ γ for an arbitrary small γ > 0.
On the other hand, we provide the algorithm with additional information: the input consists
of a Steiner tree instance together with an optimal solution, as well as a second Steiner tree
instance, where one vertex is added. Now, the goal is to minimize the cost of a solution for
the modified input. This way, our result discloses a sharp edge between efficient solvability
and inapproximability.

We present the first NP -hardness proofs for the Steiner tree reoptimization problem.
In particular, we show that all Steiner tree reoptimization variants that were previously
considered, namely, adding terminals or non-terminals, removing terminals or non-terminals,
changing the cost of an edge, and changing the status of a vertex from terminal to non-
terminal or vice versa, are NP-hard, even if the edge costs are restricted to the values 1 and
1 + γ for an arbitrary positive γ. For removing terminal or non-terminal vertices, we even
show APX -hardness.

The algorithmic results for reoptimization vary considerably, depending on the problem
and the type of local modification. The transition from the triangle inequality to the sharp-
ened β-triangle inequality can influence whether there is a PTAS for a problem (assuming
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that P 6= NP). To this end, we consider the more general class of graphs with a polyloga-
rithmically bounded cost function, where each edge has a cost of at least 1. Then, for some
of the Steiner tree reoptimization variants, we even obtain a PTAS. This class of graphs also
contains all graphs with a cost function obeying the sharpened β-triangle inequality.

For the Steiner tree problem where the local modification is to change the status of a
vertex from terminal to non-terminal or vice versa, we present a 1.5-approximation algorithm,
improving the best currently known approximation for the classical minimum Steiner tree
problem, which is 1 + (ln 3)/2 ≈ 1.55. We also present results concerning the change of the
edge costs as local modification.

Furthermore, we present an analysis of hard instances for the 1.4-approximation algorithm
for the traveling salesman reoptimization problem with increasing edge costs from [21] and give
several parameters such that any change results in a better approximation ratio. We conclude
the reoptimization results by considering the shortest common superstring reoptimization
problem. Given a set of strings, the problem consists in finding a shortest superstring that
contains each of the given strings as substring. We show that the local modifications of both
adding a string and removing a string are NP-hard and we analyze lower bounds on the
approximation ratio achievable by a quite natural and promising algorithm for that problem.

The remaining results are concerning complexity theory. All approaches mentioned above
depended on the assumption that P 6= NP holds. For online problems, however, the main
focus is on the quality that can be guaranteed at all. Also here, we approach the problem by
using novel techniques. We investigate to what extent the solution quality can be improved
in terms of advice complexity. We assume that an oracle provides the content of an advice
tape. Now the question is, how many of the written bits of advice have to be accessed at
most in order to achieve a certain solution quality. We focus on a variant of the job shop
scheduling problem and show a lower bound of Ω(

√
n) advice bits to be necessary for achieving

optimality.
Finally, we handle size complexity of randomized automata. The problem of whether

nondeterminism helps is not even answered in computational models as weak as two-way
automata. Therefore, we investigate related questions on slightly weaker models. We show
that, for any reasonable randomized model, the number of states of sweeping finite automata
and rotating finite automata cannot differ more than by a polynomial factor.
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with his humble and honest way to deal with people and his extraordinary inspiration and
ideas, helped me to develop my abilities as a researcher and, even more important, helped me
to grow as a person. He was both a source of invaluable advice on research and of persistent
motivation to discover the beauty of the mountains. Due to his infectious verve I discovered
some of the most impressive summits of Switzerland.

The camaraderie in our research group was always very pleasant and enjoyable. This
was mainly because of all my wonderful colleagues who enabled a constructive and friendly
atmosphere. I would like to express my special gratitude to Hans-Joachim Böckenhauer, who
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Chapter 1

Introduction

This dissertation focuses on new approaches to hard algorithmic problems. There are two
main reasons for this: to provide new algorithmic techniques for finding good approximative
solutions and to increase the understanding of the essence of the hardness involved.

More specifically, we first investigate approximation and approximability of NP -hard op-
timization problems. It is to be expected that these problems do not admit any feasible
algorithm that guarantees an exact solution within a reasonable time, since it is conjectured
that P is not equal to NP . If this conjecture is correct, then there are no exact polynomial-
time algorithms for these optimization problems. Thus, instead of trying to find optimal
solutions, we aim for good, but not necessarily optimal, solutions.

The research of approximation has led to impressive results. For some NP -hard opti-
mization problems such as the knapsack problem, it is feasible to compute solutions that are
very close to optimal ones, using a so called fully polynomial-time approximation scheme [65].
The importance of approximation, however, reaches far beyond its applications in operations
research. The NP-hard optimization problems can be classified according to their approx-
imability. This way, we obtain a much more detailed view on the hardness of these problems.
Some deep results in this area were achieved using a characterization of NP via so-called
probabilistically checkable proofs [5, 42] which enabled new techniques for showing approxi-
mation hardness. Tight bounds on the approximability were shown by H̊astad [55] for some
problems such as MaxE3SAT, the problem to maximize the number of satisfied clauses in a
boolean formula, where each clause has exactly three literals.

Despite these achievements, however, there are many important problems for which the
known lower bounds on the approximability and the currently best achieved approximation
rate differ considerably. One of these problems is the metric traveling salesman problem.
Here, one is given a complete edge-weighted graph with metric cost function and one searches
for a minimum-cost cycle that visits each vertex exactly once. A cost function is metric, if
no edge between two vertices is more expensive than any path between them. The metric
traveling salesman problem is well-known to be approximable within a constant factor of 1.5
due to Christofides’ algorithm [36]. For the best lower bound, however, we only know that
finding a better approximation ratio than 117/116 is NP -hard [85].

Due to the long time in which Christofides’ result remains unimproved, it seems worthwhile
to have a close look at the properties of hard input instances for his algorithm. In order to do
this, we extend the concept of win/win algorithms. The general idea of win/win algorithms is

1
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that we are given two related hard problems defined on the same input instances. Now, we ask
whether hard inputs for one problem are also hard for the other one. We tackle this question
by searching for algorithms that are guaranteed to find a good solution for at least one of the
two problems. This research relates to win/win-strategies in parameterization which provide
a popular method for designing parameterized algorithms [44], as well as to the design of
hybrid algorithms as used by Vassilevska et al. [108]. In this type of hybrid algorithms, for
a single problem, one either finds a good solution efficiently or one is guaranteed to have an
improved (exponential) runtime for computing an exact solution.

In contrast to previous approaches, we apply the win/win technique to approximation.
Given two different problems with the same set of input instances, we want to guarantee at
least one of the problems to be approximated with a better approximation ratio than the
best one we can guarantee by using known algorithms. Besides the algorithmic meaning —
we are guaranteed to have a good solution for one of the problems — we classify hard input
instances for one algorithm according to the hardness for another algorithm, which is useful
for a deeper understanding of why certain input instances are hard.

As a second approach for analyzing the inherent hardness of problems, we study the
effect of increasing the knowledge available to the algorithm. In particular, we consider
reoptimization problems. The main question involved is, how much a small change of an
input changes the set of optimal solutions. Therefore, given an input and an optimal solution
for that input, reoptimizations ask for a solution for a different, slightly modified input.

Reoptimization has been considered for several different problems like the traveling sales-
man problem [3, 8, 21, 31], the Steiner tree problem [17, 27, 41], the knapsack problem [4],
some covering problems [19], and the shortest common superstring problem [18]. A similar
approach that aims for solving problems by iterated modifications was applied in [50]. In op-
erations research, another question related to reoptimization, called postoptimality analysis,
was considered [45, 51]. Here, the question is how much a given instance of an optimization
problem may be varied without compromising the optimality of a given solution.

Our study aims at contributing to the understanding of the computational hardness of
locally modified problems. Furthermore, this research leads to knowledge that may be useful
for developing new algorithms for solving algorithmic tasks that are not only efficient, but
also provide reasonable guarantees on the solution quality.

For studying the hardness of reoptimization, we go one step farther. We analyze the
approximability when restricting the class of input instances. In particular, we focus on the
sharpened β-triangle inequality, i. e., on weighted graphs where the cost function c satisfies
the condition c({v1, v2}) ≤ β · (c({v1, v3}) + c({v3, v2})), for some 1/2 ≤ β < 1 and for all
vertices v1, v2, and v3. Intuitively speaking, for vertices that are points in the Euclidean
plane, a parameter value β < 1 prevents that three vertices can be placed on the same line.
More details and motivation of the sharpened triangle inequality can be found in [24].

Note that, if the value of β is 1, the cost function satisfies the standard triangle inequality,
whereas a value of β = 1/2 implies all edges to be of unit cost. Therefore, for improving the
understanding of the hardness of problems, the most interesting cases appear when the value
of β is either close to 1 or close to 1/2.

Instead of the availability of additional information, we also consider a lack of information
in so-called online environments. In other words, initially the input is not complete and the
missing data fragments are provided in the form of requests only after decisions are made. The
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analysis of online algorithms has an important difference to the analysis of offline algorithms:
we do not have to rely on any assumptions such as P 6= NP . The main measure for the
quality of online algorithms is the competitive analysis [102], where the optimal solution
achievable by algorithms with the knowledge of the whole input is compared to the worst-
case solution achievable by online algorithms. For showing hardness of problems, one shows
that, for any algorithm, a hard input can be constructed. By using this model, however, it
is hard to compare randomized and deterministic online algorithms, because the randomized
algorithm gets either significant advantages or disadvantages, depending on how the hard
input is constructed.

Here, we follow a new, extended approach. We measure the hardness of online problems
by determining the effect of additional information. We ask the question how many bits of
information are needed for being able to solve a problem optimally, almost optimally, or as
good as the best randomized algorithms. To this end, we use the concept of advice complexity
from [30, 37]. Similar as in the case of advice strings in complexity theory [71, 86, 87], the
online algorithm is given an additional tape that contains advice bits. The advice complexity
of an online problem is now determined by the number of advice bits needed in the worst case
in order to be able to compute an optimal solution.

In contrast to advice tapes in offline algorithms, however, the content of the advice tape
depends on the entire given input, whereas for offline algorithms only the length of the input
is taken into account. Moreover, for online advice complexity, the number of bits written on
the advice tape is not restricted. Instead, the number of actually read bits is measured.

For some problems, a single advice bit suffices for obtaining an optimal solution [33, 37].
One of those problems is the ski rental problem, where the number of skiing days is revealed
one by one in an online manner and, for each skiing day, one can decide to either buy or rent
the ski. As advice, one only needs the information whether it is an advantage to buy the ski
immediately on the first day or to always rent them. In general, however, having only a single
bit of advice is clearly not enough. We are interested in classifying online problems according
to the amount of additional information that is needed for finding solutions that are optimal
or have a specific competitive ratio.

In the scope of determining the hardness of problems, our studies are closely related to
NP -completeness and the hierarchy of complexity classes between P and NPO. Most of
our results heavily depend on the one conjecture that P and NP are not the same. If the
conjecture was shown to be wrong, the whole hierarchy would collapse. This is one of the
reasons why it would be desirable to fix that one central open question once and for all.
Unfortunately, answering that question does not appear to be simple. The main problem is
the scarcity of tools for showing lower bounds. Many approaches that seemed promising are
proven not to be capable to approach this question, see for example [1, 9].

For developing lower bound tools, it seems reasonable to start with simpler problems. For
instance, the problem whether the class of deterministic Turing machines that can write only
logarithmically many bits, DLOG , is equivalent to its nondeterministic counterpart NLOG is
also until now still open, even though it seems much easier to handle this problem due to its
strong space restrictions. The conjecture is, similar to P and NP , that DLOG and NLOG are
distinct classes. Here, two-way finite automata become interesting. Two-way finite automata
are finite automata that are not limited to read the input tape once from left to right but
that can change the reading direction arbitrarily during the computation. If, for this class
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of automata, nondeterminism can be simulated by “small” deterministic machines, then the
classes DLOG and NLOG collapse to one complexity class [13].

For approaching the open problems for two-way automata, Sipser proposed to allow the
reading head to change direction only at the end of the input tape [99]. The resulting model is
called a sweeping automaton. This approach has led to fruitful results and some deep insights
into the essence of nondeterminism and randomization [15,67–70,76,77,79,99,100].

Contribution of this Thesis

In this dissertation, we characterize hard input instances for Christofides’ algorithm [36]
and Hoogeveen’s algorithm [56] by relating the two underlying problems, i. e., the traveling
salesman problem and the problem of finding a minimum-weight Hamiltonian path between
two prespecified vertices. We show that the sets of metric worst-case instances for both
algorithms are disjoint in the following sense. There is an algorithm that, for any input
instance, either finds a Hamiltonian tour that is significantly better than 1.5-approximative
or a set of Hamiltonian paths between all pairs of endpoints, all of which are significantly
better than 5/3-approximative.

As a further algorithmic result, we present a new algorithm for the OTSP that achieves
an approximation ratio of 2.5− 2/k, where k ≥ 3 is the number of ordered vertices.

The next results consider reoptimization. In particular, we handle the question whether
the knowledge of an optimal solution to the unaltered instance can help in solving the locally
modified instance.

We consider the approximability of the Steiner tree reoptimization problem, where a vertex
is added. To this end, we give a more general hardness proof, namely we show that even in
the case where edge costs are restricted to the values 1 and 1 + γ for an arbitrary small
γ > 0, this variant of the Steiner tree reoptimization problem remains APX -hard. Moreover,
this result implies APX -hardness for the Steiner tree reoptimization problem in graphs with
sharpened β-triangle inequality and establishes a sharp edge between efficient solvability and
inapproximability.

For some reoptimization variants, we present the first NP-hardness proofs for the Steiner
tree reoptimization problem by Karp reduction. In particular, we show that all Steiner
tree reoptimization variants that were previously considered (i. e., adding terminals or non-
terminals, removing terminals or non-terminals, changing the cost of an edge, and changing
the status of a vertex from terminal to non-terminal or vice versa) are NP -hard, even if the
edge costs are restricted to the values 1 and 1 + γ for an arbitrary positive γ. For removing
terminal or non-terminal vertices, we even show APX -hardness.

Using some variants of the traveling salesman problem and the Steiner tree problem as
examples, we show that the algorithmic results for reoptimization, depending on the consid-
ered problem and the type of local modification, vary considerably: When bounding the cost
function to be at least 1 and at most polylogarithmic (which includes graphs with sharpened
β-triangle inequality), we show that some Steiner tree reoptimization variants admit a PTAS,
whereas the classical Steiner tree problem with the same restrictions is APX -hard.

For the Steiner tree reoptimization problem, where the local modification is to change
the status of a terminal, i. e., a terminal becomes a non-terminal or vice versa, we present
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a 1.5-approximation algorithm, improving the best currently known approximation for the
classical MSTP, which is 1 + (ln 3)/2.

As a result of a joint work, we also present a 4/3-approximation and a 1.302-approximation
for the Steiner tree reoptimization problem when increasing or decreasing the cost of one edge.

Furthermore, we present an analysis of hard instances for 1.4-approximation algorithm
from [21] and give several parameters such that any change results in a better approximation
ratio.

For the shortest common superstring reoptimization problem, we show that the local
modifications of both adding a string and removing a string are NP -hard and we present
hard input instances for a promising approximation algorithm.

The remaining results are concerning complexity theory. For online problems, we inves-
tigate to what extent the solution quality can be improved in terms of advice complexity.
We focus on a variant of the job shop scheduling problem and show a lower bound of Ω(

√
n)

advice bits to be necessary for achieving optimality.
Finally, we handle size complexity of automata. We show that for any reasonable random-

ized model, the number of states of sweeping finite automata and rotating finite automata
cannot differ by more than a polynomial factor.

The results of this thesis are also in the research papers [17,18,23,27–30,67,75]. Some re-
sults from these research papers originating from co-authors are mentioned in the introductory
chapters 2 to 4.

Organization of this Thesis

In the next three chapters of this dissertation, we introduce the general concepts and impor-
tant known results that are important for this dissertation. In particular, we give an overview
of approximation and approximability in Chapter 2; an overview of reoptimization in Chap-
ter 3; and an overview of online computations, time and space complexity, size complexity,
and randomized computations in Chapter 4.

We then present the research results that form the contributions of this dissertation. In
Chapter 5, we present the algorithmic results of this dissertation for computing solutions
from scratch. In Chapter 6, we present the results concerning reoptimization and hardness of
reoptimization, including our inapproximability result for Steiner trees with restricted edge
costs. Finally, in Chapter 7, we focus on complexity-theoretic aspects, especially on advice
complexity and size complexity.
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Chapter 2

Approximation

In hard algorithmic problems, oftentimes a slight relaxation of the requirements changes the
whole situation. For instance, using approximation algorithms, in some cases we can efficiently
find an almost optimal solution to an optimization problem whereas finding an optimal solu-
tion is infeasible unless P = NP . Here, we give an overview of the most important properties
of approximation algorithms and fix the notation that we use within this dissertation. For a
broader overview on these topics and details that are beyond the scope of this dissertation
we recommend the books [7, 62,101,110].

2.1 Approximation

As mentioned above, approximation algorithms are used for solving optimization problems.
We formally define optimization problems similar to [62].

Definition 2.1 An optimization problem U is a tuple U = (ΣI ,ΣO, L,M, cost, goal), where

• ΣI is an alphabet, called the input alphabet of U ;

• ΣO is an alphabet, called the output alphabet of U ;

• L ⊆ Σ∗
I is a language, called the language of consistent inputs;

• M : L → 2Σ
∗
O is a function where, for every I ∈ L, M is called the set of feasible

solutions for the input I ;

• cost : M×L → Q+ is a function that assigns to every feasible solution of U a rational
number as its value;

• goal ∈ {minimum,maximum} indicates whether U is a minimization problem or a
maximization problem, i. e., whether the cost of the solution shall be minimized or
maximized.

Whenever the input I is clear from the context and we want to express the cost of a solution
Sol ∈ M(I ), we simply write cost(Sol ) instead of cost(Sol , I ). For every I ∈ L, a feasible
solution Sol ∈ M(I ) is optimal for I and U , if

cost(Sol ) = goal{cost(z) | z ∈ M(I )}

7
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In the definition, the alphabets ΣI and ΣO are used to facilitate the description of inputs
and outputs. We can for example use special symbols as separators and thus we do not have
to bother about encodings using binary alphabets. Note that the alphabets do not have
influence on the asymptotic runtime of algorithms. Therefore, in problem descriptions, we do
not explicitly specify the alphabets whenever they are clear from the context.

When using approximation algorithms, we have to distinguish solutions according to their
quality, i. e., the distance of the solution’s cost to the cost of an optimal solution. Therefore,
we use the approximation ratio of an input instance.

For a problem U , let I ∈ L be an input instance and let Sol ∈ M(I ) be a solution.
Furthermore let Opt be an optimal solution for I . We define the approximation ratio of Sol
as

RU (Sol ) = max

{
cost(Sol )

cost(Opt)
,
cost(Opt)

cost(Sol )

}
.

Thus, if U is a minimization problem, then RU (Sol ) is cost(Opt)/cost(Sol ) and otherwise, if
U is a maximization problem, then RU (Sol ) is cost(Sol )/cost(Opt). Whenever the problem
is clear from the context, we omit the subscript, i. e., we write R instead of RU .

An algorithm is consistent for an optimization problem U = (ΣI ,ΣO, L,M, cost, goal), if,
for any input I ∈ L, it computes a solution Sol ∈ M(I ).

Now, let A be a consistent algorithm for U . Then the approximation ratio of A for an
instance of length n is

RA(n) = max{R(A(I )) | I ∈ L and |I | ≤ n}.
An algorithm is f(n)-approximative or an f(n)-approximation algorithm for a problem U and
a function f : N → Q+, if, for all integers n, RA(n) ≤ f(n). Whenever there is a constant
δ such that f(n) ≤ δ for all n, we can simply say that the f(n)-approximative algorithm is
δ-approximative.

For some problems, there are even so-called approximation schemes — algorithms that
can achieve an arbitrarily good approximation ratio for the cost of a longer runtime.

Definition 2.2 Let U be an optimization problem. A polynomial-time approximation scheme
(PTAS) for U is an algorithm A that, for any consistent input instance I and any ε > 0,
computes a feasible solution A(I ) such that

• R(A(I )) ≤ 1 + ε, and

• the time complexity of A is a function from (ε−1, I ) to N that is polynomial in |I |.
A fully polynomial-time approximation scheme (FPTAS) is a PTAS that has polynomial-time
complexity in both, I and ε−1.

Note that the runtime of a PTAS may be arbitrarily high in ε−1.
Now, given a problem U and an approximation algorithm, a natural question is whether

there is a better approximation algorithm for U . In this context, better can mean “to have
a better runtime.” It is, however, usually more important to know whether there is an
approximation algorithm that has a better approximation ratio.

Thus, we are interested in a hierarchy of optimization problems based on the approxima-
bility. Until now, however, we were dealing with optimization algorithms in a too general
form for getting useful results. Therefore we require some natural properties.
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Definition 2.3 Let U = (ΣI ,ΣO, L,M, cost, goal) be an optimization problem. Then U is
in NPO, if and only if

• L ∈ P;

• there is a polynomial p such that

– for any I ∈ L and any Sol ∈ M(I ), |Sol | ≤ p(|I |) and
– there is a polynomial-time algorithm that, for any I ∈ L and any Sol ∈ Σ∗

O such
that |Sol | ≤ p(|I |), decides whether Sol ∈ M(I ) holds;

• the function cost is computable in polynomial time.

The problem U is in PO, if and only if it is in NPO and there is a polynomial-time algorithm
that, for any input from L, computes an optimal solution.

Since every problem in PO can be solved exactly in polynomial time, a hierarchy of complexity
classes based on approximation ratios within NPO only makes sense if we assume that PO (
NPO holds, which is equivalent to P ( NP [83].

Given the techniques that are available for lower bounds, it is useful to divide NPO into
five classes. The first class contains all problems in NPO that allow an FPTAS. Accordingly,
we call this class FPTAS . One member of FPTAS is the knapsack problem. The class
FPTAS is closely related to NP -hard problems that are not strongly NP -hard. A problem U
is strongly NP -hard, if for every problem in NP there is a polynomial time reduction to U
such that all numbers in the reduced instance are written in unary (compare [110]). The next
class is PTAS , containing all problems in NPO that allow a PTAS. Obviously, any FPTAS is
also a PTAS. Thus, FPTAS is contained in PTAS . There are, however, problems in PTAS
that are not in FPTAS unless P = NP . One of those problems is the makespan scheduling
problem.

Above PTAS , there is the class APX that contains all problems in NPO that allow
an approximation algorithm with constant approximation ratio. This class contains many
popular problems such as the Steiner tree problem and the metric traveling salesman problem.

The next class is LOGAPX , the class of problems that can be approximated with an
approximation ratio that is polylogarithmic in the length of the input. It has the set cover
problem as one of its representatives that is in LOGAPX but not in APX unless P = NP .
There are also remaining problems that are in NPO but not in LOGAPX unless P = NP .
For instance, the traveling salesman problem is one of these [93].

Thus, altogether, provided that P 6= NP , we have

PO ( FPTAS ( PTAS ( APX ( LOGAPX ( NPO .

Similar to the definition of NP hardness, a problem U is FPTAS -, PTAS -, APX -,
LOGAPX -, or NPO-hard if, for each problem within the respective class, there is a polyno-
mial time reduction to U .
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2.2 Graphs

Most optimization problems in this dissertation are formulated by using graphs. We use a
notation similar to the one of [111].

In a simple graph G = (V,E), where V is the set of vertices and E is the set of edges,
the edges are sets of two vertices. We use, however, a shortened notation. Instead of {u, v},
we simply write an unordered pair uv, where u and v are vertices. For a graph G, we refer
to the sets of vertices and edges using V (G) and E(G), respectively. Two vertices u and v
are adjacent in a graph G = (V,E), if E contains the edge uv. A vertex v and an edge e
are incident, if e contains v. A trail from u to v is a sequence of adjacent edges leading from
u to v, where no edge may be used more than once. A trail is uniquely defined by a list
of vertices uw1w2 . . . wiv, where consecutive vertices describe the edges of the trail. We say
that w1 . . . wi are the inner vertices. The length of a trail is the number of its edges. A trail,
where each vertex is used at most once, is a path. A closed trail, i. e., a trail that starts and
ends with the same vertex, is a circuit. A circuit that contains all edges of the graph is called
an Eulerian tour. A circuit, where each inner vertex is visited only once, is a cycle. In a
graph G = (V,E), a Hamiltonian path from u to v is a path of length |V |− 1 from u to v and
a Hamiltonian tour is a cycle of length |V |. Note that, in this case, every vertex is visited
exactly once. In a tree T , PT (u, v) denotes the unique path between two vertices u and v.

Let [n] denote the set {1, 2, . . . , n}, where n is an integer. A trail of length l respects the
order of a tuple (v1, . . . , vk) of vertices, if the trail contains them, not necessarily consecutively,
in the same order. More precisely, we require that there is an injective mapping f : [k] → [l+1]
such that vi is the f(i)-th vertex of the trail and either f(i) < f(j) for all i < j or f(i) > f(j)
for all i < j. A circuit respects the order of a tuple, if there is a vertex v such that starting
from v, the corresponding trail respects the order of the tuple.

We call a complete graph G = (V,E) with cost function c : E → Q+ metric, if the edge
costs satisfy the triangle inequality

c(uv) ≤ c(uw) + c(wv)

for any pairwise distinct vertices u, v, w ∈ V .

The cost of a graph or of a trail is the sum of the costs of its edges. For simplicity, we
write c(X) when we mean the cost of X, where X can be a graph or a trail.

When dealing with multigraphs, the set of edges is a multiset. Given two sets or multisets
A and B, then the operation A ⊎ B results in the multiset containing all elements of A and
of B. Thus |A ⊎B| = |A|+ |B| is also true, if A ∩B 6= ∅.

Given a graph G = (V,E) and a vertex v /∈ V , we define G+ v as (V ∪{v}, E ∪{vw | w ∈
V }). Furthermore, given two vertices u and v in V , then we define G+ uv as (V,E ⊎ {uv}),
resulting in a multigraph with a multiset of edges. Note that adding vertices to a complete
graph results in a complete graph. Analogously, G − v is G, where v and all incident edges
are removed and G−uv is G without the edge uv. Furthermore, let G′ = (V ′, E′) be a graph.
Then G∪G′ = (V ∪V ′, E∪E′). In contrast, G+G′ results in a multigraph with the vertex set
V ∪V ′ and the multiset of edges E⊎E′. The operators “∩” and “−” are defined analogously.
A vertex is even or odd, if its degree is even or odd, and a graph is even or odd, if all its
vertices are even or odd, respectively.
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2.3 Lower Bound Techniques

In this section, we present some techniques that have been used for showing lower bounds
on the approximability of problems. More precisely, all of these techniques show that the
existence of a polynomial-time approximation algorithm for the problem in question with an
approximation ratio better than the claimed lower bound would imply that P equals NP .

2.3.1 NP Reductions

The oldest and most direct method for showing inapproximability consists in NP reductions
from an NP -hard decision problem to the problem of finding an approximate solution of an
optimization problem such that the approximation ratio is below some fixed threshold.

As a simple example, consider an instance I of the Hamiltonian cycle problem. Any
polynomial-time α-approximation algorithm A for the traveling salesman problem can be
used to decide whether I contains a Hamiltonian tour.1 To this end, we transform I into
a complete graph G such that all edges of I are of cost one in G, and all remaining edges
have cost α · n. If there is a Hamiltonian tour in I , then an optimal solution for the traveling
salesman problem in G has exactly the cost n. Any solution that does not imply the existence
of a Hamiltonian tour costs at least (1 + α) · n− 1. Thus, I contains a Hamiltonian tour, if
and only if A finds a tour of cost n.

2.3.2 Approximation-Preserving Reductions

A second possibility for showing the hardness of approximation is to relate the approximability
of different problems. More precisely, given an algorithm for which we know a lower bound
on the approximation ratio, we map the set of input instances to a set of input instances
of a second problem. Then we map the set of feasible solutions of the second problem to
the set of feasible solutions of the first problem in such a way that we can find a feasible
“good” solution for an input instance of the first problem by using the two mappings and a
“good” approximation algorithm for the second problem. A detailed description of this type
of reduction can be found in [62].

2.3.3 Gap-Preserving Reductions

A third method to show inapproximability is the gap preserving reduction which has been
applied successfully to many optimization problems (see, e. g., [32,110]). This reduction relies
on the NP -hardness of gap problems. In the following, our notation is based on [110] and [62].

Definition 2.4 Let p and q be two positive real numbers such that p ≥ q > 0 and let U be a
maximization problem in NPO. Then the decision problem Gapp,q-U is defined as follows.

Input: An input I for U , such that OptU (I )/|I | ≥ p or OptU (I )/|I | < q.

Output: If OptU (I )/|I | ≥ p then “yes”, otherwise if OptU (I )/|I | < q then “no”.

1Here, α can also be a function depending on n. The function, however, has to be bounded from above by
2O(nc) for a constant c in order to keep the length of the input polynomial in n.
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For minimization problems, the definition is analogous.

Definition 2.5 Let p and q be two positive real numbers such that p ≥ q > 0 and let U be a
minimization problem in NPO. Then the decision problem Gapp,q-U is defined as follows.

Input: An input I for U , such that OptU (I )/|I | ≤ p or OptU (I )/|I | > q.

Output: If OptU (I )/|I | ≤ p then “yes”, otherwise if OptU (I )/|I | > q then “no”.

Note that the length |I | of an input I depends on the input alphabet and the encoding of
the input. For gap problems, however, the absolute values of p and q are not very important.
The crucial part is the quotient of these two values. The reason why we divide the optimal
solutions by |I | is that this way we keep the dependency of the input length out of the
description of the gap problem. Therefore, in the following we allow the gap values to be
scaled by a constant factor.

Gap problems are related to approximation in the following way.

Lemma 2.1 (Feige et al. [42]) Let Gapp,q-U be an NP-hard gap problem of an optimiza-
tion problem U ∈ NPO for some constants p ≥ q > 0. Then, unless P = NP, there is no
polynomial-time p/q-approximation algorithm for U .

Proof. Suppose that there would be a polynomial-time p/q-approximation algorithm A for
U . Then we show how to decide the problem Gapp,q-U in polynomial time — contradicting
its NP-hardness. Let us assume that U is a maximization problem. Given a valid input I
for Gapp,q-U , we run A on I . It is sufficient to show that cost(A(I )) < q · |I | if and only if
OptU (I ) < q · |I |.

Since OptU (I ) ≥ A(I ), OptU (I ) < q · |I | implies cost(A(I )) < q · |I |.
For the other direction, we use the promise that OptU (I ) is either et least p · |I | or smaller

than p · |I |. If cost(A(I )) < q · |I |, then, since A is a p/q-approximation algorithm,

OptU (I ) < q · |I | · p
q
= p · |I |,

which can only happen if OptU (I ) < q · |I |. The case when U is a minimization problem is
analogous. �

Because of Lemma 2.1, to show that a problem U is hard to approximate, it is enough to
show that there are two constants p > q > 0 such that Gapp,q-U is NP-hard. One possibility
to show such a property is to use gap-preserving reductions.

Definition 2.6 Let U and U ′ be two maximization problems. A gap-preserving reduction
from U to U ′ with parameters (p, q) and (p′, q′), where 0 < q ≤ p and 0 ≤ q′ ≤ p′, is a
polynomial-time algorithm A that satisfies the following properties.

1. For every input instance I of U , A(I ) is a valid input for U ′.

2.
OptU (I )

|I | ≥ p implies
Opt

U
′ (I )

|I | ≥ p′.

3.
OptU (I )

|I | < q implies
Opt

U
′ (I )

|I | < q′.
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When minimization problems are involved, the definition is analogous.

For applying gap-preserving reductions, we need gap problems that have already been
shown to be NP-hard beforehand. For instance, in [55], H̊astad used showed the Gap1/2,1-
problem of Max-E3LinMod2 — the problem of maximizing the number of satisfied equations
modulo two in an equation system where each equation contains exactly three variables —
to be NP -hard.

2.4 Optimization Problems and Algorithms

In this section, we introduce some of the optimization problems that form the base for the
following chapters. In particular, we focus on the known results for these problems and sum-
marize some of the proofs, whenever the used techniques are important for the contributions
of this dissertation.

2.4.1 Variants of the Traveling Salesman Problem

The traveling salesman problem (TSP) consists in finding a minimum-cost Hamiltonian tour
in a complete graph.

Based on the TSP, many similar problems were defined. Here, we list some selected
variants. A good overview of the traveling salesman problem can be found in [52].

One generalized variant of the TSP is the TSP with precedence constraints. Here, the
input contains additionally a set of pairs of vertices. A solution is feasible, if it is a Hamiltonian
tour and for each pair of vertices, the first vertex is visited before the second one.

Using precedence constraints [10], we are able to ensure a predefined order on some special
vertices within the tour. This restriction leads to the ordered traveling salesman problem
(OTSP). Here, for simplicity, we specify the order of k vertices as a k-tuple instead of
using a set of k − 1 pairs. Formally, let G = (V,E) be a complete metric graph with cost
function c : E → Q+, and let (v1, v2, . . . , vk) be a k-tuple of vertices of V . Then the OTSP
is the problem of finding a minimum-cost Hamiltonian tour in G respecting the order of
(v1, v2, . . . , vk).

Instead of finding a Hamiltonian tour, we can also search for Hamiltonian paths. This
problem is also known as the messenger problem [78]. We distinguish three different situations
regarding the start and the end vertex of the path. If neither the start nor the end of the path
are fixed, we call the problem HPP0. If either the start or the end is fixed, but the remaining
vertex can be chosen freely, then we call the problem HPP1. Otherwise, if both the start and
the end vertex are fixed, we call the problem HPP2. Note that, for both the HPP1 and the
HPP2, the fixations of vertices are actually some special precedence constraints.

Orthogonal to precedence constraints, we can consider the cost function. A change here
can modify the TSP in various ways. For instance, the time dependent TSP is a generalization
of the TSP. We are still searching for a minimum-cost Hamiltonian tour, but now the cost
of an edge is not a constant value. It is a function instead that maps the time to a number.
The time is assumed to advance discretely with the number of edges that are used. A variant
related to the time dependent TSP is the deadline TSP. There, vertices may have time values
assigned to them. A vertex may only be visited as long as that time is not yet expired.
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In the context of approximation, it is especially interesting to look at variants of the TSP
with reduced approximation hardness. For TSP, the corresponding problem of maximizing
the cost of the tour is called Max-TSP. Despite its similarity to TSP which is NPO-complete,
Max-TSP allows a 4/3-approximation [98] (see also [7]).

Similarly, the TSP becomes approximable with constant approximation ratio when re-
stricting the cost function. In fact, the following three problem variants are in APX . The
metric traveling salesman problem (∆-TSP) is the problem of finding a minimum-cost Hamil-
tonian tour in a complete edge-weighted graph G = (V,E), where the cost function c satisfies
the triangle inequality. Analogously, we also define the ordered metric traveling salesman
problem (∆-OTSP) and the metric Hamiltonian path problem with prespecified endpoints
(∆-HPP2).

We can relax the metricity by only requiring c to satisfy the β-relaxed triangle inequality

c(uw) ≤ β · (c(uv) + c(vw))

for all u, v, w in V , and a constant β > 1. This type of cost function has been applied for the
TSP and the OTSP [25,26]. When β < 1 holds, we have the sharpened triangle inequality as
it was used e. g., in [24].

A quite restricted cost function that is defined as the Euclidean distance in an Euclidean
space of constant dimension leads to the geometric TSP. This problem is in PTAS [6].

In the following, we present important known algorithms that are directly or indirectly
related to the results in the subsequent chapters.

2.4.2 Approximation Algorithms for the Metric Traveling Salesman Prob-
lem and its Variants

As we mentioned in Section 2.1, the traveling salesman problem is one of the hardest prob-
lems in NPO and thus, we cannot hope to find approximation algorithms with polynomial
approximation ratio. Therefore, we focus on complete metric graphs as input instances.

The Metric Traveling Salesman Problem

Some of the basic ideas concerning approximation algorithms for the ∆-TSP are already used
in the well known tree doubling algorithm. The origin of that algorithm is unclear. There is,
however, an early publication of an elaborate version of the approximation algorithm from
Rosenkrantz, Stearns, and Lewis [92].

Algorithm 2.1 TSP 2-Approximation

Input: A complete graph G = (V,E) with metric cost function c.
1: Compute a minimum spanning tree T in G.
2: Find an Eulerian tour in T + T .
3: Shorten the Eulerian tour to a Hamiltonian tour H.

Output: The tour H.

Theorem 2.1 (E. g., see [92]) Algorithm 2.1 is a polynomial-time 2-approximation algo-
rithm for ∆-TSP.
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Proof sketch. Let Opt be a minimal Hamiltonian tour in G. It is easy to see that c(T ) ≤
c(Opt) holds. In the multigraph T +T , all edges are doubled and thus, the graph is even and
connected, i. e., it is Eulerian. The shortening of the Eulerian tour can be done by simply
following the tour and skipping vertices that were visited before, using direct edges instead.
Due to the metricity of c, the overall cost cannot be higher than c(T + T ) = c(T ) + c(T ) ≤
2 · c(Opt). �

In 1976, Christofides published an algorithm that yields a 1.5 approximation for the TSP.
While the availability of the original document [36] is limited, there are many comprehensive
resources describing the algorithm, see, e. g., [62]. Since some of our results contain ideas
from the mentioned algorithm, here we describe its functionality a bit more in detail.

Algorithm 2.2 Christofides

Input: A complete graph G = (V,E) with metric cost function c.
1: Compute a minimum spanning tree T in G.
2: Compute a minimum-cost perfect matching M on the odd vertices of T .
3: Compute an Eulerian tour Eu in T +M .
4: Shorten Eu to a Hamiltonian tour H.

Output: The tour H.

Theorem 2.2 (Christofides [36]) Algorithm 2.2 is a 3/2-approximation algorithm that
runs in polynomial time.

Proof sketch. Since T — as any graph — has an even number of odd vertices, there is a
minimum perfect matching M in G for these vertices. Adding the matching to T increases
each degree of the involved vertices by one. Therefore, T +M is a connected even multigraph,
i. e., an Eulerian multigraph. The Eulerian tour Eu can easily be shortened to a Hamiltonian
tour by following the tour and simply skipping vertices that would otherwise appear double.
Instead, we take a direct edge between consecutive vertices in H.

For computing the cost of the tour, we only have to consider the edges of the multigraph
T + M : the tour Eu is completely contained in that graph and the shortening in the last
step does not increase the cost. It is easy to see that T cannot be more expensive than Opt,
since Opt contains a spanning tree. For M , we have to apply another idea. Consider the
cycle C that contains only the vertices of M . These vertices are connected in the order as
they appear in Opt. Then, due to the metricity, c(C) ≤ c(Opt). But within C, there are
exactly two perfect matchings: let the edges of C be colored by 1 and 2 such that any two
consecutive edges have different colors. (Note that |E(C)| is even.) Then each color defines
a set of edges that forms a perfect matching. Moreover, these two matchings are disjoint.
Therefore, at least one of these matchings has a cost of less then c(Opt)/2. The minimum
perfect matching M can only be cheaper. Thus, c(M) ≤ c(Opt)/2, and therefore

c(T +M) = c(T ) + c(M) ≤ 1.5c(Opt).

The runtime is dominated by computing the minimum perfect matching which can be
done in time O(n2.5(log n)1.5) [47]. �
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The Ordered Metric Traveling Salesman Problem

Now we present known results about the ordered traveling salesman problem. In [26], the
following results were presented.

Algorithm 2.3 OTSP 2.5-Approximation

Input: A complete graph G = (V,E) with metric cost function c and a tuple t =
(v1, v2, . . . , vk) of k different vertices.

1: Compute a Hamiltonian tour H in G by using Algorithm 2.2.
2: Let P = v1v2 . . . vkv1.
3: Obtain the cycle H ′ from H by skipping the vertices v2, v3, . . . , vk. {Here, skipping means

that the neighboring vertices are connected directly.}
4: Obtain an Eulerian tour Eu in H ′ + C by first following C and then following H.
5: Shorten Eu to a Hamiltonian tour H.

Output: The tour H.

Theorem 2.3 (Böckenhauer et al. [26]) For k > 3, Algorithm 2.3 is a polynomial-time
5/2-approximation algorithm for ∆-OTSP.

Proof sketch. Algorithm 2.3 obviously computes a Hamiltonian cycle and since the vertices
from t occur consecutively, the computed instance is a correct solution. We can obtain C
by shortening an optimal solution Opt and, according to Theorem 2.2, H cost at most 1.5
times as much as any Hamiltonian tour. By shortening the solution, the cost of the computed
solution does not increase. Therefore, the overall solution cannot be more expensive than
1.5c(Opt) + c(Opt) = 2.5c(Opt). The time complexity is determined by computing H in
polynomial time (see Algorithm 2.2). �

For very few ordered vertices, one can afford to include some expensive edges, which results
in better approximation ratios.

Theorem 2.4 (Böckenhauer et al. [26]) There exists a polynomial-time 2-approximation
algorithm for the problem ∆-OTSP with four ordered vertices and a polynomial-time 2.3-
approximation algorithm for the problem ∆-OTSP with five ordered vertices.

The Metric Hamiltonian Path Problem

The problem ∆-HPP2 with only one starting point or without any given starting point is
very similar to the ∆-TSP in the sense that also here, applying Christofides’ ideas leads to
a 3/2-approximation [36, 56]. The situation changes, if both the start and the end point
are fixed. Then we have to think of different strategies. Based on Christofides’ algorithm,
Hoogeveen [56] introduced an algorithm that approximates ∆-HPP2 with an approximation
ratio of 5/3. A different proof for the same result was given by Guttmann-Beck et al. [53].
Both of these upper bounds on the approximability have resisted all attempts of improvement
for many years.

Since some of the ideas of Hoogeveen are also used in our work, we give the algorithm in
detail.
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Algorithm 2.4 Hoogeveen

Input: A complete graph G = (V,E) with metric cost function c and two vertices u and v.
1: Compute a minimum spanning tree T in G.
2: Compute a minimum perfect matching M on the odd vertices of T + uv.
3: Find an Eulerian path Eu from u to v in T +M .
4: Shorten Eu to a Hamiltonian path H from u to v.

Output: The path H.

Theorem 2.5 (Hoogeveen [56]) There is a polynomial-time 5/3-approximation algorithm
for ∆-HPP2.

The proof of this theorem is very similar to the proof of Theorem 2.2. The main new idea is
to find within the graph three matchings that have an overall cost of 2 · c(Opt).

Proof sketch. The graphs T and M together form a connected graph that has exactly two
odd vertices: u and v. Therefore, there is an Eulerian path in the multigraph T +M from u
to v. Similar as in Algorithm 2.2, the Eulerian path can be shortened easily to a Hamiltonian
path which forms a correct solution.

Let Opt be an optimal solution for the given instance and let P be the unique path in
T that connects u and v. The cost of uv cannot be higher than the cost of P . Therefore,
Opt+(T\P )+uv costs at most 2 ·c(Opt). As discussed in the proof of Theorem 2.2, Opt+uv
shortened to a cycle only containing the odd vertices of T + uv contains two matchings.
Removing T , however, only changes the degree of u and v such that T\P is a forest where all
vertices that are to be matched still have an odd degree. Since each component has an even
number of those vertices, we can find a third matching within T\P . Thus, the cheapest of
these three matchings — and therefore also any minimum perfect matching — costs at most
2c(Opt)/3. Together with T , the computed solution costs at most 5/3 · c(Opt).

The runtime is again determined by finding a minimum-cost perfect matching in polyno-
mial time. �

2.4.3 The Minimum Steiner Tree Problem

The minimum Steiner tree problem (MSTP) has an old history that reaches back to Pierre
Fermat. It gained importance in the 19th century, when Jakob Steiner and other mathemati-
cians dealt with the problem. The name Steiner tree is due to a remark by Courant and
Robbins in 1941. A nice overview of the minimum Steiner tree problem can be found, e. g.,
in [64,90,112]. Given a connected graph G = (V,E) with cost function c and a set S of special
vertices as input, the minimum Steiner tree problem consists in finding a minimum-cost span-
ning tree that contains all vertices from S. The special vertices are usually called terminal
vertices or simply terminals. Accordingly, the remaining vertices are called non-terminals or
also Steiner points.

The minimum Steiner tree problem is one of the 21 problems that were shown by Karp
to be NP -complete [72].

Some of our algorithms involve computing an exact solution for the the minimum Steiner
tree problem on small input instances. The two up to now best exact algorithms are due
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to Dreyfus, Wagner [39] and Mölle, Richter, and Rossmanith [80]. The algorithm of the
latter authors has an asymptotically lower time complexity, whereas the algorithm of the first
authors performs better on small input instances. Let n be the number of vertices, m the
number of edges, and k the number of terminals in a given input instance for the minimum
Steiner tree problem. We state the following theorem similar as written in [90].

Theorem 2.6 (Dreyfus, Wagner [39]) The Dreyfus-Wagner algorithm computes the cost
of a minimum Steiner tree in

O
(
3kn+ 2kn2 + n2 log n+ nm

)

steps.

Theorem 2.7 (Mölle et al. [80]) There is an exact algorithm for the minimum Steiner
tree problem that runs in time (2 + δ)k + poly(n), where δ is an arbitrary fixed constant.

There were many attempts to approximate the minimum Steiner tree problem. In 1980,
Takahashi and Matsuyama presented a 2(1−1/k)-approximation algorithm for the minimum
Steiner tree problem, where k is the number of terminals [105]. Then, in 1993, Zelikovsky [113]
presented an 11/6 approximation algorithm. Some further improvements were done in [14]
and later, a (1 + ln 2)-approximation algorithm was presented [114]. Subsequently, the ratio
was improved to (1 + ε) · 5/3 [89], to 1.644 [73], and then to 1.598 [57]. The best currently
known approximation algorithm has 1 + (ln 3)/2 ≈ 1.55 as its approximation ratio [91].

Theorem 2.8 (Robins, Zelikovsky [91]) There is a polynomial-time 1 + (ln 3)/2-approx-
imation algorithm for the minimum Steiner tree problem. The same algorithm achieves an
approximation ratio converging to 1.279 with an increasing number of terminals, if the the
input graph is complete and has only edge costs 1 and 2.

The Steiner tree problem is known to be APX -hard, even if the edge costs are restricted to
1 and 2 [16]. The currently best upper lower bound on the approximation ratio is 96/95 [35].
A minimum spanning tree on the terminal vertices is sufficient for achieving a 2-approximation
(see, e. g., [90]).

2.4.4 The Shortest Common Superstring Problem

Given a set S of strings as input, the shortest common superstring problem (SCSP) consists
in finding a string w of minimum length that contains all strings from S as substring. Such
a string w is called a superstring for S.

This problem has applications in computational biology, e. g., for reassembling the se-
quence of a DNA string that was previously cut into random fragments. After a sequence
of improvements, currently the best proven approximation ratio achievable is 2.5, which was
shown in [104]. The SCSP is known to be APX -hard [20]. The best currently known lower
bound on the approximation ratio is 1.00082 [109].

In the following, we present a well known greedy algorithm for the SCSP.
The intriguing property of this algorithm is that, despite its simplicity, it is believed to be

2-approximative which would be better than any proven approximation ratio for the SCSP.
The best proven upper bound on the approximation ratio of Algorithm 2.5, however is 3.5 [66].



2.5. WIN/WIN ALGORITHMS 19

Algorithm 2.5 SCSP-greedy

Input: A set S = {s1, s2, . . . , sn} of strings.
1: while |S| > 1 do
2: Find two strings s and t with maximal overlap and replace them by a shortest common

superstring of {s, t}.
3: end while

Output: The remaining string in S.

Until now, we considered only the length of the computed superstring as measure. Alter-
natively, it is possible to maximize the compression, i. e., the difference between the length of
a the trivial solution obtained by concatenating all strings from S and the computed super-
string. In this case, Algorithm 2.5 is 2-approximative [106,107].

2.5 Win/Win Algorithms

The hardness of algorithmic problems often heavily depends on structural properties of input
instances. For instance, as we have seen above, in an edge-weighted graph the property of the
cost function to be metric allows Christofides’ algorithm to obtain a constant approximation
ratio for the traveling salesman problem.

The relationship of the hardness of problems and the structural properties of input in-
stances poses the natural question, whether hard input instances for one problem are also
hard for other problems. Which properties are responsible for an input to be hard? Can
we use these properties for solving another problem with the same input? The concept of
win/win algorithms deals with exactly these questions. In other words, for a pair of problems
with a common set of feasible input instances, we search for algorithms that use properties
of the input instances such that a hard instance for one problem implies an easy instance for
the other one and vice versa. Thus, whatever input instance is given, the algorithm finds a
good solution for at least one of the problems: in all cases the algorithm wins.

Win/win strategies have been used very successfully in the field of parameterization. An
input for a parameterized problem consists of the actual input and a parameter k. Then one
asks for a property of the input depending on k. For instance, let the input be a graph G and
an integer k. Then the question for the parameterized problem k-vertex cover is, whether
there is a vertex cover consisting of at most k vertices. The main goal of parameterization
is to split the running time of an algorithm into two separate parts such that fast growing
functions are confined as much as possible to the parameter k.

In [44], one can find an overview on win/win strategies and related topics for parameterized
problems. Here, we give a sketch of one such result in order to illustrate the idea.

Prieto and Sloper showed in [88] that the problem k-vertex cover is related to the problem
k-internal spanning tree, where the question is whether there exists a spanning tree that has
at least k internal vertices.

The authors showed that any graph G has a spanning tree such that either all of its
leaves are independent vertices in G or there are only two leaves. This tree is computable
in polynomial time. If there are only two leaves, then we can easily decide whether there
is a k-internal spanning tree. Otherwise, all leaves are independent and therefore the set of
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internal vertices forms a vertex cover. Thus, if the number of internal vertices is at most k,
we have found a k vertex cover. Otherwise, we obtain a spanning tree with at least k internal
vertices. Thus, for any valid input instance, their algorithm decides one of the two problems
in polynomial time.

Similarly, in [44], a relation between the problems vertex cover and nonblocking set is
mentioned. In parameterized algorithms, win/win strategies also play a role in the design of
improved algorithms.

An approach similar to win/win algorithms is the use of hybrid algorithms. There, one
applies different types of algorithms for one problem. For instance, Vassilevska, Williams, and
Woo [108] presented hybrid algorithms for several NP-hard problems that either compute an
improved approximative solution or, if that fails, the structure of the problem is guaranteed
to be such that one can apply an exact algorithm with improved running time.



Chapter 3

Reoptimization

In classical optimization problems, we search for a solution under the assumption that no
additional information is available. But this assumption is not always true. In reoptimization,
we assume that we already have an optimal or a very good solution for a similar input. This
assumption is quite natural. Consider, for instance, a train schedule that has been settled by
investing a lot of computational power. Now imagine that some parts of the rail system have to
be closed down: some track might need an unexpected maintenance or some railway station
might have to be closed. In classical optimization, we would have to discard the already
established schedule. It seems, however, to be a good idea to make use of the previous results
that are already available for free.

Formally, we define a reoptimization problem as a special optimization problem.

Definition 3.1 Let U = (ΣI ,ΣO, L,M, cost, goal) be an optimization problem as in Defini-
tion 2.1. Then the problem lm-U is defined as

lm-U = (ΣI ∪ ΣO ∪ {#},ΣO, L
′,M, cost, goal),

where

• lm : L → 2L is a function that induces a local modification;

• # is a special symbol that is not in ΣI or ΣO;

• L′ = {w | w = x#y#z, y ∈ L, x ∈ lm(y), z ∈ Opt(y)};

• Opt : L → 2Σ
∗
O is the function that maps any input word to its set of optimal solutions.

In other words, we are searching for a solution of U for x, where x is a local modification
of another input y. Additionally, we are given an optimal solution z for y.

For instance, if the input of a problem consists of edge-weighted graphs, then the local
modification could be to change the weight of at most one edge. Thus, the local modification
maps each edge-weighted graph G = (V,E) with cost function c to the set of graphs G with
cost function c′ such that c and c′ differ for at most one edge.

Note that Definition 3.1 is a special case of Definition 2.1 in the sense that every reopti-
mization problem is also an optimization problem. Therefore, we can also handle it similarly,

21
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e. g., we can search for exact algorithms with improved runtime, we can apply parameterized
algorithms, or we can apply approximation algorithms. Here, we will focus on the last case.
Reoptimization problems, however, rely on the promise that the given solution is indeed op-
timal. Thus, if the underlying problem is NP -hard, its reoptimization variants are strictly
speaking not in NPO (unless P = NP), since we cannot check in polynomial time whether
the input is feasible as required in Definition 2.3. Nevertheless, for the ease of presentation,
in the following we will use a slightly relaxed notation. Instead of introducing new complex-
ity classes for reoptimization problems, we will simply use the analog names for problems in
NPO.

The idea of reoptimization was mentioned first in 1997 by Schäffer [96] in the context
of scheduling problems. Later on, in 2003, Archetti, Bertazzi, and Speranza applied reopti-
mization for the traveling salesman problem [3]. They considered the local modification of
modifying the set of vertices.

In 2006, Böckenhauer et al. published results on reoptimizing the traveling salesman prob-
lem [21,22]. They considered as local modification the change of edge costs and achieved an
approximation ratio of 1.4. In the same year, Ausiello et al. published new reoptimization
results on the traveling salesman problem [8]. They worked on the same problem variant as
in [3] as well as on reoptimizing the maximum traveling salesman problem. Furthermore, also
in 2006, Archetti, Bertazzi, and Speranza published a technical report on reoptimizing the
0-1 knapsack problem [4].

The reoptimization algorithm that achieves the currently best approximation ratio when
the edge costs are modified is published in 2008 by Berg and Hempel [11, 12]. There, an
elegant and short 4/3-approximation algorithm is presented.

In this dissertation, we concentrate on reoptimization of the Steiner tree problem, the
traveling salesman problem, and the shortest common superstring problem.

3.1 The Metric Traveling Salesman Reoptimization Problem

The metric traveling salesman problem is well suited for reoptimization. There are two types
of local modifications that can be be found in literature. The first one concerns the set of
vertices.

Definition 3.2 The metric traveling salesman reoptimization problem with adding a single
vertex (AddVert-∆-TSRP) is the reoptimization problem determined by the ∆-TSP and the
local modification AddVert that maps any graph G = (V,E) with metric cost function c to the
set of all graphs G+ v with cost function c′ such that v is a new vertex and c′ is a metric cost
function with c(e) = c′(e) for every edge e ∈ E. Analogously, the metric traveling salesman
reoptimization problem with removing vertices (RemVert-∆-TSRP) is determined by ∆-TSP
and the local modification mapping G to G− v for some v ∈ V .

The first publication on the reoptimization variants from Definition 3.2 did not improve
the approximation ratio, but focussed mainly on the runtime. We can summarize these
algorithmic results as follows.

Theorem 3.1 (Archetti, Bertazzi, Speranza [3]) There are linear-time 3/2-approxima-
tion algorithms for the AddVert-∆-TSRP and a constant-time 3/2-approximative for the
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RemVert-∆-TSRP.

In the same paper, the authors also showed that both the problem AddVert-∆-TSRP and
the problem RemVert-∆-TSRP are NP-hard. The approximation ratio for AddVert-∆-TSRP
was later improved by [8], where a 4/3-approximation algorithm was presented.

There is a similar reoptimization problem where, instead of changing the edge set, only
the edge costs are changed.

Definition 3.3 The metric traveling salesman reoptimization problem with increasing edge
costs, IncEdge-∆-TSRP, is the reoptimization problem determined by ∆-TSP and the local
modification IncEdge that, given a graph G with a metric cost function c, maps it to G with
a new metric cost function c′ such that c(e) = c′(e), for all edges e but one edge e′, and
c(e′) ≤ c′(e′).

The metric traveling salesman reoptimization problem with decreasing edge costs as local
modification, DecEdge-∆-TSRP, is the reoptimization problem determined by ∆-TSP and the
local modification DecEdge that, given a graph G with a metric cost function c, maps it to G
with a new metric cost function c′ such that c(e) = c′(e), for all edges e but one edge e′, and
c(e′) ≥ c′(e′).

In [21], it is shown that these problems are NP-hard. Their proof relies on techniques
that were used for showing the restricted Hamiltonian path problem to be NP-hard [84].

Theorem 3.2 (Böckenhauer et al. [21]) There are 1.4-approximation algorithms for the
problems IncEdge-∆-TSRP and DecEdge-∆-TSRP.

We summarize the main ideas in the proof of Theorem 3.2. First, the edges that are
adjacent to the changed edge cannot be arbitrary small.

Lemma 3.1 (Böckenhauer et al. [21]) Let G = (V,E) be a graph and let c1 and c2 be two
metric cost functions on E that coincide for all edges but one edge e ∈ E. Then every edge
adjacent to e has a cost of at least

1

2
· |c1(e) − c2(e)|.

Observe that any Hamiltonian tour in G contains at least two edges that are adjacent to
e. If e is in the tour, then these edges are the one before and the one after e. Otherwise each
of the two vertices of e has degree two within the tour and thus there are two consecutive
edges within the tour that are adjacent to e.

The second main idea in the algorithm is the “guessing” of parts of a new optimal so-
lution. Here, guessing is analogous to nondeterministic guessing. But instead of using non-
determinism, the algorithm tries exhaustively every possible choice. Therefore, eventually
the algorithm will also compute a solution that uses the correct choices. Note that for any
constant number of such guesses, the algorithm still runs in polynomial time.

In the case of Theorem 3.2, the algorithm guesses two edges adjacent to e. The re-
maining Hamiltonian tour consists of a Hamiltonian path that is approximated by using
Hoogeveen’s algorithm (Algorithm 2.4) and — for the DecEdge-∆-TSRP — the edge e. Be-
cause of Lemma 3.1, either the given solution is already a good new solution or the two
guessed edges are quite large. In the second case, only a relatively small share of the solution
has to be approximated.
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3.2 The Shortest Common Superstring

Reoptimization Problem

We investigate some reoptimization variants of the shortest common superstring problem
(SCSP). Given a set of strings, the SCSP asks for a shortest common superstring of S, i. e.,
for a minimum-length string containing all strings from S as substrings. Here, we present
known results for the reoptimization variants of the SCSP, where a string is removed or a
new string is added.

Definition 3.4 The shortest common superstring reoptimization problem with adding a
string (AddString-SCSRP) is the reoptimization problem determined by the SCSP and the
local modification AddString that maps a set of strings S to S ∪ t for a new string t /∈ S.

Similarly, the shortest common superstring reoptimization problem with removing a string
(RemString-SCSRP) is the reoptimization problem determined by the SCSP and the local
modification RemString that maps a set of strings S to S\t, where t is a string from S that
does not contain any other string from S as substring.

Note that in the general SCSP, the existence of strings containing other strings as substring
can only simplify the problem. Conversely, for reoptimization the the existence of substrings
can change the problem significantly. An input instance is substring-free, if none of its strings
contains another string of the input as substring. In the case of substring-free reoptimization
instances, it is particularly important that the string that causes the modification does not
contain such substrings.

For the RemString-SCSRP, without assuming substring-freeness, it is not hard to verify
that the problem stays as hard as the original problem. For an arbitrary input instance I , let
s be a string that contains a concatenation of all strings from I . Then s is the unique shortest
common superstring for the input instance that contains the strings from I and s. Removing
s as local modification, however, is as hard as solving I without the additional information.

3.2.1 An Iterative Algorithm for Adding or Removing a String

One powerful approach for finding an approximate solution of the reoptimization variants of
the SCSP relies on the existence of long strings in the solution: If there is no long string,
then there is a trivial solution that is good enough. Otherwise, we can use the long string as
a base for computing a good solution without taking into account the given optimal solution.

Consider any polynomial approximation algorithm A for the SCSP with approxima-
tion ratio γ. Then this method yields a polynomial-time reoptimization algorithm for the
AddString-SCSRP with approximation ratio arbitrarily close to (2γ − 1)/γ and a similar re-
sult for the RemString-SCSRP with approximation ratio arbitrarily close to (3γ− 1)/(γ+1).
Since there is a polynomial-time approximation algorithm for the SCSP which gives γ =
2.5, see [104], we obtain an approximation ratio arbitrarily close to 8/5 = 1.6 for the
AddString-SCSRP and an approximation ratio arbitrarily close to 13/7 < 1.86 for the
RemString-SCSRP. This approximation algorithm works as follows.

Let S = {s1, . . . , sm} be an instance of the SCSP such that µ0 ∈ S is a longest string in
S, and let |µ0| = α0|Opt|, for some α0 > 0, where Opt is an optimal solution of S.
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The algorithm A1 guesses the leftmost string l1 and the rightmost string r1 which overlap
with µ0 in the string corresponding to Opt, together with the respective overlap lengths.
Afterwards, it computes a new instance S1 by eliminating all substrings of mergeOpt(l1, µ0, r1)
from the instance S, calls the algorithm A on S1 and appends l1, µ0, r1 to the approximate
solution returned by A.

Now we generalize A1 by iterating this procedure k times. For arbitrary k, we construct
a polynomial-time approximation algorithm Ak for the SCSP.

For every i ∈ {1, . . . , k}, we define strings li, ri, and µi as follows: Let li be the leftmost
string that overlaps with µi−1 in Opt. If there is no such string, li := µi−1. Similarly, let ri be
the rightmost string that overlaps with µi−1 in Opt. We define µi as mergeOpt(li, µi−1, ri).

The algorithm Ak uses exhaustive search to find strings li, ri and µi for every i ∈ {1, . . . , k}.
This can be done by assigning every possible string of S to li and ri, and trying every possible
overlap between li, µi−1 and ri. For every feasible candidate set of strings and for every i,
the algorithm computes the candidate solution Sol i corresponding to the string merge(ui, µi),
where ui is the string corresponding to the result of algorithm A on the input instance Si

obtained by removing all substrings of µi from S. Algorithm Ak then outputs the best solution
among all candidate solutions.

Theorem 3.3 (Bilò et al. [18]) Let n be the total length of all strings in S, i. e., n =∑m
j=1 |sj |. Algorithm Ak works in time O(m2kn2k(kmn + kT (m,n))), where T (m,n) is the

time complexity of algorithm A on an input instance with at most m strings of total length at
most n. Algorithm Ak finds a solution of S of length at most

(
1 +

γk(γ − 1)

γk − 1
(1− α0)

)
|Opt|.

Theorem 3.3 forms the base for two approximation algorithms, one of cost

2γk+1 − γk − 1

γk+1 − 1
|Optnew|

for the AddString-SCSRP and one of cost

3γk+1 − γk − 2

γk+1 + γk − 2
|Optnew|

for the RemString-SCSRP, where Optnew is a new optimal solution.

3.2.2 One-Cut Algorithm for Adding a String

The drawback of the iterative algorithm is its runtime. When assuming the input instance to
be substring-free (i. e., no string is a substring of another string), however, there is a second
strategy for the AddString-SCSRP, the OneCut algorithm, which achieves an approximation
ratio of 11/6 and runs in quadratic time. The analysis of the OneCut algorithm in [18] is
tight.

The algorithm cuts Optold at all positions one by one. The given optimal solution Optold
is represented by an ordering of the input strings, thus cutting Optold at some position yields
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a partition of the input strings into two sub-orderings. The two corresponding strings are
then merged with sN in between. The algorithm returns a shortest of the strings obtained
in this manner, see Algorithm 3.1. (The solutions in Algorithm 3.1 are formed by computing
the maximal overlap of strings that are arranged in the described order.)

Algorithm 3.1 OneCut

Input: A substring-free set of strings S = {s1, . . . , sm}, an optimal solution Optold =
(s1, . . . , sm) for S, and a string sN

1: for i ∈ {0, . . . ,m} do
2: Let Solutioni := (s1, . . . , si, sN , si+1, . . . , sm).
3: end for

Output: A best of the obtained solutions Solutioni, for 0 ≤ i ≤ m

Theorem 3.4 (Bilò et al. [18]) Algorithm OneCut is an 11/6-approximation algorithm
for the substring-free AddString-SCSRP and runs in time O(n ·m) for inputs consisting of m
strings of total length n over a constant-size alphabet.

The proof of Theorem 3.4 relies on distinguishing possible structures of solutions such as
the length, order, overlapping, and periodicity properties of the involved strings.
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Complexity

In approximation and reoptimization, our computational model is usually the Turing machine
and the hardness results rely on the conjecture that P is not equal to NP . The importance of
NP -completeness relies to a certain degree on our inability to solve the underlying complexity-
theoretic questions. Moreover, even if we limit ourselves to much simpler computational
models, many important questions are still open, such as, e. g., the problem whether the
logarithmic space complexity classes DLOG and NLOG are equivalent. Even in such limited
models as finite automata, there are still important open questions.

All mentioned complexity settings, however, are classical in the sense that the whole input
is known beforehand and resources such as time, space, or size of the machine are considered.
The conditions are different when we are handling online problems.

4.1 Online Complexity

In online problems, the input becomes available step by step in form of single requests, while
the online algorithm is already running. The online algorithm on its part has to commit
decisions in every step before the subsequent request is available. These decisions cannot be
altered afterwards.

We do not focus on the computational resources used by the algorithm. Instead we are
interested in the quality of the solution, i. e., how close it is to an optimal one.

4.1.1 Competitive Ratio

One of the most common models for measuring the quality of online algorithms is the com-
petitive analysis. It consists in comparing the solution quality of online algorithms with the
optimal solution achievable by an offline computation, i. e., a computation where the algo-
rithm knows the whole input in advance.

Definition 4.1 Let U be an online problem. An algorithm A is α-competitive for U , if, for
every input instance I of U , A computes a solution Sol such that

max

{
cost(Sol )

cost(Opt)
,
cost(Opt)

cost(Sol )

}
≤ α,

where Opt is an optimal solution for I .
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Note that the definition of competitiveness is analogous to the definition of the approximation
ratio in offline problems.

For analyzing lower bounds on the achievable competitive ratio, a frequently used tech-
nique is to construct an adversary ADV that chooses the input instance. The adversary
knows the the algorithm A that is used and therefore also every decision of A (which depends
on the input chosen by ADV).

When A is a randomized algorithm, the situation changes. First of all, the notation of
competitiveness has to be adapted. Instead of taking the competitive ratio, now we use the
expected competitive ratio.

Definition 4.2 Let U be an online problem. A randomized algorithm A is Exp[α]-competi-
tive for U , if, for every input instance I of U , A computes a solution Sol such that

max

{
Exp[cost(Sol )]

cost(Opt)
,

cost(Opt)

Exp[cost(Sol )]

}
≤ α,

where Opt is an optimal solution for I and Exp[X] is the expected value of X for any random
variable X.

For showing lower bounds on the expected competitive ratio achievable by randomized algo-
rithms, an oblivious adversary is commonly used. As the adversary in the deterministic case,
the oblivious adversary also constructs an input instance only depending on the knowledge of
the algorithm before the algorithm starts. But in contrast to the deterministic case, it cannot
predict the exact behavior of the algorithm. It can only guess the behavior according to the
probability distribution of the algorithm’s decisions.

4.2 Time and Space Complexity

When considering Turing machines as a computational model, the most frequently used com-
plexity measures are the time complexity and the space complexity. The time complexity
considers the number of steps necessary to decide a language, where each computational step
accounts for one time unit. We consider the popular classes P and NP , i. e., the classes
of languages that can be solved in polynomial time by a deterministic or nondeterministic
Turing machine, respectively.

There are several complexity classes that contain P and that are contained in NP . A
randomized Turing machine is similar to a nondeterministic Turing machine M , except that
it has an additional random tape and, instead of nondeterministic decisions, M makes ran-
domized decisions using the random tape. Randomization can involve both the runtime and
the correctness of computed solutions. We start with randomized Turing machines that do
not err.

Definition 4.3 A Las Vegas Turing machine that decides a language L is a randomized
Turing machine that halts in expected finite time such that for any input word w, M accepts
with probability 1 if w ∈ L, and M rejects w with probability 1 if w /∈ L. The class ZPP
is the class of all languages that can be decided by Las Vegas Turing machines in expected
polynomial time.
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Alternatively, we can define Las Vegas Turing machines in a way such that their runtime is
deterministic.

Definition 4.4 Let M be a randomized Turing machine with an additional final state “?”
that expresses that M machine did not find an answer. Then M is a Las Vegas Turing
machine for a language L, if it halts on every input w with Prob(M(w) = “?”) ≤ 1/2, M
accepts with probability 0 if w /∈ L, and M rejects w with probability 0 if w ∈ L.

Note that these definitions are similar. If a Turing machine as defined in Definition 4.4
answers “?”, we can just repeat the computation until it either accepts or rejects.

When considering the correctness of the computation, we distinguish several types of
so-called Monte Carlo Turing machines.

Definition 4.5 Let M be a randomized Turing machine. Then M is a one-sided error Monte
Carlo Turing machine for a language L, if M accepts any word w ∈ L with probability at least
1/2 and M rejects every word w /∈ L with probability 1. The complexity class RP is the
class of languages that can be decided by a one-sided error Monte Carlo Turing machine in
polynomial time.

It is easy to see that P ⊆ ZPP ⊆ RP holds. Any polynomial-time deterministic Turing
machine can also be described as a randomized one that does not access the random tape.
For simulating Las Vegas Turing machines by one-sided error Monte Carlo ones, we simply
have to reject computations that end in “?”, using the model of Definition 4.4.

To show that RP ⊆ NP holds, we just have to replace the randomized decisions by non-
deterministic ones. Let M be a one-sided error Monte Carlo Turing machine for a language
L. For a word w ∈ L, M has an accepting computation, since it accepts with non-zero prob-
ability. For w /∈ L, however, M rejects with probability 1, which excludes the possibility of
any accepting computation. Thus, the constructed nondeterministic Turing machine decides
L.

Similar to one-sided error Monte Carlo Turing machines, let us consider Monte Carlo
Turing machines with two-sided error. Here, we have to distinguish between a bounded and
an unbounded-error.

Definition 4.6 Let M be a randomized Turing machine. Then M is a bounded-error Monte
Carlo Turing machine for a language L, if there is a positive real number ε such that M
accepts any word w ∈ L with probability at least 1/2+ ε and M rejects every word w /∈ L with
probability at least 1/2 + ε. The complexity class BPP is the class of languages that can be
decided by a bounded-error Monte Carlo Turing machine in polynomial time.

In Definition 4.6, the choice of ε is not important, because it can be increased to any constant
smaller than 1/2 by repeatedly running the algorithm.

Definition 4.7 Let M be a randomized Turing machine. Then M is a unbounded-error
Monte Carlo Turing machine for a language L, if M accepts any word w ∈ L with probability
higher than 1/2 and M rejects every word w /∈ L with a probability lower than 1/2. The
complexity class PP is the class of languages that can be decided by an unbounded-error Monte
Carlo Turing machine in polynomial time.
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The class PP contains NP [49]. The proof of this result is based on a simulation of nondeter-
ministic polynomial time Turing machines by polynomial time unbounded error Monte Carlo
Turing machines.

In contrast to time complexity, the space complexity is determined by the number of
different cells on a tape that have to be used for writing in order to decide a language. E. g.,
PSPACE is the class of languages that are decidable by a Turing machine that occupies only
a number of cells that is polynomial in the length of the input.

For space complexity, we have powerful tools to show separations. One of the important
results is the space hierarchy theorem. Our formulation of the theorem is similar to the one
of Sipser [101].

Theorem 4.1 (Stearns et al., [103]) For any space-constructible function f : N → N,
there is a language L that is decidable in O(f(n)), space but not in o(f(n)) space.

When considering sublinear space complexity classes, we do not count the input as used
space. Instead, the input is assumed to be written on a read-only tape and the machine has
additional tapes for writing. An example for an important sublinear space complexity class
is DLOG, i. e., the class of languages that can be decided by a deterministic Turing machine
with writing only in logarithmically many different cells.

For all space complexity classes considered in this dissertation that are defined using
deterministic Turing machines, there is also a nondeterministic counterpart based on non-
deterministic Turing machines. E. g., for the classes PSPACE and DLOG, there are the
nondeterministic classes NPSPACE and NLOG , respectively. The theorem of Savitch, how-
ever, shows that for space complexity the difference of determinism and nondeterminism is
limited. We state the theorem similar to [101].

Theorem 4.2 (Savitch [95]) For any function f : N → R+, where f(n) ≥ log n,

NSPACE(f(n)) ⊆ SPACE(f2(n)).

Theorem 4.2 directly implies that PSPACE and NPSPACE are the same. In contrast,
since space(O(log(n))) + space(O(log2(n))), the relation between DLOG and NLOG stays
an open problem. As for P and NP , these classes are conjectured to be distinct.

Altogether, we have

DLOG ⊆ NLOG ⊆ P ⊆ ZPP ⊆ RP ⊆ NP ⊆ PP ⊆ PSPACE = NPSPACE .

Note that, due to Theorem 4.1, NLOG + PSPACE . Therefore, at least one of the interme-
diate relation must be a proper subset.

We do not know exactly how BPP relates to NP . It is easy to see, however, that RP ⊆
BPP ⊆ PP holds and we know also that, if NP ⊆ BPP holds, then also RP = NP [74].

4.3 Size Complexity

Until now, we considered the quality of solutions, the time necessary for solving problems,
and the number of cells that have to be used. We did not, however, consider the description
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of the different types of Turing machines. The reason why we ignored that measure is that
the number of states and the number of transitions are constants.

Let us now consider languages with sublogarithmic space complexity. In [2], Alberts
showed that any language that can be decided by a Turing machine in space o(log log n) is
regular. In other words, for every language that can be solved by a Turing machine with
occupying few tape cells, there is another Turing machine that decides the same language
without writing in any cell. Indeed, a Turing machine that does not write is essentially a
two-way automaton.

On the level of automata that cannot write, space complexity is not useful anymore.
There are many different types of automata that recognize exactly the regular languages.
The different types of automata, however, differ a lot in their conciseness.

E. g., for one way finite automata, it is well known that the language Ln = (a+b)∗a(a+b)n

can be decided by a one-way nondeterministic finite automaton (1nfa) with n+1 states. There
is, however, no one-way deterministic finite automaton (1dfa) for Ln with less than 2n states.
To be more precise, for each n, Ln is a member of the family of languages L = (Ln)n≥0. This
way, L is a witness for an exponential separation of 1nfas and 1dfas regarding their number
of states.

The size of automata has an intriguing relation to logarithmic space complexity. In [13],
Berman and Lingas showed that, if there is an exponential separation between the number of
states of a two-way deterministic finite automata (2dfa) and two-way nondeterministic finite
automata (2nfa) such that the input instances are polynomially long, then DLOG 6= NLOG.

We conclude this section by presenting some techniques for proving and disproving sepa-
rations.

4.3.1 Determinism vs Las Vegas

Analogous to Turing machines, a Las Vegas automaton is a probabilistic automaton that never
errs. For one-way automata, the computation consists in reading the input word exactly once.
Therefore, we use a model related to Definition 4.4. Thus, the automaton has an additional
type of states, “?”, and for each input, the probability of the computation to end in “?” is at
most 1/2.

The following theorem is based on showing a strong relation between one-way protocols
and one-way finite automata.

Theorem 4.3 (Hromkovič, Schnitger [59]) Let L be a regular language and let n be the
minimal number of states of 1dfas deciding L. Then there is no one-way Las Vegas finite
automaton (1p0fa) for L with less than

√
(n) states.

Proof sketch. We only summarize the rough structure of the proof. Let Σ be the alphabet
of L. Then the communication matrix of L is the infinite boolean matrix ML = (auv)u,v∈Σ∗ ,
such that a cell auv is 1 if and only if uv is in L. In other words, for each decomposition
uv of an arbitrary word w, there is a row u and a column v in ML and the value of the
corresponding cell states whether w is in L. Since L is regular, by reformulating the Myhill-
Nerode theorem [81,82], the number of distinct rows in the matrix is n. Therefore, there is a
finite submatrix M ′

L of ML with n not necessarily consecutive rows that are all different. This
implies also that an optimal one-way protocol uses exactly n distinct messages (for details
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Figure 4.1: A 1p0fa for the language L2 = {a, b}∗a{a, b}2. In the first step, the automaton
has to guess whether the length of the word is even or odd. After the first two steps, the
four upper states are only reachable, if the suffix of the read input is as described above the
states, where “ ” is either a or b.

on communication complexity see, e. g., [61]). Analogously, if m is the number of states of
a minimal 1p0fa, an optimal Las Vegas communication protocol uses exactly m messages.
On the level of communication complexity, it can be shown that m ≥

√
(n) holds, which

completes the proof. �

For showing that the result is asymptotically tight, we can use the language Ln = (a +
b)∗a(a + b)n. We construct a 1p0fa A with O(2

n
2 ) states that decides Ln. Since every 1dfa

needs at least 2n states, this finishes the proof. The automaton A works as follows. Let w be
an input word. In the beginning, A decides uniformly at random whether it assumes |w| to
be odd or even. If A assumes |W | to be odd, then it memorizes the first symbol of w of the
input word in its states and afterwards it memorizes every second symbol. After ⌊n/2⌋ + 1
symbols are memorized, for each new one A forgets the oldest one. When reaching the end,
there are two cases. If the (|w| − n)th symbol is in the memory, then A accepts w if the
symbol is a and A rejects w if the symbol is b. If the symbol is not in the memory, A ends in
the state “?”.

If A assumes |w| to be even, then it skips the first symbol of w and continues exactly as
if it were odd. It is obvious that A does not err and that it answers “?” with probability
at most 1/2. For memorizing all necessary symbols, 2⌊n/2⌋+1 states are sufficient. Another
copy of these states enables the skipping of symbols and a single starting state is sufficient
for deciding whether A is even or odd. Figure 4.1 depicts an automaton for L2.

4.3.2 Size Complexity of Two Way Automata

One of the most important open problems in the study of the size complexity of finite au-
tomata is the comparison between determinism and nondeterminism in the two-way case:
Does every two-way nondeterministic finite automaton (2nfa) with n states have a determin-
istic equivalent (2dfa) with a number of states polynomial in n? [94, 97] Equivalently, if 2n
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is the class of families of languages that can be recognized by families of polynomially large
2nfas and 2d is its deterministic counterpart, is it 2d = 2n? The answer is conjectured to be
negative, even if all 2nfas considered are actually one-way (1nfas). That is, even 2d + 1n is
conjectured to be true, where 1n is the one-way counterpart of 2n.

To confirm these conjectures, one would need to prove that some n-state 2nfa or 1nfa

requires superpolynomially (in n) many states on every equivalent 2dfa. Unfortunately, such
lower bounds for arbitrary 2dfas are currently beyond reach. They have been established
only for certain restricted special cases. Two of them are the rotating and the sweeping 2dfas
(rdfas and sdfas, respectively).

A sdfa is a 2dfa that changes the direction of its head only on the input endmarkers.
Thus, a computation is simply an alternating sequence of rightward and leftward one-way
scans. A rdfa is a sdfa that performs no leftward scans: upon reading the right endmarker,
its head jumps directly to the left end. The subsets of 2d that correspond to these restricted
2dfas are called sd and rd.

Several facts about the size complexity of sdfas have been known for quite a while (e. g.,
1d + sd [100], sd + 2d [15, 79, 100], sd + 1n [100], sd + 1n ∩ co-1n [67]) and, often, at the
core of their proofs one can find proofs of the corresponding facts for rdfas (e. g., 1d + rd,
rd + 2d, etc.). Overall, though, our study of these automata has been fragmentary, exactly
because they have always been examined only on the way to investigate the 2d vs. 2n question.
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Chapter 5

Improvements in Algorithmics:
Approximation and
Approximability

In this chapter, we present those of our improvements in algorithmics that are not related to
reoptimization. Our first result is a win/win algorithm that, for a metric graph given as input,
either computes a good Hamiltonian tour or computes a good Hamiltonian path between any
two specified vertices. Afterwards, we continue with a new approximation algorithm for the
∆-OTSP.

5.1 A Win/Win Approximation Algorithm for the Metric

Traveling Salesman Problem

Given a complete metric graph and two vertices within that graph, we present an algorithm
that simultaneously computes a solution for the ∆-TSP and a solution for the ∆-HPP2.
These solutions have the property that either the computed Hamiltonian tour is significantly
better than 1.5-approximative or the computed Hamiltonian path is significantly better than
5/3-approximative. We cannot tell in advance which of these events will occur, but we are
sure that one of the solutions will beat the worst-case complexity proved for any other known
polynomial-time approximation algorithm. Moreover, if the algorithm computes a Hamilto-
nian tour that has an approximation ratio close to 1.5, then we can be sure that, for any two
vertices within the graph, we can efficiently compute a reasonably good Hamiltonian path.
With this result we have significantly shrunk the class of hard instances for Christofides’s
algorithm [36] as well as for Hoogeveen’s algorithm [56] (see Section 2.4.2).

Now we show that the two mentioned problems are strongly related. In the following,
HC and HP denote the Hamiltonian tour resp. the Hamiltonian path computed by Algo-
rithm 5.1. Accordingly, OPTC(G, c) and OptP (G, c, u, v) are optimal solutions for the given
input instances.

Considering Algorithm 5.1, let

rC(G, c) :=
c(HC)

c(OPTC(G, c))

35
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Figure 5.1: Upper bound on the approximation ratio achieved by Algorithm 5.1. The hori-
zontal line displays the approximation ratio rP (G, c, u, v) ≤ 5/3 proven in [56].

Algorithm 5.1 Path and Cycle

Input: A complete graph G = (V,E), a metric cost function c : E → Q+, and two vertices
u and v.

1: Compute a minimum spanning tree T in G.
2: Compute a minimum perfect matching MC on the odd vertices of T in G.
3: Compute a minimum perfect matching MP on the odd vertices of the multigraph T + uv

in G.
4: Compute an Eulerian tour EC in the multigraph T ∪MC and an Eulerian path EP in the

multigraph T ∪MP .
5: Shorten EC and EP to a Hamiltonian tour HC and a Hamiltonian path HP , respectively.

Output: HC and HP .

be the approximation ratio for the computed Hamiltonian tour and let

rP (G, c, u, v) :=
c(HP )

c(OptP (G, c, u, v))

be the approximation ratio for the computed Hamiltonian path for a given input (G, c, u, v).

Theorem 5.1 In Algorithm 5.1, the approximation ratio rP (G, c, u, v) is at most

1 +
3

4 · rC(G, c)
,

independent of the choice of the vertices u and v. In particular, only pairs of approximation
ratios from the shaded area in Figure 5.1 are possible.
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Proof. We distinguish two cases according to the cost of OPTC(G, c) in relation to the cost
of OptP (G, c, u, v).

Case I: Suppose that c(OPTC(G, c)) ≤ c(OptP (G, c, u, v)) holds.
Since both OPTC(G, c) and OptP (G, c, u, v) contain a spanning tree, we conclude that

c(T ) ≤ c(OPTC(G, c)) ≤ c(OptP (G, c, u, v))

holds. Similar as in the analysis of Christofides’ algorithm [36], we can also estimate the cost
of MP : given a set S containing an even number of vertices from V , we focus on the cycle
OPTC(G, c), where the vertices from (V \S) are skipped. Due to the metricity, the formed
cycle cannot be more expensive than OPTC(G, c). Furthermore, it contains two edge-disjoint
perfect matchings of the vertices from S. Thus, the smaller one is at most half as expensive
as OPTC(G, c). Since both MC and MP are minimal perfect matchings of an even number
of vertices from V , we conclude that MC as well as MP cost at most c(OPTC(G, c))/2. The
remaining steps of the algorithm do not increase the costs of the solutions. Thus, we get a
1.5-approximative solution for both the path and the cycle.

Case II: Suppose that c(OPTC(G, c)) > c(OptP (G, c, u, v)) holds.
Instead of directly using Algorithm 5.1, we first construct an auxiliary algorithm for which
we will prove our claim. We will show afterwards that Algorithm 5.1 is always better than
the auxiliary algorithm. Let G′ = (V ′, E′) be the complete graph G + w, where w is a new
vertex, and let c′ : E → Q+ be the cost function defined by

1. c′(e) = c(e) for all e ∈ E,

2. c′(wu) = c′(wv) =
∑

e∈E

c(e), and

3. c′(wa) = min{c(wu) + c(ua), c(wv) + c(va)} for any a ∈ V − u− v.

Note that this way all edges wa are maximal with respect to the metricity (i. e., the resulting
graph is metric and the metricity would be violated by any higher cost of wa).

First, we give an algorithm that transforms a given Hamiltonian tour H̃ in G′ either into
another Hamiltonian tour in G′ that costs at most c′(H̃) and contains wu and wv, or into a
Hamiltonian tour in G that costs at most c′(H̃)− c′(wu)− c′(wv). In H̃, there are two edges
incident to w. Let wu′ and wv′ be these edges. Let, without loss of generality, c(uu′) ≤ c(vu′).
The algorithm removes the edges wu′ and wv′ from H̃. If c(vv′) ≤ c(uv′), then the algorithm
adds the path u′uwvv′ to H̃, see Figure 5.2(a). Otherwise, if c(vv′) > c(uv′), the algorithm
adds the path u′uv′ to H̃, see Figure 5.2(b). In both cases, the transformation might result
in vertices that are visited more than once. But due to the metricity, the resulting circuit
can be easily shortened either to a Hamiltonian tour in G′ containing wu and wv or to a
Hamiltonian tour in G.

Now we show that the constructed tour is sufficiently cheap. In the algorithm, we assumed
that c(uu′) ≤ c(vu′) holds. Thus,

c(wu′) = c(wu) + c(uu′).
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Figure 5.2: The transformation removes the solid lines and inserts the dashed lines. In (a),
the dashed lines belong to the computed Eulerian cycle in G′ and in (b) they belong to the
Eulerian cycle in G. The dotted lines in (b) are used for the construction, but they are not
part of the solution.

If also c(vv′) ≤ c(uv′) holds, then we analogously get c(wv′) = c(wv) + c(vv′). Otherwise, if
c(vv′) > c(uv′), then c(wv′) = c(wu)+c(uv′). In both cases, the shortening of the circuit does
not increase its cost. Thus, the path u′uwvv′ or the path u′uv′ fulfils our cost requirements.

We conclude that there is an optimal Hamiltonian tour in G′ that contains wu and wv;
the second option of the transformation, which is the Hamiltonian tour in G, would contradict
the assumption that c(OptP (G, c, u, v)) < c(OPTC(G, c)) in G, since OptP (G, c, u, v) together
with wu and wv would form a cheaper Hamiltonian tour.

We are now ready to present the main part of our auxiliary algorithm. We construct
a Hamiltonian tour H ′

A in G′ using Christofides’ algorithm [36]. Then we transform the
solution as described above. If it contains wu and wv, then we remove these edges and
output the remaining graph as HP ; for HC , we apply Christofides’ algorithm separately. If
the transformation results in a Hamiltonian tour for G, we output that tour as HC and
construct HP separately using Hoogeveen’s algorithm [56].

Next, we show that the algorithm fulfils the requirements. Let T ′ be the minimum span-
ning tree and let M ′ be the minimum perfect matching involved in the construction when
applying Christofides’ algorithm on G′. The tree T ′ costs at most c(OptP (G, c, u, v))+c′(wu),
since adding the edge wu to OptP (G, c, u, v) forms a spanning tree in G′. For determin-
ing an upper bound on the cost of M ′, consider the Hamiltonian tour H ′ in G′ formed by
OptP (G, c, u, v) + wu+ wv. Then, due to the metricity,

c(M ′) ≤ OptP (G, c, u, v)

2
+

c(wu) + c(wv)

2
.

Therefore, the cost of H ′
A is bounded from above by

H ′
A ≤ 1.5c(OptP (G, c, u, v)) + 1.5c′(wu) + 0.5c′(wv)

= 1.5c(OptP (G, c, u, v)) + c′(wu) + c′(wv).

Therefore, in the first case of the transformation, removing wu and wv yields a Hamilto-
nian path HP that costs at most 1.5c(OptP (G, c, u, v)). Thus, both HP and HC are 1.5-
approximative solutions.
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In the second case of the transformation, a similar argumentation as in the first case
bounds c(HC) from above by 1.5c(OptP (G, c, u, v)). Together with the definition of rC(G, c),
we get

c(OptC) =
c(HC)

rC(G, c)
≤ 1.5

c(OptP )

rC(G, c)
.

Fact 5.1 In G′, any minimum spanning tree can be decomposed into a minimum spanning
tree in G and either the edge wu or the edge wv, since all other edges connecting w are more
expensive and, due to the high cost for connecting w, the degree of w is one in any minimum
spanning tree. Moreover, we can extend any minimum spanning tree in G to a minimum
spanning tree in G′ by simply adding the edge wu.

Let S be the set of odd vertices in T + uv, where T is the minimum spanning tree within
G that is formed by removing one edge from T ′, which exists according to Fact 5.1. Thus,
for any minimum perfect matching M of S in T , there is an Eulerian tour from u to v in
T ∪M . The tour OPTC(G, c) contains two edge-disjoint perfect matchings of S in T . Since
c(T ) ≤ c(OptP (G, c, u, v)) holds, we can bound c(HP ) now from above by

c(HP ) ≤ c(OptP (G, c, u, v)) +
c(OPTC(G, c))

2

≤ c(OptP (G, c, u, v)) +
1.5c(OptP (G, c, u, v))

2rC(G, c)
.

It remains to show that the solution computed by the algorithm that we used for the
analysis costs at least as much as the solution of Algorithm 5.1. Due to Fact 5.1, we can assume
without loss of generality that the minimum spanning tree computed by the transformation
algorithm is T + wu. Thus, in both algorithms, we modify the degrees of the vertices of T ,
one time in order to obtain an even graph for the cycle and a second time in order to obtain
a graph containing a trail from u to v. Due to the metricity, in both cases, without changing
the tree we cannot do better than computing a minimum perfect matching on the vertices of
wrong degree. Therefore, the result of Algorithm 5.1 cannot be worse than the result of the
algorithm used in the proof. �

5.2 Approximation of the Metric Ordered Traveling Salesman
Problem

We continue the investigation of the traveling salesman problem. More precisely, we consider a
generalization of the metric traveling salesman problem, the ordered metric traveling salesman
problem (∆-OTSP): we require the Hamiltonian tour to obey some precedence constraints
that express that a subset of vertices has to be visited in some prescribed order. Here, we
present an improved approximation algorithm for the ∆-OTSP.

As we have seen in Section 2.4.2, previous approaches led to a 2.5 approximation algorithm.
It is quite easy to see that, for a very small number of ordered vertices, better approximation
ratios than 2.5 can be achieved. For instance, when at most 3 vertices are ordered, we can
simply apply Christofides’s algorithm [36] and achieve a 1.5 approximation. Here, we present
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Figure 5.3: An instance of ∆-OTSP. The tuple t contains the labelled vertices, i. e., t =
(1, 2, 3, 4, 5). The thin black lines form the minimum spanning tree T , the dashed lines form
C ′, and the thick black lines form the minimum perfect matching M .

an approximation algorithm that achieves a 2.5 − 2/k approximation for any k > 3 ordered
vertices. Thus, e. g., for 4 and 5 ordered vertices, we achieve the approximation ratios 2 and
2.1, respectively.

Our approximation algorithm for ∆-OTSP is based on the following idea. Similar to prior
approaches [26], we obtain a multigraph by combining a minimum spanning tree and a cycle
formed by the ordered vertices. In the cycle, however, we skip the two most expensive edges.
Afterwards, we obtain an Eulerian graph by adding a minimum perfect matching on the odd
vertices to the multigraph. Within this Eulerian graph, we compute an Eulerian tour that
respects the order of the input k-tuple. Finally, we shorten the Eulerian tour in order to
obtain a Hamiltonian tour that respects the order of the k-tuple.

Algorithm 5.2 ∆-OTSP

Input: A complete graph G, a metric cost function c, and a k-tuple t = (v1, v2, . . . , vk) of
vertices.

1: Compute a minimum spanning tree T in G.
2: C := v1v2 . . . vkv1.
3: Let e1 and e2 be the two most expensive edges of C and let C ′ := C − e1 − e2.
4: Let P be the path in T that connects the vertices that are incident to e1 in T .
5: Compute a minimum perfect matching M on the odd vertices in the multigraph A :=

T ∪ C ′.
6: Let P ′ be the path in A ∪M\(C ′ ∪ P ) that connects the vertices that are incident to e2.
7: Starting from the circuit C ′ ∪ P ∪ P ′, compute an Eulerian tour in A ∪M that respects

the order of t.
8: Shorten the Eulerian tour to a Hamiltonian tour that respects the order of t.

Output: The computed Hamiltonian tour.
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Theorem 5.2 Algorithm 5.2 is a polynomial-time (2.5 − 2/k)-approximation algorithm for
∆-OTSP, where k is the number of ordered vertices.

Proof. Let us consider the trail formed by C ′ ∪ P , where P is used to connect the vertices
adjacent to the removed edge e1, see Figure 5.3. Note that including e2 into that trail would
yield a circuit that respects the order of t. Instead of using e2, however, we will use another
trail. To this end, we add the minimum perfect matching M to A, which results in an Eulerian
multigraph.

Let B be the graph A ∪ M without the edges of C ′ ∪ P . Since the only odd vertices of
C ′ ∪ P are the two that are incident to e2, and since every vertex in A ∪M has even degree,
the only odd vertices of B are the vertices incident to e2. These two vertices must be in
the same component of B, because each component of a graph has an even number of odd
vertices. Thus, there exists a trail P ′ connecting the vertices incident to e2 in A ∪M that is
edge-disjoint to C ′ ∪ P . Therefore, by closing the previously constructed trail using P ′, we
obtain a circuit in A ∪M that respects the order of t.

Starting from that circuit, it is easy to construct an Eulerian tour in A∪M that respects
the order of t: each component in A∪M without the edges of the constructed circuit is even
and — since A∪M is connected — contains at least one vertex from the circuit. Thus, each
component has an Eulerian tour that can be inserted into the constructed circuit.

Finally, we have to shorten the Eulerian tour to a Hamiltonian tour. We start from the
vertex v1. From there, we follow the Eulerian tour, but we use shortcuts to avoid vertices
that have been visited already and vertices from t that are visited too soon. Skipping the
vertices from t is justified, since we are sure that the Eulerian tour will eventually enter them
again later on.

Now, let us analyze the approximation ratio of the algorithm. Due to the triangle inequal-
ity, the computed Hamiltonian tour is not more expensive than the underlying Eulerian tour,
which contains each edge of A ∪M exactly once. Therefore, its cost is at most

c(A) + c(M) = c(T ) + c(C ′) + c(M).

Let Opt be an optimal solution for ∆-OTSP in G for the tuple t. Since Opt— as every
TSP-tour in G — contains a spanning tree, the cost of T is at most c(Opt). Similarly, if we
knew Opt, we could obtain C from it by skipping all vertices that are not contained in t.
Therefore, due to the metricity, the cost of C is at most c(Opt), too. Note that C has exactly
k edges. Thus,

c(e1) + c(e2) ≥ 2 · c(C)

k
,

and therefore the cost of C ′ is at most (1−2/k)·c(Opt). We bound the cost of the matching M
similarly as in the analysis of Christofides’ algorithm [36]: by skipping all vertices of Opt that
are not in M , we obtain a cycle that is composed from the vertices ofM and that costs at most
c(Opt). The cycle, however, contains two edge-disjoint perfect matchings. Therefore, the cost
of M is at most c(Opt)/2. Overall, we can bound the cost of the computed Hamiltonian tour
from above by (

2.5− 2

k

)
· c(Opt).

�
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Chapter 6

Improvements in Reoptimization

In this chapter, we investigate the effect of additional information on solving NP -hard prob-
lems. More specifically, we analyze the hardness of NP-hard problems and search for algo-
rithms for them, when an optimal solution for a slightly modified input instance is known.
We show that, for some types of modifications, the problem becomes considerably easier to
approximate, whereas for other modifications the problem stays as hard as before.

6.1 Reoptimization Hardness

For most NP-hard problems, we can show the NP-hardness of its reoptimization variants by
using a polynomial-time Turing reduction that relies on repeatedly applying reoptimizations
for solving the original problem. The core idea of this type of reduction stays the same for
all corresponding problems. Therefore, showing the hardness by presenting a full Turing
reduction would contain unnecessary repetitions. To this end, we present a framework that
helps to avoid these repetitions.

Lemma 6.1 Let U be an NP-hard optimization problem and let lm be a local modification
for U . If there is a deterministic polynomial-time algorithm A that, for each instance I of
U , computes

1. an instance I ′ for U ,

2. an optimal solution for Sol ′ for I ′, and

3. a sequence of polynomially many local modifications of type lm that
transforms I ′ into I ,

then also the problem lm-U is NP-hard.

Proof. We reduce U to lm-U using a polynomial-time Turing reduction. Since U is NP -hard,
this implies that also lm-U is NP-hard.

Let l be the number of local modifications of type lm computed by A for transforming
the instance I ′ into I. Now suppose that there is a polynomial-time algorithm Ã for lm-U .
Then, applying Ã exactly l times, starting from I ′, is sufficient for finding an optimal solution
for I. Therefore, both the number of computations and the runtime of each computation are
polynomial in the size of U which implies that the reduction runs in polynomial time, too. �

43
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Note that a polynomial-time Turing reduction (also called Cook reduction) only implies NP-
hardness. Therefore, from this type of proof we cannot conclude NP-completeness of the
corresponding threshold problem, see [48].

For demonstrating how to apply the framework, we give an alternative NP-hardness proof
for the IncEdge-∆-TSRP. In fact, we show a slightly stronger result by restricting the edge
costs to the values 1 and 2. Let G = (V,E) be a complete graph with a cost function
c : E(G) → {1, 2} and V = {v1, v2, . . . , vn}. We construct an algorithm A according to
Lemma 6.1. As I ′, the algorithm A uses G and a cost function c′ such that all edges are of
cost 1. Then the cycle Sol ′ := v1v2 . . . vnv1 is a Hamiltonian tour of minimal cost in I ′. For
transforming I ′ into I , A has to consider n · (n − 1)/2 edges e. For each edge, at most one
reoptimization step is required. It is easy to see, that A runs in polynomial time. Thus, we
can conclude that IncEdge-∆-TSRP is NP-hard.

6.2 The Steiner Tree Reoptimization Problem

In this section, we present reoptimization results for the minimum Steiner tree problem. For
this problem, there are basically eight natural local modifications: increasing or decreasing
edge costs, adding or removing terminals or non-terminals, and changing the status of vertices
from terminal to non-terminal or from non-terminal to terminal. We show all corresponding
reoptimization problems to be hard by using Karp reductions and adding a vertex to be
APX -hard. Moreover, we present approximation algorithms for some of the variants.

We can assume that the given graph is complete and that the cost function is metric,
since we can always use a shortest path between two vertices.

For a connected graph G = (V,E) with an arbitrary edge cost function c : E → Q+, we
define the metric closure of c as the function c̃ : E → Q+ where c̃(uv) is defined as the length
of the shortest path in (G, c) from u to v. Observe that (G, c̃) is metric. We give a formal
description of this property similar to [90] and [112].

Observation 6.1 Let G = (V,E) be a connected graph with edge cost function c : E → Q+,
let S ⊆ V be a set of terminals. A minimum Steiner tree T for (G,S, c) is also a minimum
Steiner tree for the metric closure (G,S, c̃). Moreover, any minimum Steiner tree T ′ for
(G,S, c̃) can be transformed into a minimum Steiner tree for (G,S, c) by replacing any edge
uv of T ′ by a shortest path from u to v in G according to c.

We now formally define the reoptimization variants of the MSTP that we consider.

Definition 6.1 The minimum Steiner tree reoptimization problem with the local modifica-
tion lm (lm-MSTRP) is the following optimization problem. The goal is to find a minimum
Steiner tree for an input instance (G′, S′, c′), given an optimal Steiner tree Told for the instance
(G,S, c), where (G′, S′, c′) = lm((G,S, c)). We consider the following local modifications.

• When adding a non-terminal (AddNonTerm), G′ = G + vnew, S′ = S, and c is the
restriction of c′ to V (G).

• When adding a terminal vertex (AddTerm), G′ = G + vnew, S
′ = S ∪ {vnew}, and c is

the restriction of c′ to V (G).
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• When removing a terminal or non-terminal vertex v (RemNonTerm, RemTerm), then
V (G′) = V (G)\v, S′ = S\v, and c′ is the restriction of c to V (G′).

• When increasing or decreasing the cost of one edge e (IncEdge, DecEdge), G′ = G,
S′ = S, c′(f) = c(f) for all f ∈ E(G)\{e}, and c′(e) is larger or smaller than c(e),
respectively.

• When changing the status of a vertex v (Term→NonTerm, NonTerm→Term), G′ = G,
S′ = S\v or S′ = S ∪ {v}, respectively, and c′ = c.

The corresponding problem variants where the edge cost function c′ satisfies the sharpened
β-triangle inequality as defined in Chapter 2 for some 1/2 ≤ β ≤ 1 and the variant with edge
costs in {1, 1 + γ} are denoted by lm-∆β-MSTRP and lm-(1, 1 + γ)-MSTRP, respectively.

Our algorithms, as well as most of the known approximation algorithms for the classical
MSTP, assume a metric cost function c. This is no restriction for MSTP since the Steiner
tree for an arbitrarily edge-weighted graph (G, c) and for its metric closure (G, c̃) are re-
lated according to Observation 6.1. Therefore, also for the problems AddTerm-MSTRP and
RemTerm-MSTRP, we can assume without loss of generality that the given edge cost func-
tion c is metric. Furthermore, we assume without loss of generality that the given minimum
Steiner tree Told does not contain any non-terminal of degree 2. Due to the metricity of
the considered input instances, such non-terminals can always be bypassed by a direct edge
without increasing the cost.

The input instances for our problems will consist of a complete graph G = (V,E), two
terminal sets Sold and Snew, and a metric edge cost function c. The given minimum Steiner
tree will always be denoted by Told and a minimum Steiner tree for the modified instances
will be called Tnew. We refer to a Steiner tree computed by one of our algorithms as TA.

Before we start investigating the reoptimization variants, we observe some fundamental
properties of minimum Steiner trees.

Lemma 6.2 (Mölle, Richter, Rossmanith [80]) Let G be a complete graph with edge cost
function c, let S ⊆ V (G) be a terminal set, let T be a minimum Steiner tree for (G,S, c). Let
e = xy ∈ E(T ) such that x ∈ S. Let Tx be the connected component of T − e containing x,
i. e., an inclusion-maximal subtree of T rooted at x. Let Gx be the subgraph of G induced by
V (Tx). Then Tx is a minimum Steiner tree for (Gx, S ∩ V (Tx), c).

The following lemma allows us to express the time complexity of some algorithms by using
the number of terminals rather than by using the total number of vertices.

Lemma 6.3 Let T be a minimum Steiner tree for the input instance (G,S, c). If degT (v) 6= 2
for all non-terminals v ∈ V (T ), then |V (T )| < 2 · |S|.

Proof. Each leaf of T is a terminal since otherwise we would obtain a better solution by cutting
that leaf from T . We want to prove that T has at least as many leaves as non-terminals. Let
us first assume that T does not contain any terminal of degree 2. Then T does not have any
vertices of degree 2 at all. We will show that in this case at least half of the vertices have to
be leaves. Let V ′ denote the set of inner vertices of T . Then

∑
v∈V ′ degT (v) ≥ 3 · |V ′|. On
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the other hand, the restriction of T to the vertices from V ′ obviously is again a tree which we
denote by T ′. The tree T ′ has |V ′| − 1 edges and thus

∑
v∈V ′ degT ′(v) ≤ 2 · (|V ′| − 1). This

implies that T has at least 3 · |V ′| − 2 · |V ′|+ 2 = |V ′|+ 2 leaves, i. e., more than half of the
vertices are leaves.

We now deal with the general case of trees including terminals of degree 2. We can obtain
a new tree T̃ from T by sequentially replacing each terminal t of degree 2 together with its
incident edges tx and ty by the direct edge xy. Using the same argument as above, we can
show that at least half of the vertices of T̃ are leaves, and thus terminals. As T does not
contain more non-terminals than T̃ , the claim follows. �

6.2.1 Hardness Results

In this section, we show the hardness of Steiner tree reoptimization by using reductions
from the satisfiability problem. In fact, we give stronger results by showing the hardness
for restricted classes of graphs. The Steiner tree problem changes a lot when restricting the
edge-costs. When considering the sharpened β-triangle inequality, e. g., as we will show later
on, many reoptimization variants allow a PTAS, whereas such algorithms are not known for
nonrestricted edge costs.

If the cost function c satisfies the sharpened β-triangle inequality, the minimum Steiner
tree problem on the the input instance (G,S, c) is called ∆β-MSTP. Similarly, the problem
where the edge costs are restricted to the values 1 and 1 + γ is called (1, 1 + γ)-MSTP. The
relation of the ∆β-MSTP and the (1, 1 + γ)-MSTP is as follows.

Lemma 6.4 For any graph G = (V,E), any cost function c : E → {1, 1 + γ} satisfies the
(1 + γ)/2-triangle inequality.

Proof. We show the claim by distinguishing all possibilities to form a triangle. Let x, y, and z
be three different vertices in V . If all three edges xy, yz, and zx cost the same, then obviously
our claim holds. Otherwise, either two of the edges have cost 1 or two of the edges have cost
1 + γ. But since

1 + γ ≤ 1 + γ

2
· (1 + 1) ≤ 1 + γ

2
· (1 + 1 + γ)

≤ 1 + γ

2
· (1 + γ + 1 + γ),

we can exclude all possibilities to violate the sharpened (1+γ)/2-triangle inequality and thus
our claim also holds for these cases. �

Now, we prepare our reductions by giving an efficient transformation that, given a boolean
formula, computes a Steiner tree instance. Moreover, we present a normal form of Steiner trees
within a transformed input. Our transformation extends the one used in the NP -hardness
proof for the Steiner tree problem in [72].

Transformation 1. Let Φ be an instance of Es-OCC-MaxEkSAT withm clauses CΦ
1 , C

Φ
2 , . . . ,

CΦ
m and n variables xΦ1 , x

Φ
2 , . . . , x

Φ
n . We construct from Φ a (1, 1 + γ)-Steiner tree instance
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non-terminal

Figure 6.1: Steiner tree for the formula (x1, x2, x4), (x̄1, x2, x3), (x̄1, x̄3, x̄4), (x̄2, x̄3, x̄4). The
squares are terminal vertices and the circles are non-terminal vertices. All edges depicted in
the graph have cost 1. All remaining edges have cost 1 + γ. The solid edges form a minimal
Steiner tree that corresponds to the assignment x1 = 1, x2 = 1, x3 = 0, and x4 = 1.

(G = (V,E), S ⊂ V, c : E → {1, 1 + γ}). In the construction, we say that two vertices are
connected, if and only if the edge between these vertices has cost one.

In V , there are m terminal vertices C1, C2, . . . , Cm representing the clauses and 2 · n
nonterminal vertices x1, x̄1, x2, x̄2, . . . , xn, x̄n representing the positive and negative variables.
Each Ci is connected to the k nonterminal vertices that represent the literals within the clause
CΦ
i . For connecting the variables, we introduce a terminal vertex y. For every i, xi and x̄i

are connected to y (see Figure 6.1). The idea of the construction is to build a Steiner tree by
connecting each clause-vertex of a satisfied clause with exactly one variable-vertex. We have
to ensure, however, that for every i, either xi or x̄i is in an optimal Steiner tree. To this end,
we introduce auxiliary terminal vertices aij for i = 1, 2, . . . , n and j = 1, 2, . . . , ⌈1/γ⌉. For any
i and j, aij is connected to xi and to x̄i. Furthermore, xi and x̄i are connected. All remaining
edges have cost 1+ γ. Figure 6.1 shows an example of a Steiner tree for a satisfiable formula.

Normal Form. Given a (1, 1+γ)-Steiner tree instance (G = (V,E), S, c) that was constructed
from a SAT formula by using Transformation 1 and a Steiner tree T within that instance, we
construct a new Steiner tree T ′ that is at most as expensive as T and satisfies some structural
properties. In the following, we refer to vertices xi and x̄i as variable-vertices and to the
vertices Cj as clause-vertices. In the Steiner tree in normal form, for each i, either xi or x̄i is
connected to the terminal vertex y and to all auxiliary vertices ai,j. Furthermore, all auxiliary
vertices are leaves. This way, the edges incident to the auxiliary vertices define an assignment
of the variables. We define X as the set of all variable-vertices that are adjacent to auxiliary
variables. Moreover, each clause-vertex Ci is a leaf that is connected to a variable-vertex xj
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or x̄j and there is no clause-vertex that is connected to a variable-vertex outside of X via an
edge of cost 1 + γ.

We now give a detailed construction of the normal form. In the following, we describe
different types of “bad” structures that may be contained in T and we give transformations
to remove them. Each step has to be repeated until all occurrences of that type have been
eliminated.

(1) First, we ensure that each auxiliary vertex is a leaf in T ′. Let ai,j be an auxiliary vertex
in T that has (at least) two neighbors v1 and v2, such that v1 is not an auxiliary vertex.
(Note that, since T is connected, the absence of such a vertex ai,j of vertices means that all
auxiliary vertices are leaves.)

We distinguish two cases. First, let us assume that c(ai,jv2) = 1+ γ. Then we replace the
edge ai,jv2 by v1v2. Otherwise, if c(ai,jv2) = 1, we replace ai,jv1 by v1v2. Since v2 ∈ {xi, x̄i}
in this case and c(xix̄i) = 1 for any i, this transformation does not increase the cost of T ′.

Eventually, after sufficiently many repetitions of this step, each auxiliary vertex is con-
nected to exactly one vertex, and there are no edges connecting two auxiliary vertices.

(2) Since ⌈1/γ⌉ · γ ≥ 1, we can eliminate all edges of cost 1 + γ that are incident to auxiliary
vertices. If, for some i, all auxiliary vertices ai,j are connected with cost 1 + γ, then we
can remove all of those edges, connect each of the vertices ai,j to xi, and connect xi to y,
which does not increase the overall cost. Otherwise, at least one of the auxiliary variables
is connected to either xi or x̄i. Then, connecting each vertex ai,j to the same vertex (and
removing the old incident edge) results in a new Steiner tree that has at most the same cost
as the old one. If there is an i such that an auxiliary variable ai,j is connected to xi and
another auxiliary vertex ai,j′ is connected to x̄i, we connect all auxiliary variables to xi and
remove all edges to x̄i.

(3) Now, for each i, all auxiliary vertices aij in T ′ are connected to one vertex vi ∈ {xi, x̄i}.
Suppose that, for some i, vi is not connected to y. Then, since T ′ is a connected graph, there
is path from vi to y that starts with an edge e. We replace e by viy.

(4) Next, we ensure that the clause-vertices are only connected to variable-vertices. Suppose
that e is an edge in T ′ that connects two clause-vertices Ci and Cj . From one of the two
vertices, say from Ci, there is a path to y that does not contain e. In this case, we remove e
and connect Cj to a vertex-variable from X. Similarly, we replace each edge between a clause-
vertex and y by an edges between that clause-vertex and a variable-vertex from X. Therefore,
we have removed all edges between clause-vertices and non-variable-vertices. (Remember that
all auxiliary vertices are leaves connected to variable-vertices.)

(5) To ensure that the clause-vertices are leaves, suppose that there is a variable-vertex vi
(either xi or x̄i) that is not connected to y but it is connected to several clause-vertices. Then,
since T ′ is a tree, there is exactly one clause-vertex Cj adjacent to vi that is connected to y
by a path not containing vi. We remove the first edge of the path and insert the edge viy.

Note that, if all variable-vertices connected to clause-vertices are also connected to y, then
any clause-vertex that is not a leaf would have two disjoint paths to y. But since T ′ is a tree,
this cannot happen.

(6) Now we refine T ′ as follows. If there is any clause-vertex Ci that is connected to a variable-
vertex vj /∈ X with cost 1 + γ, then we replace the edge Civj by an edge between Ci and a
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vertex from X. If, due to the transformation, a variable-vertex becomes a leaf, we remove its
incident edge.

(7) Finally, we modify X and some of its incident edges. The purpose of this step is to ensure
that, for each i, the majority of edges from clause-vertices to the variable-vertices xi and
x̄i is incident to X. If there is a variable-vertex xi ∈ X such that more clause-vertices are
connected to x̄i via edges of cost 1 than to xi, we connect all adjacent auxiliary vertices and
all clause-vertices that are connected to xi with cost 1+ γ to x̄i instead and we update X by
adding x̄i and removing xi. For x̄i ∈ X, the transformation is analogous.

One of the important properties of Steiner tree instances obtained by applying Transfor-
mation 1 is that, if the given formula is satisfiable, we can determine the cost of an optimal
Steiner tree exactly.

Lemma 6.5 Let Φ be a Boolean formula with m clauses and n variables. Then the Steiner
tree instance (G,S, c) obtained by applying Transformation 1 has an optimal solution of cost
(1 + ⌈1/γ⌉)n + m if and only if Φ is satisfiable and, if Φ is not satisfiable, the cost of any
solution is higher than that value. Furthermore, from a satisfying assignment for Φ one can
efficiently compute an optimal Steiner tree in (G,S, c).

Proof. For distinguishing the clauses and variables of Φ from the corresponding vertices in
the Steiner tree instance, we denote the clauses by CΦ

i and the variables by xΦi and x̄Φi .

First, let us assume that Φ is satisfiable. Similar as in the proof of Lemma 6.6, we construct
the following Steiner tree T . Let ϕ = (ϕ1, ϕ2, . . . , ϕn) ∈ {0, 1}n be a satisfying assignment
of Φ. For each variable xΦi , if ϕi = 1 then we connect all auxiliary variables ai,j as well as
y to the vertex xi. Otherwise, if ϕi = 0, then we connect these vertices to x̄i. This way,
the variable-vertices in the constructed tree correspond to the assignment ϕ. Let X be the
set of variable-vertices that are now part of the constructed tree. For any clause CΦ

i that is
satisfied by ϕ, we use one edge of cost 1 to connect the clause-vertex Ci to a vertex from X.
Then the overall cost of the solution is ((1 + ⌈1/γ⌉)n +m. Since T is in normal form and all
clause-vertices are connected with edges of cost 1, T is minimal.

Now, let us assume that Φ is not satisfiable. Let T be a minimal Steiner tree in normal form
for the given instance, where the set X contains all variable-vertices connected to auxiliary
vertices. Then there is a subtree of T containing all auxiliary-vertices, X, and m that has
a cost of (1 + ⌈1/γ⌉)n. Since Φ is not satisfiable, there must be at least one clause-vertex
that has no edge of cost 1 to X. Thus, the cost of all edges for connecting the clause-
vertices sums up to at least m+ γ. Therefore, the overall cost of the Steiner tree is at least
((1 + ⌈1/γ⌉)n +m+ γ > ((1 + ⌈1/γ⌉)n +m. �

APX -hardness

Now we are ready to show that, for any γ > 0, there is a constant such that the problems
AddTerm-(1, 1 + γ)-MSTRP and AddNonTerm-(1, 1 + γ)-MSTRP cannot be approximated
with an approximation ratio lower than that constant unless P = NP . Thus, in particular
this problem does not allow a polynomial-time approximation scheme, even if the edge-costs
can only take the values 1 and 1+ γ for an arbitrarily small constant γ. Therefore, our result



50 CHAPTER 6. IMPROVEMENTS IN REOPTIMIZATION

establishes a sharp edge between trivially solvable input instances with unit edge costs and
input instances that cannot be approximated better than with constant approximation ratio.

As an immediate consequence of our results, we conclude that this variant of the Steiner
tree reoptimization problem with sharpened β-triangle inequality is also APX -hard for any
fixed β > 1/2.

We show our result by using a gap-preserving reduction. This reduction requires a trans-
formation of an instance of the problem Es-OCC-MaxEkSAT (i. e., maximum satisfiability,
where each variable occurs in exactly s clauses and each clause consists of exactly k literals)
into a (1, 1 + γ)-Steiner tree instance.

Lemma 6.6 There is a gap-preserving reduction from Es-OCC-MaxEkSAT to the (1, 1+γ)-
Steiner tree reoptimization problem with adding a single vertex by transforming a Boolean
formula Φ into a reoptimization instance consisting of an old instance (GO, SO, cO), an opti-
mal Steiner tree TO, and a modified instance (GN , SN , cN ), such that

• if an optimal assignment for Φ satisfies at least p · m clauses, then there is a Steiner
tree in G of cost at most m · ((1 + ⌈1/γ⌉)k/s + 1 + (1− p) · γ) +m · ⌈1/γ⌉ + 1, and

• if an optimal assignment for Φ satisfies less than (p − ε) ·m clauses, then any Steiner
tree in G costs at least m · ((1+⌈1/γ⌉)k/s+1+(1− (p−ε))min{γ, 2/s})+m · ⌈1/γ⌉+1,

where m is the number of clauses and ε > 0 is a constant.

Proof. Our proof is structured as follows. For any input instance Φ of Es-OCC-MaxEkSAT,
we consider the input instance (Gt, St, ct) created by applying Transformation 1 on Φ. In
(Gt, St, ct), we replace the clause-vertices by gadgets, which leads to a new Steiner tree in-
stance (G,S, c) (see Figure 6.2). Within this instance, we can efficiently compute an optimal
Steiner tree. By adding a terminal or non-terminal vertex z, however, we obtain a new input
instance (GN , SN , cN ). For this instance, we give an upper and a lower bound on the cost
of an optimal Steiner tree depending on the number of clauses that are satisfiable within
Φ. With these bounds, the gap between p and p − ε translates into a new gap by applying
the computed lower bound for p and the upper bound for p − ε. Note that all intermediate
instances and solutions can be computed from Φ in polynomial time and thus they do not
significantly help to solve (GN , SN , cN ).

Let n be the number of different variables in Φ. For distinguishing the clauses and literals
of Φ from the corresponding vertices in the Steiner tree instance, we denote the clauses by
CΦ
i and the literals by xΦi and x̄Φi . Furthermore, let σ be the value such that σ ·m clauses of

Φ are satisfied by an optimal assignment ϕ ∈ {0, 1}n.
For each clause-vertex Ci, we introduce a nonterminal vertex C ′

i and ⌈1/γ⌉ terminal ver-
tices si,1, si,2, . . . , si,⌈1/γ⌉. In the following, we refer to these terminal vertices as split-vertices.
Each vertex C ′

i is connected to all vertices belonging to the gadget of its clause. Furthermore,
for 1 ≤ i < m, the vertex si,1 is connected to si+1,1. As before, all remaining edges have a
cost of 1 + γ.

Using a similar argumentation as for the auxiliary vertices, we conclude that there is an
optimal Steiner tree that, for each i, contains all edges between C ′

i and its split-vertices.
Furthermore, each such component has to be connected to the remaining graph with a cost
of at least 1. Thus each of these gadgets adds a cost of at least 1 + ⌈1/γ⌉ to any solution,
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Figure 6.2: Example of a Steiner tree as used in Lemma 6.6.

which sums up to at least m · (1 + ⌈1/γ⌉) additional cost to an optimal solution for (G,S, c).
Therefore, applying Lemma 6.5, the cost of an optimal solution for (G,S, c) is at least (1 +
⌈1/γ⌉)n +m+m · (1 + ⌈1/γ⌉).

Now, we construct an optimal Steiner tree TO for (G,S, c). Without loss of generality,
let us assume that the clauses and variables are labelled in such a way that CΦ

1 contains
xΦ1 . Then TO contains, for i = 1, 2, . . . , n, j = 1, 2, . . . , ⌈1/γ⌉, and k = 1, 2, . . . ,m, all edges
{y, xi}, {ai,j , xi}, {x1, C1}, {C1, C

′
1}, {C ′

k, sk,j}, and, for k = 1, 2, . . . ,m − 1, {sk,1, sk+1,1}.
This way, TO is obviously a valid Steiner tree and, since each of its edges is of cost 1, the cost
of TO is (1 + ⌈1/γ⌉)n + 1 + (m − 1) + m · (1 + ⌈1/γ⌉), which we have already shown to be
optimal.

Now, the local modification is to add the vertex z in such a way that z is connected to all
vertices sk,j and to y. This way, we obtain the new, locally modified instance (GN , SN , cN )
with one added vertex.

We begin with the upper bound. To this end, we construct the following Steiner tree.
For each variable xΦi , if ϕi = 1, then we connect all auxiliary variables ai,j as well as y to
the vertex xi. Otherwise, if ϕi = 0, then we connect these vertices to x̄i. This way, the
variable-vertices in the constructed tree correspond to the assignment ϕ. Let X be the set of
variable-vertices that are now part of the constructed tree. For any clause CΦ

i that is satisfied
by ϕ, we use one edge of cost 1 to connect the clause-vertex Ci to a vertex from X. We
connect all clause-vertices of non-satisfied clauses to an arbitrary vertex from X with cost
1 + γ. Furthermore, we use all m · ⌈1/γ⌉ + 1 edges of cost 1 from z. The overall cost of that
Steiner tree is (1 + ⌈1/γ⌉)n +m+ (1− σ)m · γ +m · ⌈1/γ⌉ + 1. Note that the upper bound
decreases with growing σ.

For the lower bound, note that, since we assume γ ≤ 1, there is an optimal solution in
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normal form for (GN , SN , cN ) that contains z and all its edges of cost 1. Suppose that, in
some optimal solution in normal form, there is a vertex sk,j that is not connected to z. Then,
according to our argumentation above, we can assume this vertex to be connected to C ′

k. But
then, connecting all splitting-vertices of C ′

k to z instead of to C ′
k does not increase the cost of

the solution. We still have to ensure that the modified solution is connected. If the solution
already contains the edge {y, z}, then either Ck is connected to the remaining tree and we
are done or Ck is only connected to C ′

k. In the latter case, there must be an edge e in the
given optimal Steiner tree that connects the gadget of clause k to the remaining graph. By
removing the two edges e and {Ck, C

′
k} and adding an edge between Ck and a vertex from X,

however, we obtain a connected solution of at most the same cost. For amortizing the cost
of {y, z}, we only need one clause gadget where its clause-vertex can be connected to X with
cost 1, which always exists in an optimal solution in normal form. With this discussion, it is
not hard to verify that an optimal solution does not need the vertices C ′

i.

Let T be an optimal Steiner tree for the given instance in normal form that contains z
and all of its incident edges of cost 1 and none of the vertices C ′

i. The subtree T ′ induced by
the auxiliary variables, the vertex y, and the variable-vertices that are connected to auxiliary
variables has a fixed cost of (1 + ⌈1/γ⌉)n. Additionally, all clause-vertices have to be in T .
For each of them, there is an edge of cost at least 1. There are at most σm clause-vertices
connected to T ′ with cost 1, since more such clause-vertices would imply that there is an
assignment ϕ′ that satisfies more than σm clauses in Φ. The remaining clause-vertices are
either connected with cost 1 + γ to T ′, or they are connected to variable vertices outside of
T ′ with cost 1. In the latter case, however, the number of clause-vertices connected to the
same variable-vertex v is limited, because there are exactly s clauses in Φ with the same
variable. Furthermore, there cannot be more than s/2 different clauses connected to v, since
otherwise changing ϕ such that v is in T ′ would satisfy additional clauses, contradicting
the optimality of ϕ. For connecting v to T ′, an edge of cost 1 is necessary. Therefore,
the average cost for connecting a clause-vertex to a variable-vertex outside of T ′ is at least
(s/2 + 1)/(s/2) = 1 + 2/s. Altogether, a lower bound on the cost of the optimal Steiner tree
is (1 + ⌈1/γ⌉)n +m+ (1− σ)mmin{γ, 2/s} +m · ⌈1/γ⌉ + 1.

Note that there are k · m literals in Φ, and each variable occurs exactly s times, and
therefore n = km/s. Therefore, the upper bound is m · ((1+⌈1/γ⌉)k/s+1+(1− (p−ε)) ·γ)+
m·⌈1/γ⌉+1 and the lower bound is m·((1+⌈1/γ⌉)k/s+1+(1−p)min{γ, 2/s})+m·⌈1/γ⌉+1.
�

With this preparation, showing the APX-hardness for adding vertices can be done by
using the APX-hardness of E5-OCC-MaxE3SAT [43].

Theorem 6.1 The lm-(1, 1 + γ)-MSTRPlm for γ > 0 as well as the lm-∆β-MSTRPlm for
β > 1/2 and lm ∈ {AddTerm,AddNonTerm} are APX-hard.

Proof. For the (1, 1 + γ)-MSTP, consider the problem E5-OCC-MaxE3SAT. There is a ε such
that it is NP-hard to decide whether all m clauses or at most mε clauses are satisfiable [43].
Thus, due to Lemma 6.6, it is NP-hard to decide whether an optimal Steiner tree in a
(1, 1 + γ)-Steiner tree instance with 1 + (2 + ⌈1/γ⌉) · (3m/5) +m+ 1 vertices costs at most
m · ((1 + ⌈1/γ⌉)3/5 + 1 + 0 · γ) +m · ⌈1/γ⌉+ 1 or at least m · ((1 + ⌈1/γ⌉)3/5 + 1+ (1− (1−
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ε))min{γ, 2/5}) +m · ⌈1/γ⌉ + 1. This implies that there is no

(1 + ⌈1/γ⌉)3/5 + 1 + εmin{γ, 2/5} + ⌈1/γ⌉ + 1/m

(1 + ⌈1/γ⌉)3/5 + 1 + ⌈1/γ⌉ + 1/m

= 1 +
εmin{γ, 2/5}

(1 + ⌈1/γ⌉)3/5 + 1 + ⌈1/γ⌉ + 1/m

approximation algorithm for the (1, 1 + γ)-MSTP. For any β > 1/2, due to Lemma 6.4, the
∆β-MSTP contains all instances of the (1, 2β)-MSTP. �

Note that Theorem 6.1 implicitly provides an alternative proof for the APX-hardness of the
problems (1, 1 + γ)-MSTP and ∆β-MSTP, which uses a different reduction than Halldórsson
et al. [54].

For removing a terminal or a non-terminal, a simple argumentation shows the corre-
sponding reoptimization problem to be as hard as the original problem, which implies the
APX -hardness of these problems.

Theorem 6.2 The lm-(1, 1 + γ)-MSTRPlm for γ > 0 as well as the lm-∆β-MSTRPlm for
β > 1/2 and lm ∈ {RemTerm,RemNonTerm} are as hard to approximate as the problems
(1, 1 + γ)-MSTP and ∆β-MSTP, respectively.

Proof. For the local modifications where vertices are removed, we show that the problem stays
as hard as the original problem without reoptimization. More precisely, we show that an α-
approximation for any of the two reoptimization problems implies an α-approximation for
the (1, 1 + γ)-MSTP. Therefore, the APX-hardness of the reoptimization problems follows.
Let (G = (V,E), S, c) be a (1, 1 + γ)-MSTP instance. We assume without loss of generality
that all optimal Steiner trees for that instance contain at least one non-terminal. Otherwise,
a minimum spanning tree on the vertices of S is an optimal solution. Then we construct the
instance (G′ = (V ′, E′), S′, c′) from (G,S, c) by adding a new vertex v to V (either terminal or
non-terminal) such that c′({v,w}) = 1 for all w ∈ S and c′({v,w′}) = 1+ γ for all w′ ∈ V \S.
Since any optimal Steiner tree in G has (due to the contained non-terminal) at least |S| edges,
connecting v to all edges of S yields an optimal Steiner tree in (G′, S′, c′). Now suppose that
the reoptimization problem, where (G′, S′, c′) and the discussed optimal solution are given
and (G,S, c) is the new, modified input instance, is α-approximable. Then also the original
problem is α-approximable since we can efficiently construct the reoptimization problem and
use its computed solution. �

NP -hardness

We now show that all reoptimization problems from Definition 6.1 are NP -hard. In particular,
for showing the hardness we have to know the exact costs of minimum Steiner trees in input
instances that were generated using Transformation 1.

Theorem 6.3 The Steiner tree reoptimization problem lm-(1, 1 + γ)-MSTRP is NP-hard for
all local modifications from Definition 6.1.

Proof. For each problem, we present a reduction from SAT. Let Φ be a formula in CNF with
m clauses and n variables.
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(i) For the AddTerm-(1, 1 + γ)-MSTRP, we construct a formula Φ′ and a formula Φ′′ such
that the transformation of Φ′′ is a locally modified instance of the transformation of Φ′.
Consider the formula Φ′, where x is a new variable that is added to each clause of Φ. It
is clear that assigning 1 to each of the variables satisfies Φ′. Thus, due to Lemma 6.5, we
can compute a minimum Steiner tree T in the input instance obtained by transforming
Φ′ (we call that instance I1), and the Steiner tree has a cost of (1 + ⌈1/γ⌉)(n + 1) +m.

For constructing a modified instance I2, let us consider the formula Φ′′ obtained by
adding the clause {x̄} to Φ′. Then the instance I2 is the same instance as I1, except
that there is a new clause-vertex. For satisfying Φ′′, the assignment of x has to be 0.
Therefore, Φ′′ is satisfiable if and only if Φ is satisfiable. Thus, due to Lemma 6.5, Φ is
satisfiable if and only if I2 has a minimum Steiner tree of cost (1+⌈1/γ⌉)(n+1)+m+1.
Since the the solution for I1 cannot be used for solving I2 efficiently, this concludes the
proof.

(ii) For the AddNonTerm-(1, 1 + γ)-MSTRP, we use the same formula Φ′′ as for (i). Let I ′1
be I2 without the variable-vertex x̄. It is easy to see that T with an additional edge from
the clause-vertex {x̄} to x has cost (1 + ⌈1/γ⌉)(n + 1) +m+ 1 + γ. Since {x̄} does not
have any incident edge of cost 1, T is a minimum Steiner tree. The modified instance is
again I2 as in the first reduction, and a similar argumentation as above concludes the
reduction.

(iii) For the RemNonTerm-(1, 1 + γ)-MSTRP, consider the formula Φ′ and the corresponding
Steiner tree instance I1 from (i). Thus, an optimal instance can also be computed
analogous to (i). The modified instance I2 is I1 without the variable-vertex x. A similar
argumentation as in (i) shows that, with an optimal solution for I2, we can easily decide
whether Φ is satisfiable.

(iv) The reduction for RemTerm-(1, 1 + γ)-MSTRP is analogous to (iii), except that the
variable-vertex x in I1 is a terminal vertex.

(v) The reduction for NonTerm→Term-(1, 1 + γ)-MSTRP is analogous to (i), except that
I1 already contains the clause-vertex {x̄} as a non-terminal vertex.

(vi) The reduction for Term→NonTerm-(1, 1 + γ)-MSTRP is also similar to (i), but I1 has
two additional clause-vertices {x} and {x̄}. The clause-vertex {x} is then removed in
I2. The formula Φ′ that corresponds to I1 is not satisfiable (since no assignment satisfies
both clauses {xΦ} and {x̄Φ}), according to Lemma 6.5 no solution for I1 has a cost of
less than (1 + ⌈1/γ⌉)n + m + γ. But taking a solution as in (i) and connecting {x̄}
directly to the variable-vertex x has a cost of exactly (1 + ⌈1/γ⌉)n + m + γ. Thus, a
solution for I1 can efficiently be computed, but as in (i), solving I2 optimally is as hard
as deciding the satisfiability of Φ.

(vii) The reduction for IncEdge-(1, 1 + γ)-MSTRP is analogous to (vi), except that instead
of removing {x} the local modification consists in increasing the cost of the edge {x}x
from 1 to 1 + γ.
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(viii) The reduction for DecEdge-(1, 1 + γ)-MSTRP is analogous to (i), except that I1 already
contains the clause-vertex {x̄} and the edge e := {x̄}x̄ is of cost 1 + γ. Then the local
modification consists in reducing the cost of e to 1.

�

Note that for showing Theorem 6.3 we used a Karp reduction which implies that the
corresponding threshold problems are NP-complete. All previous hardness results for Steiner
tree reoptimization were using Turing reductions thus only proving NP -hardness.

6.2.2 A PTAS for Restricted Edge Costs

For the Steiner tree problem, and also for the reoptimization variants as defined above, we
define a subproblem where the edge-costs are within restricted boundaries. We denote the
problem lm-MSTRP where no edge has a cost of less than 1 and or more than a function
r(|V |) by r-lm-MSTRP. Note that, for lm-∆β-MSTRP and the lm-(1, 1 + γ)-MSTRP to be
contained in r-lm-MSTRP, it is sufficient if r is a function that maps all values to a constant
that only depends on β resp. γ.

We consider the local modifications of changing the edge-costs, IncEdge and DecEdge,
and of changing the status, Term→NonTerm and NonTerm→Term. For each of these mod-
ifications lm, any ε > 0, and any function r(n) ∈ O(polylog(n)), we construct a (1 + ε)-
approximative algorithm for r-lm-MSTRP.

The algorithm either computes an optimal solution without using the old optimum if
the number of terminals is small, or the old optimum (augmented by an extra edge for
r-AddTerm-MSTRP) is a good approximation.

Algorithm 6.1 PTAS for r-lm-MSTRP

Input: A function r : N → Q, a Steiner tree instance (G,Sold, cold) such that cold : E(G) →
[1..r(|V |)], a minimum Steiner tree Told ⊆ G for (G,Sold, cold), and a new Steiner tree
instance (G,Snew, cnew) ∈ lm(G,Sold, cold), where cnew is also bounded by r(|V |), i. e.,
cnew : E(G) → [1..r(|V |)].

1: Let k := ⌈1/ε⌉.
2: if |Snew| ≤ r(|V |) · k then
3: Use the Dreyfus-Wagner algorithm to compute an optimal solution TA for

(G,Snew, cnew).
4: else
5: Let TA := Told.
6: In the case of r-AddTerm-MSTRP, add t and an (arbitrary) edge from {tv | v ∈

V (Told)} to TA.
7: end if

Output: TA

We show that Algorithm 6.1 is an efficient PTAS in the sense of the following definition.

Definition 6.2 (Downey, Fellows, [38]) An approximation algorithm for an optimization
problem is an efficient PTAS if it computes a (1 + ε)-approximative solution in O (f(ε) · nc)
time for some computable function f and some constant c.
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Theorem 6.4 Algorithm 6.1 is an efficient PTAS for r-lm-MSTRP, where lm ∈ {IncEdge,
DecEdge, Term→NonTerm, NonTerm→Term } and r is an at most polylogarithmic function.

Proof. For showing that the approximation ratio of Algorithm 6.1 is 1 + ε, we can assume
without loss of generality that |Snew| > r(|V |) · k holds, because otherwise the algorithm
computes an optimal solution. In this case, the cost of an optimal solution is at least r(|V |)·k,
because the cost of each edge is at least one.

For r-IncEdge-MSTRP, the cost of the given solution Told can increase by at most r(|V |)−
1, since only one edge is changed. Similarly, for r-AddTerm-MSTRP, the cost for adding one
edge to Told has a cost of at most r(|V |). Therefore, in both cases, cnew(TA) ≤ c(Told)+r(|V |),
yielding the approximation ratio

cnew(TA)

c(Tnew)
≤ c(Told) + r(|V |)

c(Tnew)
≤ c(Tnew) + r(|V |)

c(Tnew)

= 1 +
r(|V |)
c(Tnew)

≤ 1 +
r(|V |)

r(|V |) · k ≤ 1 + ε.

For r-DecEdge-MSTRP and r-RemTerm-MSTRP, it is not hard to verify that c(Told) ≤
c(Tnew) + r(|V |), because increasing the cost of one edge of Tnew or adding one edge to Tnew

yields a valid solution for (G,Sold, c). The approximation ratio of Algorithm 6.1 for these two
local modifications is

cnew(TA)

c(Tnew)
≤ c(Tnew) + r(|V |)

c(Tnew)
= 1 +

r(|V |)
c(Tnew)

≤ 1 +
r(|V |)

r(|V |) · k = 1 + ε.

According to [39], the time complexity of computing an optimal solution in line 3 of
Algorithm 6.1 is in O(|V |2 ·3r(|V |)·k). The time complexity of the remaining parts is negligible.
Since r(|V |) is at most polylogarithmic and we fix k as soon as we choose ε, all requirements
for an efficient PTAS are fulfilled. �

6.2.3 Replacing Terminals by Non-Terminals

In this section, we present an approximation algorithm for the Term→NonTerm-MSTRP.
Our approximation algorithm is based on the following idea: It removes the most expensive
edges from the given minimum Steiner tree, contracts those components of the resulting forest
that contain terminals into new terminal vertices, and computes a minimum Steiner tree to
cover those vertices. Finally, it uses the computed Steiner tree to re-connect the forest which
yields a feasible solution for the given input.

Formally, we define the contraction of subgraphs similarly to the standard contraction of
edges (see e. g. [111]).

Definition 6.3 Let G be a complete graph with edge cost function c. The contraction of a
subgraph C of G into a vertex v yields the multigraph G′ with V (G′) = (V (G)−V (C))∪{v}.
Each edge between two vertices of C is transformed into a loop at v, and the edges from
vertices in C to a vertex y outside C are transformed into multiedges from v to y.
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Obviously, when contracting a subgraph C of G, each edge from E(G) can be bijectively
mapped to an edge of the resulting multigraph G′. Therefore, we do not distinguish between
the two edge sets and the cost functions of the two graphs.

The Steiner tree problem for multigraphs can be treated analogously to the Steiner tree
problem for simple graphs since we can ignore the loops and consider only the cheapest simple
edge from each multiedge.

This contraction technique will be used in Algorithm 6.2 for computing approximative
solutions of Term→NonTerm-MSTRP.

Algorithm 6.2 A terminal becomes a non-terminal

Input: A metric graph G, a cost function c, a terminal set Sold ⊆ V (G), a minimum Steiner
tree Told ⊆ G for (G,Sold, c) and a new terminal set Snew := Sold − {t} for some terminal
t ∈ S.

1: Obtain a forest F by removing one edge incident to t and the min{2 ·
⌈log2 |V (G)|⌉, |E(Told)| − 1} most expensive of the remaining edges from Told.

2: Remove all components without vertices from Snew from F . Let l be the number of
remaining components.

3: Obtain the multigraph G′ by contracting the components C1, C2, . . . , Cl of F to
v1, v2, . . . , vl in G′.

4: Compute a minimum Steiner tree T ′ for (G′, {v1, v2, . . . , vl}, c′) and expand the contracted
components.

Output: TA = T ′ ∪ F

Theorem 6.5 Algorithm 6.2 runs in O(|V (G)|4.17) time and achieves an approximation ratio
of 1.5 for Term→NonTerm-MSTRP.

Proof. In the following, we assume that |E(Told)| > 2 · ⌈log2 n⌉ + 1 and thus 2 · ⌈log2 n⌉ + 1
edges are removed, where n = |V (G)| is the number of vertices of the input graph. Otherwise,
Algorithm 6.2 yields an optimal solution. We distinguish three cases depending on the degree
of the vertex t ∈ Sold − Snew in Told.

Case 1: Assume degTold
(t) ≥ 3. In this case, we show that Told — and therefore TA —

is a 1.5-approximate solution: note that the deleted edges in Algorithm 6.2 form a
feasible Steiner tree for (G′, {v1, v2, . . . , vl}, c′) and therefore c(TA) ≤ c(Told). Since
degTold

(t) ≥ 3, there exist three edge-disjoint paths from t to terminals in Told. Let

p be the cheapest path from t to another terminal. Thus, c(Told) ≥ 3 · c(p). On the
other hand, since Tnew + p is a solution for (G,S, c), we know c(Tnew) + c(p) ≥ c(Told).
Therefore, c(Tnew) ≥ 2 · c(p) and thus

c(Told)

c(Tnew)
≤ c(Tnew) + c(p)

c(Tnew)
= 1 +

c(p)

c(Tnew)
≤ 1 +

c(p)

2c(p)
= 1.5.

Case 2: Assume degTold
(t) = 2. The Steiner tree Told, where d(t) = 2, has the form as

depicted in Figure 6.3.
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p̃′

Ta Tb

a b

terminals
modified terminal

t

Figure 6.3: A Steiner tree with d(t) = 2.

The trees Ta and Tb are the left and the right subtrees of Told rooted at t. Let p be the
cheapest path from t to some terminal in Told. Without loss of generality, let p contain
the edge a. We define analogously p′ as the cheapest path to a terminal in Told starting
at t and containing the edge b. We distinguish two sub-cases according to the cost of p.

Case 2.1: Assume c(p) ≤ c(Tnew)/2. Since Tnew + p is a solution for (G,Sold, c),
c(Told) ≤ c(Tnew)+ c(p) ≤ 3c(Tnew)/2 and thus c(Told) is at least a 1.5-approxima-
tion for (G,Snew, c).

Case 2.2: Assume c(Tnew)/2 < c(p). In this case, c(p) = c(Tnew)/2 + α · c(Tnew) for
some 0 < α. Let p̃ and p̃′ be the shortest (with respect to the number of edges)
paths from t to a terminal, containing the edges a and b, respectively. Let |P | be
the length of a path P , i. e., its number of edges. Obviously,

c(p̃) + c(p̃′) ≥ 2 · (1/2 + α) · c(Tnew).

The trees Ta and Tb have at least 2|p̃| and 2|p̃
′| vertices, respectively, since all non-

terminals have degree at least 3. Therefore, the length of p̃, as well as the length
of p̃′, is at most ⌈log2 n⌉. Let Er denote the set of edges removed from Told by the
algorithm. Then c(Er) ≥ c(p̃) + c(p̃′) holds since Er contains the 2 · ⌈log2 n⌉ most
expensive edges from Told.

Removing one edge from a forest increases the number of components exactly by
one. Therefore, Told − Er has exactly |Er| + 1 components. Let T̂ be the Steiner
tree re-connecting these components (line 4 in Algorithm 6.2). Certainly, the cost
c(T̂ ) cannot be larger than c(Tnew). Therefore, the costs of the new tree composed
from all components and T̂ are at most

c(Told)− 2 · 1
2
· c(Tnew)− 2α · c(Tnew) + c(Tnew) = c(Told)− 2α · c(Tnew).
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Since

c(Told)− 2α · c(Tnew)

c(Tnew)

≤ c(Tnew) + c(p)− 2α · c(Tnew)

c(Tnew)

=
c(Tnew) + c(Tnew)/2 + (α− 2α) · c(Tnew)

c(Tnew)

=
3c(Tnew)/2− α · c(Tnew)

c(Tnew)

< 3/2,

we can be sure that the new solution is at least a 1.5-approximation. Thus, by
removing edges Er from Told and re-connecting in the described manner, Algo-
rithm 6.2 yields a 1.5-approximation.

Case 3: Assume degTold
(t) = 1. In this case, there is exactly one v ∈ V (G) such that

e = tv ∈ E(G) is incident to t. Moreover, e ∈ Er since at least one edge incident to
t is removed by the algorithm. We distinguish two cases depending on whether v is a
terminal or not.

Case 3.1: Assume that v is a terminal. Then Told − e is a minimum Steiner tree for
(G, (S∪{v})−{t}, c) according to Lemma 6.2. Moreover, the Steiner tree computed
by the algorithm cannot be more expensive than Told − e.

Case 3.2: Assume that v is a non-terminal. Since we excluded non-terminals of degree
2, we know that degTold

(v) ≥ 3 and thus degTold−{t}(v) ≥ 2. Since Told is a

minimum Steiner tree for (G,Sold, c) containing v, it is also optimal for (G,Sold ∪
{v}, c). Lemma 6.2 shows that Told − e is a minimum Steiner tree for (G, (Sold ∪
{v}) − {t}, c). Noting that the proof of case 2.2 only considered 2 · ⌈log2 n⌉ of the
edges from Er, i. e., all edges except e, we can conclude, analogously to the cases 1
and 2, that the algorithm computes a 1.5-approximate Steiner tree for (G, ((Sold ∪
{v}) − {t}) − {v}, c). Obviously, Snew = Sold − {t} = ((Sold ∪ {v}) − {t}) − {v}
which completes the proof.

The time complexity of Algorithm 6.2 is dominated by the exact calculation of a minimum
Steiner tree connecting the components.

In order to keep the time complexity polynomial, we exploit the fact that the number
of components is small and that each of them corresponds to exactly one terminal in the
contracted graph. Let n be the number of vertices and k be the number of terminals. Then
the Dreyfus-Wagner algorithm for computing the minimum Steiner tree [39] runs in time

O
(
n3 + n2 · 2k + n · 3k

)
.

We have to compute a Steiner tree with 2 · ⌈log2 n⌉ + 1 terminals and at most n vertices.
Thus, the asymptotic time complexity of the computation is

O
(
n3 + n2 · 22·log2 n + n · 32·log2 n

)
.
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The dominant part is

n · 32·log2 n = n · (2log2 3)2·log2 n = n2·log2 3+1 < n4.17

and thus the time complexity is at most O(n4.17). It is easy to see that no other step of
Algorithm 6.2 increases the asymptotic time complexity. �

6.2.4 Replacing Non-Terminals by Terminals

Instead of changing the status of a terminal from the set S, we can also change the status
of a non-terminal. For this local modification, we present a very simple linear-time 1.5-
approximation algorithm. Our focus is on the time complexity since a 1.5-approximation
follows easily from the results in [41] where an approximation algorithm for adding vertices
to the graph is presented. We can assume that the new terminal is not in the given optimal
solution, because otherwise that solution is already optimal for the modified instance. On
the other hand, removing the new terminal from the graph and adding it again using the
approximation algorithm from [41] yields the desired result. However, this algorithm has
superquadratic time complexity.

We again assume, without loss of generality, that the given minimum Steiner tree Told

does not contain non-terminals of degree 2.

The idea of our algorithm is simply to take the old solution and to add the cheapest edge
that connects the new terminal with the given tree.

Algorithm 6.3 Declaring a non-terminal to be a terminal

Input: A metric graph G, a cost function c, a terminal set Sold ⊆ V (G), a minimum Steiner
tree Told ⊆ G for (G,Sold, c) and a new terminal set Snew := Sold ∪ {t} for some non-
terminal t ∈ V (G)\Sold.

1: if t ∈ V (Told) then
2: TA := Told

3: else
4: Let e = ut be an edge of minimum cost such that u ∈ V (Told)
5: TA := Told + e
6: end if

Output: TA

Theorem 6.6 Algorithm 6.3 runs in O(|Snew|) time and achieves an approximation ratio of
1.5 for NonTerm→Term-MSTRP.

Proof. Let f = (s, t) be the cheapest edge connecting a terminal s ∈ Sold with t and let c(TA)
be the cost of the solution computed by Algorithm 6.3.

If c(f) ≤ c(Told)/2 holds, then c(TA) ≤ 3c(Told)/2 ≤ 3c(Tnew)/2 since c(e) ≤ c(f) and
c(Told) ≤ c(Tnew). Thus, in the remainder of the proof we assume that c(f) > c(Told)/2.

We first consider the case where t has exactly one neighbor in Tnew. If that neighbor is a
terminal, then Lemma 6.2 shows that Algorithm 6.3 computes an optimal solution. If that
neighbor is a non-terminal, say v, its degree is, as already mentioned above, at least three.
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Figure 6.4: The situation in the proof of Theorem 6.6, where degTnew
(t) = 1 holds and the

neighbor of t is a non-terminal.

Since d(v) ≥ 3, there are two edge-disjoint paths from v to terminals z and z′ from Sold. Let
b = (v, z) and b′ = (v, z′) be the edges connecting v with these terminals, see Figure 6.4. Due
to the metricity, these edges are at most as expensive as the corresponding paths. We denote
the edge vt by a.

Since Tnew − a is a solution for (G,Sold, c),

c(Tnew) ≥ c(Told) + c(a). (6.1)

Since as well a+ b as a+ b′ connects t with a terminal,

c(TA) ≤ c(Told) + c(a) + c(b). (6.2)

We assume without loss of generality that c(b′) ≥ c(b) holds. Since b and b′ are shortcuts
of two edge-disjoint paths in Tnew, we know that c(Tnew) ≥ c(b) + c(b′) and thus

c(b) ≤ c(Tnew)/2. (6.3)

We get

c(TA) ≤
(6.2)

c(Told) + c(a) + c(b) ≤
(6.1)

c(Tnew) + c(b) ≤
(6.3)

3c(Tnew)/2.

The resulting approximation ratio is obviously 3/2.

The remaining case where t has more than one neighbor in Tnew can easily be reduced
to the previous case by introducing a new non-terminal v such that c(vw) = c(tw) for all
w ∈ V (G) and c(vt) := 0.1 Now t has only one neighbor, namely v, and all edges incident to
t in Tnew now are replaced by edges incident to v. �

1Note that we use a slightly expanded definition of the MSTP here since edge costs of 0 are usually not
allowed.
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6.2.5 Increasing the Edge Costs

Now we present results about the Steiner tree reoptimization variants when the edge costs are
increased or decreased, i. e., the IncEdge-MSTRP and the DecEdge-MSTRP. These results
are due to a joint work [17], in particular with Anna Zych. Therefore, this section is restricted
to presenting the results without the proofs.

The algorithm for the IncEdge-MSTRP is based on two functions “Connect” and “Shrink”.
Given a graph G, a terminal set S, and a forest F within G that contains all terminals, “Con-
nect” contracts each component of F in G, computes an optimal solution within the resulting
graph (omitting components without terminals), and obtains its solution by expanding the
contracted components again. This technique is analogous to case 2.2 in the proof of Theo-
rem 6.5. Instead of F , the function “Shrink” is given a subtree T of G. Similar to “Connect”,
it contracts T , computes an approximative solution within the resulting graph, and obtains
its solution by expanding the contracted subgraph again. For obtaining the approximation
in “Shrink”, we may assume that the approximation ratio is at most 1 + ln 3/2 [91].

Theorem 6.7 There is a polynomial time 4
3-approximation algorithm for IncEdge-MSTRP.

Similar to IncEdge-MSTRP, we also deal with the problem DecEdge-MSTRP.

Theorem 6.8 There is a polynomial time 1.302-approximation algorithm for the problem
DecEdge-MSTRP.

6.3 The Traveling Salesman Problem

In this section, we continue with reoptimization of the traveling salesman problem. In partic-
ular, we consider the problem DecEdge-∆-TSRP, see Definition 3.3. Here, we do not present a
new algorithm. Instead, we refine the analysis of an algorithm presented in [21] by considering
different parameters. In particular, we show that, if the ratio between the cost of the given
optimal solution and the cost of the cheapest edge adjacent to the changed edge e deviates
from a constant value of 7, then the approximation ratio of the algorithm is considerably
better than 1.4. We show similar results for the ratio between the costs of an old and a new
optimal solution and the ratio between the new cost of e compared to the old cost of e resp.
the old optimal solution.

Here, the old cost function is cold and the new one is cnew. The given optimal tour is Told.
If Told contains e, then it is an optimal solution for (G, cnew) and we are done. Therefore, we
assume in the following that Told does not contain e, see Figure 6.5a. For the same reason,
we assume that Tnew contains e.

Now we state the algorithm from [21]. The idea of the algorithm is to consider several
Hamiltonian tours in the new graph and to choose the best among them. The old optimum
Told is one of the considered tours. Furthermore, for every pair of disjoint edges f and f ′

incident to e, the Hamiltonian tour formed by f , e, f ′, and an approximation of the cheapest
Hamiltonian path connecting the vertices of (f ∪f ′)\e in G′ = (V −e,E−{e}) is considered,
see Figure 6.5b.

In the following, we refer to the approximation ratio of Algorithm 6.4 as γ. As al-
ready mentioned above, γ depends on several parameters. The first one is the cost of the
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Figure 6.5: (a) The old optimal solution Told. We assume that the edge e is not part of Told.
(b) The solution of Algorithm 6.4. We assume that e,f , and f ′ are in Tnew.

Algorithm 6.4 The 1.4-approximation algorithm for TSP reoptimization [21].

Input: An instance (G, cold, cnew, Told) of the reoptimization problem for the TSP where
G = (V,E).

1: Let e ∈ E be the edge where cold(e) 6= cnew(e).
2: Let E be the set of all unordered pairs {f, f ′} ⊆ E where f and f ′ are disjoint edges

adjacent to e.
3: For all {f, f ′} ∈ E , compute a Hamiltonian path between the two vertices from (f ∪f ′)\e

on the graph G \ e, using the 5
3 -approximation algorithm presented in [56]. Augment this

path by the edges f , f ′, and e to obtain the Hamiltonian tour C{f,f ′}.
4: Let Tnew be the least expensive of the Hamiltonian tours in the set {Told} ∪ {C{f,f ′} |

{f, f ′} ∈ E}.
Output: The Hamiltonian tour Tnew or, if it is cheaper, Told.

cheapest edge adjacent to e. We call this edge amin. Besides c(amin), we also consider
cnew(e) and c(Tnew). More precisely, we determine the value of γ by depending on the ra-
tios cnew(e)/c(Told), cnew(e)/cold(e), c(amin)/c(Told), and c(Tnew)/c(Told). Given an input
instance, we know c(amin), cnew(e), cold(e), and c(Told). The reason for analyzing the ratio
c(Tnew)/c(Told) is to gain knowledge about c(Tnew). We refer to the solution computed by
Algorithm 6.4 by TA.

For our analysis, we need the following result from [21].

Lemma 6.7 (Böckenhauer et al., [21]) Given a graph G = (V,E), let c1 and c2 be metric
cost functions that coincide for all except one edge e ∈ E. Then, every edge adjacent to e has
a cost of at least

1

2
|c1(e) − c2(e)|.

Next, we prove several inequalities that will be useful in the proofs of our results.

Lemma 6.8 Let the cost of the solution computed by Algorithm 6.4 be γ · c(Tnew). Then,
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without loss of generality, the following inequalities hold:

c(amin) ≥ cold(e)− cnew(e)

2
(6.4)

c(Told)− c(Tnew) ≤ cold(e)− cnew(e) (6.5)

c(Told) ≥ γ · c(Tnew) (6.6)

c(Tnew) ≥ 4c(amin) + 2cnew(e)

5− 3γ
(6.7)

Proof. Inequality (6.4) follows directly from Lemma 6.7. Since Told is optimal in the old graph
and the cost of Tnew in the old graph is c(Tnew)− cnew(e) + cold(e), Inequality (6.5) holds.

The cost of the solution computed by Algorithm 6.4 is always at most c(Told). If c(Told)
is smaller that γ · c(Tnew), the algorithm is better than γ-approximative, since Told itself is
a good approximation. Thus we can restrict further analysis only to the case of Inequality
(6.6).

Algorithm 6.4 computes an approximation of a Hamiltonian path with two given endpoints
in G = (V − e,E − {e}). According to [53, 56], this can be done with approximation ratio
5/3. Let f and f ′ be the edges adjacent to e in the new optimal solution Tnew, then the cost
of the corresponding solution computed by the algorithm is at most

cnew(TA) ≤ cnew(e) + c(f) + c(f ′) +
5

3
(c(Tnew)− c(f)− c(f ′)− cnew(e))

=
5

3
c(Tnew)−

2

3
cnew(e)−

2

3
c(f)− 2

3
c(f ′).

Hence, we have an upper bound on the solution found by the algorithm,

γ · c(Tnew) ≤
5

3
c(Tnew)−

4

3
c(amin)−

2

3
cnew(e),

which immediately implies Equation (6.7). �

The approximation ratio γ depends strongly on the size of c(amin) relative to c(Told). In
the following theorem, we present the bounds of c(amin) for a given approximation ratio γ.

Theorem 6.9 Let (G, cold, cnew, Told) be an input of Algorithm 6.4 and let the cost of the
computed solution be γ · c(Tnew). Then

1− 1/γ

2
c(Told) ≤ c(amin) ≤

(5/γ − 3)

4
c(Told).

Proof. We determine a lower bound on c(amin) as follows.

c(amin) ≥
(6.4)

cold(e)− cnew(e)

2
≥

(6.5)

c(Told)− c(Tnew)

2

≥
(6.6)

c(Told)− c(Told)/γ

2
≥ 1− 1/γ

2
c(Told).
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Furthermore, we get the following upper bound on c(amin):

c(amin) ≤
(6.7)

(5− 3 · γ)c(Tnew)− 2cnew(e)

4

≤ (5− 3 · γ)c(Tnew)

4
≤

(6.6)

(5/γ − 3) c(Told)

4
.

�

Note that Theorem 6.9 implies limγ→1.4 c(amin) = c(Told)/7. (As we will show later,
γ 6= 1.4, unless edges of zero cost are allowed.) The result of Theorem 6.9 can be used to
express the approximation ratio γ using the parameter

r1 = c(Told)/c(amin).

Figure 6.6a shows the graph of the obtained bound on γ.

Corollary 6.1 Let r1 := c(Told)/c(amin). Then

γ ≤ min

(
r1

r1 − 2
,

5r1
4 + 3r1

)
.

The approximation ratio of Algorithm 6.4 depends also on the size of c(Tnew), as shown
by the following theorem.

Theorem 6.10 Let (G, cold, cnew, Told) be an input of Algorithm 6.4 and let the cost of the
computed solution be γ · c(Tnew). Then

2− 2/γ

5− 3γ
c(Told) ≤ c(Tnew) ≤ c(Told)/γ.

Proof. The upper bound follows from simply applying (6.6). It remains to show the lower
bound on c(Tnew).

c(Tnew) ≥
(6.7)

4c(amin) + 2cnew(e)

5− 3γ
≥ 4c(amin)

5− 3γ

≥
(Theorem 6.9)

41−1/γ
2 c(Told)

5− 3γ
=

2− 2/γ

5− 3γ
c(Told).

�

Thus, limγ→1.4 c(Tnew) = 5c(Told)/7 (compare Theorem 6.9). Again, we can use the result
of Theorem 6.10 to obtain a parameterization of γ using the parameter

r2 = c(Told)/c(Tnew).

The obtained bound is shown in Figure 6.6b.
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Figure 6.6: (a) The approximation ratio γ depending on the minimum-cost adjacent edge of
e relative to the old optimum c(Told), i. e., c(amin) = c(Told)/r. (b) The approximation ratio
γ depending on the cost of new optimum c(Tnew) relative to the old optimum c(Told), i. e.,
c(Tnew) = c(Told)/r.

Corollary 6.2 Let r2 := c(Told)/c(Tnew). Then

γ ≤ min

(
r2, 5/6 − r2/3 +

√
4r22 + 4r2 + 25/6

)
.

The main purpose of Theorem 6.10 and of Corollary 6.2 is to gain knowledge about c(Tnew)
and thus also knowledge about the achieved approximation ratio for a given input instance.

Our next results deal with the relationship of γ and cnew(e). At first, we consider the
ratio of cnew(e) and c(Told) as the parameter.

Theorem 6.11 Let (G, cold, cnew, Told) be an input of Algorithm 6.4 and let the cost of the
computed solution be γ · c(Tnew). Then

0 < cnew(e) ≤
(

7

2γ
− 5

2

)
c(Told).

Proof. The first inequality, 0 < cnew(e), holds trivially since all edge costs are positive. We
determine an upper bound on cnew(e) by applying some inequalities from Lemma 6.8 and
Theorem 6.9.
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Figure 6.7: The approximation ratio γ depending on the cost of en (a) relative to c(Told), i. e.,
cnew(e) = c(Told)/r1 and (b) relative to cold(e), i. e., cnew(e) = cold(e)/r2.

cnew(e) ≤
(6.7)

(5− 3γ)c(Tnew)− 4c(amin)

2

≤
(6.6)

(
5

2γ
− 3

2

)
c(Told)− 2c(amin)

≤
(Theorem 6.9)

(
5

2γ
− 3

2

)
c(Told)− 2 · 1− 1/γ

2
c(Told)

=

(
7

2γ
− 5

2

)
c(Told).

�

Theorem 6.11 implies that Algorithm 6.4 is always better than 1.4-approximative, unless
zero-cost edges are allowed. Nevertheless, the approximation ratio of the algorithm can be
arbitrarily close to 1.4. As in the previous cases, we can bound γ by the parameter

r3 = c(Told)/cnew(e).

Figure 6.7a shows the graph of the obtained bound.

Corollary 6.3 Let r3 := c(Told)/cnew(e). Then

γ ≤ 7r3
5r3 + 2

.

Corollary 6.3 shows that a large value for cnew(e) implies a good approximation ratio.
The result of Theorem 6.11 can be also used to bound γ by the parameter

r4 = cold(e)/cnew(e),

yielding the following corollary. The obtained bound is shown in Figure 6.7b.
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Corollary 6.4 Let r4 := cold(e)/cnew(e). Then

γ ≤ 7r4 − 5

5r4 − 3
.

Proof. Since cold(e) ≥
(6.5)

c(Told)− c(Tnew) + cnew(e), we know

cnew(e) ≥ cnew(e)

cold(e)
(c(Told)− c(Tnew) + cnew(e))

=
1

r4
(c(Told)− c(Tnew) + cnew(e)). (6.8)

Hence,

cnew(e) ≥
(6.8)

c(Told)− c(Tnew)

r4 − 1
≥

(6.6)

c(Told)− c(Told)
γ

r4 − 1
=

γ − 1

γ(r4 − 1)
c(Told).

Applying Theorem 6.11, we get

γ − 1

γ(r − 1)
c(Told) ≤

(
7

2γ
− 5

2

)
c(Told),

and the claim of the corollary follows after cancelling c(Told) and solving the inequality. �

Corollary 6.4 shows that the difference of cnew(e) and cold(e) directly influences the approxi-
mation ratio: a small difference implies a good approximation ratio. The absolute difference
of the costs, however, is not important; only the factor r matters.

The result of our analysis is that the approximation ratio achieved by Algorithm 6.4
heavily depends on the cost of amin, the new cost of the modified edge, and the cost of a new
optimal solutions. We partitioned the set of feasible input instances according to the ratio of
these values and the cost of the given old optimal solution (and, in one case, the old cost of
the modified edge). This way, we confined the set hard input instances for Algorithm 6.4 to
very restricted types of inputs.

6.4 Hardness of the Shortest Common Superstring

Reoptimization Problem

In this section, we analyze the hardness of the shortest common superstring reoptimization
problem when the local modifications are the removal or the addition of strings. For adding
strings, we consider a generalization of Algorithm 3.1. In Algorithm 3.1, the order of strings
in the given old optimal solution is interrupted in exactly one position. Instead, we allow a
constant number of positions where the order is interrupted. We analyze hard instances of
the generalized algorithm. For the approximation ratio, however, we do not know a better
upper bound than for Algorithm 3.1.
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6.4.1 NP-Hardness

We show that the shortest common superstring reoptimization problem is NP-hard for both
adding a string and removing a string, i. e., for the reoptimization variants from Definition 6.1.
To this end, we use a nontrivial application of Lemma 6.1.

Theorem 6.12 The problems AddString-SCSRP and RemString-SCSRP are NP-hard.

Proof. We split the reduction into several steps. Given an input instance I for the SCSP, we
define a corresponding easily solvable instance I ′. Then we show that I ′ is indeed solvable
in polynomial time. Finally, we show how to use polynomially many reoptimization steps in
order to transform the optimal solution for I ′ into an optimal solution for I.

For any AddString-SCSRP instance I, the easy instance I ′ consists of no strings. Obvi-
ously, the empty vector is an optimal solution for I ′. Now, I ′ can be transformed into any
instance I by adding all strings from I one after the other. Thus, the AddString-SCSRP is
NP -hard.

Now, let us consider the local modification of removing strings. Let I be an instance for
the SCSP that consists of m strings s1, s2, . . . , sm. For any i, let sfi be the first symbol of si,
let sli be its last symbol, and let sci be si without the first and last symbol. Without loss of
generality, we exclude strings of length 1 since they cannot significantly increase the hardness
of any input instance.

s1 s2

sf
2

sc
2

sc
2

s3

sf
3

s4

sc
1

sc
3

sc
3

sc
4

sf
4

sc
4
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1

sl
1
#1

sl
2
#2

sl
3
#3

sf
1

#0

. . .

Figure 6.8: An optimal solution for the easily solvable instance I ′

Now, we construct I ′ as follows. Let #0,#1, . . . ,#m be m+1 special symbols that do not
appear in I. Then, we introduce the set of strings S′ := {s′0, s′1, . . . , s′m}, where s′0 := #0s

f
1s

c
1,

s′m := scmslm#m, and for each i ∈ {1, . . . ,m − 1}, s′i := scis
l
i#is

f
i+1s

c
i+1. Let the instance I ′

be the set of the strings from I together with the strings from S′. It is clear that m + 1
local modifications, each removing one of the new strings, transform I ′ into I. Thus, it only
remains to show that I ′ is efficiently solvable. To this end, we claim that no algorithm can
do better than alternating the new and the old strings as depicted in Figure 6.8.

We now prove the correctness of the construction. First, observe that the constructed
instance is substring-free. Now, let us only consider the strings from S′. We show that, at
each position of any common superstring, at most two of these strings can overlap. Suppose,
conversely, that more than two of the strings overlap. Then there are pairwise disjoint numbers
i, j, and k between 0 and m such that s′i, s

′
j, and s′k overlap in at least one symbol. Let,

without loss of generality, s′i be the leftmost string and let s′k be the rightmost string in an
overlapping setting. But then each symbol of the middle string, s′j, is overlapped by at least
one of the other strings — a contradiction, because the symbol #j only appears in s′j .

Following the construction of S′, the overall length
∑m

i=0 |s′i| of the strings from S′ is
m+1+2 ·∑m

i=1(|si|−1). Since only non-special symbols can overlap, any shortest superstring
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is at least m+1+
∑m

i=1(|si|−1) symbols long; otherwise, there would be some position in the
superstring that overlaps with three strings from S′. Finally, we have to include the strings
from I. To this end, we show that adding m strings not containing special symbols to S′

results in a lower bound of m+ 1 +
∑m

i=1 |si| on the length of any common superstring.
Note that, given a substring-free set of k strings, where w is the longest one, it cannot

have a common superstring t1 that is shorter than |w| + (k − 1), i. e.,

|t1| ≥ |w| + k − 1. (6.9)

Given a common superstring t2 which starts with wl and ends with wr, we have

|t2| ≥ |ul|+ 1 + |vr|+ 1 +max{|ur|, |vl|}+ k. (6.10)

Now let us consider I ′. Let t be a common superstring for I ′. We decompose t into
w0w

′
0w1w

′
1w

′
2w2 . . . wmw′

mwm+1 such that each w′
i consists of exactly one special symbol.

Therefore, each string from I is contained in at least one of the strings between the special
symbols. Let ki be the number of strings from I that is contained in wi. Then, according
to (6.9) and (6.10), wi is at least ki symbols longer than the longer end of the two special
strings belonging to w′

i and w′
i+1. Due to the estimation of the length of a shortest common

superstring above, and since all m strings of I have to appear somewhere, i. e.,
∑m+1

i=0 ki ≥ m,
the length of t is at least

m∑

i=1

(|si| − 1) +m+ 1 +

m+1∑

i=0

ki ≥
m∑

i=1

(|si| − 1) +m+ 1 +m =

m∑

i=1

|si|+m+ 1.

But this is exactly the length of our constructed common superstring. Therefore, we
conclude that the RemString-SCSRP is NP -hard. �

6.4.2 Hard Instances for the k-Cut Algorithm

It seems natural to consider an algorithm k-Cut that is allowed to cut the given instance
Optold at most k times and, after the cutting, rearranges the k + 1 parts together with sN
in an optimal way. In terms of running time, we make the following observations. Following
the same strategy as Algorithm 3.1, k-Cut computes all pairwise overlaps of the m strings
and stores them in a suffix tree which can be done in time O(n · m), where n is the total
length of all strings of the input. Note that there are exactly

(m−1
k

)
possibilities to cut Optold

at k places. The resulting k + 1 strings and sN can be arranged in (k + 2)! different ways.
Measuring the length of each common superstring obtained in this way can be done in O(k)
time. We conclude that the running time of k-Cut is

O(n ·m) +

(
m− 1

k

)
· (k + 2)! · O(k)

and therefore in
O(n ·m+mk · (k + 3)!).

Although the approximation ratio can be expected to improve with an increasing number of
cuts, a formal analysis of the k-Cut algorithm appears to be technically very complex, thus
we leave it as an open problem here.
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We are, however, able to bound the approximation ratio of this k-Cut algorithm from
below.

To begin with, note that the algorithm 1-Cut that (like Algorithm 3.1) cuts exactly one
place, but is allowed to rearrange the two resulting strings together with sN arbitrarily, as
well as the algorithm 2-Cut do not improve over Algorithm 3.1, when dealing with a hard
input instance, where cutting the old instance at least three times is necessary to improve
over 11n+O(1) [18]. We easily verify that there are exactly 7 different ways to cut the given
instance and thus

(7
2

)
= 21 different solution candidates all of which do all not give something

strictly better than 11n +O(1).
As a next step, we now consider the general case of an algorithm k-Cut. The set Sold

consists of k + 3 strings. While sN does not fit into Optold at any position, merging the
given strings from Sold in reverse order compared to the given optimal solution Optold, gives
another optimal solution for Sold that can easily be extended to the unique optimal solution
for Snew. This complete rearrangement of the strings requires at least k cuts.

For k = 3, consider the following instance (again, every line contains one string of the
input).

⊢
x an x a2

an x an+1 x an

an+1 x an+2 x an+1

an+2 x an+2 xa
⊣

The strings of this instance form the set Sold and the given order specifies a shortest
common superstring Optold for Sold.

Let sN = #an+2xan+2x be the added string. Then, a new optimal solution Optnew for
Snew = Sold ∪ {sN} is

⊢
# an+2 x an+2 x

an+2 x an+2 x a
an+1 x an+2 x an+1

an x an+1 x an

x an x a2

⊣ .

It is clear that any solution has to contain the substrings xanx and xan+1x. Furthermore,
due to sN , there have to be two disjoint substrings an+2. Therefore, all possible solutions
have a length of more than 4n. By distinguishing all cases, it is clear that the only possibility
to achieve an optimal solution (which has length 4n + 14) requires all five possible cuts in
Optold. Four cuts are sufficient for getting a solution of length 5n + 15 by omitting the cut
between ⊢ and xanxa2. All solutions with at most three cuts have a length of at least 6n+17.

For the general case, we show the following lower bound.

Theorem 6.13 For any k ≥ 3 and any arbitrarily small ε > 0, there exists an input in-

stance of AddString-SCSRP for which the algorithm k-Cut is no better than
(
1 + 2

k+1 − ε
)
-

approximative.
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Proof. Let sN = #an+k−1xan+k−1x. Let wi = an+ixan+i+1xan+i, for 0 ≤ i ≤ k − 2 and
wk−1 = sN . Then we define

Sold := {wi | 0 ≤ i ≤ k − 2} ∪ {xanxa2, an+k−1xan+k−1xa,⊢,⊣}

and

S′
new := {wi | 0 ≤ i ≤ k − 2} ∪ {sN}.

We denote the length of a shortest common superstring for S′
new by |OptS′

N
|.

Observe that the unique shortest common superstring for S′
new is the merge of (wk−1,

wk−2, . . . , w0). The following lemma shows that this order of strings is preserved even by all
not too long suboptimal superstrings.

Lemma 6.9 For k ≥ 3, any common superstring for S′
new with length less than |OptS′

N
|+2n

contains the strings from S′
new in the order wk−1, wk−2, . . . , w0.

Proof. We prove by induction on i that the strings wi and wi−1 have to appear consecutively
in in any common superstring obeying the given length bound in the order (wi, wi−1). For
this, we need the following auxiliary claim:

The partial substring of the common superstring si containing wk−1, wk−2, . . . , wi

is

si := #an+k−1xan+k−1zk−1xa
n+k−2zk−2xa

n+k−3zk−3x . . . xa
n+i+1zi+1xa

n+i,
(6.11)

where zl ∈ {λ} ∪ {xaj | j ≥ 0}, for i < l ≤ k − 1.

Intuitively speaking, the substring zl+1 models the possibility of having a non-maximal overlap
between two consecutive strings wl+1 and wl.

We are now ready to prove the claimed order of the strings and the validity of (6.11)
by induction on i from k − 2 downwards. For the induction basis, consider the case where
i = k−2. We now distinguish the two cases whether the strings wk−2 and sN are consecutive
or are not. If they are consecutive, suppose on the contrary that sN is on the right-hand side
of wk−2. But then, due to the special symbol # at the beginning of sN , the left-hand side of
sN does not overlap with the right-hand side of wk−2. In any solution where wk−2 is on the
left-hand side of sN , there are at least 5 disjoint occurrences of the infix an+k−2, and thus
each such solution is at least 2n symbols too long. Therefore, we can conclude that wk−2 is
on the right-hand side of sN , which satisfies the invariant.

Therefore, we can conclude that sN is on the right hand side of wk−2, which satisfies the
invariant.

If, however, sN and wk−2 are not consecutive, then the infixes xan+lx of the remaining
strings prevent that sN and wk−2 overlap. Therefore, any resulting common superstring
contains at least five disjoint substrings an+k−2, two from sN and three from wk−2. Any
common superstring has to contain all substrings xan+lx for l ∈ {0, 1, . . . , k − 3}. Easily,
these substrings are pairwise disjoint and none of them overlaps with any of the five substrings
an+k−2. Hence, the minimal length of a common superstring containing these infixes is at
least |OptS′

N
|+ 2n.
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We continue with the induction step. To this end, we show that, if the claimed invariant
(6.11) holds for all values greater than i, it also holds for i.

The overlapping strings wj for j > i form the superstring

si+1 := #an+k−1xan+k−1zk−1xa
n+k−2zk−2xa

n+k−3zk−3x . . . xa
n+i+2zi+2xa

n+i+1

according to the induction hypothesis. Similar as in the proof of the induction basis, we
distinguish two cases according to whether wi and si+1 are consecutive or not.

In the first case, the same arguments as above show that wi has to be on the right hand
side of si+1. If the two strings are not consecutive, again we can exclude that they overlap.
Therefore, since si+1 contains 1+ (n+ k− 1− (n+ i+1− 1)) = k− i disjoint substrings an+i,
there are k− i+3 disjoint substrings an+i in any common superstring that is formed this way.
Since the remaining i substrings xan+i−lx for i ≥ l ≥ 1 also have to be in any superstring
that is formed this way, the minimal length of a common superstring containing these infixes
is more than |OptS′

N
|+ 2n. �

We now consider the following given optimal solution for the AddString-SCSRP instance
Sold as defined above:

⊢
x an x a2

an x an+1 x an

an+1 x an+2 x an+1

an+2 x an+3 x an+2

. . .

an+k−3 x an+k−2 x an+k−3

an+k−2 x an+k−1 x an+k−2

an+k−1 x an+k−1 xa
⊣

where, as above, each line presents one string from Sold and the corresponding shortest com-
mon superstring is

Optold = ⊢ xanxan+1xan+2x . . . xan+k−1xan+k−1xa ⊣ .

Let sN = #an+k−1xan+k−1 be the inserted string such that Snew = Sold ∪ {sN}. It is easy to
see that

Optnew = ⊢ #an+k−1xan+k−1xan+k−2xan+k−3x . . . xan+1xanxa2 ⊣
is a shortest common superstring for Snew. Note that, in Optnew, the ordering of the strings
w0, w1, . . . , wk−2 has been reversed compared to Optold.

Since Snew contains S′
new, because of Lemma 6.9, any solution that does not contain the

strings w0, w1, . . . , wk−2 in the order as in Optnew has a length of at least |OptS′
N
| + 2n.The

rearrangement cannot be done without separating the strings w0 to wk−2 with k − 2 cuts.
Additionally, a cut between xanxa2 and w0 is necessary since otherwise there are at least 2n
excessive symbols between w1 and w0.
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Similarly, we need a cut between wk−1 and an+k−1xan+k−1xa. Moreover, without a cut
between an+k−1xan+k−1xa and ⊣, any solution contains at least 5 disjoint infixes an+k−2,
whereas only 3 such infixes are necessary.

Thus, any solution obtained with at most k cuts has a length of at least |OptS′
N
|+ 2n ≥

(k + 3)n, whereas Optnew is composed of three special markers, k + 1 symbols x and

(k + 1)n+ (k − 1) +

k−1∑

i=0

i+ 2

symbols a, which sums up to the length (k + 1)n + 5 + 3k/2 + k2/2 < (k + 1)n + (k + 1)2

(remember that k ≥ 3).
Therefore, we obtain

(k + 3)n

(k + 1)n+ (k + 1)2
= 1 +

2

k + 1
− k + 3

n+ k + 1

as a lower bound on the approximation ratio achieved by k-Cut, and thus, when choosing
n ≥ ε−1(k + 3)− k − 1, the lower bound satisfies the claim of the theorem. �



Chapter 7

Improvements in Complexity
Theory

In this chapter, we leave the discussion of algorithmic results and continue with two se-
lected topics that involve online complexity, randomization, and descriptive complexity. The
purpose of this chapter is to deepen the understanding of hardness from a non-algorithmic
perspective. On the one hand, we focus on certain aspects of online complexity, which de-
taches our investigation from the question whether P equals NP . On the other hand, we
consider complexity of simpler models in order to understand a little bit more the core of the
hard open complexity questions.

7.1 Advice Complexity

The well-established competitive analysis was used in the past for revealing many important
properties of online problems and served as a measure for comparing the quality of online
algorithms for many online problems. When considering randomized problems, however,
applying competitive analysis can become problematic, since randomized algorithms gain a
strong advantage over deterministic ones: Adversaries can take into account every single deci-
sion of deterministic algorithms, whereas depending on the random decisions, hard instances
for randomized online algorithms may differ a lot. Thus, an oblivious adversary which does
not know the content of the random tape has to deal with all possible random decisions.
Knowledge of the random tape by the adversary, however, would remove any advantage of
randomized decisions.

We overcome that problem by using the so-called advice complexity as our measure.
The model of advice complexity was introduced in [30] and can informally be viewed as a
cooperation of a deterministic online algorithm A and an oracle O , which may passively
communicate with A. The oracle O , which has unlimited computational power, sees the
whole input of A in advance and writes bitwise information needed by A onto an advice tape
before A reads any input. Then, A can access the bits from the advice tape in a sequential
manner, just as a randomized algorithm would use its random tape. The advice complexity
of A on an input I is now defined as the number of advice bits A reads while processing this
input. As usual, we consider the advice complexity as a function of the input size n by taking

75
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the maximum value over all inputs of length at most n.
Note that, by our definition, the oracle has no possibility to explicitly indicate the end

of the advice. This eliminates the ability of the oracle to encode some information into the
length of the advice string, as it was the case in [37]. As a result, the advice complexity
model is cleaner and more consistent with other complexity measures like, e. g., the number
of random bits required for randomized algorithms.

Besides asking for the amount of advice that is necessary to compute an optimal solution,
we also deal with the question whether some small advice might help to significantly reduce
the competitive ratio. Therefore, for our research, the ability of the model to deal with less
than one bit of advice per request is crucial. This is one of the reasons, why for us it is not
useful to consider a model like that in [40], where a fixed number of advice bits are provided
together with each request.

7.1.1 Preliminaries

We use the standard definition of online algorithms and competitive analysis as introduced
in [102]. An online algorithm A receives an input sequence I of requests. For each request,
A computes a corresponding answer, using only information available from previous requests.
By SolA = A(I ) we denote the solution (i. e., the sequence of answers) computed by A on
I , and we denote its cost (or, for maximization problems, gain) as cost(A(I )). An online
algorithm is c-competitive, for some c ≥ 1, if there exists a constant α such that, for each
input sequence I , cost(A(I )) ≤ c·cost(Opt(I ))+α, whereOpt is an optimal offline algorithm
for the problem. An online algorithm is optimal if it is 1-competitive with α = 0. For an
overview on online complexity, we recommend also [33].

Often, randomization is used in the design of online algorithms. Formally, randomized
online algorithms can compute the answers from the previous requests, as well as from the con-
tent of a random tape φ, i. e., an infinite binary sequence where every bit is chosen uniformly
and independently at random. By cost(R(I )), we denote the random variable expressing the
cost of the solution computed by R on I . R is c-competitive (against an oblivious adver-
sary) if there exists a constant α such that, for each input sequence I , the expected value
E[cost(R(I ))] ≤ c · cost(Opt(I ))+α. Our work focusses on a model where the algorithm can
use some information, called advice, about the future input.

Definition 7.1 An online algorithm A with advice computes the output sequence SolA
φ =

Aφ(I ) = (y1, . . . , yn) such that yi is computed from φ, x1, . . . , xi, where φ is the content of
the advice tape, i. e., an infinite binary sequence, and I = (x1, . . . , xn). Algorithm A is c-
competitive with advice complexity s(n) if there exists a constant α such that, for every n
and for each input sequence I of length at most n, there exists some φ such that cost(Aφ(I )) ≤
c · cost(Opt(I )) + α and at most s(n) bits of φ have been accessed during the computation of
Aφ(I ).

For the ease of notation, for online algorithms with advice, if φ is clear from the context, we
write A(I ) instead of Aφ(I ). If A accesses b bits of the advice tape during some computation,
we say that b advice bits are communicated to A, or that A uses b bits of advice. The advice
complexity of A for an input sequence I is the minimum number of communicated advice bits
that are necessary to solve I . Here, the meaning of solve depends on the type of algorithm
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Figure 7.1: Graphical representation of an input instance of the problem JSSchedule. The
dashed line represents a valid but not optimal solution.

and can mean “find an optimal solution” or “find a c-competitive solution” for a predefined
c. Then the advice complexity of A is the function that maps any positive integer number n
to the highest advice complexity of all input sequences of length at most n.

Note that, if some randomized online algorithm achieves a competitive ratio of r using b
random bits, the same competitive ratio r can be achieved by an online algorithm with advice
using b advice bits. We use log(x) to denote the logarithm of x with base two.

7.1.2 Job Shop Scheduling

We now consider the online version of the problem JSSchedule (short for Job Shop Schedul-
ing for two jobs, see, e. g., [58, 63]). Consider n different machines M1, . . . ,Mn. Every job A
that has to be scheduled on these machines consist of n tasks A1, . . . , An, such that every task
Ai has to be performed on a different machine. The tasks have to be completed in the given
order, but the order of machines needed for this might differ from one job to another. Thus,
we can represent a job A by a permutation (i1, . . . , in) of the machine indices. Additionally,
the following conditions have to hold: all n tasks of A must be performed in the given order
from A1 to An, task Aj must be performed on machine Mij , and the execution of any task
on its machine costs exactly one time unit.

In the following, we restrict our attention to the case where there are exactly two jobs A,
represented by (i1, . . . , in), and B, represented by (j1, . . . , jn), which have to be scheduled.
As in [34,63], we use the following graphical view of the problem (see Figure 7.1).

Consider an (n × n)-grid where the k-th column is labeled ik and the l-th row is labeled
jl. We call the intersection of row l and column k a cell and, if ik = jl, this cell is called a
collision because, in our model, this means that the same machine ought to process the ik-th
task of A and the jl-th task of B. In our graphical presentation, we depict these collisions as
black cells in the grid. At an arbitrary position in time, if the ik-th task of A and the jl-th
task of B have to be processed, this can only happen in parallel if ik 6= jl. If ik = jl, however,
both tasks need to be processed at the same time by the same machine. Starting at a point
where no tasks have been processed yet (the top left corner in the grid), in every time step
at least one task may be completed (and at most two). This means that, if a task of A is
completed in a time step, we move one cell to the right in our grid. Analogously, if a task of
B is completed in a time step, we move one cell down. However, if the two tasks for this time
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step do not require to run on the same machine, then we can just diagonally move down and
to the right, meaning that both tasks are dealt with in this time step and do not need to be
considered anymore in the following time steps. If all tasks are completed, we end up in the
bottom right corner of the grid. We can therefore depict a correct schedule as a path in the
grid from the top left corner to the bottom right where a cell may be traversed diagonally if
and only if it contains no collision as shown in Figure 7.1. However, if the path reaches the
top left corner of a collision in the grid — we also say that it hits an obstacle in this case —
it has to move around this obstacle by going to the right or going down which means that
only one of the two tasks is processed at this time step.

Clearly, a solution is considered optimal if it does not use more vertical and horizontal
steps than any other solution. Let d denote the number of diagonal moves in the grid, h the
number of moves to the right (i. e., horizontal moves), and v the number of moves down (i. e.,
vertical moves). Since we consider a quadratic grid and the path starts at the top left corner,
eventually arriving at the bottom right corner, it directly follows that h = v and that, overall,
d+ h = d+ v moves are needed. In the following, we consider an online environment, i. e., a
scenario where, in each time step i, the indices for the required machines for the two tasks Ai

and Bi are revealed. At first, we want to investigate, what kind of information is necessary
to achieve optimal output quality. We therefore prove the following lemma.

Lemma 7.1 For every instance of JSSchedule, there exists an optimal solution SolA
which, as long as it does not arrive at the right or bottom border of the grid, always moves
diagonally if no obstacle is in its way.

Proof. We prove the lemma indirectly. Suppose that there is no such solution, which means
that every optimal solution makes at least one move to the right or down without directly
facing an obstacle in the next time step or having arrived at the border of the grid. Towards
contradiction, let us impose a partial ordering ≺ on all optimal solutions where, for two
solutions SolB and SolC , it holds that SolB ≺ SolC iff SolB violates the above property
for the first time in time step i, SolC violates the above property in time step j for the
first time and i < j. Let SolA be any optimal solution that is maximal with respect to ≺
and let v denote the number of moves of SolA towards the bottom, and h the number of
moves to the right. We represent SolA’s moves by a vector mSolA

∈ {D,V,H}n+v where

(mSolA
)i = D ((mSolA

)i = V , (mSolA
)i = H) means that, at time step i, SolA performs a

diagonal (vertical, horizontal) move, respectively.

Let l be the first time step where SolA violates the above property, i. e., it does not make
a diagonal move although it could. Without loss of generality, let SolA do a move to the right
at time step l. This means that, eventually, after a (possibly empty) sequence of Hs starting
at l+1, at the k-th position (with l+1 ≤ k) in mSolA

, there appears a V or a D (otherwise,

since SolA is feasible, it would have already arrived at the bottom border of the grid). In
case of a V , we may exchange the H at position l by a D and delete the V at position k,
thus decreasing the costs of SolA. Therefore, this appearance contradicts the optimality of
SolA. If, however, a D appears at position k, we may switch the moves at positions l and
k which obviously does not increase the costs and thereby creates an optimal solution SolA

′

with SolA ≺ SolA
′, contradicting the maximality of SolA with respect to ≺. �
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(a) An arbitrary optimal solution
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(b) A solution as described by
Lemma 7.1

Figure 7.2: The graphical model of an instance of JSSchedule and two optimal solutions.

An example of a solution satisfying the property described in Lemma 7.1 is shown in
Figure 7.2 (b). Next, we need the following observation.

Lemma 7.2 (Hromkovič et al. [58]) For every instance of JSSchedule, there exists an
optimal solution with costs at most n+ ⌈√n⌉.

Consider an optimal solution for an arbitrary instance, and assume that it makes d diago-
nal moves, h moves to the right, and v moves down. The cost of this solution is d+2h = n+h,
since d+ h = n. Hence, Lemma 7.2 implies that h ≤ ⌈√n⌉. Furthermore, using Lemma 7.1,
it is not difficult to see that there exists an online algorithm A with advice needing at most
2h ≤ 2⌈√n⌉ bits of advice: Algorithm A simply acts according to Lemma 7.1. Only at time
steps where a diagonal move is not possible due to an obstacle, it has to read one bit from the
advice tape indicating whether to move down or to the right. As a corollary, note that, for
every instance of JSSchedule, there exists an optimal online algorithm A with advice com-
plexity s(n) = 2⌈√n⌉. Next, we look at lower bounds on the number of advice bits necessary
to compute an optimal solution.

Theorem 7.1 Any online algorithm A with advice for JSSchedule needs advice complexity
s(n) = Ω(

√
n) to achieve optimality.

Proof. Let k be an arbitrary odd integer. Consider a widget that consists of four diagonal
blocks placed orthogonally to the main diagonal. The first and third block have length k+1,
the second and fourth block have length k. Exactly one of the middle obstacles (since k + 1
is even, there are two of them) of the third block is missing, creating a hole in it. The
widget then contains one more row and column with one obstacle each to make the widget
a permutation matrix. Hence, the widget has size (4k + 3) × (4k + 3). An example of the
widget for k = 5 is depicted in Figure 7.3.

The set of points between adjacent obstacles of the i-th block of the widget is called the
i-th segment of the widget. (In case of blocks of size k, we consider the corners of the block
to be parts of the i-th segment, too.)

Consider an input instance I constructed by concatenating k widgets. In this case, the
size of the input instance I is n = (4k + 3)k. We call the area of the input instance parallel
to the main diagonal that encloses all segments of all widgets the active zone.
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Figure 7.3: The employed widget. The thick-framed empty cell is the hole, the gray square
is the alternative position of the hole. The small circles are points in the segments. The
light-gray area represents the active zone. The dashed line shows the part of the optimal
solution passing through the widget.

It is not difficult to see that there is a solution for I with cost n + k which follows the
main diagonal until it hits an obstacle of the second block of some widget. There it moves
either to the right or down, depending on the location of the hole in third block. Afterwards,
it moves diagonally through the hole, without hitting any obstacle. At the end of the widget,
it makes a move down or right to return to the main diagonal. In this way, there are exactly
k moves down and k moves to the right, so the cost of this solution is exactly n+ k.

Next, we show that no optimal solution leaves the active zone. Indeed, to leave it, more
than k moves down or more than k moves to the right are necessary. But any such solution
has cost of at least n+ k + 1 and is therefore not optimal.

Now consider any solution SolA for I that does not leave the active zone, and consider the
i-th widget of the input. We claim that SolA makes at least one non-diagonal move between
the first and second segment of this i-th widget and, unless i = k, at least one non-diagonal
move between the fourth segment of the i-th widget and the first segment of the (i + 1)-th
widget. Indeed, since SolA does not leave the active zone, it must pass through some point of
the first segment of the i-th widget that has an even distance (using Manhattan metric) to the
main diagonal. Eventually, it has to pass through some point of the second segment, which
has an odd distance to the main diagonal. Since the distance to the main diagonal changes
only with non-diagonal moves, there must be at least one such move. The same argument
holds for the second part of the claim.

We have shown that any solution for I makes at least 2k − 1 non-diagonal moves, hence
its cost is at least n+ k. Furthermore, any optimal solution does not make any non-diagonal
moves between the second and the fourth segment of any widget.

Now we are ready to show that any online algorithm A that solves each k-widget input
instance optimally needs at least k bits of advice. By contradiction, assume that less than k
bits of advice are sufficient for some A. Since there are 2k different k-widget inputs (because
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there are two different possibilities to place the hole in each widget), there are two different
inputs I 1, I 2 with the same advice. Assume that the first widget where I 1 and I 2 differ is
the i-th one. Since A uses the same advice in I 1 and I 2, it reaches the same point on the
second segment of the i-th widget in both I 1 and I 2. However, the only possibility not to
make any non-diagonal move until the fourth segment of the i-th widget is to pass through
the hole. As the hole is located differently in I 1 and I 2, this cannot happen in both I 1 and
I 2. Hence, A behaves non-optimally in at least one of these instances.

To conclude the proof, note that for any n, we can pick the largest odd k such that
(4k + 3)k ≤ n, i. e.,

k ≥
⌊−3 +

√
9 + 16n

8

⌋
− 1.

It is straightforward to check that any algorithm A that solves each input of size n optimally
needs at least as many bits of advice as any algorithm solving each input of size (4k+3)k ≤ n
optimally. Indeed, any input of smaller size can be padded to a larger size by a set of
obstacles that keeps the main diagonal free in the padded region (so the padding does not
increase the cost of the optimal solution). Therefore, the advice complexity of any optimal
online algorithm for JSSchedule is s(n) = Ω(

√
n). �

We conclude this section by comparing randomized algorithms and algorithms with advice.
In [63], a randomized algorithm for JSSchedule with a competitive ratio of O(1 + 1/

√
n) is

presented. The idea of the algorithm is to pick one diagonal uniformly at random and follow
it. Whenever an obstacle is reached, the algorithm goes around it by making one move to the
right and one move down. Since there are only 2n − 1 different diagonals, the randomized
algorithm uses at most 1+ log(n) random bits. Easily, this implies the following fact: there is
an online algorithm for JSSchedule with advice complexity s(n) ≤ 1 + log(n) that achieves
competitive ratio O(1 + 1/

√
n).

7.1.3 Linear Advice Complexity

We can construct an online problem where the number of required advice bits is as high as
the number of random bits in order to keep up with randomized algorithms.

Consider the following problem, where the online algorithm has to guess a sequence of n
bits. If all bits are guessed correctly, the algorithm is greatly rewarded, otherwise, the cost
of the solution is zero. More formally, the input is a sequence (x1, x2, . . . , xn+1), where xi
is either 0 or 1 for each i ≤ n and xn+1 is either 0 or 1. For each request xi, i ≤ n, the
online algorithm has to specify one bit yi, its guess about the next bit xi+1. The cost of the
solution is 2n if yi = xi+1 or yi = xi+1 for all i ≤ n, and 0 otherwise.1 Let R be a randomized
algorithm that just tosses a coin for each decision. Easily, the expected cost of the solution
computed by R is one, and algorithm R uses n random bits (since the last request is marked,
R does not need to toss a coin there). For sure, n advice bits are sufficient to solve the
problem optimally. If, however, we only allow n−1 advice bits, then an adversary can always
choose an input sequence that is not chosen by A, resulting in the cost zero.

1One could also define an iterated version of this problem, where input instances consist of several delimited
blocks, and the algorithm scores 2|bi| for each block bi where all numbers were guessed correctly. In this way,
the algorithm can have some information about the cost of the solution during the computation. Although
this alternative definition may be slightly more natural, it does not change the core of the problem.
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Q

⊢ ⊣

Figure 7.4: The tape of sweeping and of rotating automata has a left and a right end-marker.

7.2 Randomized Rotating vs Randomized
Sweeping Automata

This section is devoted to size complexity of randomized automata. In particular, we consider
two types of automata, namely sweeping and rotating finite automata.

In Section 4.3, we already introduced one-way and two-way deterministic finite automata
(1dfas and 2dfas) and their nondeterministic counterparts (1nfas and 2nfas). Now we
extend that view. Namely, we consider rotating and sweeping finite automata. These models
are less restricted than one-way automata, since the automaton may read the tape repeatedly,
but at the same time more restricted than two-way automata which are — in contrast to
sweeping and rotating automata — allowed to change the reading direction anywhere.

We refer to the automata models by the naming convention bdfa, where b = 1,r, s, 2.
This way, e.g., rdfas are rotating (r) deterministic finite automata (dfa).

A sweeping deterministic finite automaton (sdfa) [100] over an alphabet Σ and a set of
states Q is any triple M = (qs, δ, qa) of a start state qs ∈ Q, an accept state qa ∈ Q, and
a transition function δ that partially maps Q × (Σ ∪ {⊢,⊣}) to Q, for some end-markers
⊢,⊣ /∈ Σ, see Figure 7.4.

An input z ∈ Σ∗ is presented to M surrounded by the end-markers, as ⊢z⊣. The compu-
tation starts at qs and on ⊢. The next state is always derived from δ and the current state
and symbol. The next position is always the adjacent one in the direction of motion; except
when the current symbol is ⊢ or when the current symbol is ⊣ and the next state is not qa,
in which cases the next position is the adjacent one towards the other end-marker. Note that
the computation can either loop, or hang, or fall off ⊣ into qa. In this last case we call it
accepting and say that M accepts z.

More generally, for any input string z ∈ Σ∗ and state p, the left computation of M from
p on z is the unique sequence

lcompM,p(z) := (qt)1≤t≤m,

where q1 := p; every next state is qt+1 := δ(qt, zt), provided that t ≤ |z| and the value of δ
is defined; and m is the first t for which this provision fails. If m = |z| + 1, we say that the
computation exits z into qm; otherwise, 1 ≤ m ≤ |z| and the computation hangs at qm. The
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Figure 7.5: Traversals of a sweeping finite automaton.

right computation of M from p on z is denoted by rcompM,p(z) and defined symmetrically,
with qt+1 := δ(qt, z|z|+1−t).

The traversals of M on z are the members of the unique sequence (ct)1≤t<m where c1 :=
lcompM,p1(z) for p1 := δ(qs,⊢); every next traversal ct+1 is either rcompM,pt+1(z), if t is
odd and ct exits into a state qt such that δ(qt,⊣) = pt+1 6= qa, or lcompM,pt+1(z), if t is even
and ct exits into a state qt such that δ(qt,⊢) = pt+1; and m is either the first t for which ct
cannot be defined or ∞, if ct exists for all t, see Figure 7.5. Then, the computation of M on
z, denoted by compM (z), is the concatenation of (qs), c1, c2, . . . and possibly also (qa), if m
is finite and even and cm−1 exits into a state qm−1 such that δ(qm−1,⊣) = qa.

If M is allowed more than one next move at each step, we say it is nondeterministic (a
snfa). Formally, this means that δ partially maps Q×(Σ∪{⊢,⊣}) to the set of all non-empty
subsets of Q. Hence, on any z ∈ Σ∗, compM (z) is a set of computations. If at least one of
them is accepting, we say that M accepts z.

If M follows exactly one of its nondeterministic choices at each step according to some
rational distribution, we say it is probabilistic (a spfa). Formally, this means that δ partially
maps Q× (Σ ∪{⊢,⊣}) to the set of all rational distributions over Q — i.e., all total functions
from Q to the rational numbers that obey the axioms of probability. Hence, on any z ∈ Σ∗,
compM (z) is a rational distribution of computations. The expected length of a computation
drawn from this distribution is called the expected running time of M on z.

For M to be a LasVegas spfa (an sp0fa), a few extra conditions have to hold. First, a
special reject state qr ∈ Q must be specified — so that M = (qs, δ, qa, qr). Second, whenever
the current symbol is ⊣ and the next state is qr, the next position is the adjacent one in the
direction of motion — so that a computation may also fall off ⊣ into qr, in which case we
call it rejecting. Last, on any z ∈ Σ∗, a computation drawn from compM (z) must be either
accepting with probability 1 or rejecting with probability 1. In the former case, we say that
M accepts z. The concept of Las Vegas randomness is closely related to the self-verifying
nondeterminism (see [60]).

For M to be a one-sided error Monte-Carlo spfa (an sp1fa), on any z ∈ Σ∗, a computation
drawn from compM (z) must either be accepting with probability at least 1/2 or rejecting with
probability 1. Again, in the former case, we say that M accepts z.

A two-sided error Monte-Carlo spfa (an sp2fa) is similar to a sp1fa, except, on any z ∈ Σ∗,
a computation drawn from compM (z) must either be accepting with probability at least 2/3
or at most 1/3.
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Figure 7.6: Traversals of a rotating finite automaton.

From the definition of sweeping finite automata, we derive the definition of rotating au-
tomata. We say M is a rotating deterministic finite automaton (rdfa), if its next position is
decided differently: it is always the adjacent one to the right, except when the current symbol
is ⊣ and the next state is not qa, in which case it is the one to the right of ⊢. Thus, traversals
consist only of left computations, see Figure 7.6.

The definition of rotating nondeterministic, probabilistic, LasVegas, one-sided error, Mon-
te-Carlo, and two-sided error Monte-Carlo finite automata is analogous to the definition for
sweeping automata and we denote these models as rnfas, rpfas, rp0fas, rp1fas, and rp2fas.

Bounded-error finite automata are very powerful. As implied by [46], even rp2fas can
accept some non-regular languages. Note that we do not impose any restriction on the time
of the computations done by the automata.

In the following, we show that we can simulate each of the introduced randomized sweeping
automata by small rotating ones. The rotating automaton M ′ simulates the left computations
of the sweeping automaton M in a straightforward way. To simulate a right computation,
the computation rcomp of M is chosen uniformly at random. Automaton M ′ continues with
the simulation of the next traversal of M with the probability equal to the probability that
M performs the chosen computation rcomp. Otherwise, the simulation of the right-to-left
traversal is repeated with another randomly chosen computation.

Theorem 7.2 Each spfa with k states can be simulated by a rpfa with at most O(k3) states.

Proof. Given a k-state spfa M = (q0, δ, qa) over an alphabet Σ and a set of states Q, we
construct a rpfa M ′ = (q′0, δ

′, q′a) over the same alphabet with state set Q′ that simulates M
with O(k3) states.

The rpfa M ′ simulates each left computation of M in a straightforward manner. Thus
each pair of states qi, qj inM has a corresponding pair of states q′i, q

′
j inM ′ and the probability

to reach a state qj from qi in M on the input string from left to right is exactly the same as
the probability to reach q′j from q′i in M ′.

Now we consider the simulation of a right computation. Let w = w1w2 . . . wl be the
input of length l. Assume that M starts the right computation at wl in state q1, i.e., M
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reached q1 after finishing the previous left computation and reading ⊣. We know that the
computation rcompM,q1(w) consists of a sequence of l+1 states. Consider any such sequence
q = 〈q1, q2, . . . , ql, ql+1〉. The probability that M performs q is

pq :=

l∏

i=1

δ(qi, wl−i+1)(qi+1).

Now we consider all kl sequences starting with q1 and to each sequence we assign the proba-
bility of the corresponding computation. Obviously, an invalid sequence has probability zero
and the sum of the assigned probabilities over all sequences is 1.

The basic idea is that M ′ chooses some sequence s = 〈q1 = s1, . . . , sl+1〉 uniformly at
random. With probability ps, automaton M ′ proceeds to the simulation of the next left
computation of M starting in state sl+1, where ps is the probability assigned to the chosen
sequence. In this case, we say that M ′ accepted the chosen sequence. With probability 1−ps,
automaton M ′ chooses another sequence and repeats the process.

The probability of a repetition, i.e., of not accepting one randomly chosen sequence, is

1−
∑

(s1=q1,s2,...,sl+1)∈Ql+1

1

kl
·

l∏

i=1

δ(si, wl−i+1)(si+1) = 1− 1

kl
.

The probability that M ′ makes exactly i repetitions, chooses the sequence q afterwards,
and accepts it, is

1

kl
· pq ·

(
1− 1

kl

)i

Hence, the probability that M ′ eventually accepts q is

1

kl
· pq ·

∑

i≥0

(
1− 1

kl

)i

=
1

kl
· pq · 1

1−
(
1− 1

kl

) = pq.

We have just proven that the probability that M ′ accepts sequence q is the same as the
probability that M performs q. Hence, the probability distribution of M ′ over its set of
states is isomorphic to the probability distribution of M every time the simulation of left
computation starts. Thus, M ′ correctly simulates M .

Now we discuss how to implement this idea. Instead of picking a sequence directly, M ′

can also pick a sequence uniformly at random state by state from left to right and accept
that sequence with the assigned probability. At first, M ′ selects state sl+1 uniformly at
random. Automaton M ′ keeps q1 and sl+1 stored in its states. Let sl+1, sl, . . . , si+1 be the
first l − i + 1 states of a sequence chosen by M ′. Thus after l − i + 1 steps, M ′ knows q1,
sl+1, si+1 and, since it reads the input from left to right, symbol wl−i+1. Now M ′ picks a
state si uniformly at random. With probability δ(si, wl−i+1)(si+1), automaton M ′ proceeds
until the right end-marker is reached. With probability 1 − δ(si, wl−i+1)(si+1), automaton
M ′ resets and starts a new simulation of the right computation. If ⊣ is reached, M ′ starts
a new simulation if s1 6= q1. Otherwise, simulation of the right computation is finished, and
the next left computation of M can be simulated. To do so, M ′ proceeds to ⊢ and state sl+1.
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Now let us count the number of states of M ′. Obviously, the left computation can be
simulated with k states. In the simulation of the right computation, picking a sequence and
choosing whether to restart without storing states only requires a copy of Q. Since we also
store the first and the last state of the computation, we need k2 copies of Q in total to simulate
right computations of M . Thus M ′ has O(k3) states.

Analogous to the framework built on other computational models and resources (e.g.,
Turing machines and time), the framework of size complexity is based on the notions of
complexity classes. However, a member of a class in this framework is always a family of
languages and each class contains exactly every family that is solvable by a family of small
automata of a corresponding type.

A family of automata M = (Mn)n≥1 solves a family of languages L = (Ln)n≥1 iff, for
all n, Mn solves Ln. The automata of M are ‘small ’ iff, for some polynomial p and all n, Mn

has at most p(n) states.
For example, 1d contains exactly every family of problems that can be solved by some

family of small 1dfas. Similarly, the classes 1n, 2d, and 2n are defined for 1nfas, 2dfas, and
2nfas, respectively.

Replacing 1dfas with sdfas, sp0fas, rp1fas, rp2fas, or snfas in the above definition, we
can naturally define the classes sd, sp0, sp1, sp2, and sn, respectively. Analogously, we define
the classes of rotating automata as rd, rp0, rp1, rp2, and rn.

Corollary 7.1 For the randomized complexity classes of rotating and sweeping automata, the
following equalities hold:

• rp0 = sp0,

• rp1 = sp1, and

• rp2 = sp2.

Proof. The corollary follows directly from Theorem 7.2. �



Chapter 8

Conclusion

In this thesis, we considered algorithmic as well as complexity-theoretical problems. In the
algorithmic part, we focussed on new approaches and concepts. We were mainly interested
in the hardness of optimization problems and the question why these problems are hard.

In the section about win/win-strategies, we characterized hard input instances for Chris-
tofides’ algorithm and Hoogeveen’s algorithm by relating the two underlying problems, i. e.,
the traveling salesman problem and the problem of finding a minimum-weight Hamiltonian
path between two prespecified vertices. This way, we did not only reveal a strong relationship
between the two problems, but also provided evidence that the class of hard input instances
for these problems is very restricted. Our results pose the question whether the guarantee of
an improved approximative result for one of two the problems permits further applications
like, for instance, finding better approximation algorithms for the involved problems for all
input instances.

For the ∆-OTSP, by presenting a (2.5 − 2/k)-approximation algorithm, we provided a
single approximation algorithm that, for k > 3 ordered vertices, outperforms all previ-
ous approaches, even those that were designed for the very special input instances with
up to 5 ordered vertices (for up to three vertices, Christofides’ algorithm computes a 1.5-
approximation). Our results might give ideas for tackling more general precedence constraints
for the traveling salesman problem.

The main contributions of this thesis concern reoptimization problems. Depending on the
type of local modification, the hardness of reoptimization turned out to be widely spread.
For some reoptimizations, such as the Steiner tree reoptimization problem with removing
vertices, we showed the problem to stay as hard as before, whereas in other cases, such as the
Steiner tree reoptimization problem with restricted edge costs, we obtained a polynomial-time
approximation scheme if, as local modification, the weight of an edge or the status of a vertex
is changed. The most surprising result, however, was that the Steiner tree reoptimization
problem with adding a vertex as local modification is APX -hard, even if the edge costs
are restricted to the two values 1 and 1 + γ for an arbitrarily small fixed γ. This is one
of very few examples, where we are able to obtain a better approximation ratio for the
reoptimization problem than for the original problem, but still the reoptimization problem is
not approximable with an approximation ratio lower than a fixed constant.

In the scope of restricting the class of hard input instances, we considered the metric
traveling salesman reoptimization problem, where the local modification is to decrease the
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cost of one edge. We presented a detailed analysis of the approximation algorithm from [21].
This analysis reveals that the achieved approximation ratio depends largely on the costs
c(amin), cnew(e), and Optnew. The insights from this study might help to further improve the
recently published 4/3-approximation algorithm for this problem.

Furthermore, we continued to deal with hard input instances by considering the shortest
common superstring reoptimization problem, addressing the insertion and the deletion of
strings as reoptimization variants. We showed both variants to be NP-hard and, for the
AddString-SCSRP, we introduced a straightforward generalization of the algorithm OneCut

that is allowed to do k cuts instead of only a single cut. For this algorithm, we showed a
lower bound on the achieved approximation ratio of 1 + 2/(k + 1).

We considered a refined model of advice complexity for online problems and analyzed the
JSSchedule with respect to this complexity measure, exhibiting a lower bound of Ω(

√
n)

advice bits for ensuring exact solutions.
The comparison of online algorithms with advice to randomized online algorithms shows

that, for some problems, a logarithmic number of advice bits is sufficient to achieve the same
competitive ratio than any randomized algorithm. Hence, one might suggest a hypothesis that
small advice complexity is sufficient to achieve the competitive ratio of the best randomized
algorithm for any online problem. This claim, however, cannot be proven in full generality, as
we have seen in Section 7.1.3. There, we have exhibited an online problem for which a linear
number of advice bits is needed to outperform a randomized algorithm. This situation shows
that, in general, advice complexity is somehow orthogonal to randomization. It remains
as an open problem to find more connections between these complexity measures, e. g., to
somehow characterize classes of online problems where small advice is sufficient to keep up
with randomized algorithms. Furthermore, it might be interesting to consider randomized
online algorithms with advice.

Finally, we showed a polynomial relation between the size complexity of randomized ro-
tating and sweeping automata. Considering that there are languages for which sweeping
deterministic finite automata are exponentially more concise than rotating deterministic fi-
nite automata and that the class of languages recognizable by small sweeping nondeterministic
finite automata and its complement are not the same, this result reveals some properties of
randomization that might also be interesting for stronger computational models.
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the approximation hardness of some generalizations of TSP (extended abstract). In
Proc. of the 10th Scandinavian Workshop on Algorithm Theory (SWAT 2006), volume
4059 of Lecture Notes in Computer Science, pages 184–195. Springer-Verlag, 2006.
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On the hardness of reoptimization. In Proc. of the 34th International Conference on
Current Trends in Theory and Practice of Computer Science (SOFSEM 2008), volume
4910 of Lecture Notes in Computer Science, pages 50–65. Springer-Verlag, 2008.
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[57] Stefan Hougardy and Hans Jürgen Prömel. A 1.598 approximation algorithm for the
Steiner problem in graphs. In Proc. of the 10th Annual ACM-SIAM Symposium on
Discrete Algorithms (SODA 1999), pages 448–453. ACM/SIAM, 1999.
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L’Enseignement Mathématique, 28(3-4):191–209, 1982.

[72] Richard M. Karp. Reducibility among combinatorial problems. In Complexity of com-
puter computations, pages 85–103. Plenum, 1972.

[73] Marek Karpinski and Alexander Z. Zelikovsky. New approximation algorithms for the
Steiner tree problems. Journal of Combinatorial Optimization, 1(1):47–65, 1997.

[74] Ker-I Ko. Some observations on the probabilistic algorithms and NP-hard problems.
Information Processing Letters, 14(1):39–43, 1982.



BIBLIOGRAPHY 95
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[90] Hans Jürgen Prömel and Angelika Steger. The Steiner Tree Problem. Advanced Lectures
in Mathematics. Friedr. Vieweg & Sohn, 2002.

[91] Gabriel Robins and Alexander Z. Zelikovsky. Improved Steiner tree approximation in
graphs. In Proc. of the 11th Annual ACM-SIAM Symposium on Discrete Algorithms
(SODA 2000), pages 770–779. ACM/SIAM, 2000.

[92] Daniel J. Rosenkrantz, Richard Edwin Stearns, and Philip M. Lewis II. An analysis
of several heuristics for the traveling salesman problem. SIAM Journal on Computing,
6(3):563–581, 1977.

[93] Sartaj Sahni and Teofilo F. Gonzalez. P-complete approximation problems. Journal of
the ACM, 23(3):555–565, 1976.

[94] William J. Sakoda and Michael Sipser. Nondeterminism and the size of two way finite
automata. In Proc. of the 10th Annual ACM Symposium on Theory of Computing
(STOC 1978), pages 275–286. ACM Press, 1978.

[95] Walter J. Savitch. Relationships between nondeterministic and deterministic tape com-
plexities. Journal of Computer and System Sciences, 4(2):177–192, 1970.
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