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Abstract

With the discovery of the double-helical structure of the DNA molecule
in 1953 biology – namely molecular biology – experienced a vast expan-
sion which among other achievements lead to the sequencing of the hu-
man genome in 2003. New, emerging research fields like metabolomics
propelled this development even further and it became clear that the
reductionist approach had started to reach its limit. Systems biology
filled the gap by adopting a holistic approach to understanding cause
and effect relationships in biological systems.

However, looking at the system as a whole brings many challenges.
Data collection in a high-throughput fashion is typically prone to miss-
ing values. Such collections are often very high dimensional based
on, however, very few samples. Understanding interactions between
system components and their effect on system properties is far from
straightforward and something which regression-based techniques are
often not able to cope with adequately. In addition, the integration of
components from different sources (e.g. transcriptomics, proteomics) in
a unified analysis giving insight to physiological functions remains very
difficult.

We propose several statistical methods for addressing some of these
problems. First, we have developed a method for imputing missing
values in mixed-type data, i.e., data containing both continuous and
categorical variables. Our method also offers an out-of-bag error mea-
sure allowing to assess the quality of the imputations without the need
for putting aside valuable data as a test set. We show that our method
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can cope with inhomogeneous and noisy data coming from a multitude
of different fields in biology and medicine, often out-performing estab-
lished methods of missing value imputation.

When a gene in a model organism is knocked out in order to observe
the effect on the phenotypic traits of the organism, we speak of an inter-
vention experiment. These experiments are costly and time consuming
but the major problem is to find the interesting gene to knock out in
the first place. We propose a method to rank genes in a stable fashion
according to their causal effect on a phenotype based on observational
data only. We validate our methods in several ways, showing its ability
to identify known driver genes in complex phenotypic traits, to find
novel genes having a significant effect on the analysed trait and to be
superior to regression-based techniques.

Although the theory of how our hereditary information is passed
from genes to proteins to biological function seems quite straightfor-
ward, its empirical representation in the form of transcript expres-
sion, protein abundance and emerging phenotypes often remains enig-
matic. However, analysing the variance between different developmen-
tal stages in Arabidopsis thaliana using these measures offered a promis-
ing method to group transcripts and proteins according to their expres-
sion pattern. These groups are then tested for over-representation of
genes for certain biological functions. Two of the many results we ob-
served from our analysis are that protein and transcript levels are not
always synchronal across development. Secondly, senescence-associated
transcript expressions emerge in early developmental stages already but
fail to express the corresponding proteins until later in the development.



Zusammenfassung

Mit der Entdeckung der Doppelhelixstruktur des DNS-Moleküls 1953
erhielt die Biologie – namentlich die molekulare Biologie – einen tüch-
tigen Schub in ihrer wissenschaftlichen Bedeutung, welche unter ande-
rem zur Sequenzierung des menschlichen Genoms im Jahre 2003 führte.
Sich neu entwickelnde Forschungsgebiete wie die Metabolomik heizten
diese Entwicklung weiter an und es wurde langsam aber sicher offen-
sichtlich, dass der Ansatz des Reduktionismus’ an seine Grenzen stossen
wird. Eine Lösung für dieses Dilemma bot die Systembiologie, welche
im Gegensatz zu einem reduktionistischen einen holistischen Ansatz
verfolgte, um die Ursache-Wirkung-Beziehungen in biologischen Syste-
men zu verstehen.

Es birgt jedoch viele Herausforderungen ein System als ganzes zu
betrachten. Daten, welche mit Hochdurchsatzverfahren gesammelt wer-
den, sind anfällig für fehlende Werte. Zudem sind solche Datensätze
oft von sehr hoher Dimension, besitzen aber nur ein paar wenige Be-
obachtungen. Es ist auch alles andere als einfach, die Interaktionen
zwischen Systemkomponenten und deren Auswirkungen auf Systemei-
genschaften zu verstehen. Eine Aufgabe, welche Regressionsmethoden
oft überfordert. Desweiteren stellt sich die Integration von Komponen-
ten, welche aus verschiedenen Quellen kommen (z.B. Transkriptomik,
Proteomik), mit dem Ziel Einsicht in die physiologischen Funktionen
zu gewinnen, als außerordentlich schwierig heraus.

Wir schlagen verschiedene statistische Methoden vor, um diesen
Problemen zu begegnen. Betreffend des Sammelns von Daten haben
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wir eine Methode entwickelt, welche fehlende Werte mit verschiedenen
Typen von Variablen (d.h. kontinuierlich und kategoriell) imputieren
kann. Zudem ermöglicht unsere Methode die Qualität der Imputatio-
nen anhand eines Fehlermasses zu bewerten, welches ohne einen Test-
datensatz auskommt, d.h. ohne den Verlust wertvoller Beobachtungen.
Wir zeigen, dass unsere Methode mit inhomogenen und verrauschten
Daten aus verschiedenen Gebieten der Biologie und Medizin umgehen
kann. Dabei übertrifft sie meistens die Leistungen etablierter Imputier-
methoden.

Wir sprechen von einem Interventionsexperiment, wenn ein Gen
in einem Modellorganismus experimentell ausgeschaltet wird, um an-
schließend den Effekt auf den Phänotyp des Organismus’ zu beobach-
ten. Solche Experimente sind in der Regel teuer und beanspruchen viel
Zeit, aber das grösste Problem stellt die Wahl des geeigneten Gens dar,
welches den gewünschten Phänotyp beeinflussen könnte. Wir schla-
gen eine Methode vor, welche basierend auf beobachtbaren Wildtyp-
daten Gene aufgrund ihres kausalen Einflusses auf einen bestimmten
Phänotyp ordnet. Diese Reihenfolge wird zustzlich stabilisiert um ro-
buster gegenüber Ausreißern zu sein. Wir haben unsere Methode auf
verschiedene Arten validiert, wobei wir zeigen konnten, dass sie bekann-
te Schlüsselgene für komplexe, phänotypische Merkmale identifizieren
kann, neue Gene mit einem signifikanten Einfluß auf das untersuchte
Merkmal findet und anderen Methoden, welche auf Regression basie-
ren, grundsätzlich überlegen ist.

Obschon der Fluss unserer Erbinformation von Gen zu Protein zu
biologischer Funktion in der Theorie relativ klar zu sein scheint, ver-
bleibt die empirische Repräsentation in Form von Transkriptexpressi-
on, Proteinabundanz und auftretenden Phänotypen oft unklar. Indem
wird die Varianz zwischen verschiedenen Entwicklungsstadien dieser
Messwerte bei Arabidopsis thaliana analysiert haben, konnten wir eine
vielversprechende Methode entwickeln, welche Transkripte und Prote-
ine gemäss ihrer Expressionsmuster gruppiert. Diese Gruppen werden
anschließend mit Hilfe einer Anreicherungsanalyse spezifischen biologi-
schen Prozessen zugeordnet. Unter anderem können wir zeigen, dass
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sich Protein- und Transkriptkonzentrationen im Laufe der Entwick-
lung nicht immer synchron verhalten und alterungsrelevante Transkrip-
te schon in frühen Entwicklungsstadien vorhanden sind, ihre entspre-
chenden Proteine aber erst in späteren Stadien auftreten.





Chapter 1

Introduction

Since the millennium biology has been faced with a massive trend in
several bio-scientific fields are today summarised in the term systems bi-
ology. Driven by the increasing number of components and interactions
identified by the reductionist approach, and in the follow-up revealing
its limitation in understanding the emergence of system properties, the
conviction for a holistic approach has gained acceptance. The idea
was to address the collectivity of cause and effect in biological systems
by quantitatively observing multiple components simultaneously which
then included mathematical modelling (Sauer et al. (2007)).
Spurred by the successful completion of various genome projects and
the increasing availability of data from the so-called omics research
fields (e.g. genomics, proteomics, metabolomics, etc.) systems biology
has given a new boost to the whole field of biology including the de-
velopment of new technical equipment. Methods like high-throughput
mass spectrometry and next-generation sequencing have produced vast
amounts of high-dimensional data confronting researchers anew with
an old problem – data analysis.
Measuring the composition of complex biological samples is a diffi-
cult task facing many caveats. When measuring for instance protein
abundance: missing values are unavoidable since protein concentra-
tions range over large orders of magnitude. Some proteins are highly
concentrated and thereby crowd out signals of other proteins in mass
spectrometry. Other proteins are so minimally expressed, represented
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only by a couple of molecules, so that their detection is barely possible.
Another example is found in gene expression analysis using microarrays
where the resulting data is always very high dimensional, i.e. p � n,
posing problems for regression-based techniques of data analysis.

Yet another difficult aspect on the path to understanding a bio-
logical system, once the measuring is done, is integrating the measured
components and their interpretation across different research fields. For
example, based on the central dogma of molecular biology – genes are
transcribed to messenger RNA and then translated to proteins (Crick
(1958); Crick et al. (1970)) – the comparison of gene expression patterns
with their corresponding protein abundance patterns. Ultimately, these
findings have to be interpreted for their physiological implications, or
more likely their justification in the present understanding of the stud-
ied biological system.

However, the biggest challenge in this kind of research lies in its
interdisciplinary nature. A wide range of experts is necessary to imple-
ment the holistic approach in its entirety. Firstly, the statistician and
the biologist designing the experiments, then the technician operating
the measuring devices, followed by the computer scientist handling the
data, then the statistician and machine learning scientists analysing the
data and finally conceiving a model, which the biologist can interpret.
This list is far from comprehensive and the work behind it far from a
linear sequence of steps. In each phase of the project all researchers
must contribute their expertise; insights from a previous phases can
lead to different requirements in successive phases, knowledge gained
while executing one part of the research can be valuable in designing
the next part and so on.
The most important factor in doing interdisciplinary research is hav-
ing a single person who is responsible for managing the whole project.
Although sounding obvious this is one of the most crucial and often
disregarded facts. With an appointed chief executive researcher in-
terdisciplinary projects will fulfill schedules, be efficient and typically
generate results of great value.
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1.1 Missing value imputation

As stated previously, missing values often occur in systems of high-
throughput data gathering. Most methods of data analysis are depen-
dent on complete data. Observations containing missing values could
of course simply be omitted from a data analysis. However, the num-
ber of observations in such experimental settings is notoriously low and
the incidence of missing values in a single observation relatively high.
Therefore, it is not feasible to remove observations containing missing
values.

A way to deal with this situation is imputation, i.e., replacing the
missing values with plausible values. This approach, however, is no
less problematic since it typically distorts the covariance structure of
the data. Which is why standard errors, p-values and other measures
of uncertainty calculated by conventional complete-data methods after
imputation have to be treated carefully, because they could be mislead-
ing due to the methodological inability to cope with the uncertainty of
the missing values (Schafer (1997)).

The implication of missing value imputation is of great importance
to the biological research community. Imputation using point estimates
can be of great value when treated with the appropriate care. Further-
more, the availability of multiple imputation (Rubin (1978)) has fa-
cilitated the handling of missing values in experimental data, because
such methods take the uncertainty of the missing values into account
(cf. Van Buuren and Oudshoorn (1999)) and therefore also allow direct
interpretation of p-values.

1.2 Causality

In recent years the concept of causality has become an emerging field
of study in statistics. Whereas, previously, statisticians exercised great
caution avoiding the subject. The works of Pearl (2000, 2009) are a
major starting point for the acceptance of causality in statistics. The
basic distinction between statistical association and causal analysis lies
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in the variability of experimental conditions. While in standard statis-
tical analysis these conditions are held constant, causal analysis aims
at inferring dynamics of probabilities under changing conditions, e.g.,
changes induced by interventions.
The following notation and terminology is based on Pearl (2000) and
will be used throughout Chapter 3.

Suppose we have a distribution P defined on n discrete variables
X1, X2, . . . , Xn. The chain rule of probability calculus, i.e.,

P (E1, E2, . . . , En) = P (En|En−1, . . . , E2, E1) · · ·P (E2|E1)P (E1),

where E1, E2, . . . , En is a set of n events, permits to decompose P as a
product of n conditional distributions:

P (x1, x2, . . . , xn) =

n∏
j=1

P (xj |x1, x2, . . . , xj−1). (1.1)

If we now suppose that the conditional probability of each variable Xj

is not effected by all its predecessors Xj−1, . . . , X2, X1 but only a small
subset of these which we call PAj , we can then write (1.1) as

P (x1, x2, . . . , xn) =

n∏
j=1

P (xj |paj). (1.2)

The set PAj is called the Markovian parents of Xj .

Definition 1. A set of variables PAj is said to be the Markovian
parents of Xj if PAj is a minimal subset of {X1, . . . , Xj−1} satisfying

P (xj |paj) = P (xj |x1, x2, . . . , xj−1). (1.3)

The assignment proposed in Definition 1 can be represented in the
form of a Bayesian network G in which variables are incorporated as
nodes and arrows are drawn from the nodes in PAj to the child node Xj

for all j = 1, . . . , n. Since all edges in such a network are directed (e.g.



1.2. Causality 5

X1 Season

X2 RainX3Sprinkler

X4 Wet

X5 Slippery

Figure 1.1: DAG representing the dependencies between five variables. This typical
Bayesian network describes the relation between the season of the year (X1), whether
the sprinkler is on (X3), whether it is raining (X3), whether the floor is wet (X4) and
whether the floor is slippery (X5). The network was constructed based on intuition and
according to Definition 1. The missing link between X1 and X5 for example illustrates
our understanding that the slipperiness of the floor is not directly mediated by the season
of the year but other factors in between. Furthermore, knowing the state of X4 renders
X5 independent of the remaining ancestral nodes (i.e. X1, X2 and X3).
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arrows with one head) and, due to the recursive construction method
implied by Definition 1, there are no cycles, we refer to this kind of
representation as a directed acyclic graph (DAG).

It is clear that every distribution P satisfying (1.3) can be decom-
posed into the product (1.2). For example the Bayesian network illus-
trated in Figure 1.1 decomposes according to Definition 1 to

P (x1, x2, x3, x4, x5) = P (x1)P (x2|x1)P (x3|x1)P (x4|x2, x3)P (x5|x4).

Since the product decomposition in (1.2) is not order-specific we can
conclude that a necessary condition for a DAG G to be a Bayesian
network of probability distribution P is for P to allow the product de-
composition imposed by G, as described in (1.2).
Further details on notation, d-separation and the use of causal models
can be found in Pearl (2000).

Several algorithms for discovering causal structures are available
(see Spirtes et al. (2000)). Here we use only the PC algorithm (Gly-
mour et al. (1991)) which starts with the complete undirected graph,
then reducing the graph by removing edges with zero order conditional
independence relations. Next, all edges with first order conditional in-
dependence relations are removed, and so on (see Algorithm 1). After
removal of these edges the algorithm orients as many edges as possible.
However, it is often the case that not all remaining edges can be ori-
ented and therefore we do not end up with a DAG but with a completed
partially directed acyclic graph (CPDAG). These CPDAGs represent a
set of DAGs in the form of a Markov equivalence class. By directing all
the undirected edges in a CPDAG one way or another we end up with
a set of DAGs comprising the equivalence class. Based on these and
further concepts we derive a way of finding genes effecting the flowering
time of the model species Arabidopsis thaliana in Chapter 3.

1.3 Integration of transcript and protein data

A näıve understanding of protein synthesis can be summarised as: DNA
is turned into RNA, RNA is turned into proteins. This simplification
describes the straight path of information transfer in the central dogma
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Algorithm 1 The PC algorithm (Glymour et al. (1991)).

Require: node set V
1: Form the complete undirected graph C on the node set V;
2: k=0;
3: repeat
4: repeat
5: select an ordered pair of variables X and Y that are adjacent

in C such that
|adj(C,X) \ {Y }| ≥ k,

and a subset S ⊂ adj(C,X) \ {Y } such that |S| = k,
6: if X and Y are d-separated given S then
7: delete edge X–Y from C;
8: record S in sepset(X,Y ) and sepset(Y,X);
9: end if

10: until |adj(C,X)\{Y }| ≥ k and all S, where S ⊂ adj(C,X)\{Y },
have been tested for d-separation

11: k=k+1;
12: until |adj(C,X) \ {Y }| < k
13: for (X,Y, Z) such that X and Z are in adj(C, Y ) but X and Z are

not adjacent in C do
14: if Y /∈ sepset(X,Z) then
15: orient X − Y − Z as X → Y ← Z.
16: end if
17: end for
18: repeat
19: if U → V −W & U and W are not adjacent then
20: orient V −W as V →W ;
21: end if
22: if U − V & there is a directed path from U to V then
23: orient U − V as U → V ;
24: end if
25: until no more edges can be oriented
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DNA

RNA

proteins

Figure 1.2: Central dogma of molecular biology. The arrows indicate the flow of
sequential information between the three types of polymers: DNA, RNA and proteins.
Blue arrows describe general transfers and red arrows describe special transfers only
acquired under specific conditions. The third class of possible interactions is called
unknown transfers believed never to occur and therefore illustrated by missing arrows.

of molecular biology connecting DNA with proteins (Figure 1.2). Con-
sidering also DNA replication, where the information transfer is from
DNA to DNA, we have all general transfers of information in protein
synthesis. Special transfers occur under specific conditions only, e.g.,
viral RNA imposing its information on DNA or RNA replication.

However, it is infinitely more complicated to measure proteins than
transcripts. Whereas transcripts are very long and straight molecules
which can be targeted by artificial probes to be identified or quantified,
proteins are sequences of amino acids folded into complex structures
often interacting with other proteins. Directly measuring protein abun-
dance in biological samples is to date technically not possible. There-
fore, analysis of protein abundance normally include a separation step
(e.g. according to size using gel electrophoresis), a cleavage step (e.g.
tryptic digestion into peptides), another separation (e.g. using high-
performance liquid chromatography according to charge ) and finally
the injection into a mass spectrometer, where usually the peptides are
further fragmented into smaller molecules.
Resulting tandem mass spectra are then used to identify the measured
proteins by searching against a database, often unfortunately using pro-
prietary software. In the end proteins are quantified using mass spectra
and other algorithms.
Although there are some weak points, this work flow is widely accepted
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in the proteomics research community and presents the state-of-the-art.
Weak points include (among others) the poor detectability of proteins
very lowly concentrated in living tissue and of peptides due to their
chemical properties.
This results in only parts of the proteome being covered and makes the
quantification a relative measure, allowing only for comparison between
samples and not between proteins.
Following the above concepts we would intuitively expect that gene
expression and its corresponding protein abundance behave in a cause-
effect relation, i.e., if the content of messenger RNA in a sample is high
at a given time point, then the concentration of corresponding protein
should go up some time later. In Chapter 4 we show that not only is
this expectation violated but we also give a physiological explanation
as to why this is the case.

1.4 Thesis overview

Chapter 2 is about missing value imputation using a nonparametric
approach which is able to cope with mixed-type data without separat-
ing data types into individual problems. By using a random forest we
are not only able to achieve the aforementioned but also to assign each
imputed variable with a measure of error without setting aside a test
set. Chapter 2 is published in Stekhoven and Bühlmann (2012).

In Chapter 3 we develop a method for efficient design of experiment
in the high-dimensional settings of genomics. We combine earlier works
in the fields of causality and structure estimation to rank covariates in
a stable fashion according to their causal effect on a response. Further-
more, we validated our method by performing knock-out experiments
with mutant plants of the species A. thaliana. The corresponding pa-
per is Stekhoven et al. (2012).

Chapter 4 describes a EU-funded project with the central aim of un-
derstanding development and circadian processes under differing water
conditions in A. thaliana based on the integration of transcriptomic,
proteomic and metabolomic data harvested under most homogeneous
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conditions. Our main contribution to the project was the develop-
ment of an analysis of variance based scheme to distinguish time-based
patterns in the expression of genes and proteins. In addition, the in-
tegration of protein and transcript patterns using an overlap strategy.
According to these distinctions groups of genes, proteins and gene-
protein pairs characterising time-based patterns could be identified and
assigned with physiological functions derived from enrichment analyses.
Chapter 4 is largely based on the manuscript Bärenfaller et al. (2012).
The list of contributing co-authors can be found in the reference list.



Chapter 2

MissForest - nonparametric missing

value imputation for mixed-type data

Modern data acquisition based on high-throughput technology is of-
ten facing the problem of missing data. Algorithms commonly used in
the analysis of such large-scale data often depend on a complete set.
Missing value imputation offers a solution to this problem. However,
the majority of available imputation methods are restricted to one type
of variable only: continuous or categorical. For mixed-type data the
different types are usually handled separately. Therefore, these meth-
ods ignore possible relations between variable types. We propose a
nonparametric method which can cope with different types of variables
simultaneously.

We compare several state of the art methods for the imputation
of missing values. We propose and evaluate an iterative imputation
method (missForest) based on a random forest. By averaging over
many unpruned classification or regression trees random forest intrin-
sically constitutes a multiple imputation scheme. Using the built-in
out-of-bag error estimates of random forest we are able to estimate
the imputation error without the need of a test set. Evaluation is
performed on multiple data sets coming from a diverse selection of bi-
ological fields with artificially introduced missing values ranging from
10% to 30%. We show that missForest can successfully handle missing
values, particularly in data sets including different types of variables.
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In our comparative study missForest outperforms other methods of
imputation especially in data settings where complex interactions and
nonlinear relations are suspected. The out-of-bag imputation error esti-
mates of missForest prove to be adequate in all settings. Additionally,
missForest exhibits attractive computational efficiency and can cope
with high-dimensional data.

2.1 Introduction

Imputation of missing values is often a crucial step in data analysis.
Many established methods of analysis require fully observed data sets
without any missing values. However, this is seldom the case in medical
and biological research today. The ongoing development of new and en-
hanced measurement techniques in these fields provides data analysts
with challenges prompted not only by high-dimensional multivariate
data where the number of variables may greatly exceed the number of
observations but also by mixed data types where continuous and cat-
egorical variables are present. In our context categorical variables can
arise as any kind ranging from technical settings in a mass spectrom-
eter to a diagnostic expert opinion on a disease state. Additionally,
such data sets often contain complex interactions and nonlinear rela-
tion structures which are notoriously hard to capture with parametric
procedures.

Most prevalent imputation methods, like k nearest neighbours (KN-
Nimpute, Troyanskaya et al. (2001)) for continuous data, saturated
multinomial model (Schafer (1997)) for categorical data and multivari-
ate imputation by chained equations (MICE, Van Buuren and Oud-
shoorn (1999)) for mixed data types depend on tuning parameters or
specification of a parametric model. The choice of such tuning param-
eters or models without prior knowledge is difficult and might have a
dramatic effect on a method’s performance. Excluding MICE the above
methods and the majority of other imputation methods are restricted
to one type of variable. Furthermore, all these methods make assump-
tions about the distribution of the data or subsets of the variables,
leading to questionable situations, e.g. assuming normal distributions.

The literature on mixed-type data imputation is rather scarce. Its
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first appearance was in the developing field of multiple imputation
brought up by Rubin (1978). Little and Schluchter (1985) presented
an approach based on maximum likelihood estimation combining the
multivariate normal model for continuous and the Poisson/multinomial
model for categorical data. This idea was later on extended in the
book of Little and Rubin (1987). See also Li (1988), Rubin and Schafer
(1990) and Schafer (1997). A more refined method to combine differ-
ent regression models for mixed-type data was proposed by Van Bu-
uren and Oudshoorn (1999) using chained equations. The conditional
model in MICE can be specified for the missing data in each incomplete
variable. Therefore no multivariate model covering the entire data set
has to be specified. However, it is assumed that such a full multi-
variate distribution exists and missing values are sampled from condi-
tional distributions based on this full distribution (for more details see
Section 2.3). Another similar method using variable-wise conditional
distributions was proposed by Raghunathan et al. (2001) called sequen-
tial regression multivariate imputation. Unlike in MICE the predictors
must not be incomplete. The method is focussed on survey data and
therefore includes strategies to incorporate restrictions on subsamples
of individuals and logical bounds based on domain knowledge about the
variables, e.g., only women can have a number of pregnancies recorded.

Our motivation is to introduce a method of imputation which can
handle any type of input data and makes as few as possible assumptions
about structural aspects of the data. Random forest (RF, Breiman
(2001)) is able to deal with mixed-type data and as a nonparametric
method it allows for interactive and nonlinear (regression) effects. We
address the missing data problem using an iterative imputation scheme
by training a RF on observed values in a first step, followed by pre-
dicting the missing values and then proceeding iteratively. Mazumder
et al. (2010) use a similar approach for the matrix completion problem
using a soft-thresholded SVD iteratively replacing the missing values.
We choose RF because it can handle mixed-type data and is known to
perform very well under barren conditions like high dimensions, com-
plex interactions and nonlinear data structures. Due to its accuracy
and robustness RF is well suited for the use in applied research often
harbouring such conditions. Furthermore, the RF algorithm allows for
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estimating out-of-bag (OOB) error rates without the need for a test
set. For further details see Breiman (2001).

Here we compare our method with k-nearest neighbour imputation
(KNNimpute, Troyanskaya et al. (2001)) and the Missingness Pattern
Alternating Lasso (MissPALasso) algorithm by Städler and Bühlmann
(2010) on data sets having continuous variables only. For the cases
of categorical and mixed type of variables we compare our method
with the MICE algorithm by Van Buuren and Oudshoorn (1999) and a
dummy variable encoded KNNimpute. Comparisons are performed on
several data sets coming from different fields of life sciences and using
different proportions of missing values.

We show that our approach is competitive to or outperforms the
compared methods on the used data sets irrespectively of the variable
type composition, the data dimensionality, the source of the data or
the amount of missing values. In some cases the decrease of imputation
error is up to 50%. This performance is typically reached within only a
few iterations which makes our method also computationally attractive.
The OOB imputation error estimates give a very good approximation
of the true imputation error having on average a proportional deviation
of no more than 10 - 15%. Furthermore, our approach needs no tuning
parameter, hence, is easy to use and needs no prior knowledge about
the data.

2.2 Approach

We assume X = (X1,X2, . . . ,Xp) to be a n× p-dimensional data ma-
trix. We propose using a random forest to impute the missing values
due to its earlier mentioned advantages as a regression method. The
random forest algorithm has a built-in routine to handle missing values
by weighting the frequency of the observed values in a variable with
the random forest proximities after being trained on the initially mean
imputed data set (Breiman (2001)). However, this approach requires a
complete response variable for training the forest.

Instead, we directly predict the missing values using a random forest
trained on the observed parts of the data set. For an arbitrary variable

Xs including missing values at entries i
(s)
mis ⊆ {1, . . . , n} we can separate
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the data set in four parts:

1. The observed values of variable Xs, denoted by y
(s)
obs;

2. the missing values of variable Xs, denoted by y
(s)
mis;

3. the variables other than Xs with observations
i
(s)
obs = {1, . . . , n} \ i

(s)
mis, denoted by x

(s)
obs;

4. the variables other than Xs with observations i
(s)
mis,

denoted by x
(s)
mis.

Note that x
(s)
obs is typically not completely observed since the index

i
(s)
obs corresponds to the observed values of the variable Xs. Likewise,

x
(s)
mis is typically not completely missing.

To begin, make an initial guess for the missing values in X us-
ing mean imputation or another imputation method. Then, sort the
variables Xs, s = 1, . . . , p according to the amount of missing values
starting with the lowest amount. For each variable Xs the missing val-

ues are imputed by first fitting a random forest with response y
(s)
obs and

predictors x
(s)
obs; then, predicting the missing values y

(s)
mis by applying

the trained random forest to x
(s)
mis. The imputation procedure is re-

peated until a stopping criterion is met. The pseudo algorithm 2 gives
a representation of the missForest method.

The stopping criterion γ is met as soon as the difference between
the newly imputed data matrix and the previous one increases for the
first time with respect to both variable types, if present. Here, the
difference for the set of continuous variables N is defined as

∆N =

∑
j∈N(Ximp

new −Ximp
old )2∑

j∈N(Ximp
new)2

,

and for the set of categorical variables F as

∆F =

∑
j∈F

∑n
i=1 IXimp

new 6=Ximp
old

#NA
,
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Algorithm 2 Impute missing values with random forest.

Require: X an n× p matrix, stopping criterion γ
1: Make initial guess for missing values;
2: k← vector of sorted indices of columns in X

w.r.t. increasing amount of missing values;
3: while not γ do
4: Ximp

old ← store previously imputed matrix;
5: for s in k do
6: Fit a random forest: y

(s)
obs ∼ x

(s)
obs;

7: Predict y
(s)
mis using x

(s)
mis;

8: Ximp
new ← update imputed matrix, using predicted y

(s)
mis;

9: end for
10: update γ.
11: end while
12: return the imputed matrix Ximp

where #NA is the number of missing values in the categorical variables.
After imputing the missing values the performance is assessed using

the normalised root mean squared error (NRMSE, Oba et al. (2003))
for the continuous variables which is defined by

NRMSE =

√
mean ((Xtrue −Ximp)2)

var (Xtrue)
,

where Xtrue is the complete data matrix and Ximp the imputed data
matrix. We use mean and var as short notation for empirical mean
and variance computed over the continuous missing values only. For
categorical variables we use the proportion of falsely classified entries
(PFC) over the categorical missing values, ∆F . In both cases good
performance leads to a value close to 0 and bad performance to a value
around 1.

When a RF is fit to the observed part of a variable we also get
an OOB error estimate for that variable. After the stopping criterion
γ was met we average over the set of variables of the same type to
approximate the true imputation errors. We assess the performance
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of this estimation by comparing the absolute difference between true
imputation error and OOB imputation error estimate in all simulation
runs.

2.3 Methods

We compare missForest with four methods on ten different data sets
where we distinguish between situations with continuous variables only,
categorical variables only and mixed variable types.

The most well-known method for imputation of continuous data
sets especially in the field of gene expression analysis is the KNNim-
pute algorithm by Troyanskaya et al. (2001). A missing value variable
Xj is imputed by finding its k nearest observed variables and taking
a weighted mean of these k variables for imputation. Thereby, the
weights depend on the distance of the variable Xj . The distance itself
is usually chosen to be the Euclidean distance.

When using KNNimpute the choice of the tuning parameter k can
have a large effect on the performance of the imputation. However,
this parameter is not known beforehand. Since our method includes no
such parameter we implement a cross-validation (see Algorithm 3) to
obtain a suitable k.

In the original paper of Troyanskaya et al. (2001) the data was not
standardized before applying the KNNimpute algorithm. This consti-
tutes no issue in the case of gene expression data because such data
generally consists of variables on similar scales. However, we are ap-
plying the KNNimpute algorithm to data sets with varying scales in
the variables. To avoid variance based weighting of the variables we
scale them to a unit standard deviation. We also center the variables
at zero. After imputation the data is retransformed such that the error
is computed on the original scales. This last step is performed because
missForest does not need any transformation of the data and we want
to compare the performance of the methods on the original scales of
the data.

Another approach for continuous data, especially in the case of
high-dimensional normal data matrices, is presented by Städler and
Bühlmann (2010) using an EM-type algorithm. In their Missingness
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Algorithm 3 Cross-validation KNN imputation.

Require: X an n × p matrix, number of validation sets l, range of
suitable number of nearest neighbours K

1: XCV ← initial imputation using mean imputation;
2: for t in 1, . . . , l do
3: XCV

mis,t ← artificially introduce missing values to XCV ;
4: for k in K do
5: XCV

KNN,t ← KNN imputation of XCV
mis,t using k nearest neigh-

bours;
6: εk,t ← error of KNN imputation for k and t;
7: end for
8: end for
9: kbest ← argmin

k

1
l

∑l
t=1 εk,t;

10: Ximp ← KNN imputation of X using kbest nearest neighbours.

Pattern Alternating Imputation and l1-penalty (MissPALasso) algo-
rithm the missing variables are regressed on the observed ones using
the lasso penalty by Tibshirani (1996). In the following E step the
obtained regression coefficients are used to partially update the latent
distribution. The MissPALasso has also a tuning parameter λ for the
penalty. As with KNNimpute we use cross-validation to tune λ (cf.
Algorithm 3). When applying MissPALasso the data is standardized
as regularization with a single λ requires the different regressions to be
on the same scale.

In the comparative experiments with categorical or mixed-type vari-
ables we use the MICE algorithm by Van Buuren and Oudshoorn (1999)
based on the multivariate multiple imputation scheme of Schafer (1997).
In contrast to the latter the conditional distribution for the missing data
in each incomplete variable is specified in MICE, a feature called fully
conditional specification by Van Buuren (2007). However, the existence
of a multivariate distribution from which the conditional distribution
can be easily derived is assumed. Furthermore, iterative Gibbs sam-
pling from the conditional distributions can generate draws from the
multivariate distribution. We want to point out that MICE in its de-
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fault setup is not mainly intended for simple missing value imputation.
Using the multiple imputation scheme MICE allows for assessing the
uncertainty of the imputed values. It includes features to pool multiple
imputations, choose individual sampling procedures and allows for pas-
sive imputation controlling the sync of transformed variables. In our
experiments we used MICE with either linear regression with normal
errors or mean imputation for continuous variables, logistic regression
for binary variables and polytomous logistic regression for categorical
variables with more than two categories.

For comparison across different types of variables we apply the KN-
Nimpute algorithm with dummy coding for the categorical variables.
This is done by coding a categorical variable Xj into m dichotomous

variables X̃j,m ∈ {−1, 1}. Application of the KNNimpute algorithm
for categorical data can be summarized as:

1. Code all categorical variables into {−1, 1}-dummy variables;

2. standardize all variables to mean 0 and standard deviation 1;

3. apply the cross-validated KNNimpute method from Algorithm 3;

4. retransform the imputed data matrix to the original scales;

5. code the dummy variables back to categorical variables;

6. computed the imputation error.

For each experiment we perform 50 independent simulations where
10%, 20% or 30% of the values are removed completely at random. Each
method is then applied and the NRMSE, the PFC or both are computed
(see Section 2.2). We perform a paired Wilcoxon test of the error
rates of the compared methods versus the error rates of missForest. In
addition, the OOB error estimates of missForest is recorded in each
simulation.
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2.4 Results

2.4.1 Continuous variables only

First, we focus on continuous data. We investigate the following four
publicly available data sets:

• Isoprenoid gene network in A. thaliana: This gene network
includes p = 39 genes each with n = 118 gene expression profiles
corresponding to different experimental conditions. For more de-
tails on this data set see Wille et al. (2004).

• Voice measures in Parkinson’s patients: The data described
by Little et al. (2008) contains a range of biomedical voice mea-
surements from 31 individuals, 23 with Parkinson’s disease (PD).
There are p = 22 particular voice measurements and n = 195
voice recordings from these individuals. The data set also con-
tains a response variable giving the health status. Dealing only
with continuous variables the response was removed from the
data. We will return to this later on.

• Shapes of musk molecules: This data set describes 92 molecules
of which 47 are musks and 45 are non-musks. For each molecule
p = 166 features describe its conformation, but since a molecule
can have many conformations due to rotating bonds, there are
n = 476 different low-energy conformations in the set. The clas-
sification into musk and non-musk molecules is removed.

• Insulin gene expression: This high-dimensional data set orig-
inates from an analysis by Wu et al. (2007) of vastus lateralis
muscle biopsies from three different types of patients following
insulin treatment. The three types are insulin-sensitive, insulin-
resistant and diabetic patients. The analysis involves p = 12′626
genes whose expression levels were measured from n = 110 muscle
biopsies. Due to computation time we only perform 10 simula-
tions instead of 50.

Results are given in Figure 2.1. We can see that missForest per-
forms well, sometimes reducing the average NRMSE by up to 25%
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with respect to KNNimpute. In case of the musk molecules data the
reduction is even above 50%. The MissPALasso performs slightly bet-
ter than missForest on the gene expression data. However, there are
no results for the MissPALasso in case of the Insulin data set because
the high dimension makes computation not feasible.

For continuous data the missForest algorithm typically reaches the
stopping criterion quite fast needing about 5 iterations. The impu-
tation takes about 10 times as long as performing the cross-validated
KNNimpute where {1, . . . , 15} is the set of possible numbers of neigh-
bours. For the Insulin data set an imputation takes on average 2 hours
on a customary available desktop computer.

2.4.2 Categorical variables only

We also consider data sets with only categorical variables. Here, we
use the MICE algorithm described in Section 2.3 instead of the Miss-
PALasso. We use a dummy implementation of the KNNimpute algo-
rithm to deal with categorical variables (see Section 2.3). We apply the
methods to the following data sets:

• Cardiac single photon emission computed tomography
(SPECT) images: Kurgan et al. (2001) discuss this processed
data set summarizing over 3000 2D SPECT images from n = 267
patients in p = 22 binary feature patterns.

• Promoter gene sequences in E. coli: The data set contains
sequences found by Harley and Reynolds (1987) for promoters
and sequences found by Towell et al. (1990) for non-promoters
totalling n = 106. For each candidate a sequence of 57 base
pairs was recorded. Each variable can take one of four DNA nu-
cleotides, i.e., adenine, thymine, guanine or cytosine. Another
variable distinguishes between promoter and non-promoter in-
stances.

• Lymphography domain data: The observations were obtained
from patients suffering from cancer in the lymphatic of the im-
mune system. For each of the n = 148 lymphoma p = 19 different
properties were recorded mainly in a nominal fashion. There are
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Figure 2.1: Continuous data. Average NRMSE for KNNimpute (grey), MissPALasso
(white) and missForest (black) on four different data sets and three different amounts of
missing values, i.e., 10%, 20% and 30%. Standard errors are in the order of magnitude
of 10−4. Significance levels for the paired Wilcoxon tests in favour of missForest are
encoded as “*” <0.05, “**” <0.01 and “***” <0.001. If the average error of the
compared method is smaller than that of missForest the significance level is encoded by
a hash (#) instead of an asterisk. In the lowermost data set results for MissPALasso
are missing due to the methods limited capability with regard to high dimensions.
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nine binary variables. The rest of the variables have three or more
levels.

In Figure 2.2 we can see that missForest is always imputing the miss-
ing values better than the compared methods. In some cases – namely
for the SPECT data – the decrease of PFC compared to MICE is up to
60%. However, for the other data sets the decrease is less pronounced
ranging around 10 - 20% – but there still is a decrease. The amount of
missing values on the other hand seems to have only a minor influence
on the performance of all methods. Except for MICE on the SPECT
data, error rates remain almost constant increasing only by 1 - 2%. We
pointed out earlier that MICE is not primarily tailored for imputation
performance but offers additional possibilities of assessing uncertainty
of the imputed values due to the multiple imputation scheme. Anyhow,
the results using the cross-validated KNNimpute (see Algorithm 3) on
the dummy-coded categorical variables is surprising. The imputation
for missForest needs on average 5 times as long as a cross-validated
imputation using KNNimpute.

2.4.3 Mixed-type variables

In the following we investigate four data sets where the first one has
already been introduced, i.e. musk molecules data including the cate-
gorical response yielding the classification. The other data sets are:

• Proteomics biomarkers for Gaucher’s disease: Gaucher’s
disease is a rare inherited enzyme deficiency. In this data set Smit
et al. (2007) present protein arrays for biomarkers (p = 590) from
blood serum samples (n = 40). The binary response distinguishes
between disease status.

• Gene finding over prediction (GFOP) peptide search:
This data set comprises mass-spectrometric measurements of n =
595 peptides from two shotgun proteomics experiments on the
nematode Caenorhabditis elegans. The collection of p = 18 bi-
ological, technical and analytical variables had the aim of novel
peptide detection in a search on an extended database using es-
tablished gene prediction methods.



24 Chapter 2. MissForest

0.
0

0.
3

0.
6

0.
0

0.
3

0.
6

0.
0

0.
3

0.
6 SPECT data

      10% 20% 30%     

**
***

***
***

***

***

0.
0

0.
6

0.
0

0.
6

0.
0

0.
6

Promoter data

      10% 20% 30%     

*** *** *** *** *** ***

0.
0

0.
3

0.
0

0.
3

0.
0

0.
3

Lymphography data

      10% 20% 30%     

*** *** *** *** *** ***

P
F

C

Figure 2.2: Categorical data. Average PFC for cross-validated KNNimpute (grey),
MICE (white) and missForest (black) on three different data sets and three different
amounts of missing values, i.e., 10%, 20% and 30%. Standard errors are in the order
of magnitude of 10−4. Significance levels for the paired Wilcoxon tests in favour of
missForest are encoded as “*” <0.05, “**” <0.01 and “***” <0.001.
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• Children’s Hospital data: This data set is the product of a sys-
tematic long-term review of children with congenital heart defects
after open-heart surgery. Next to defect and surgery related vari-
ables also long-term psychological adjustment and health-related
quality of life was assessed. After removing observations with
missing values the data set consists of n = 55 patients and p = 124
variables of which 48 are continuous and 76 are categorical. For
further details see Latal et al. (2009).

The results of this comparison are given in Figure 2.3. We can see
that missForest performs better than the other two methods, again re-
ducing imputation error in many cases by more than 50%. For the
GFOP data, KNNimpute has a slightly smaller NRMSE than missFor-
est but makes twice as much error on the categorical variables. Gen-
erally, with respect to the amount of missing values the NRMSE tends
to have a greater variability than the PFC which remains largely the
same.

The imputation results for MICE on the Children’s Hospital data
have to be treated cautiously. Since this data set contains ill-distributed
and nearly dependent variables, e.g., binary variables with very few ob-
servations in one category, the missingness pattern has a direct influ-
ence on the operability of the MICE implementation in the statistical
software R. The imputation error illustrated in Figure 2.3 was com-
puted from 50 successful simulations by randomly generating missing-
ness patterns, which did not include only complete cases or no complete
cases at all within the categories of the variables. Therefore, the ac-
tual numbers of simulations were larger than 50 for all three missing
value amounts. Furthermore, nearly dependent variables were removed
after each introduction of missing values. This leads to an average of
7 removed variables in each simulation. Due to this ad-hoc manipu-
lation for making the MICE implementation work, we do not report
significance statements for the imputation error.

2.4.4 Estimating imputation error

In each experiment we get for each simulation run an OOB estimate for
the imputation error. In Figure 2.4 the differences of true imputation
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Figure 2.3: Mixed-type data. Average NRMSE (left bar) and PFC (right bar, shaded)
for KNNimpute (grey), MICE (white) and missForest (black) on four different data sets
and three different amounts of missing values, i.e., 10%, 20% and 30%. Standard errors
are in the order of magnitude of 10−3. Significance levels for the paired Wilcoxon tests
in favour of missForest are encoded as “*” <0.05, “**” <0.01 and “***” <0.001. If the
average error of the compared method is smaller than that of missForest the significance
level is encoded by a hash (#) instead of an asterisk. Note that, due to ill-distribution
and near dependence in the Child hospital data, the results for MICE have to be treated
with caution (see Section 2.4.3).
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Figure 2.4: Difference of true imputation error errtrue and OOB imputation error
estimate êrrOOB. Differences are given for continuous data sets (left) and categorical
data sets (right) and three different amounts of missing values, i.e., 0.1, 0.2 and 0.3. In
each case the average errtrue (circle) and the average êrrOOB (plus) over all simulations
is given.

error, errtrue, and OOB error estimates, êrrOOB, are illustrated for the
continuous and the categorical data sets. Also, the mean of the true
imputation error and the OOB error estimate over all simulations is
depicted.

We can see that for the Isoprenoid and Musk data sets the OOB
estimates are very accurate only differing from the true imputation
error by a few percents. In case of the Parkinson’s data set the OOB
estimates exhibit a lot more variability than in all other data sets. How-
ever, on average the estimation is comparably good. For the categorical
data sets the estimation accuracy behaves similarly over all scenarios.
The OOB estimates tend to underestimate the imputation error with
increasing amount of missing values. Apparently, the absolute size of
the imputation error seems to play a minor role in the accuracy of the
OOB estimates which can be seen nicely when comparing the SPECT
and the Promoter data.
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2.4.5 Computational efficiency

We assess the computational cost of missForest by comparing the run-
times of imputation on the previous data sets. Table 2.1 shows the
runtimes in seconds of all methods on the analyzed data sets. We can
see that KNNimpute is by far the fastest method. However, missForest
runs considerably faster than MICE and the MissPALasso. In addition,
applying missForest did not require antecedent standardization of the
data, laborious dummy coding of categorical variables nor implemen-
tation of CV choices for tuning parameters.

Data set n p KNN MPL MICE missForest

Isoprenoid 118 39 0.8 170 - 5.8
Parkinson’s 195 22 0.7 120 - 6.1
Musk (cont.) 476 166 13 1400 - 250
Insulin 110 12626 1800 n/a - 6200

SPECT 267 22 1.3 - 37 5.5
Promoter 106 57 14 - 4400 38
Lymphography 148 19 1.1 - 93 7.0

Musk (mixed) 476 167 27 - 2800 500
Gaucher’s 40 590 1.3 - 130 29
GFOP 595 18 2.7 - 1400 40
Children 55 124 2.7 - 4000 110

Table 2.1: Average runtimes [s] for imputing the analyzed data sets. Runtimes
are averaged over the amount of missing values since this has a negligible effect on
computing time. Here, KNN stands for KNN imputation and MPL for MissPALasso.

There are two possible ways to speed up computation. The first
one is to reduce the number of trees grown in each forest. In all com-
parative studies the number of trees was set to 100 which offers high
precision but increased runtime. In Table 2.2 we can see that changing
the number of trees in the forest has a stagnating influence on im-
putation error, but a strong influence on computation time which is
approximately linear in the number of trees.

The second one is to reduce the number of variables randomly se-
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mtry ntree
10 50 100 250 500

1
36.8/35.5 27.4/32.3 20.4/31.3 17.2/30.0 16.0/30.8

2.5s 3.2s 3.9s 5.8s 9.2s

2
34.9/31.8 24.8/29.2 18.3/28.8 16.0/28.6 15.5/29.1

6.9s 11.8s 15.0s 25.2s 39.3s

4
34.9/31.3 24.4/28.9 17.9/28.2 15.4/28.2 15.8/28.7

16.5s 25.1s 35.0s 49.0s 83.3s

8
34.7/31.4 24.3/28.9 18.1/27.8 15.2/27.8 15.7/28.6

39.2s 57.4s 84.4s 130.2s 190.8s

16
34.6/30.9 24.3/28.7 18.1/28.0 15.4/27.8 15.6/28.5

68.7s 99.7s 172.2s 237.6s 400.7s

Table 2.2: Average imputation error (NRMSE/PFC [%]) and runtime [s] with dif-
ferent numbers of trees (ntree) grown in each forest and variables tried (mtry) at
each node of the trees. Here, we consider the GFOP data set with artificially intro-
duced 10% of missing values. For each comparison 50 simulation runs were performed
using always the same missing value matrix for all numbers of trees/randomly selected
variables for a single simulation.

lected at each node (mtry) to set up the split. Table 2.2 shows that
increasing mtry has limited effect on imputation error, but computation
time is strongly increased. Note that for mtry = 1 we do not longer
have a random forest, since there is no more choice between variables
to split on. This leads to a much higher imputation error, especially
for the cases with low numbers of bootstrapped trees. We use for all
experiments b√pc as default value, e.g., in the GFOP data this equals
4.
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2.5 Conclusion

Our new algorithm, missForest, allows for missing value imputation on
basically any kind of data. In particular, it can handle multivariate
data consisting of continuous and categorical variables simultaneously.
MissForest has no need for tuning parameters nor does it require as-
sumptions about distributional aspects of the data. We show on several
real data sets coming from different biological and medical fields that
missForest outperforms established imputation methods like k-nearest
neighbours imputation or multivariate imputation using chained equa-
tions. Using our OOB imputation error estimates missForest offers a
way to assess the quality of an imputation without the need of set-
ting aside test data nor performing laborious cross-validations. For
subsequent analysis these error estimates represent a mean of informal
reliability check for each variable. The full potential of missForest is
deployed when the data includes complex interactions or nonlinear re-
lations between variables of unequal scales and different type. Further-
more, missForest can be applied to high-dimensional data sets where
the number of variables may greatly exceed the number of observations
to a large extent and still provides excellent imputation results.
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Chapter 3

Causal stability ranking

Genotypic causes of a phenotypic trait are typically determined via
randomised controlled intervention experiments. Such experiments are
often prohibitive with respect to durations and costs. We therefore
consider inferring stable rankings of genes, according to their causal
effects on a phenotype, from observational data only. We validated our
method, which we call Causal Stability Ranking (CStaR), in two sit-
uations. First, we performed knock-out experiments with Arabidopsis
thaliana according to a predicted ranking with flowering time as phe-
notype of interest from observational gene expression data. Next to
several known regulators of flowering time we found almost half of the
tested top ranking genes to have a significantly changed flowering time.
Secondly, we compared CStaR to established regression-based methods
on a gene expression data set of Saccharomyces cerevisiae. We found
these established methods to perform less than CStaR. Our method
allows for efficient design and prioritization of future experiments, and
due to its generality it is useable for a broad spectrum of applications.

3.1 Introduction

The growing interest in causal inference (Kruglyak and Storey (2009))
has increased not only the need for methods able to handle this task
but also for designed experimental validation. It is of general interest to
infer the genotypic causes of a complex phenotypic trait (Glazier et al.
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(2002)). The classical approach relies on randomised controlled inter-
vention experiments, e.g., knocking out a gene and observing the effect
on the phenotype relative to the wild-type organism. However, such
intervention experiments are time consuming and expensive. We there-
fore consider the problem of inferring causal effects from data obtained
by observing a system without subjecting it to targeted interventions
(observational data). This problem is generally ill-posed, but the re-
cently proposed IDA method (Maathuis et al. (2009, 2010)) provides
estimated lower bounds of causal effects from observational data under
some assumptions. However, these bounds come without a measure
of uncertainty. We address this issue by introducing a new method
combining IDA and a version of stability selection (Meinshausen and
Bühlmann (2010)), which we call Causal Stability Ranking (CStaR,
Figure 3.1 and Appendix 3.A.1). The addition of stability selection to
IDA provides two advantages. First, CStaR leads to a stable ranking
of biomarkers (e.g. genes) according to the size of their causal effects,
irrespective of the choice of the tuning parameter in stability selection.
Second, under some additional assumptions, CStaR allows controlling
an error rate of false positive findings, namely the expected number of
false positives and hence also the per-comparison error rate (PCER).

3.2 Methods

Based on observational training data only, CStaR predicts the causal
effect of a gene (or a covariate) on a response of interest, including a
per-comparison error rate for the false positive gene selections. This is
achieved by combining IDA (Appendix 3.A.1.1) with a version of sta-
bility selection (Appendix 3.A.1.2) on a range of different parameters.
Predicted causal effects are ranked according to their stability aggre-
gated over this range (Appendix 3.A.1.3).
We validated CStaR in two situations. First, we trained CStaR on a
publicly available compendium of A. thaliana gene expression data and
performed new biological validation experiments. The compendium
contains 47 expression profiles of natural accessions from diverse geo-
graphic origins (Lempe et al. (2005), Appendix 3.A.2.1 and 3.A.2.2).
The phenotypic trait of interest is time to flowering, which is robustly
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measured by the number of days to bolting or the number of rosette
leaves formed before bolting (Amasino (2010)). Timing of flowering
according to local climatic conditions is a major determinant of plants’
reproductive success and an important agronomical trait that greatly
affects yield. Therefore, an improved knowledge about genes control-
ling flowering time is of great economic value (Craufurd and Wheeler
(2009)).
As a second validation of the CStaR method, we compared it with
the plain IDA method, Lasso (Tibshirani (1996)), elastic net (Zou and
Hastie (2005)) and marginal correlation ranking on a publicly avail-
able data set of gene expression profiles in S. cerevisiae (Hughes et al.
(2000), Appendix 3.A.3.1 and 3.A.3.2). This data set includes both ob-
servational and interventional data obtained under similar conditions.
Hence, it forms an excellent basis to assess the performance of meth-
ods aimed at estimating causal effects from observational data, as the
effects estimated from the observational data can be compared to the
effects inferred from the interventional data. These data were used
to validate IDA (Maathuis et al. (2010)), and we followed the same
approach to validate CStaR. In particular, we used the interventional
data to infer the causal effects of the knock-out genes on the remaining
genes and defined the top 5% of the effects that were largest in absolute
value as the target set.

3.3 Results

3.3.1 Applying CStaR

CStaR scores five known regulators of flowering time (DWF4, FLC,
FRI, RPA2B and SOC1) (Amasino (2010); Domagalska et al. (2007);
Xia et al. (2006)) in its top 25 (Table 3.1). In particular, SOC1, FRI
and FLC are curated flowering time genes in Arabidopsis Reactome
(Tsesmetzis et al. (2008)). This is a highly significant enrichment of
known curated regulators when compared to random guessing (p <
10−5). Interestingly, FLC and FRI are not only major regulators of
flowering time in the model species A. thaliana but also in the oil-
seed rape crop. Among the other genes in the top 25, which were not
already known to play a role in flowering time, there were 13 genes for
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Figure 3.1: Schematic overview of the methodological framework used in CStaR.
After pre-processing the data (Step 1), lower bounds for the causal effects are estimated
100 times using stability selection (Meinshausen and Bühlmann (2010)) according to
the following procedure: a subsample of size bn

2
c is drawn from the total of n pre-

processed data points (Step 2). For reasons of comparability, the pre-selected gene
expression data are standardised to have gene-wise mean zero and standard deviation
one. On this subsample lower bounds for the causal effects are then estimated using
IDA (Maathuis et al. (2009)) and used to rank the genes in each stability run (Step
3, Appendix 3.A.1.1). Next, for a range of different q-values, we record the relative
frequencies over the 100 stability runs that each gene appeared in the top q ranks
(Supplementary Section 3.A.1.2). The median rank over these different q’s is used to
generate the final ranking of the genes (Step 4). Furthermore, under additional assump-
tions, an upper bound for the per-comparison error rate (PCER) is estimated for each
q-value and its corresponding relative frequency (Appendix 3.A.1.3). Finally, the gene
ranking allows for design of experiment. Thus, a biological validation using intervention
experiments can be performed. We tested CStaR in two situations. First, on a publicly
available compendium of 31 natural A. thaliana accessions consisting of n = 47 gene
expression measurements, each with 21′326 genes and corresponding flowering time
data (Lempe et al. (2005), Appendix 3.A.2). We performed biological intervention ex-
periments according to the causal gene ranking (Table 3.1) by focusing on candidates
that were not already known to control flowering time and for which mutant seeds were
readily available (Appendix 3.A.2.3). The biological experiments were analyzed using
a two-sample Welch’s t-test (Appendix 3.A.2.4). The second validation was performed
on a publicly available data set in S. cerevisiae containing n = 63 observational and
234 interventional full-genome expression profiles, with p = 5′361 genes (Hughes et al.
(2000), Appendix 3.A.3). Since this data set includes both observational and interven-
tional data, the validation was analyzed by comparing estimated causal effect on the
observational data with inferred effects from the interventional data (Figure 3.2).
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which mutant seeds were readily available (Table 3.3). These mutants
were used for intervention experiments (Appendix 3.A.2.2) in order
to further validate CStaR and to discover new influential genes for
flowering time in A. thaliana.

3.3.2 Validation for A. thaliana

The experiments were performed under two photoperiod conditions,
short-day (SD) and long-day (LD) with 8h and 16h of light respec-
tively. As phenotypic responses, the number of days to bolting (DTB,
for both SD and LD) as well as the rosette leaf number (RLN, only for
LD) were recorded. Seed viability varied between different genotypes
(Supplementary Tables 2, 3 and 4) reducing the number of testable
mutants to nine (Supplementary Table 1). Differences between the
knock-out and control group were tested using a two-sided Welch’s t-
test. Four new genes were found to have a significant causal effect on
the phenotypic responses at level α = 0.05 in at least one of the three
settings (Table 3.2, Supplementary Section 2.4). Among the significant
genes is OTLD1, a gene involved in chromatin modifications, which
may potentially regulate FLC expression. Another significant gene is
PDH-E1, which is involved in carbohydrate metabolism, a known reg-
ulation point of flowering time. Future studies of the identified novel
genes may increase the biological understanding of flowering time con-
trol and provide potential targets for breeding strategies in crops. The
entire approach from modelling to biological experiments and findings
is schematically described in Figure 3.1.

3.3.3 Validation for S. cerevisiae

We trained the plain IDA method, Lasso (Tibshirani (1996)), elas-
tic net (Zou and Hastie (2005)) and marginal correlation ranking on
the observational data, and compared their receiver operating charac-
teristic (ROC) curves on absolute scale (Figure 3.2) showing a clear
improvement of CStaR over plain IDA. Moreover, CStaR and IDA are
clearly superior to high-dimensional regression methods and marginal
correlation screening, which is in line with the earlier validation of IDA
(Maathuis et al. (2010)).
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summary median maximum error
gene rank effect expression (PCER) name/annotation

AT2G45660 1 0.60 5.07 0.0032 SOC1
AT4G24010 2 0.61 5.69 0.0033 ATCSLG1
AT1G15520 2 0.58 5.42 0.0033 PDR12
AT3G02920 5 0.58 7.44 0.0041 RPA2B
AT5G43610 5 0.41 4.98 0.0069 ATSUC6
AT4G00650 7 0.48 5.56 0.0051 FRI
AT1G24070 8 0.57 6.13 0.0040 ATCSLA10
AT1G19940 9 0.53 5.13 0.0045 ATGH9B5
AT3G61170 9 0.51 5.12 0.0044 PPR protein
AT1G32375 10 0.54 5.21 0.0045 F-box protein
AT2G15320 10 0.50 5.57 0.0047 LRR protein
AT2G28120 10 0.49 6.45 0.0054 nodulin
AT2G16510 13 0.50 10.7 0.0050 AVAP5
AT3G14630 13 0.48 4.87 0.0056 CYP72A9
AT1G11800 15 0.51 6.97 0.0053 endonuclease
AT5G44800 16 0.32 6.55 0.0079 CHR4
AT3G50660 17 0.40 7.60 0.0078 DWF4
AT5G10140 19 0.30 10.3 0.0085 FLC
AT1G24110 20 0.49 4.66 0.0071 peroxidase
AT2G27350 20 0.48 7.06 0.0067 OTLD1
AT1G27030 20 0.45 10.0 0.0075 unknown protein
AT2G28680 22 0.46 5.23 0.0072 cupin protein
AT3G16370 23 0.43 12.4 0.0099 GDSL-motif

lipase/hydrolase
AT5G25640 23 0.33 5.59 0.0091 serine protease
AT1G30120 24 0.46 9.97 0.0077 PDH-E1 BETA

Table 3.1: Top 25 findings by CStaR for the Arabidopsis data. The genes are ranked
by increasing summary rank, where ties are sorted according to the estimated median
causal effect (third column). The mean expression is taken over the original log2 data.
SOC1, FRI and FLC are three of 119 curated flowering time genes in Arabidopsis
Reactome (http://www.arabidopsisreactome.org, Tsesmetzis et al. (2008)). This is
a highly significant enrichment of known curated regulators when compared to random
guessing (p < 10−5). Although not curated in Arabidopsis Reactome, also RPA2B
and DWF4 are known to affect flowering time (Domagalska et al. (2007); Xia et al.
(2006)). Since the ordering of the genes is given by their summary rank, the values of
median causal effect, mean log2 expression and per-comparison error rate (PCER) are
not decreasing monotonously. For instance, ATSUC6 has worse values in every respect
than the nuclease, but since its lower bound for the causal effect is more stable, the
former is ranked ten positions higher than the latter. The PCER is quite small for all
genes except for ATSUC6 and CHR4, where the error is above 1%. All genes from this
list, for which mutant seeds were readily available and which were not already known to
play a role in flowering, were used in the subsequent intervention experiments (printed
in bold). In total, intervention experiments were performed for 13 of the 25 top genes
not implemented in flowering yet (Appendix 3.A.2.3).
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Figure 3.2: Receiver operating characteristics (ROC) on the absolute scale of CStaR
and compared methods. True positive selections (y-axis) versus false positive selections
(x-axis) for CStaR (solid) versus plain IDA (Maathuis et al. (2009), long dashed), Lasso
(Tibshirani (1996), short dashed), elastic net (Zou and Hastie (2005), dash dotted)
and marginal correlation ranking (dotted) in the S. cerevisiae validation (Appendix
3.A.3). Random guessing is indicated by the grey line. All methods were trained on
the observational data. True positives were defined as the largest 5% of the effects (in
absolute value) inferred from the interventional data.
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Welch’s test
name DTB-SD DTB-LD RLN-LD

PDH-E1 BETA 0.04 0.04 0.91
ATGH9B5 0.02 0.15 0.04

LRR protein (AT2G15320) 0.66 0.03 0.47
OTLD1 0.43 0.03 0.86

Table 3.2: P-values from two-sided Welch’s t-tests in the Arabidopsis validation,
showing only genes significant in at least one of the three experimental settings.
These settings were: days to bolting in the short-day layout (DTB-SD), days to bolting
in the long-day layout (DTB-LD), and rosette leaf number at day of bolting in the
long-day layout (RLN-LD). Each mutant was tested versus a control group. P-values
larger than 0.05 are written in italics (for complete results see Supplementary Tables
3.4, 3.5 and 3.6).

3.4 Discussion

We propose CStaR as a general method to obtain a stable ranking
of genes in terms of the strengths of their causal effects on a pheno-
type of interest. An added value of our method is that, under some
assumptions, this ranking comes with an error measure controlling
false positive selections. We showed that CStaR exhibits a large in-
crease in sensitivity when compared to plain IDA and other methods
in S. cerevisiae (Figure 3.2). Moreover, we demonstrated the success
of CStaR for the biologically much more complex multicellular organ-
ism A. thaliana. This makes it plausible that CStaR is relevant for
commercial crops, by providing better target genes for marker-assisted
breeding and transgenic approaches. In fact, since CStaR is mathemat-
ically justified under clearly stated assumptions (Maathuis et al. (2009);
Meinshausen and Bühlmann (2010)), it has the potential to generalise
to many other settings in biology, agriculture and other fields where
efficient design and prioritization of new intervention experiments is a
core aim.
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3.A Appendix

3.A.1 The CStaR method

Based on observational training data only, CStaR predicts the causal
effect of a gene (or a covariate) on a response of interest, including a
per-comparison error rate for the false positive gene selections. This
is achieved by combining IDA (Appendix 3.A.1.1) with a version of
stability selection (Appendix 3.A.1.2) on a range of different param-
eters. Predicted causal effects are ranked according to their stability
aggregated over this range (Appendix 3.A.1.3).

3.A.1.1 The IDA procedure

The IDA (Maathuis et al. (2010)) procedure is a statistical method
which infers, from observational data only, lower bounds for the abso-
lute values of causal effects on a response of interest. Assume we have
a data set with n observations consisting of a response and p explana-
tory variables. Denoting by θj(j = 1, . . . , p) the true causal effect of
gene (variable) j to the response∗, the output of IDA is the estimated

lower bound β̂j . It is shown (Maathuis et al. (2009)) that under certain
assumptions and as sample size n tends to infinity:

β̂j
n→∞−−−−→ βj , βj ≤ |θj |,

justifying the IDA procedure to infer lower bounds. These lower bounds
are conservative: for example, if the lower bound is equal to zero, we
would not make a statement that there is a causal effect (since the
true causal effect could be indeed equal to zero; but it could also be
larger than zero and the lower bound would not detect it). Based on
the estimated lower bounds, we obtain a ranking of genes (covariables)
with j1 being the index corresponding to the top rank, j2 for the second
best rank and so on:

β̂j1 ≥ β̂j2 ≥ . . . ≥ β̂jp . (3.1)

∗The causal effect θj can be interpreted as follows: a change of gene j by one
unit (one standard deviation) causes an average change of size θj in the response.
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The causal effect θj itself is non-identifiable from observational data,
and therefore we are focusing on inferring lower bounds only. The
conceptual idea for constructing lower bounds is as follows (Maathuis
et al. (2009)). We can infer the so-called Markov equivalence class
of all the directed acyclic graphs (DAGs), see Section 3.A.1.4, which
are indistinguishable from observational data: G1, . . . , Gm where Gr
denotes a DAG in the equivalence class. Using intervention calculus
(Pearl (2000)), we derive all potential causal effects based on the graph
Gr (for every gene (covariate) j)

{θj;r; r = 1, . . . ,m} (j = 1, . . . , p),

and we define the true lower bounds as

βj = min
r=1,...,m

|θj;r| (j = 1, . . . , p). (3.2)

These (true) lower bounds βj are identifiable from observational data,

and the IDA algorithm yields the estimates β̂j (j = 1, . . . , p).
The main components of the IDA method are the PC-algorithm

for estimating the Markov equivalence class of DAGs (Spirtes et al.

(2000)) and a local algorithm for calculating the bounds β̂j without enu-
merating all DAG members in the estimated Markov equivalence class
(Maathuis et al. (2009)). IDA is implemented in the R-package pcalg,
http://cran.r-project.org/web/packages/pcalg/index.html.

3.A.1.2 Stability selection

CStaR incorporates a stability selection step (Meinshausen and Bühl-
mann (2010)). We draw 100 independent random subsamples of size
bn2 c

† and we run IDA on the subsampled data. In each subsampling
run, which we also call stability run, we check whether gene (covariate)
j has appeared among the top q variables when using the ranking as
in (3.1) based on the subsampled data. We can then report the rel-
ative selection frequency Π̂j , among the 100 stability runs, that gene
(covariate) j has appeared (or been selected) among the top q vari-
ables. These relative selection frequencies yield a stable list of genes

†bxc is the largest integer smaller than or equal to x.

http://cran.r-project.org/web/packages/pcalg/index.html
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(covariates): the index j1 corresponds now to the most stably selected
variable, and jp to the least stable variable:

Π̂j1 ≥ Π̂j2 ≥ . . . ≥ Π̂jp . (3.3)

Besides the increased stability in the ranking (3.3), stability se-
lection is controlling the expected number of false positive selections.
Define the stably selected genes (covariates) as

Ŝstable = {j; Π̂j ≥ πthr},

for some threshold 0.5 < πthr ≤ 1. Denote by V = |Ŝstable ∩ Sfalse|,
where Sfalse is the set of (false) genes (covariates) whose true lower
bound βj = 0, see (3.2). Then, for a given threshold πthr and a given
value of q (which influences (3.3)) we have, assuming an exchangeability
condition (see Section 3.A.1.4) (Meinshausen and Bühlmann (2010)):

E[V ] ≤ 1

2πthr − 1

q2

p
. (3.4)

and this leads to a bound for the per-comparison error rate (PCER =
E[V ]/p). If a gene (covariate) j has relative selection frequency Π̂j , a
bound for the corresponding PCER is given by

1

2Π̂j − 1

q2

p2
.

3.A.1.3 Summary ranking

We avoid choosing a specific q for the evaluation of the stability selec-
tion by assessing the stability and the rank of each gene on a range of
different q-values. This can be summarised graphically for each gene
(Figure 3.3 gives an example for a single gene in the A. thaliana valida-
tion). We found that CStaR is relatively insensitive to the choice of the
range of q’s. However, down to a certain lower bound, small values of
q lead to higher sensitivity and thus better results (see also Appendix
3.A.3). If the q-values fall below such a lower bound the ranking be-
comes unstable again. Finally, all genes are ranked according to the
median rank with respect to the different q-values. Ties in the final
ranking are sorted according to median causal effect size.
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Figure 3.3: Example for the graphical summary of ranks and stabilities of a protein-
coding gene (F-box family protein, rank 10). The ranks (blue dots) are assessed for

each q-value, as is the stability (green triangles), i.e., the relative frequency Π̂j of this
gene j to be scored in the top q. The blue circle at q = 500 indicates the median rank.

3.A.1.4 Assumptions

There are two main assumption sets underlying CStaR:

Gaussian distribution faithful to a DAG and no hidden confounders

The observational data are assumed to be a sample of n i.i.d. jointly
Gaussian random vectors (with dimension p + 1; one response and a
p-dimensional covariate). Furthermore, this multivariate Gaussian dis-
tribution is Markovian and faithful (Spirtes et al. (2000)) to the true
underlying causal DAG. This implicitly requires us to observe all the
relevant variables and that there are no hidden confounders.

The Gaussianity assumption is made in IDA for two reasons: first, it
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allows us to use partial correlations to test conditional independencies
in the PC-algorithm; second, it implies that conditional expectations
are linear such that causal effects can be computed via least squares
regression. For details we refer to earlier work (Maathuis et al. (2009)).
Checking multivariate Gaussianity is merely impossible in high dimen-
sions. However, we verified normality for the marginal distributions
using a Lilliefors test with Benjamini-Hochberg multiple testing cor-
rection for controlling the false discovery rate, showing approximate
normality in the A. thaliana example.

The assumption about faithfulness to an underlying DAG is uncheck-
able, and there is clearly a limitation that a DAG does not allow for
feedback-loops. Also, the assumption of having no unmeasured con-
founder variables cannot be checked. However, we cover about 80% of
all genes in A. thaliana and S. cerevisiae, and therefore we expect that
many important variables are captured‡.

Exchangeability and “better than random guessing”

The exchangeability condition requires that the selection of noise vari-
ables (i.e. variables in Sfalse) in IDA is equally likely. The “better than
random guessing” condition assumes that IDA is performing better
than blindly guessing the causal strength of genes (covariates).

Both assumptions are used for the error control of stability selection in
(3.4). For details we refer to earlier work (Meinshausen and Bühlmann
(2010)). As with faithfulness, the assumption of exchangeability is
uncheckable (inclining on the dependencies of the variables in a very
complicated way) but stability selection with the formula in (3.4) is
rather robust with respect to failure of the exchangeability condition
(Meinshausen and Bühlmann (2010)). Finally, assuming that IDA is
performing better than random guessing seems very plausible (Figure
3.2).

While these mathematical conditions are at best only approximately
true, we show that CStaR is able to identify the genes (covariates) with

‡We believe that we do not loose major confounding variables when using a
correlation pre-screening as used in the validation with A. thaliana. Such a screening
reduces the amount of coverage and was done due to computational reasons.
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a strong causal influence on a certain phenotype (Table 3.1, Figure
3.2). However, it is merely impossible to validate the PCER measure -
controlling a type I statistical error - with real data. While we believe
that the numbers for the PCER provide some useful information, they
should not be over-interpreted as their validity depends on uncheckable
assumptions.

3.A.2 Experimental validation for thale cress

3.A.2.1 Description and pre-processing of the data

We use a publicly available compendium of n = 47 A. thaliana gene
expression profiles of 4-day old seedlings from a set of 31 wild-type
accessions (23 single and 8 triplicate profiles) for which also flower-
ing time data (averaged rosette leaf numbers) were available (Lempe
et al. (2005)), which served as response variable. Microarray raw data,
which were based on Affymetrix ATH1 arrays, were downloaded from
ArrayExpress (http://www.ebi.ac.uk/arrayexpress/, accession E-
TABM-18). Expression summaries for 21′440 A. thaliana genes were
calculated using robust multichip average (RMA) and the redefined
custom CDF ATH1121501 At TAIRG (Version 12) (Dai et al. (2005)).
Unique profiles with a maximum log2-expression level above 4.5 were
pre-selected, leaving 19′493 genes for the analysis.

3.A.2.2 CStaR parameters

Due to computational issues, we reduce the number of genes (covari-
ates) by filtering those which have a marginal correlation of at least
0.4 with the response of interest in each stability run. Furthermore,
the data were standardised such that the expressions for each gene
(over the different samples) have mean zero and standard deviation
one in each stability run. The tuning parameter for the PC-algorithm
in IDA is set to α = 0.1. The summary rank is aggregated over
q ∈ {100, 150, 200, . . . , 2′000}. The upper limit of 2′000 is chosen be-
cause this is about the maximum dimension after filtering according to
marginal correlations in each subsample.

http://www.ebi.ac.uk/arrayexpress/
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3.A.2.3 Biological validation

Seeds of Columbia (Col) A. thaliana wild-type and T-DNA insertion
mutants were obtained from the Nottingham Arabidopsis Stock Cen-
tre (www.arabidopsis.info). Homozygous insertion mutants were se-
lected for top-scoring candidate genes that were not previously known
to affect flowering time. For 13 such mutant lines a sufficient number
of viable seeds for experimental confirmation was obtained (see Table
3.3). For measuring flowering time, seeds were plated on Murashige
and Skoog (MS) medium (Duchefa, Haarlem, The Netherlands), strat-
ified for 2 days at 4◦C, and grown on plates for 10 days before transfer
onto soil. Plants were kept in Conviron growth chambers with mixed
cold fluorescent and incandescent light (110 to 140 µmol/m2s, 21±2◦C)
under long day (LD, 16h) or short day (SD, 8h) photoperiods. The flow-
ering time was measured as days to bolting (DTB, LD and SD) and as
the number of total rosette leaves at bolting (RLN, LD only). Rosette
leaves were not counted for the SD experiment because the plants de-
velop up to 100 leaves under such conditions. Because of low numbers
of viable seeds, the number of testable mutant lines got reduced to nine
(i.e. 4 or more plants were required for subsequent testing). Further-
more, DTB of some lines could only be tested under LD or SD (for full
details see also Tables 3.4, 3.5 and 3.6).

3.A.2.4 Analysis of validation results in A. thaliana

We tested the mutant groups versus the wild-type control group using
a two-sided Welch’s t-test in all three cases (i.e. SD in days, Table
3.4; LD in days, Table 3.5; and LD in RLN, Table 3.6). The Welch’s
t-test assumes different variances in the groups which we consider to
be reasonable.

3.A.3 ROC validation for yeast

3.A.3.1 Description of the data

We validated CStaR on the same data (Hughes et al. (2000)) as in
the original IDA article (Maathuis et al. (2010)), using the same pre-
processing steps. These data contain 234 interventional and 63 obser-

www.arabidopsis.info
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summary
gene rank name mutant line

AT1G15520 2 PDR12 SALK 013945Cc
AT5G43610 5 ATSUC6 ‡ SALK 132450c
AT1G24070 8 ATCSLA10 † SALK 023438Cc
AT1G19940 9 ATGH9B5 GK-280G04.9c
AT3G61170 9 PPR protein SALK 013940Cc
AT2G15320 10 LRR protein SALK 032550Cc
AT1G32375 10 F-box protein SALK 096159Cc
AT2G28120 10 nodulin protein ‡ SK36217
AT1G11800 15 nuclease † SALK 043413Cc
AT2G27350 20 OTLD1 SALK 037047Cc
AT1G24110 20 peroxidase SALK 087392Cc
AT2G28680 22 cupin protein SALK 074581Cc
AT1G30120 24 PDH-E1 BETA SALK 046011Cc

Table 3.3: List of mutant lines used for biological validation. The second column gives
the summary rank from Table 3.1 and the fourth column the name of the homozygous
insertion mutant line (Appendix 3.A.2.3). Mutant lines for which in both experimental
layout (SD and LD) not enough viable replicates (less than 4) could have been collected
are indicated with a dagger (†). In case of ATSUC6 and the nodulin protein (‡) it was
not possible to confirm the annotated knock out.
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annotation mean t df #rep p-value

PDR12 82.7 1.22 7.90 7 0.26
ATGH9B5 76.9 2.83 7.51 14 0.02

F-box protein 81.8 1.49 7.25 4 0.18
OTLD1 84.1 0.84 8.56 9 0.43

peroxidase 82.0 1.51 6.38 8 0.18
PDH-E1 BETA 78.0 2.64 6.48 7 0.04

ATSUC6
mutation not confirmed

nodulin protein

ATCSLA10 † 86.5 - - 2 -
PPR protein† 83.0 - - 1 -
LRR protein 84.7 - - 3 -

cupin protein† 84.0 - - 2 -
nuclease† 76.0 - - 1 -

Table 3.4: days to bolting in the short-day layout (DTB-SD). Results from two-sided
Welch’s t-test considering the flowering time. The mean duration in the control group
was 87.3 days coming from 6 replicates. The columns give gene names, mean number
of days to bolting, t-statistic, degrees of freedom, number of replicates and the p-value.
Mutant lines for which in both experimental layout (SD and LD) not enough viable
replicates (less than 4) could have been collected are indicated with a dagger (†).
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annotation mean t df #rep p-value

PDR12 26.0 0.10 10.35 7 0.92
ATGH9B5 24.8 1.58 9.88 6 0.15

PPR protein 25.6 0.46 12.96 10 0.65
LRR protein 24.1 2.43 18.77 12 0.03

OTLD1 24.4 2.24 23.75 15 0.03
cupin protein 27.4 -1.74 8.79 5 0.12

ATSUC6
mutation not confirmed

nodulin protein

ATCSLA10 † 28.0 - - 1 -
F-box protein† - - - 0 -

nuclease† 25.0 - - 2 -
peroxidase† 28.0 - - 1 -

PDH-E1 BETA† 25.0 - - 3 -

Table 3.5: days to bolting in the long-day layout (DTB-LD). Results from two-sided
Welch’s t-test considering the flowering time. The mean duration in the control group
was 26.1 days coming from 11 replicates.The columns give gene names, mean number
of days to bolting, t-statistic, degrees of freedom, number of replicates and the p-value.
Mutant lines for which in both experimental layout (SD and LD) not enough viable
replicates (less than 4) could have been collected are indicated with a dagger (†).
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annotation mean t df #rep p-value

PDR12 8.7 -0.30 13.78 7 0.77
ATGH9B5 10.0 -2.30 10.02 6 0.04

PPR protein 8.9 -0.73 18.82 10 0.47
LRR protein 8.2 0.73 20.95 12 0.47

OTLD1 8.5 0.19 16.69 15 0.86
cupin protein 8.6 -0.09 8.30 5 0.93

ATSUC6
mutation not confirmed

nodulin protein

ATCSLA10 † 8.0 - - 1 -
F-box protein† - - - 0 -

nuclease† 8.5 - - 2 -
peroxidase† 9.0 - - 1 -

PDH-E1 BETA† 8.7 - - 3 -

Table 3.6: Rosette leaf number in the long-day layout (RLN-LD). Results from two-
sided Welch’s t-test considering the number of leaves. The mean number of rosette
leaves was 8.6 coming from 11 replicates. The columns give gene names, mean number
of rosette leaves, t-statistic, degrees of freedom, number of replicates and the p-value.
Mutant lines for which in both experimental layout (SD and LD) not enough viable
replicates (less than 4) could have been collected are indicated with a dagger (†).
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vational full-genome expression profiles (p = 5′361) in S. cerevisiae.
Genes were not further pre-selected using any expression cutoff.

3.A.3.2 CStaR parameters

The tuning parameter for the PC-algorithm in IDA was set to α =
0.01. The summary rank is aggregated over different proportions of
all possible causal effects of the 234 knock-out genes on the remaining
genes (i.e., 5′361 × 234 − 234 = 1′254′240). We choose the range of q
values in terms of percentages of the number of all possible effects, that
is q ∈ {0.01%, 0.03%, 0.05%, . . . , 1%} × 1′254′240.

3.A.3.3 Analysis of validation results

We used CStaR to obtain a stable ranking of the causal effects of the
knock-out genes on the remaining genes based on the observational
data. As comparison, we also applied IDA, Lasso (Tibshirani (1996))
and elastic net (Zou and Hastie (2005)) to the observational data, as
described in the IDA validation (Maathuis et al. (2010)). Moreover,
we added marginal correlation screening as an extra competitor and
applied this as follows. The correlation ρi,j of each knock-out gene i
(i = 1, . . . , 234) with all other genes j (j = 1, . . . , 5′360) are computed.
Absolute correlations are then sorted in decreasing order to obtain a
ranking.

We used the interventional data to infer the causal effects of the
knock-out genes on the remaining genes (Maathuis et al. (2010)). The
top 5% of the largest effects in absolute value were defined as the target
set of effects that we want to be able to identify. We then compared the
receiver operating characteristic (ROC) curves of the different methods
on the absolute scale (Figure 3.2).
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Availability

All raw data, the full ranking from Table 3.1 as well as an example R
script is available from http://stat.ethz.ch/∼hoven/cstar/.



Chapter 4

Molecular profiling and integrated

analysis of Arabidopsis leaf growth

reveals adaptation to water deficit

The development of a young leaf still engaged in cell division into
a fully expanded leaf is characterised by distinct phenotypical profiles
and governed by the molecular profiles of the individual cellular compo-
nents. To reveal the systems behaviour of leaf development we profiled
Arabidopsis thaliana leaf number six growing in stable and controlled
experimental conditions in depth at four different growth stages both
at the end-of-day and end-of-night. The experiment was performed in
short-day conditions with optimal soil water content, and for compari-
son also in conditions with reduced and stable soil water content. We
found that the lower soil water potential led to reduced, but prolonged
growth and an adaptation at molecular levels without a drought stress
response. Clustering of the protein and transcript data using a deci-
sion tree revealed different patterns in the abundance changes across
the growth stages and between end-of-day and end-of-night that are
linked to specific biological functions. The results showed that correla-
tions between protein and transcript levels depend on the time of day
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and also on protein localisation and function.

4.1 Introduction

Leaves are key organs for plant biomass and seed production because
of their roles in energy capture and carbon conversion. Recently, con-
cerns about climate change have raised the awareness of plants being
exposed to increasing temperatures and water scarcity (Fedoroff et al.
(2010)). Signal transduction pathways and transcription factors have
been identified that are activated in response to drought and other abi-
otic stresses (Sakuma et al. (2006)). However, a systems-level analysis
of growth processes is needed to understand the regulatory network that
underlies adaptation to changes in soil water content. Leaves provide
the entry point for dissecting adaptive regulatory processes because
they must adjust their growth and physiological responses to soil wa-
ter availability. The dynamics of leaf development and its subsequent
growth to a fully mature organ have been studied in different species
at both organ and cellular scales, but the underlying molecular mecha-
nisms are not yet fully understood. Typically, a leaf is initiated at the
shoot apical meristem at a site of maximum auxin activity (Reinhardt
et al. (2003)), then the leaf primordium grows through cell division.
Subsequent leaf size and shape result from differential patterns of cell
proliferation and cell expansion. During the proliferation phase, cells
are multiplied through mitotic division and growth is mediated by the
increase in cytoplasmic volume accompanied by rapid protein synthesis
and active metabolism (Ingram and Waites (2006)). In dicotyledonous
plants, cell divisions in the leaf lamella cease progressively, following
a spatial gradient from the tip of the leaf to its base that is more or
less pronounced depending on the species (Granier and Tardieu (1998);
Donnelly et al. (1999)). This cell cycle arrest front moving through the
developing leaf is followed by a large increase in cell expansion rate.
Cell proliferation continues longer in dispersed stomate-forming meris-
temoids and in vascular procambium (Donnelly et al. (1999)). Cell
expansion is driven by uptake of water into the vacuole and controlled
modifications and enlargement of the cell wall, and accounts for most
of the leaf mass increase in growing plants. It is associated with DNA
endoreplication and differentiation into specialised cells (Ingram and
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Waites (2006); Anastasiou and Lenhard (2007); Gonzalez et al. (2012)).
The impact of environmental constraints, such as light or soil water
deficit, on these processes is also well known at the leaf and cell levels
both in 2D (Cookson et al. (2006)) and 3D (Wuyts et al. (2012)). The
successive steps of leaf growth are characterised by distinct spatial and
temporal molecular profiles. Specific gene expression patterns during
leaf initiation reflect the establishment of polarity and early differenti-
ation events (Beemster et al. (2005); Fleming (2005); Barkoulas et al.
(2007); Hay and Tsiantis (2009)). Recently, transcription data became
available for expanding and mature leaves for A. thaliana leaf 3 (Skirycz
and Inz (2010)) and leaf 7 (Breeze et al. (2011)). However, the mech-
anisms that link gene expression patterns to protein accumulation and
regulatory networks are essentially unknown. Large-scale protein pro-
filing data for leaf development have so far not been reported, although
differential protein expression and activity are the main determinants
of cellular states. Recent studies in various organisms have revealed
that protein abundance is regulated at many different levels and that
RNA expression dynamics does not necessarily mediate proportional
protein abundance changes (de Sousa Abreu et al. (2009); Maier et al.
(2009); Piques et al. (2009); Vogel et al. (2010); Lee et al. (2011); Maier
et al. (2011); Schwanhusser et al. (2011)). Here we report an integrated
analysis of quantitative transcript and protein measurements at differ-
ent stages of A. thaliana leaf development using leaf number 6 to estab-
lish how dynamic RNA and protein patterns relate to the phenotypical
changes during leaf development. The light-dark cycle leads to recur-
ring fluctuations in the light regime and the supply of carbon (Smith
and Stitt (2007); Usadel et al. (2008)) and large changes in leaf expan-
sion rates (Pantin et al. (2011)). We have integrated dynamic changes
in transcript and protein abundances at the end of the day and end
of the night to gain insights into how rapid and recurring changes in
environmental conditions modify responses during the developmental
program. We have also compared fully integrated data sets for leaf
number 6 of plants growing under optimal and reduced soil water con-
ditions to understand how a long term constant moderate water deficit
influences physiological processes and systems-level functions during
leaf growth and development.
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4.2 Results

4.2.1 Scope of the study

The size and shape of individual leaves vary during plant development,
with morphological and physiological changes marking the transition
between different phases of plant growth (Telfer et al. (1997)). To
avoid confusing the consequences of the chronology of leaf production
with the changes associated with the development of individual leaves,
we limited our analyses to leaf 6, which is the first adult leaf of the
A. thaliana (Col-4) rosette in the short day condition adopted for this
study (8 hours of constant illumination, 16 hours of darkness). Our pri-
mary objective was to quantitatively track and compare the molecular
components during growth of a single leaf. Therefore, leaf 6 was har-
vested at four successive stages of development for the analysis of their
transcript and protein profiles. We also investigated how the growth
profiles varied during the course of the day by comparing samples col-
lected at the end of the night (EN) and at the end of the day (ED),
at each developmental stage. We also compared how plants grown un-
der a mild water deficit (SWD) differ from the population maintained
in optimal watering conditions (SOW). The SWD conditions applied
here subjected the plants to 40% reduced soil water content from early
stages of development on and well before harvesting of the earliest stage
leaves.

The experimental design addressed multiple challenges. To ensure
proper statistical analysis and unless otherwise specified, proteome and
transcriptome profiling data were obtained from the same biological
samples that were harvested in three independent biological experi-
ments, i.e., three independent replicates. Profiling data was acquired
with the AGRONOMICS1 tiling array (Rehrauer et al. (2010)) for
nuclear-encoded transcription, RT-qPCR for plastid gene transcription,
and iTRAQ technology (Ross et al. (2004); Pierce et al. (2008)) for
quantitative proteomics (see Appendix for further details). Thousands
of plants were necessary in each experiment to provide enough biolog-
ical material for each time point between leaf emergence and growth
completion. To limit spatial and temporal microenvironment hetero-
geneities, plants were grown in the automated phenotyping platform
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PHENOPSIS (Granier et al. (2006); Fabre et al. (2011)). All phenotyp-
ical and molecular profiling data and meta-data were integrated within
a MySQL relational database and a web site (www.agronomics.ethz.ch)
was established for data sharing within the project and for dissemina-
tion to the community.

4.2.2 Reducing soil water content strongly influences leaf
growth

Kinetics of leaf area and thickness expansion were very similar between
the three independent replicate experiments for both SOW and SWD
conditions, confirming that growth conditions in the PHENOPSIS plat-
form are accurately controlled and results are reproducible across inde-
pendent successive experiments (Figure 4.1). A unique sigmoid curve
was fitted to the temporal increase in leaf area from leaf initiation until
growth cessation that occurred over a period of 28 days in the SOW
condition (Figure 4.1A). Relative area expansion rate was high during
the first ten days following leaf 4 initiation and declined afterwards
until expansion ceased. The absolute area expansion rate followed a
bell-shaped curve and was highest around 15 days after leaf initiation
(Appendix Table 4.1). Leaf growth was not synchronous in adaxial-
abaxial (blade thickness) and proximal-distal (blade area) dimensions
(Figure 4.1A, 4.1B). Rapid adaxial-abaxial growth started very early
during development and the leaf already reached one third of its final
thickness when it emerged seven days after initiation. The absolute
thickness expansion rate continued to increase rapidly until 20 days
after leaf initiation and thickness reached its maximum a few days af-
ter the end of leaf area expansion (Figure 4.1A, Appendix Table 4.1).
Based on these profiles, four growth stages were selected for molecular
profiling:

• stage 1, with maximum relative area and thickness expansion
rates coinciding with leaf emergence;

• stage 2, maximum area and thickness absolute expansion rates;

• stage 3, decreasing leaf area and thickness expansion rates;

• stage 4, end of leaf area and thickness expansions.
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The SWD condition had a marked effect on the area growth and re-
sulted in a 34% reduction in leaf area, whereas final thickness showed
a small non-significant reduction of 19% as assessed with a Kruskall-
Wallis rank sum test. These decreases were mostly due to reduced area
and thickness expansion rates, which were partly offset by an extended
growth period (Figure 4.1A). Because leaf growth was slower in SWD
than SOW conditions, the four key stages defined above were delayed
accordingly to fit the same dynamics criteria (Figure 4.1).

Cell number in the adaxial leaf epidermis increased rapidly soon
after leaf initiation. At stage 1, cells were dividing actively with little
expansion (Figure 4.1C). Epidermal cell division then decreased, and
cell expansion was maximal at stages 2 and 3 (Figure 4.1C, D, Ap-
pendix Table 4.1), correlating well with the leaf area increase during
these phases. In the SWD condition, the rate but not the duration of
epidermal cell division was reduced, resulting in 24% fewer cells com-
pared to the SOW leaf. Additionally, epidermal cell expansion was
also slower and final cell size was reduced by 15% in the SWD leaf.
Together, these data explain why the extended growth period could
not compensate the reduced final area of the SWD leaf.

The number of cell layers in the different tissues that contribute
primarily to leaf thickness was established early in leaf development
prior to stage 1 and was not affected in the SWD leaf (Figure 4.2). As
expected, the cell density in each tissue was highest at stage 1 and de-
creased during the subsequent stages. Consequently, leaf growth in the
adaxial-abaxial dimension was mostly the result of cell expansion. Cell
densities did not differ between the SOW and SWD leaf for the adaxial
and abaxial epidermis and the palisade mesophyll, but cell density in
the spongy mesophyll was significantly higher in the SWD leaf. These
differences were visible from stage 2 onwards (Figure 4.2).

4.2.3 DNA ploidy increases during leaf growth but remains
lower in leaves growing in water deficit

DNA ploidy increased during leaf growth in SOW and SWD leaves, as
shown by the increase in the number of endocycles per 100 cells (Figure
4.3). At stage 1, most cells had a 2C DNA content, but a large propor-
tion had a 4C DNA content and a small number of cells had already
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Figure 4.1: Growth phenotypes of leaves harvested for profiling. Kinematic expansion
phenotypes of leaves in the SOW (blue) and SWD (red) experiments. Each symbol
represents an independent experiment. Leaf 6 changed over time in area (top left),
thickness (bottom left), epidermal cell number (top right) and epidermal cell area (bot-
tom right). Data are mean and SD values, n = 5. The vertical lines indicate the four
growth stages.
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Figure 4.2: Transversal sections of leaves across development in SOW and SWD.
Sections of leaf 6 in SOW (left panels) and SWD (right panels) were imaged with
biphotonic microscopy at the four stages. Tissue layers are marked in the left side
zoom section: ad.e. = adaxial epidermis, p.m = palisade mesophyll, s.m. = spongy
mesophyll, ab.e. = abaxial epidermis. Scale bars indicate 25µm.
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Figure 4.3: Endoreduplication during leaf development. Endoreduplication factors
were calculated and compared for the four developmental stages in SOW (blue) and
SWD (red). Graphs show mean and SD values, n ≥ 5; ** indicates statistical signifi-
cance at level p < 0.01, and * at level p < 0.05 (two-sided Welch test).

gone into two or three successive rounds of endoreduplication. During
subsequent stages, the DNA ploidy level then continuously increased.
In the SWD leaf, the endoreduplication factor was significantly lower
later in development compared to the SOW leaf.
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4.2.4 Leaf transcriptome and proteome dynamics vary with
growth stage but only the transcriptome varies with
time-of-day

Transcripts of 25′065 genes, of which 22′868 encode proteins, were quan-
tified in SOW leaf samples. The sources of variation measured in the
samples were estimated with principal component analysis (PCA) (Fig-
ure 4.4). Notably, the transcriptome PCA first separated the ED and
EN samples (PC1 vs. PC2), then the growth stages (PC2 vs. PC3),
indicating that transcript signatures strongly discriminate both time-
of-day and developmental growth stage. The three first components of
the PCA explained 35%, 25% and 20% of the total variance, respec-
tively. A total of 2′081 proteins were quantified via iTRAQ analysis
in the same samples. This represents a remarkably large fraction of
the proteome that is measurable in a plant organ, especially consider-
ing that the leaf has a high dynamic range of protein concentrations
(Bindschedler and Cramer (2011)). Based on proteome data, the four
growth stages were well separated with the first two principal compo-
nents, with stage 1 being markedly different (Figure 4.4). In contrast
to the transcripts, the proteome of ED and EN samples were not sepa-
rated. Technical variation contributed little to the variance, suggesting
that the measurable proteome does not discriminate the time-of-day.
Similarly, transcripts of 27′707 genes, of which 24′819 encode proteins,
and 1′509 proteins were quantified in the SWD leaf samples. In SWD
conditions, the transcriptome showed similar PCA patterns to those
in SOW conditions, with time-of-day differences accounting for most
of the variation, followed by developmental stages (Figure 4.4). The
proteome PCA discriminated growth stages more gradually in SWD
compared to SOW samples, and SWD stages 3 and 4 were not sep-
arated. The difference in the proteome PCA patterns between SOW
and SWD samples can at least in part be explained by the different
growth characteristics of SOW and SWD leaves (Figure 4.1). Together,
the PCA suggests similar strong transcription dynamics in SOW and
SWD leaves both at time-of-day and different growth stages, which
are reflected at the proteome level regarding growth stages, but not
time-of-day.
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4.2.5 Clustering of regulated transcripts and proteins reveals
unique patterns during leaf growth

To determine which transcripts and proteins were regulated during leaf
development and time-of-day in SOW and SWD leaves, we calculated
p-values to assess which transcripts or proteins change in abundance
(pglobal) with a cut-off at pglobal < 0.05. In addition, we calculated
the maximum fold- change between the means of each time point and
required a fold-change larger than 1.5. These two criteria together
minimised the false discovery rate in order to maximise the detection
of reliable changes (Yanofsky and Bickel (2010)). Although proteomics
data are typically more variable, none of the reference protein ratios
measured in the SOW samples by iTRAQ labelling was significantly
variable when these cut-offs were applied, suggesting that the chosen
thresholds were robust.

In total, the levels of 17′710 transcripts and 569 proteins changed
significantly in SOW samples across growth stages and/or ED/EN time
points, and of 16′370 transcripts and 370 proteins in the equivalent
SWD samples. A decision tree was used to cluster similar transcript or
protein variation patterns (Figure 4.5). First, if a transcript or protein
level was significantly different (p < 0.05) between two successive devel-
opment stages it was classified as up (denoted ”U”) or down (denoted
”D”). For transcripts or proteins whose level was not significantly dif-
ferent between two successive development stages it was denoted ”E”.
For the transcripts and proteins that were initially classified as E-E-E
(i.e. no significant change in successive developmental stages), the dif-
ference between stages 1 and 4 was also tested so that, in the case of
no significant difference, a significant decrease or a significant increase,
the E-E-E label was replaced by the corresponding single letter (”E”,
”D” or ”U”, respectively). Second, the difference between EN and ED
was tested. Here, transcripts and proteins that were higher at ED were
denoted with ”U”, those higher at EN with ”D” and those without a
significant change between ED and ED with ”E” (see Figure 4.6). Thus,
the decision tree theoretically comprises 87 different classifications, and
the final label of each classification is the result of each transcript or
protein tested in the clustering process. For example, U-D-E-D repre-
sents a pattern in which the abundance ratio increased from stage 1 to
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stage 2, decreased from stage 2 to stage 3, did not change significantly
between stage 3 and 4, and was higher at EN.

The distribution of transcript and protein patterns was similar be-
tween SOW and SWD samples, suggesting that soil water content
did not significantly influence the distinction between developmental
stages. The transcripts and proteins associated to specific patterns re-
flected the functional states of the leaf in stage 1 when many cells are
still dividing, in stages 2 and 3 when cells are mostly expanding, and in
stage 4 when most cells have expanded to their final size and the leaf
has reached full photosynthetic capacity (Appendix Table 4.2 and 4.3).
The marked change in transcript and protein abundance levels between
stages 3 and 4 pointed to significant reprogramming once the leaf has
reached its full size. Stages 2 and stage 3, which were qualitatively sim-
ilar even if differing quantitatively in terms of expansion rate, can be
viewed as transition or expansion stages. Their combination led to the
identification of transcriptional expansion stage markers with the most
over-represented GO category of ”photosynthetic electron transport in
photosystem I” and mRNA for

• HCEF1, (U-E-D-E);

• PGR5, (U-E-D-EN) and

• CRR23, (U-E-D-EN).

At the protein level,

• ATMS2, (U-E-D-E) and

• RBCS, (U-E-D-E).

were identified as expansion stage markers, and also RBCS1A falls into
pattern U-E-D-E. Cyclic electron flow efficiency has been linked to the
assimilatory capacities of leaves before (Breyton et al. (2006)), and our
results suggest that this might be prevalent processes during expansion.

4.2.6 Diurnal transcript oscillations depend on leaf growth
status and are strongly dampened by water deficit

Strong oscillations between ED and EN were detected for 50.3% of
transcripts in SOW and 43.1% in SWD. For example, transcripts of
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Figure 4.6: Transcript and protein pattern examples. Example transcript and protein
patterns (top and bottom row respectively). For each transcript or protein in the
corresponding pattern the mean sample/reference ratios in the 8 time points are shown
and connected with grey dashed lines. At each time point a box-plot using Tukeys
standard definition illustrates the distribution of the ratios. The blue line depicts the
stage differences by connecting the means for each stage and the red lines the ED and
EN differences at each stage.
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the clock component genes LHY and CCA1 were higher at EN, while
TOC1 and GIGANTEA were higher at ED (Alabad et al. (2001); Locke
et al. (2005)). Furthermore, the two defence protein genes PHT4;2 and
ACD6 that are induced by light (Wang et al. (2011); Lu et al. (2003))
accumulated to higher levels at ED, but only later during leaf develop-
ment. In addition to the 30-40% of transcripts previously reported to be
regulated by the circadian rhythm (Covington et al. (2008)), the mRNA
that differed significantly between ED and EN include those from genes
that are diurnally regulated by light and sugar (Usadel et al. (2008))
and diurnally regulated transcripts specific for early stages of leaf devel-
opment that would have been missed at the level of the A. thaliana full
leaf rosette. The number of transcripts that oscillate during the diurnal
cycle depended on the growth stages, with markedly fewer transcripts
changing in fully expanded leaves (Figure 4.7).

Fluctuating transcripts with higher levels at EN belong to GO cat-
egories significantly over-represented for ”transcription”, while those
higher at ED are enriched for biological processes connected to ”trans-
lation”. Transcripts in the ED GO categories showed a typical ac-
cumulation in the light that is coordinated with CO2 fixation and the
availability of sugars, and therefore decrease during the night in parallel
with the gradual metabolism of starch (Usadel et al. (2008)). ED and
EN oscillating transcripts are also distinguished by ”stimulus response
pathway” GO categories. For example, transcripts higher at EN and
associated with GO categories ”response to abiotic stimulus and grav-
ity” include PHYA, the PHYA interactors PIL5/PIF1 and PIL6/PIF5
and CRYPTOCHROME1, all involved in light perception. Similarly,
the PIN3 and AUX1 auxin transporters as well as the IAA7 auxin-
responsive transcription factor are represented in these GO categories.
Although the involvement of light and hormone perception in plant
growth regulation is well documented (e.g. Nozue and Maloof (2006)),
the clustering of the pathway components into different patterns sug-
gests that their relative contribution to leaf growth changes over time,
including in the diurnal cycle.

Strikingly, a considerable larger set of genes showed diurnal tran-
script oscillations during leaf growth in SOW than in SWD conditions
except in stage 2 (Figure 4.7). This can be explained by the better
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separation of successive SOW growth stages and the markedly strong
oscillations in stage 1 of SOW leaves. In contrast, transitions between
growth stages were less sharp in the slower growing SWD leaves (Fig-
ure 4.7A, B). For finding differences in energy allocation processes that
might reflect reduced growth in SWD, we compared transcript oscil-
lations for proteins involved in energy allocation processes, e.g., those
regulated by sugars (Usadel et al. (2008)), in each growth stage between
SOW and SWD leaves. All of the reported sugar-induced and sugar-
repressed genes were represented in the transcripts that are significantly
higher at ED or EN independent of growth conditions, but there were
marked differences between the growth stages. Sugar-regulated tran-
scripts were under-represented at all growth stages except in SOW leaf
stage 2 and SWD leaf stage 1. The responsiveness of gene expres-
sion and transcript accumulation to sugar levels therefore depends on
growth stage and environmental conditions, suggesting that energy is
allocated specifically at different stages of leaf growth. At stage 4, leaf
6 is overgrown and mostly covered by younger leaves. The smaller num-
ber of diurnally oscillating transcripts at this stage could therefore be
linked to lower light intensity and consequently reduced carbon-fixation
and sugar synthesis during the day.

4.2.7 With few exceptions, the measured leaf proteome does
not show diurnal oscillations

For the sub-group of transcripts for which we also had quantitative
protein levels we found diurnal transcript oscillations in 74.2% of the
genes in SOW, and 73.9% in SWD. In contrast to these large-scale di-
urnal transcript oscillations and confirming the proteome PCA (Fig-
ure 4.4), only two proteins showed a significant diurnal regulation,
CP31A and CCL. The chloroplast 31-kDa RNA binding protein CP31A
is on average 1.7 times more abundant at ED in SOW, even though
the accumulation of the CP31A transcript is not diurnally regulated.
CP31A is required for editing and stability of chloroplast mRNA and
one of several nuclear-encoded RNA-binding proteins involved in the
post-transcriptional regulation of chloroplast gene expression (Barkan
(2011)). CP31A controls the accumulation of the chloroplast NDHF
mRNA coding for a subunit of the NADH dehydrogenase complex
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that regulates the light-dependent reduction of the plastoquinone pool
(Tillich et al. (2009)). The potential involvement of CP31A in a diurnal
process could therefore explain the diurnal oscillation of CP31A. The
CCL protein is more abundant at EN but its transcript is more abun-
dant at ED. CCL is encoded by a highly unstable mRNA in A. thaliana
that is a molecular marker for the circadian rhythm (Gutierrez et al.
(2002)), although the function of the protein is unknown. CCL mRNA
accumulation is controlled by the RNA decay pathway (Lidder et al.
(2005)). Rapid mRNA turnover at specific times of the day is re-
quired for the circadian oscillation of clock-controlled genes (Lidder
et al. (2005)) and is likely also important for diurnal protein oscilla-
tions. The anti-cyclical behaviour of mRNA accumulation and protein
abundance also suggests translational regulation of mRNA decay.

The lack of diurnal protein oscillations compared to transcript os-
cillations has been reported for only a few specific cases, e.g., PHYB
(Bognr et al. (1999)) and several enzymes of primary metabolism (Gi-
bon et al. (2004)). Thus, our discovery that this is a general rule
affecting over 1′700 quantified proteins throughout leaf growth and de-
velopment is remarkable.

4.2.8 Protein and transcript levels are not always synchronal
during leaf growth

To understand the relationship between the transcriptome and pro-
teome during leaf development we compared transcript and protein
patterns for all 547 genes that had significant changes in both groups.
Concomitant down-regulation of protein and transcript levels between
growth stages was observed in over 50% of the transcript-protein pairs
(Figure 4.8). However, about 5% (25 pairs) showed opposite trends
with decreasing transcript and increasing protein accumulation, includ-
ing five ATP synthase subunits (average Spearman rank correlation
-0.54) and two photosystem subunits (average Spearman rank correla-
tion -0.38) (Appendix Table 4.4). All of these 25 proteins are known or
predicted components of a membrane system or localised to the plastid
(Carbon et al. (2009)). In addition, plastid proteins are significantly
over-represented in this subset of 25 pairs considering that it includes
19 of 202 protein-transcript pairs (of the 547 total pairs) that are an-
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notated as ”plastidic” (p = 1.8× 10−4, Fishers exact test) (Bärenfaller
et al. (2011)). Our results suggest that proteins located in plastids or
endomembrane systems can accumulate despite decreasing transcript
levels, possibly as a result of post-translational regulatory mechanisms
in the trafficking and turnover of membrane-associated proteins, pro-
cesses that are currently not well understood.

Consistent with the above results, photosynthetic processes are over-
represented for proteins that accumulate during leaf growth (U-E-E-E,
U-U-E-E, U-U-U-E) while their corresponding transcripts decrease, es-
pecially between stages 3 and 4 (E-E-D-E, E-E-D-ED, U-E-D-EN, U-
E-D-E). A notable exception is PsbA, the reaction centre protein of
photosystem II that is damaged during photosynthesis. The increase
of PsbA transcript serves to maintain protein homoeostasis despite high
turn-over of PsbA when PSII activity is high (Mattoo et al. (1989)).

4.2.9 Long-term fate of biological processes involved in leaf
growth: leaving early developmental processes behind

We performed a meta-analysis of the integrated transcriptome-proteome
data and the related GO categories to uncover processes that are impor-
tant for development and growth of the small young emerging leaf into a
fully expanded leaf. Most of the over-represented GO categories linked
to development and growth correlate with proteins and transcripts that
become significantly down-regulated during leaf growth, especially be-
tween stages 1 and 2. Proteins that matched the pattern D-E-E-E
belong to GO categories ”cellular developmental process” and ”cell dif-
ferentiation” and include SMALLER TRICHOME WITH VARIABLE
BRANCHES (SVB), ENO1 and CDC48. SVB and ENO1 both affect
trichome development (Marks et al. (2009); Prabhakar et al. (2009)).
TRANSLATIONALLY CONTROLLED TUMOR PROTEIN (TCTP),
which also belongs to the same GO categories, best matched the pattern
E-E-U-EN (Spearman rank correlation -0.27), with TCTP mRNA levels
increasing between stages 3 and 4. Our results confirm that TCTP ac-
cumulation is translationally controlled (Brioudes et al. (2010)). TCTP
protein expression is found in all tissues containing meristematic and
expanding cells and has been proposed to regulate plant growth as
a mediator of TOR activity (Berkowitz et al. (2008)). However, the
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mRNA levels for proteins in the TOR pathway, TOR, RAPTOR1A
and RAPTOR1B, did not change significantly during leaf growth. The
GO category ”organ development” was also over-represented for pro-
teins down-regulated between stages 1 and 2 (D-E-E-E). Together, our
results suggest that proteins important in leaf development act early
and become rapidly down-regulated before cell expansion.

4.2.10 Translation and protein metabolism are prevalent pro-
cesses during early leaf growth

Proteins in the GO category ”organ development” include HSP90.2,
HSP90.7, RACK1B and RACK1C, which are stage 1 markers involved
in protein metabolism. Protein levels for the third RACK1 homologue
RACK1A also decreased across growth stages (D-D-E-E) and all three
RACK1 proteins showed a good correlation between transcript and
protein levels (average Spearman rank correlation 0.49). RACK1 has
been implicated in plant development (Chen et al. (2006)) and abscisic
acid response, and was shown to interact with eIF6, a regulator of ri-
bosome assembly (Guo et al. (2011)). The HSP90 chaperone complex
participates in protein folding and its inhibition also affects leaf devel-
opment (Sangster and Queitsch (2005)). HSP90 consists of seven iso-
forms, which are located in the cytoplasm (HSP90.1 - HSP90.4), plastid
(HSP90.5), mitochondria (HSP90.6) and the endoplasmatic reticulum
(HSP90.7) (Krishna and Gloor (2001)). In addition to HSP90.2 and
HSP90.7, the protein level of HSP90.5 declined during development (D-
D-D-E), while HSP90.6 protein levels did not change significantly. To-
gether with RACK1 and HSP90, other proteins involved in translation
and protein folding have been identified in the set of down-regulated
stage 1 marker proteins, including two TCP-1/cpn60chaperonin family
proteins (AT1G24510, AT5G26360), NACA2, NACA3 and ribosomal
proteins. Thus, the prevalence of translation and protein metabolism
in emerging leaves is also well reflected in the stage 1 marker proteins.
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4.2.11 Dynamic changes in ribosomal transcripts and pro-
teins during leaf growth

Ribosomal proteins accumulate to high levels in proliferating cells (McIn-
tosh and Bonham-Smith (2006)). Protein and transcript level data are
available for 110 ribosomal proteins in our complete data set. Among
these, 107 transcripts were significantly down-regulated in at least one
of the four leaf growth stages but never up-regulated, while 49 pro-
teins also declined (average Spearman rank correlation = 0.52) and 61
did not show a significant change (average Spearman rank correlation =
0.29). Genes coding for subunits of constitutive protein complexes such
as the ribosome show significant transcriptional co-regulation in yeast,
but it was postulated that co-regulation of subunits of a protein com-
plex should be detectable primarily at the level of protein abundance
(Jansen et al. (2002)). The absence of significant abundance changes for
nearly 60% of the measured ribosomal proteins therefore suggests that
regulatory mechanisms ensure protein homoeostasis despite decreased
transcript levels, possibly through stabilisation of individual ribosomal
proteins once the ribosome has been assembled.

The patterns of all 349 clustered transcripts coding for ribosomal
proteins in A. thaliana followed the trend discussed above, i.e., 317
transcripts were significantly down-regulated in at least one of the leaf
growth stages and were never up-regulated. Only 14 ribosomal protein
mRNA increased during leaf growth and did not decline. Interestingly,
five of these 14 ribosomal protein mRNA encode L18a family members
(four members of the ribosomal protein LA18ae family and the 60S
ribosomal protein L18A-1). The specific functions of the L18a pro-
teins are not known, but our data show that members of the L18a and
L18ae/LX subfamily are differently regulated and that they may be as-
sembled into ribosomes only late during leaf growth, possibly replacing
other subunits that function earlier in development. Consistent with
the over-representation of transcripts higher at ED in the GO category
”translation”, 270 of the 349 ribosomal protein transcripts have higher
levels at ED. Interestingly, of the 30 transcripts that have higher lev-
els at EN, eight also belong to the above group of 14 transcripts that
were up-regulated during leaf growth (over-representation with p-value
1.3 × 10−5, Fishers exact test), including the L18a transcripts. This
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suggests again that specific members of the L18a ribosomal protein
genes are regulated differently and therefore may have specific func-
tions during leaf growth.

Cis-regulatory elements that are over-represented in the promot-
ers of the 353 nuclear-encoded ribosomal genes were identified using
ATCOEcis (Vandepoele et al. (2009)). They include the telo-boxes
(AAACCCTA, p-value 2.4×10−41; AAACCCTAA, p-value 7.2×10−21)
and the site II element (TGGGCY, p-value 2.1× 10−15) related to ri-
bosomal protein gene expression (Trmousaygue et al. (2003)), as well
as the PHYA-responsive SORLIPs 2 motif (GGGCC, p-value 10−16)
that is a light-responsive cis-regulatory sequence (Hudson and Quail
(2003)). An over-representation of light-dependent promoter elements
was not observed for other groups of transcripts that are higher at EN
or ED. Our integrated large-scale data therefore establishes that ri-
bosomal proteins are closely co-regulated during leaf development and
growth through specific promoter cis-regulatory elements.

4.2.12 Senescence- and autophagy-associated transcript pat-
terns already emerge during leaf expansion

Specific gene expression patterns that are diagnostic of the mature and
senescing leaf were already discernible during leaf expansion. For ex-
ample, the transcript level of aleurain-like protease (AT5G60360) that
is up-regulated during senescence (Gepstein et al. (2003)) continuously
increased during leaf growth (U-U-U-EN), while up-regulation of the
protein was only detected between stage 3 and 4 (E-E-U-E). Similarly,
transcripts that accumulated significantly between stage 3 and 4 (U-
U-U- EN, E-E-U-EN and E-E-U-E) were enriched for the GO category
”aging”, and include the senescence-associated genes SAG12, SAG13,
SAG20, SAG101 and SRG1. Autophagy is a key metabolic process
during leaf senescence. The transcript patterns for the 28 autophagy-
related genes in A. thaliana revealed that 25 were higher at EN, and 22
significantly increased during at least one stage transition. Autophagy
appears to be initiated prior to completion of leaf expansion (Breeze
et al. (2011)), and our results that the autophagy-related genes ATG2,
ATG5, ATG8D, ATG8F, ATG8H/I, ATG12A and ATG18G were al-
ready significantly up-regulated during the transition from stage 1 to 2
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support this view. ATG7, ATG8A, ATG8B and ATG8H were reported
to be up-regulated just before the onset of senescence and ATG7 was
proposed to be the key control point for autophagy activation (Breeze
et al. (2011)). Our results show that expression of ATG8A, ATG8B
and ATG8D was already significantly up-regulated during the transi-
tion from stage 3 to 4 (E-E-U-EN), while ATG7 transcript levels did
not change significantly during leaf growth (pattern E-EN). Although
the stage 4 leaf was not visibly senescent, interestingly the senescence-
and autophagy-associated transcriptional programs were triggered dur-
ing leaf growth, while expression of the proposed key regulator ATG7
remained unchanged.

4.2.13 Cell wall modification signatures during leaf growth
reflect cell expansion and pathogen resistance

In growing tissues, plant cells expand massively to reach their final
shape and size while resisting turgor pressure. Cell expansion is tightly
controlled through remodelling of the cell wall cellulose-matrix network
(Szymanski and Cosgrove (2009)), and cellulose synthesis is largely
confined to expanding cells (Somerville et al. (2004)). Furthermore,
cell wall loosening is necessary for anisotropic growth because it de-
termines which cell walls must yield under stress (Szymanski and Cos-
grove (2009)). Cell expansion and anisotropic growth are reflected in
our data set by genes for proteins associated with ”cell wall biogene-
sis”, ”organization” and ”loosening” that were over-represented in pat-
terns of decreasing transcript levels (E-D-E-EN, E-D-E-E, E-E-D-EN,
E-E-D-ED). Genes in this class included cellulose synthase (CESA), ex-
pansin and expansin-like proteins. Pectin methyl esterases are thought
to be secreted late during leaf growth (Szymanski and Cosgrove (2009)),
stiffen the pectin gel and reduce cell growth. We found, however,
that the genes coding for the pectin methylesterases ATPME1 (E-E-
D-ED), ATPME3 (E-E-D-ED), PME61 (D-D-D-ED) and ATPME44
(U-U-D-ED) were down-regulated between stage 3 and 4. Thin-walled
cells were found to grow faster than thick-walled cells (Refrgier et al.
(2004)). Correspondingly, the GO category ”cell wall thickening” was
over-represented by transcripts increasing during leaf growth (U-U-E-
ED, U-E-E-E). Transcripts that contribute to the over-representation
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in these patterns include those for cytochrome P450 polypeptides and
UDP-glycosyltransferase 74B1, which is involved in the synthesis of glu-
cosinolates from tryptophan. ASA1 regulates the defence-dependent
synthesis of indole glucosinolates (Clay et al. (2009)), which is consis-
tent with the transcriptional up-regulation of ASA1 during leaf growth.
The two up-regulated genes PEN2 and PEN3 have also been implicated
in resistance to pathogens (Clay et al. (2009)) and are required for cal-
lose deposition and glucosinolate activation. Together, the transcript
patterns at the four leaf growth stages significantly expand information
on the expression of genes for proteins involved in cell wall biogenesis,
cell wall loosening and cellulose deposition enabling cell expansion. The
cell walls thicken only later during leaf growth, thereby inhibiting cell
expansion and building up a barrier against pathogen attack.

4.2.14 Chloroplast gene expression during leaf growth in-
volves a switch between nuclear- and plastid-encoded
RNA polymerases

In contrast to the over-representation of photosynthetic processes among
transcripts decreasing during leaf growth, transcript levels of several
plastid genes coding for subunits of the photosynthetic complexes were
increasing. Chloroplast genes are transcribed by two single-subunit
nuclear-encoded RNA polymerases (NEP) and a multi-subunit plastid-
encoded RNA polymerase (PEP). NEP appears to be mainly active
during chloroplast development and in transcribing genes with house-
keeping functions, while PEP is the principal RNA polymerase in the
mature chloroplast and responsible for transcribing photosynthesis-
related genes (Liere et al. (2011)). Consistent with the switch from
NEP to PEP activity, levels of NEP-related transcripts decrease dur-
ing leaf growth. Thus, despite the complexity of post-transcriptional
RNA processing in chloroplasts (Barkan (2011)), most of the regula-
tion of chloroplast transcript abundance during leaf growth can be ex-
plained by changes in transcriptional activity. PEP activity is regulated
by nuclear-encoded sigma-type transcription initiation factors (Lerbs-
Mache (2011)). Transcript levels for SIG2 and SIG6, which are the two
essential sigma factors for chloroplast functions, decreased significantly
between stage 3 and 4 and were higher at ED (pattern E-E-D-ED). In
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contrast, the mRNA level for SIG5, which accumulates in the light and
predominantly binds to the PsbA and PsbD promoters (Onda et al.
(2008)), was up-regulated significantly between stages 1 and 2 and was
higher at EN (U-E-E-EN). The regulation of individual sigma factors
during leaf growth therefore suggests that chloroplast genes continue to
be differentially transcribed even after the switch to PEP transcription.

4.2.15 Water deficit adaptation reduces the expression of
genes supporting fast growth

The direct comparison of SOW and SWD leaf 6 data revealed 1′222
(5%) differently regulated transcripts (p < 0.05 in a paired t-test, av-
erage fold change larger than 1.5). The third principal component
of the combined transcript data PCA analysis separated the growth
stages in the individual datasets, but did not separate between SOW
and SWD samples, indicating that the growth stages are comparable
between the two experiments and that their definition based on growth
variables was pertinent (Figure 4.1). Among the differently regulated
transcripts, 368 transcripts that accumulated to higher levels in wa-
ter deficit are over-represented in the GO categories ”carbon fixation”
and ”response to metal ion”. This result is consistent with previous
reports that leaves under water deficit have an increased turnover and
availability of C metabolites (Hummel et al. (2010); Skirycz and Inz
(2010); Tardieu et al. (2011)). Consequently, reduced growth in water
limiting conditions is not a consequence of a decrease in fixed carbon,
but rather an adaptation response. The 854 transcripts that accumu-
lated at higher levels in SOW leaves were most enriched for the GO
categories ”ribosome biogenesis”, ”translation” and ”defence response
to fungus”. The first two GO categories are consistent with the higher
biosynthesis activity required to support the growth rate of SOW leaves
(Figure 4.1).

4.2.16 Water deficit adaptation differs significantly from a
drought stress response

Transcripts that account for the over-representation of the GO cate-
gory ”defence response to fungus” include OCP3, the peroxidase super-
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family protein PEROXIDASE CB, PEROXIDASE SUPERFAMILY
PROTEIN, PR4, MLO12 and ETHYLENE RESPONSE FACTOR 104.
Transcription of peroxidases and other genes indicative for oxidative
burst is induced upon biotic stimulus as rapid generation of superox-
ide and accumulation of H2O2 characterise the hypersensitive response
(Lamb and Dixon (1997)). Because reactive oxygen species also in-
crease upon drought stress as by-products of drought stress metabolism
and as signalling molecules (Achard et al. (2006); de Carvalho (2008);
Miller et al. (2010)), these genes would have rather been expected to be
more highly expressed in SWD leaves if they displayed a drought stress
response. The same reasoning also applies to the expression of genes
encoding biotic defence proteins and ethylene response factors, which
increase in response to abiotic stress (Navarro et al. (2008); Skirycz
and Inz (2010)). Therefore, we investigated whether previously re-
ported water-deficit stress marker genes were induced in SWD leaves.
The results show that transcript levels of genes involved in the biolog-
ical processes affected by osmotic stress (Skirycz and Inz (2010)) were
either not significantly different between SOW and SWD leaves or in
some cases even lower in SWD leaves. Transcripts that accumulated
to significantly higher levels in SOW leaves include the biotic stress
markers MLO12 and PR5, as well as CYP71A13 and CYP57220 that
are involved in indole glucosinolate biosynthesis. DELLA proteins re-
strict growth in adverse growth conditions and integrate the ABA, GA
and ethylene signalling pathways in response to both salt and drought
stress (Achard et al. (2006); Skirycz and Inz (2010)). ABA-independent
signalling pathways that activate the expression of DREB/CBF tran-
scription factors are also induced upon stress treatment (Shinozaki and
Yamaguchi-Shinozaki (1996); Harb et al. (2010)). Our results show,
however that none of the genes involved in hormone synthesis and sig-
nalling that have been implicated in regulatory responses to abiotic
stress conditions were expressed at significantly higher levels in SWD
compared to SOW leaves.

Interestingly, transposable elements (p-value = 7.2 × 10−11) and
pseudogenes (p-value = 2.4×10−9) are strongly over-represented in the
group of transcripts that differed between SOW and SWD leaves. While
pseudogenes and transposable elements are transcriptionally activated
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during stress (Zeller et al. (2009)), these transcript categories are more
over-represented in SOW (pseudogenes, SOW p-value = 2.1 × 10−7

and SWD p-value = 1.3 × 10−3; transposable elements, SOW p-value
= 2.2× 10−16 and SOW p-value = 9.9× 10−4).

Together, the transcriptional response in SWD plants growing in
soil in which the water content was reduced early and kept at a con-
stant reduced level during development and leaf growth is significantly
different from transcriptional responses in plants exposed to a sudden
water stress. Our results show that plants adapt to a low soil water
potential by adjusting their growth and gene expression, possibly to
avoid an acute water deficit.

4.2.17 Adaptation to water deficit is associated with up-
regulation of cold-induced proteins

Analysis of the proteomes of the leaf 6 growth stages in SOW and
SWD leaves revealed 34 differentially regulated proteins (p < 0.05, av-
erage fold change larger than 1.5). Of these, 18 accumulated to higher
levels in SOW leaves, mainly comprising proteins involved in transla-
tion, corresponding to the trend observed in the transcriptome data.
The 16 proteins significantly more abundant in SWD leaves included
COR15A, COR15B and COR6.6/KIN2, all known to be expressed in
response to cold. Their induction can be explained because water avail-
ability to plant cells may be limited by distinct but functionally related
abiotic stresses (Verslues et al. (2006)) including low soil water poten-
tial during drought and in high saline soil conditions, but also cellular
dehydration at low temperature as a consequence of ice crystal for-
mation. Avoidance and tolerance responses to dehydration are in part
mediated by the cold-induced transcription factor DREB1A/CBF3 and
the drought/high salinity-induced transcription factor DREB2A whose
target genes partially overlap (Sakuma et al. (2006)). Interestingly,
expression of COR15A, COR15B and COR6.6/KIN2 is specifically ac-
tivated by DREB1A/CBF3 in response to cold (Sakuma et al. (2006)).
However, the transcript levels for DREB1A/CBF3, COR15A, COR15B
and COR6.6/KIN2 did not differ between SOW and SWD leaves, and
were higher for DREB2A in SOW leaves (p < 0.05) without meeting the
fold-change cut-off. Consistent with the other stress markers discussed
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above, SWD plants did not trigger a stress-related transcriptional acti-
vation of the DREB1A/CBF3, COR15A, COR15B and COR6.6/KIN2
genes but adapted to the reduced soil water content. Interestingly,
this adaptation involved the increased accumulation of certain stress
response-related proteins, but their regulation under a continuous abi-
otic stress could clearly be distinguished from the induced transcrip-
tion of their genes that typically occurs in response to short-term water
deficit conditions.

4.3 Discussion

The comprehensive phenotypic and quantitative molecular profiling
data presented here significantly expand our knowledge about the sys-
tems function of a developing leaf through successive stages of develop-
ment in two different water regimes. We used A. thaliana leaf number
6 as a model because its growth phenotypes were previously analysed
in other genotypes both in optimal watering condition (Cookson et al.
(2005); Massonnet et al. (2010, 2011)) and in response to reduced soil
water content (Cookson et al. (2006); Tisn et al. (2010)), which were
the conditions used in our experiments. Reduced soil water content,
which plants may experience during prolonged drought, markedly af-
fects leaf growth. In our condition this resulted mainly in a reduced
final leaf area and, to a lesser extent, reduced final leaf thickness. The
reduced leaf growth was mostly due to decreased expansion rates in the
two dimensions and was partly compensated by an extended growth pe-
riod (Aguirrezabal et al. (2006); Skirycz and Inz (2010)). Related to
reduced leaf growth we also measured a reduction in DNA ploidy in
SWD leaves, but only after their rapid phase of expansion. Reduction
in the number of DNA endoreplication cycles per cell was also reported
for mature leaf 6 in Col-0 and different mutants (Cookson et al. (2006)),
but not in leaf 3 (Skirycz and Inz (2010)), suggesting that DNA ploidy
is tightly controlled in different environmental conditions later during
plant development. As detailed above, our comprehensive molecular
profiling results, particularly the quantitative proteome analysis, sim-
ilarly support and extend previously reported results for leaf growth,
thus underpinning the high quality of our data.
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Our experimental approach also provides new biological insights
into the molecular mechanisms governing leaf growth. Most impor-
tantly, we discovered that an unexpectedly large number of transcripts
show strong stage and condition dependent diurnal fluctuations that
are not matched by protein level fluctuations. The dampening of pro-
tein level variation at a short time scale (8 hours between EN and ED)
was particularly surprising and points to currently unknown regulatory
mechanisms controlling protein levels, such as post-translational pro-
cesses that modulate protein homoeostasis by feed-back loops between
protein and transcript levels and targeted protein degradation. Our re-
sults in A. thaliana are reminiscent of the observed post-transcriptional
noise in yeast that buffers protein levels against mRNA fluctuations and
was estimated to affect at least 25% of the proteome (Lee et al. (2011)).
The reduced diurnal protein level variation could also be explained, at
least in part, by the relative concentrations of proteins and transcripts
and different time constants for transcript and protein synthesis and
degradation. For example, for enzymes of central metabolism the rela-
tive amount of transcript to protein is so low that in a leaf it may take
several days for a change in transcript level to cause a major change
in protein level (Piques et al. (2009)). A recent study in mammalian
cells showed that proteins are on average about 900 times more abun-
dant than their corresponding transcripts and the energy consumed
for the production of proteins is nine-fold larger than that for tran-
scripts (Schwanhusser et al. (2011)). Thus, it requires considerably
more catabolic or anabolic activity to produce a significant change in
protein versus transcript levels. Consequently, the high cost of pro-
tein synthesis may justify on its own that, by default, cells prefer a
relatively slow protein turnover in leaves as well. But then, the inter-
esting question remains why over half of the leaf transcriptome shows
diurnal fluctuations throughout growth if this has little impact on pro-
tein abundance. Transcript fluctuations might prime cells for a faster
response to stress or changing environmental conditions, which would
be more difficult to achieve at constant mRNA concentration. The
general dampening of mRNA level oscillations in SWD is consistent
with this view and suggests that plants can also adjust overall mRNA
metabolism to a continuous sub-optimal growth condition. Together,
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the dampened diurnal fluctuation of moderately to highly abundant
proteins in leaves detected in our mass spectrometry analysis might
result in energy savings in stable conditions due to low protein turn-
over rates, while significant transcript fluctuation might enable rapid
reprogramming to respond to environmental changes. This does not ex-
clude that although fluctuating, the observed levels of certain mRNA
at specific times during the diurnal cycle may be required to regulate
the energy status of the cell at that particular time, the respective
growth stage, or in the prevailing environmental condition. This could
also explain the differences in growth stage- and experiment-dependent
diurnal transcript oscillations. While the measured fraction of the pro-
teome generally did not follow the diurnal transcript level oscillations
we found a good correlation for the majority of protein-transcript pairs
across the four leaf growth stages with some interesting exceptions,
which showed that sub-cellular protein localisation and complex for-
mation are additional factors that determine protein level regulation.

Finally, plants grown in soil with continuous reduced water potential
were shown to exhibit a systems-level adaptation process, which is sub-
stantially different from the well-established response to drought stress.
Our results allow us to distinguish between direct large-scale effects re-
sulting from experimental treatments and secondary effects imposed by
the developmental program underlying leaf growth. Our comparative
analysis of transcriptome, proteome and phenotypic changes occurring
in the leaf in stable and controlled experimental conditions expanded
our understanding of systems-level processes in leaf growth and there-
fore provides the necessary basis for the correct interpretation of results
from studies of mutations or stress treatments.

4.4 Materials and methods

4.4.1 Plant material and growth conditions

Six successive experiments (Exp. 1 to Exp. 6) were carried out using
seeds of the A. thaliana accession Col-4 (N933) obtained from a single
batch provided by the Nottingham Arabidopsis Stock Centre. For each
experiment, 504 pots were filled with a mixture (1:1, v/v) of a loamy
soil and organic compost at a humidity of 0.30g water per g of dry
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soil. Ten millilitres of a modified one-tenth-strength Hoagland solu-
tion (Hoagland et al. (1950)) was added to the pot surface just before
sowing. Six seeds were sown dispersed over the pot surface. The pots
were transferred to a growth chamber equipped with the PHENOP-
SIS automaton (Granier et al. (2006)). After two days in the dark,
day length in the growth chamber was fixed at 8h using a mix of cool-
white fluorescent tubes, sodium, and hydrargyrum quartz iodide (HQI)
lamps. The other growth conditions were as follows: air temperature
at 21.2◦C during the day and 20.5◦C during the night; air humidity
of 70%; and incident light measured at the plant level approximately
220 µmol

m2s . During the germination phase (until stage 1.02; Boyes et al.
(2001)), water was sprayed at regular intervals on the pots to maintain
sufficient humidity at the soil surface. Beginning at plant germination,
each pot was weighed twice a day to calculate the soil water content.
For the optimal water condition experiment the soil water content was
adjusted to 0.40 g water per g of dry soil and for the water deficit ex-
periment plants were in mild water deficit conditions with soil water
content adjusted to 0.24 g water per g of dry soil. The adjustment was
done automatically with the PHENOPSIS automaton by addition of an
appropriate volume of nutrient solution. Profiling data were obtained
from the same biological samples except for stage 1 leaves of the first
biological replicate for which protein and transcript data were obtained
from different, but identically grown batches of leaves.

4.4.2 Leaf growth measurements

4.4.2.1 Leaf area

From stages 1.2 to 6.0, five rosettes per genotype were dissected every
two to three days. The leaf 6 area (mm2) was measured with image-
analysis software (Bioscan-Optimas version 4.10) after imaging with a
binocular magnifying (×160) glass for leaves smaller than 2 mm2 or
with a scanner for larger ones.

4.4.2.2 Leaf thickness, cell density and volumes

From stage 1.02 to 6.00, five plants were collected every two to three
days and whole seedlings (when 6th leaf < 4mm) or leaves were fixed,
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conserved and subsequently cleared and stained using propidium iodide
as described by Wuyts et al. (2010). Image stacks covering the complete
leaf thickness were produced for the central part of the leaf along the
longitudinal axis, and approximately midway between the leaf mid vein
and margin using multi-photon laser scanning microscopy (Wuyts et al.
(2010)). The quantitative analysis of leaf thickness, cell density and di-
mensions in image stacks involved specifically developed ImageJ macros
(http://rsb.info.nih.gov/ij/) and R scripts (R Development Core Team
(2010)).

4.4.2.3 Area and number of epidermal cells

A negative imprint of the adaxial epidermis of the same sixth leaf for
which also the surface was measured was obtained after evaporation of a
varnish spread on its surface. These epidermal imprints were analysed
using a microscope (Leitz DM RB; Leica) supported by the image-
analysis software Optimas. Mean epidermal cell density ( cells

mm ) was
estimated by counting the number of epidermal cells in two zones (at
the tip and base) of each leaf. Total epidermal cell number in the
leaf was estimated from epidermal cell density and leaf area. Mean
epidermal cell area (µm2) was measured from 25 epidermal cells in two
zones (at the tip and base) of each leaf.

4.4.3 Estimation of dynamic variables

Leaf area, leaf thickness, epidermal cell number and epidermal cell area
were plotted as a function of time (days after leaf initiation). Leaf
initiation was estimated when the leaf area was 0.001µm2. Sigmoid
curves (4.1) were fitted to the data to estimate the rate of processes at
each stage.

Y =
A

1 + e(−
X−X0

B )
(4.1)

This gave an increase in

• leaf area with A = 88.1, B = 2.6 and X0 = 15.8 in SOW
and A = 57.9, B = 4.1 and X0 = 21.6 in SWD,
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• leaf thickness with A = 206, B = 6.4 and X0 = 11.7 in SOW
and A = 161.9 B = 5.0 and X0 = 12.7 in SWD,

• cell number with A = 26738.0, B = 2.8 and X0 = 8.4 in SOW
and A = 20338.8, B = 2.8 and X0 = 9.8 in SWD and

• cell area with A = 3478.4, B = 3.6, X0 = 15.7 in SOW
and A = 2966.9, B = 3.6 and X0 = 19.3 in SWD

See Figure 4.1 for representation of sigmoid curves. Based on leaf 6
area, thickness, epidermal cell number and epidermal cell area changes
with time, the four stages were identified to harvest samples for molec-
ular profiling.

4.4.4 Harvests for molecular profiling

Stages of rosette development for all the plants grown in the PHENOP-
SIS platform were noted every two to three days during the 6 experi-
ments. Based on the first experiment in each environmental condition
(Exp. 1 and Exp. 4), stages of rosette development when leaf 6 reached
the four stages were identified and were used in the following exper-
iments to reproduce a similar sample between experiments. The day
prior to leaf harvest, plants to be harvested were marked with a small
plastic tag, pointing toward the tip of the 6th leaf. At each stage, leaves
6 were harvested during the last hour before the light is on (under green
light) and before the light is off. To collect enough leaf material for
profiling with the different technologies, each sample was prepared by
bulking material from numerous plants. The frozen plant material was
sent to the MPI in Golm, where it was ground and aliquoted using a
cryogenic grinder instrument (German Patent No. 08146.0025U1).

4.4.5 DNA ploidy level

At each stage and under each water condition, leaf 6 was collected
from five plants and was frozen individually and immediately in liquid
nitrogen. Flow cytometry analysis was done as described by Cookson
et al. (2006). For each sample, 3′000 nuclei were counted and the
percentage of cells at 2C, 4C, 8C, 16C, 32C and 64C was calculated.
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The endoreduplication factor (i.e. the mean number of endocycles per
100 cells, EF) was calculated from these percentage values as follows:

EF = 0× 2C + 1× 4C + 2× 8C + 3× 16C + 4× 32C + 5× 64C.

4.4.6 Tiling array transcript data

Gene expression in leaves of the four developmental stages and at the
two diurnal time points in the SOW and SWD experiments, as well as
in a reference mixed rosette sample was profiled using AGRONOMICS1
microarrays (Rehrauer et al. (2010)) matched against the TAIR10 CDF
file. After exclusion of the probe sets for plastid transcripts, 25′150
probe sets representing 24′985 genes gave above-background signals
with p-value below 0.05 in at least one of the samples in SOW and
27′882 transcripts representing 27′707 genes in SWD. The log2- trans-
formed sample/reference ratios were used in all the analyses. A more
detailed explanation is provided in the Appendix. Microarray raw and
processed data are available via ArrayExpress (E-MTAB-1056) and the
AGRON-OMICS data repositories.

4.4.7 Quantitative RT-PCR transcript data for plastid tran-
scripts

Since most plastid mRNA are not polyadenylated and the labelling
for the AGRONOMICS1 microarray was based on oligodT primers,
the transcripts for 80 plastid-encoded genes were profiled for the 24
SOW samples and the reference sample with quantitative RT-PCR
(RT-qPCR). Again, all the analyses were based on the log2-transformed
sample/reference ratios. A comparison of the standard deviations of the
replicate means for the microarray and RT-qPCR transcript profiles for
the 69 plastid transcripts for which we have both data types confirmed
that the RT-qPCR data are more robust, as their average standard de-
viation was 0.27, versus 0.58 for the microarray plastid transcript data.
For this reason, only the RT-qPCR plastid transcript data were used
in all further analyses.
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4.4.8 Quantitative iTRAQ proteomics data

Proteins in leaves of the four developmental stages and at the two
diurnal time points in the SOW and SWD experiments and of the
reference sample were quantified using the 8-plex iTRAQ isobaric tag-
ging reagent (Ross et al. (2004); Pierce et al. (2008)). The labelled
peptides were fractionated with strong cation-exchange (SCX) and pu-
rified before mass spectrometry measurements on an Orbitrap mass
spectrometer. The resulting spectra were matched to peptides with the
database-dependent search algorithm Mascot (Mascot Science, London,
UK) searching the TAIR10 protein database (Lamesch et al. (2012))
and the peptide spectrum assignments were filtered for peptide unam-
biguity in the pep2pro database (Bärenfaller et al. (2011)). Accepting
only unambiguous peptides with ion score greater than 24 and an ex-
pect value smaller than 0.05 resulted in 203′158 assigned spectra at
a spectrum false discovery rate (FDR) of 0.09% in SOW and 145′564
assigned spectra at an FDR of 0.1% in SWD. In SOW, quantitative
information for all reporter ions was available in 144′538 of these spec-
tra leading to the quantification of 2′081 proteins based on 8′710 dis-
tinct peptides. In SWD, 1′509 proteins were quantified based on 5′292
peptides and 74′550 spectra. The histograms of the log2-transformed
sample/reference protein ratios in the different samples of biological
replicate 1 in SOW demonstrate that the ratios were about normally
distributed and display similar variances, which allowed for the statis-
tical analyses and the comparisons detailed below. A more detailed
explanation is provided in the Appendix. The proteomics data are
available from the PRIDE database (Vizcano et al. (2010); accessions
21330-21353).

4.4.9 Statistical analyses and clustering of the protein and
transcript changes

The statistical analytical methods were identical for the protein and
transcript data. For each individual dataset, the log2-transformed sam-
ple/reference ratios were subjected to an analysis of variance (ANOVA)
treating stage (S) and day-time (ND) as main effects. The resulting p-
values for the global F-test, the stage dependent level changes and the
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day-time dependent level changes were corrected for multiple testing
using Benjamini-Hochberg (Benjamini and Hochberg (1995)) control-
ling the FDR to give pGlobal (p-value for an overall global change), pS
(p-value for a change between stages) and pND (p-value for the diurnal
change). The effect size of the individual stages and the significance
of the level changes were computed with the Tukey Honest Significant
Differences (TukeyHSD) post-hoc test followed by correction with the
Benjamini-Hochberg method.

Only transcripts and proteins with pGlobal < 0.05 and a maximum
fold-change larger than log2(1.5) were considered for further analysis.
In addition, proteins had to have at least one value in each of the eight
time points. Clustering of the significantly changing proteins resulted
in 25 populated clusters in SOW and 19 in SWD, and for the transcripts
77 in SOW and 68 in SWD. We defined protein and transcript stage
markers by selecting those that were significantly different from one
stage, but not between the other stages (Appendix Table 4.3). For the
integration of the proteomics and transcriptomics data the protein and
transcript patterns that occurred in both datasets were combined. This
resulted in 220 different combined groups in SOW and 152 in SWD.

For assessing the stage-dependent diurnal changes a two-sided Welch
test was performed and the resulting p-values were corrected for multi-
ple testing with Benjamini-Hochberg. In the correlation analysis of
the protein-transcript pairs Spearman’s rank correlation coefficients
were calculated and p-values were generated with a t-statistic approach
corrected with Benjamini-Hochberg. The comparison of the protein
and transcript levels between the SOW and SWD experiment was per-
formed with a paired t-test comparing the values for the 8 time-points
between the two experiments corrected with Benjamini-Hochberg.

4.4.10 GO functional classification

Assignment of protein and transcript functional categories was based
on the TAIR GO categories from aspect ”biological process” exclud-
ing annotations inferred from electronic annotation (GO evidence code
IEA). The assignment was performed in R (R Development Core Team
(2010)) using the elim function from the topGO package (Alexa et al.
(2006)). Over-representation of categories was assessed using Fishers
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exact test. For each set of AGIs that was 22 subjected to the assess-
ment of over-representation the GO categories with p-value < 0.01 were
kept and assigned to a list of selected higher-level GO terms according
to the GO graph structure.
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4.A Appendix

4.A.1 Calculation of relative and absolute expansion rates

For each stage, the absolute rate (AR) of leaf processes (P, leaf area
expansion, leaf thickness expansion, cell division and cell expansion)
were calculated as the local slope of the relationship between the value
of the variable (leaf area, leaf thickness, cell number or cell area) and
time t:

ARj =

(
dP

dt

)
j

.

AR is calculated on the sigmoid fitting by linear regression on three
values of P and t corresponding to sampling dates j − 1, j and j + 1.
The relative rate (RR) was also calculated for each process as followed:

RRj =

(
d(LnP )

dt

)
j

.
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SOW

growth stage 1 2 3 4

AR leaf area 1.58 7.39 4.72 0.23
leaf thickness 7.37 7.77 5.44 1.92
cell number 2359 1005 148 6.06
cell area 71.0 205 199 31.9

RR leaf area 0.361 0.252 0.065 0.003
leaf thickness 0.100 0.064 0.034 0.010
cell number 0.191 0.043 0.006 0.000
cell area 0.253 0.189 0.082 0.010

SWD

AR leaf area 0.92 3.19 2.68 0.63
leaf thickness 7.87 5.61 1.99 0.44
cell number 1746 246 20.6 1.13
cell area 67.2 207 96.4 13.1

RR leaf area 0.227 0.160 0.062 0.011
leaf thickness 0.118 0.045 0.013 0.003
cell number 0.143 0.013 0.001 0.000
cell area 0.257 0.147 0.038 0.005

Table 4.1: Leaf expansion rates. Leaf absolute expansion rate (AR) and relative
expansion rate (RR) calculated from the data presented in Figure 4.1 at the four key
stages of leaf development in SOW and SWD conditions and for leaf area, leaf thickness,
cell number and cell area. The units are mm2 d−1 for the leaf area, µm d−1 for the
leaf thickness, number of cells per day for the cell number and µm2 d−1 for the cell
area.
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4.A.2 Transcript profiling with AGRONOMICS1 microar-
rays

RNA extraction was done using a Qiagen (Qiagen, Hilden, Germany)
QiaCube robot and the Qiagen RNA plant extraction kit. RNA was
amplified and labelled with the GeneChip R© IVT Express Labelling
kit (Affymetrix, Santa Clara, CA). Labelled RNA was hybridised to
AGRONOMICS1 microarrays. The AGRONOMICS1 array is a custom-
made Arabidopsis thaliana Col-0 tiling array that contains the com-
plete paths of both genome strands with on average one 25mer probe
per 35bp genome sequence window. The microarray enables reliable
expression profiling of more than 30′000 Arabidopsis genes and gives
very similar results to the widely used ATH1 microarray for the set
of common probes (Rehrauer et al. (2010)). The arrays were scanned
using an Affymetrix 3000 7G confocal scanner. All data processing was
performed using R (R Development Core Team (2011)). Background
correction, normalisation, and calculation of probe set summaries were
based on custom-made CDF files and RMA (Irizarry et al. (2003)) im-
plemented in the Aroma.Affymetrix package (Bengtsson et al. (2008)).
Non-performing probes were dynamically masked during the analysis
as described previously (Rehrauer et al. (2010)).

4.A.3 Transcript profiling with RT qPCR

Plastid transcripts were measured by RT-qPCR from the same RNA
samples as used for microarray profiling. cDNA synthesis and qPCR us-
ing a Roche Lightcycler 480 followed the same protocols and employed
the same sets of primers as in (Chateigner-Boutin et al. (2008)). Stan-
dard curves were established for each primer pair using PCR product
templates of known concentration such that the final values obtained
are proportional to the quantity of template in the sample, allowing rel-
ative quantification of transcripts to each other. Values were normalised
assuming equal total amounts of plastid RNA (including rRNA) in each
sample, i.e., the value for each plastid transcript was divided by the sum
of values for all plastid transcripts in the same sample.
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4.A.4 Sample preparation for proteomics

Proteins were solubilised by adding extraction buffer (20 mM Tris base,
5 mM MgCl2, 8 M urea, 1x protease inhibitor cocktail (Roche, Basel,
Switzerland)) and incubation for 30 min at room temperature. The
supernatant fraction obtained after centrifugation at 16′100 x g for 10
min at 25◦C was ultra-centrifuged at 100′000 x g for 45 min at 25◦C.
Protein concentrations in the supernatants of the ultracentrifugation
step were determined with the Pierce BCA Protein Assay Kit (Pierce
Biotechnology, Rockford, USA). For each sample, 100 µg protein were
subjected to an in-solution tryptic digest according to a modified pro-
tocol from Kinter and Sherman (Kinter and Sherman (2000)). For
this, the volumes of the different samples were first adjusted, and the
urea concentration was lowered to 6 M by adding 50 mM Tris-HCl pH
8.0. Disulfide bridges were reduced by adding 200 mM DTT in 50 mM
Tris-HCl pH 8.0 to a DTT concentration of 9.5 mM and incubation
for 1 h at room temperature. The thiol groups were then derivatised
by the addition of 200 mM iodoacetamide in 50 mM Tris-HCl pH 8.0
to a final concentration of 32 mM iodoacetamide and incubation for 1
h at room temperature in the dark. Excess iodoacetamide was then
reacted by anew addition of 200 mM DTT in 50 mM Tris-HCl to a to-
tal final concentration of 37 mM DTT and incubation for 1 h at room
temperature in the dark. The urea concentration was then reduced to
0.6 M with 1 mM CaCl2 in 50 mM Tris-HCl pH 8.0 before the addi-
tion of trypsin in a trypsin:protein ratio of 1:25 (w/w) and incubation
at 30◦C for at least 16 h. After tryptic digest, the peptides were pu-
rified using Sep-Pak reverse-phase cartridges (Waters, Milford, USA).
Extraction, tryptic digest and Sep-Pak purification were performed in
parallel for all samples in a reaction. Peptides were then labelled with
8-plex iTRAQ tags (Applied Biosystems, Foster City, USA) following
the manufacturers instructions. The labelled peptides were then com-
bined and afterwards fractionated with strong cation-exchange (SCX)
chromatography. For this, 1.5 ml buffer A (10 mM KH2PO4, pH 2.8,
25% v/v acetonitrile (ACN)) were added to the peptides, the pH was
adjusted with phosphoric acid to below pH 2.8, and the solution was
loaded onto a Polysulfoethyl A (200 X 2.1 mm, 5 m) column (PolyLC,
Columbia, USA) connected to an Agilent HP1100 HPLC system. Pep-
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tides were eluted at a flow rate of 0.3 ml/min with an increasing KCl
gradient (0-10 min 0% buffer B (0.35 M KCl, 10 mM KH2PO4, pH 2.8,
25% v/v ACN), 10-15 min 0-10% buffer B, 15-50 min 10-40% buffer B,
50-60 min 40-100% B, 60-80 min 100% buffer B). Fractions of 0.8 ml
were collected, combined into 8 pools (pool I: fractions 1-10, pool II:
fraction 11, pool III: fraction 12, pool IV: fraction 13, pool V: fraction
14, pool VI: fraction 15, pool VII: fraction 16, pool VIII: fractions 17-
30) and desalted with Sep-Pak reverse-phase cartridges (Waters, Mil-
ford, USA).

4.A.5 Mass spectrometry measurements

iTRAQ experiments were performed on a hybrid LTQ Orbitrap XL
mass spectrometer (Thermo Scientific, Bremen, Germany) coupled to
an Eksigent nanoLC system (Eksigent Technologies) and analysed by
reversed-phase liquid chromatography nanospray tandem mass spec-
trometry (nanoLC- MS/MS). Peptides were resuspended in 3% ACN
and 0.2% formic acid, loaded from a cooled (10◦C) Spark Holland au-
tosampler (Emmen, Holland) and separated using an ACN/water sol-
vent system containing 0.2% formic acid with a flow rate of 200 nl/min.
Separation of the peptides was performed on a 10 cm long fused silica
column (75 m i.d.; BGB Analytik) in-house packed with 3 m, 200 pore
size C18 resin (MichromBioResources, CA). Elution was achieved using
a gradient of 348% ACN in 50 min, 4880% ACN in 3 min and 80% ACN
for 7 min. iTRAQ labelled peptides were analysed by applying spec-
tral merging of CID and HCD of two consecutive scans from the same
precursor. One scan cycle was comprised of a survey full MS scan of
spectra from m/z 300 to m/z 2′000 acquired in the Fourier Transform-
Orbitrap with a resolution of R = 60′000 at m/z 400, followed by up to
six sequential data-dependent CID and HCD MS/MS scans. CID was
done with a target value of 10−4 in the linear trap. Collision energy was
set to 35%, Q value to 0.25 and activation time to 30 ms. HCD frag-
mentation ions including reporter ions were detected in the Orbitrap
with a target value of 5×10−5, a collision energy of 43%. For all exper-
iments dynamic exclusion was used with one repeat count, 30 s repeat
duration and 90 s exclusion duration. The instrument was calibrated
externally according to the manufacturer’s instructions. The samples
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were acquired using internal lock mass calibration on m/z 429.088735
and 445.120025.

4.A.6 Interpretation of tandem mass spectra and quantifica-
tion

Tandem mass spectra were searched with Mascot (Matrix Science, Lon-
don, UK) version 2.3.02 against TAIR10 (The Arabidopsis Information
Resource) protein database (download on January 17, 2011) with con-
catenated decoy database supplemented with contaminants (71′032 en-
tries). The search parameters were:

• mass = monoisotopic,

• requirement for tryptic ends,

• 2 missed cleavages allowed,

• precursor ion tolerance = ±10 ppm,

• fragment ion tolerance = ±0.8 Da,

• variable modifications of methionine (M, PSI-MOD name: oxida-
tion, mono ∆ = 15.994919) and tyrosine (Y, PSI-MOD name:
iTRAQ8plex reporter and balance reagent derivatised residue,
mono ∆ = 304.2053539),

• and static modifications of cysteine (C, PSI-MOD name: iodoac-
etamide derivative, mono ∆ = 57.021464), lysine and the N-
terminus (K and N-term, PSI-MOD name: iTRAQ8plex reporter
and balance reagent derivatised residue, mono ∆ = 304.205360).

Peptide spectrum assignments with ion score > 24 and expect value
< 0.05, except those of known contaminants, were filtered for ambigu-
ity. Peptides matching to several proteins were excluded from further
analyses. This does not apply to different splice variants of the same
protein or to different loci sharing exactly the same amino acid se-
quence. All remaining spectrum assignments were inserted into the
pep2pro database (Bärenfaller et al. (2011)). Mascot quantification
parameters were:
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• protein ratio type = average,

• normalization = median ratio,

• outlier removal = none,

• report peptide ratios = 1,

• minimum number of peptides = 1,

• minimum precursor charge = 2,

• peptide threshold = minimum score of 10.

Ratios were calculated with reporter ion 121 as base, and ratios were
corrected as specified by the supplier. From the resulting quantification
.xml file, the reporter ion ratios of those spectrum assignments that
had been entered into the database were read out. If all 7 ratios had
a positive value (neither ####, - -, nor negative value) they were
written into the pep2pro database, if not, the ratios in that spectrum
were given a value of NULL. In addition, the ion intensity values of
the reporter ions of those spectrum assignments that had been entered
into the database were read from the .mgf files. As in each reaction
two reference samples were included. The spectrum ratio is calculated
by averaging the two sample/reference ratios, e.g., the spectrum ratio
for sample PE48 1 labelled with reporter ion 113 in reaction ae1 5 is
determined by calculating

113
121 ×

121
118 + 113

121 ×
121
119

2
=

113
118 + 113

119

2
.

The protein sample/reference ratio is then calculated by averaging all
the spectrum ratios of that protein in a sample.

4.A.7 Statistical analysis and grouping of the protein and
transcript data

In the statistical analysis of the individual datasets the log2-transformed
sample/reference ratios of each dataset were subjected to an analysis
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of variance (ANOVA) treating stage (S) and day time (ND) as main
effects. The corresponding formula is

Yijk = µ+ Si +NDj + εijk,

where Yijk is the expression of the k-th replicate of a gene or pro-
tein in stage i at day time j, µ the mean expression of the gene or
protein and εijk the corresponding normal distributed error. This for-
mula was chosen because a pre-analysis has shown that the interaction
between the main effects was not significant and therefore was not con-
sidered in the presented model. The resulting p-values for the global
F-test, the stage dependent level changes and the day-time dependent
level changes were adjusted for multiple testing with the Benjamini-
Hochberg method (Benjamini and Hochberg (1995)) controlling the
false discovery rate to give pglobal (p-value for an overall global change),
pS (p-value for a change between stages) and pND (p-value for the diur-
nal change). The effect size of the individual stages and the significance
of the level changes were computed with the Tukey Honest Significant
Differences (TukeyHSD) post-hoc test followed by correction with the
Benjamini-Hochberg method. In addition to the significance testing
we also included a minimum fold-change cut-off to exclude significant
but spurious small changes from further analyses. The approach of
combining significance testing with a fold-change cut-off has been rec-
ommended in a recent article validating differential gene expression al-
gorithms (Yanofsky and Bickel (2010)). Especially for the proteomics
data the technical variance in the measurements does not allow for the
reliable detection of very small abundance changes. For that purpose
the maximum difference in the mean values for each of the eight time
points was computed. Only proteins and transcripts passing the p-value
and fold-change cut-offs were used in the classification. For proteins we
additionally required that they had at least one value in each of the
eight time points leaving 1′673 proteins in the SOW dataset and 1′184
in the SWD dataset. For the SOW experiment, the RT-qPCR data for
80 transcripts of plastid genes were added to the transcript data. In
total, 11′341 transcripts and 569 proteins in SOW, and 12′153 tran-
scripts and 370 proteins in SWD had pglobal < 0.05 and a fold change
> 1.5 and were subjected to clustering by our decision tree approach.
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4.A.8 Appendix Tables

transcripts proteins
down up down up

stage 1 - stage 2 4172 2733 206 64
stage 2 - stage 3 645 770 71 34
stage 3 - stage 4 3264 3755 76 86

Table 4.2: Transcript and protein changes between stages. The number of transcripts
and proteins that are changing between two adjacent stages with the direction of change.

stage-specific markers transcripts proteins

D-E-E-X U-E-E-X D-E-E-X U-E-E-X
stage 1 1522 412 69 11

D-U-E-X U-D-E-X U-D-E-X
stage 2 2 27 1

E-U-D-X E-U-D-X
stage 3 3 1

E-E-D-X E-E-U-X E-E-D-X E-E-U-X
stage 4 859 1534 3 24

D-E-U-X U-E-D-X D-E-U-X U-E-D-X
stage 2 - stage 3 177 190 3 2

Table 4.3: Transcript and protein stage markers. The number of stage-specific marker
transcripts and proteins with their respective patterns not taking into account the diurnal
changes (using X as placeholder for either EN, ED or E). A stage-specific marker is
significantly different in one specific stage compared to all other stages while it is not
significantly different between the other stages. A stage 2 - stage 3 marker is different
in stage 2 and stage 3 compared to stage 1 and stage 4, but not different between stage
1 and stage 4.
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AGI transcript protein symbols
pattern pattern

AT1G08550 E-E-D-ED U-E NPQ1, AVDE1
AT1G12900 E-E-D-E U-E-E-E GAPA-2
AT1G32060 E-E-D-E U-U-E-E PRK
AT1G42970 E-E-D-E U-U-E-E GAPB
AT1G72610 E-E-D-E U-E-U-E GLP1, ATGER1, GER1
AT1G76100 E-E-D-EN E-E-U-E PETE1
AT1G80380 E-E-D-E U-E-E-E
AT3G01500 E-E-D-E U-U-E-E CA1, ATBCA1

SABP3, ATSABP3
AT3G01510 E-E-D-ED U-E LSF1
AT3G08580 D-E-D-ED U-E-E-E AAC1
AT3G12780 E-E-D-E U-U-E-E PGK1
AT3G14310 E-E-D-ED E-U-U-E ATPME3, PME3
AT3G53110 D-E-E-EN E-E-U-E LOS4
AT3G63160 E-E-D-ED E-E-U-E
AT4G02770 E-E-D-ED E-E-U-E PSAD-1
AT4G04640 E-E-D-ED U-E-E-E ATPC1
AT4G09650 E-E-D-ED U-U-U-E ATPD
AT4G21280 E-E-D-EN U-U-U-E PSBQ, PSBQA,

PSBQ-1
AT5G03650 E-E-D-ED U-E SBE2.2
AT5G17020 D-E-E-ED U-E-E-E XPO1A, XPO1,

ATCRM1, HIT2
AT5G60210 D-E-E-ED E-E-U-E RIP5
ATCG00120 D-E U-U-U-E ATPA
ATCG00130 D-E U-E-E-E ATPF
ATCG00470 D-E U-E-E-E ATPE
ATCG01110 D-E U-E NDHH

Table 4.4: Increasing protein and decreasing transcript levels. Transcript-protein pairs
with decreasing transcript and increasing protein accumulation and their localisation.
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