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Abstract

Wireless localization systems allow users to find their own relative or
absolute position. In recent years, they have become more ubiqui-
tous, integrated, and important. GPS based car navigation units are
widespread, smart phones support the live tracking of the user on maps
and emergency calls can be pin-pointed to the location of the caller.
Due to increasing reliance on localization systems in the context of
navigation, surveillance, and location based services, attacks on such
systems become more viable and interesting for the attacker.

The security of wireless localization protocols relies on the integrity
of the location result. While the protocol also exchanges data messages,
the location result is computed based on physical-layer properties of the
exchanged messages. Thus, security analysis of such protocols has to
investigate attacks which influence this physical layer in addition to the
abstract security analysis of the protocols on the data layer. There are
various physical-layer effects which can be used to estimate a location,
among them the Message Received Signal Strength, Time of Arrival,
and Angle of Arrival.

In this work, we examine the security of localization schemes and
propose systems for secure ranging and localization. We start this thesis
with the investigation of simple WLAN localization schemes. We then
consider attacks on the global positioning system (GPS). We discuss
these attacks on localization schemes and find that the attacker can of-
ten exploit the physical layer in wireless communications to achieve his
goals. We then analyze such attacks to determine their feasibility and
effects. In particular, we consider attenuation attacks, which change
the received signal strength of messages, and symbol flipping attacks,
which change the data value of single symbols in a message. Based on
the results of these investigations, we propose several systems to enable
secure ranging and localization, and present their implementations.





Zusammenfassung

Funkssysteme zur Ortsbestimmung erlauben es den Benutzern, ihre
relative oder absolute Position zu bestimmen. In den letzten Jahren
hat die Verbreitung, Unterstützung und Wichtigkeit dieser Systeme
stark zugenommen. Navigationshilfen basierend auf GPS sind weit ver-
breitet, Smartphones erlauben die Echtzeit-Lokalisierung des Benutzers
auf Karten und bei Notrufen kann die Position des Anrufers zielgenau
geortet werden. Durch das zunehmende Vertrauen in diese Ortung im
Zusammenhang mit Navigation, Überwachung und standortbezogenen
Diensten werden aber auch Angriffe auf Ortungssysteme wahrschein-
lich.

Die Sicherheit der Ortungssysteme erfordert eine korrekte Stan-
dortbestimmung. Dabei sind die vom Protokoll ausgetauschten Daten
eher zweitranging. Das eigentliche Resultat der Ortsbestimmung ist
die Bestimmung der eigenen Position, basierend auf dem Einfluss des
Funkkanals auf die ausgetauschten Signale. Unter anderem können Ein-
flüsse auf die Signalstärke, die Ankunftszeit und den Eintrittswinkel
bestimmt werden. Sogar die einfachsten Detektionssysteme (zur Be-
stimmung der Anwesenheit) basieren letztendlich auf der Signalstärke
der ausgetauschten Nachrichten.

In dieser Arbeit untersuchen wir die Sicherheit von Ortungssys-
temen und entwerfen Systeme für die sichere Entfernungsmessung und
Ortsbestimmung. Am Anfang dieser Arbeit zeigen wir anhand zweier
weitverbreiteter Systeme, welche Angriffe möglich sind. Das Erste
der betrachteten Systeme ist die WLAN-basierte Ortsbestimmung, das
Zweite das globale Positionierungssystem GPS. Diese Angriffe nutzen
direkte Manipulationen auf dem Funkkanal, um die Standortbestim-
mung des Opfers zu beinflussen. Anschliessend verallgemeinern wir
solche und ähnliche Angriffe um herauszufinden, unter welchen Vor-
raussetzungen sie möglich sind und wie man sich dagegen wehren kann.



Insbesondere gehen wir auf Verschiebungsangriffe ein, welche die An-
kunftszeit von Signalen beeinflussen. Ausserdem betrachten wir Dämp-
fungsangriffe, welche darauf abzielen, ein Signal beim Empfänger schwä-
cher erscheinen zu lassen. Schlussendlich betrachten wir auch Angriffe,
die es erlauben einzelne Symbole in einer Übertragung gezielt zu bee-
influssen. Aufbauend auf den Resultaten dieser Untersuchungen en-
twerfen und implementieren wir dann zwei Systeme, die eine sichere
Entfernungs- und Ortsbestimmung erlauben.
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Résumé

Les systèmes de localisation sans fil permettent aux utilisateurs de trou-
ver leur position relative ou absolue. Au cours des dernières années, ces
systèmes sont devenus de plus en plus importants . Les applications
de navigation par GPS sont largement répandues; les téléphones porta-
bles permettent la traçabilité de l’utilisateur en temps réel moyennant
des cartes et des appels d’urgence peuvent guider vers la position de
l’appelant. En raison de la dépendance des applications de navigation
et de surveillance, ainsi que d’autres services de positionnement des sys-
tèmes de localisation, effectuer des attaques sur ces systèmes devient
justifiable et intéressant pour l’attaquant.

La sécurité des protocoles de localisation se base sur l’intégrité de
la position résultante. Même si les données transmises soutiennent les
opérations de localisation, l’estimation de la position dépend princi-
palement des propriétés du canal sans fil. C’est pourquoi l’analyse de
la securité des protocoles de localisation doit prendre le canal sans fil
en considération. Il y a plusieurs propriétés du canal sans fil qui peu-
vent être utilisées pour la localisation, telles que la puissance reçue du
signal, le temps d’arrivée et l’angle d’arrivée du signal.

Dans cette thèse, nous explorons la sécurité de plusieurs solutions de
localisation et nous proposons des protocoles de mesure de distance et
de localisation sécurisés. D’abord nous examinons un nombre de solu-
tions de localisation simples qui se basent sur la disponibilité de réseaux
WLAN. Ensuite, nous explorons une deuxième solution de localisation
largement présente dans les téléphones mobiles actuels – GPS. Nous
analysons les possibilités d’attaques et montrons que l’attaquant est
capable d’exploiter la couche physique de la communication radio pour
arriver à ses fins. Nous étudions en détail ce type d’attaques pour déter-
miner leur viabiliteé et leurs effets sur la localisation. Plus précisément,
nous analysons des attaques d’atténuation du signal qui modifient la



puissance du signal des messages et des attaques de manipulation du
symbole qui changent le contenu des messages. En nous basant sur ces
analyses, nous proposons plusieurs solutions qui permettent la mesure
de distance et de la localisation sécurisées ainsi que leurs implémenta-
tions.
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Chapter 1

Introduction

Wireless localization and positioning systems allow users to find their
own position or the location of some asset1. In recent years, they have
become more ubiquitous, integrated, and important. GPS based car
navigation units are widespread, smart phones support the live tracking
of users and vehicles on maps, and emergency calls can be pin-pointed
to the location of the caller.

The goal of localization protocols is not to exchange data (like in
conventional protocols), but to establish a location of the sender or
receiver. This estimate of the physical location is computed based on
effects of the physical transmission channel: Message Received Sig-
nal Strength (RSS) [1], Time of Arrival (ToA) [2], Angle of Arrival
(AoA) [3], or a combination of the above [4]. Even the simplest range
free localization protocols are based on signal strength [5].

However, the physical channel which fundamentally influences these
localization protocols is not considered in most cases in the security dis-
cussion of such schemes. There are also many protocols which perform
implicit localization – if they complete successfully, they assume the
user is physically close. This results in (implicit) localization protocols
which assume a very weak (or no) attacker, and can thus be broken
easily. If the localization result of the protocol is used in a security or
safety relevant context, this can allow an attacker to break the system
without targeting the other more secure parts, e.g. the cryptographic
authentication or encryption.

1The terms positioning and localization are used interchangeably in this thesis
to describe the process of finding one’s or someone else’s position.



Chapter 1. Introduction

There are numerous examples for such attacks in history. As an
example, for many centuries fire signals were the main source of loca-
tion information for ships close to dangerous coastlines. As no data
was transmitted with this fire, but instead the presence and position of
the fire was carrying the information, this is a classic example for an
infrastructure based localization system. Attacks on this localization
scheme were possible; for example, inhabitants of the coastline of Corn-
wall, England, were often accused of manipulating this localization pro-
cess by changing the location of a fire or impersonating lighthouses [6].
This would lead the ships to compute their locations incorrectly and
run ashore. The ships could then be salvaged by the attackers. From
a security perspective, this was easy to achieve as the lighthouse sig-
nals were not authenticated in any way. The captain of the ship would
try to map the signal seen to signals known to be in the environment,
and compute the ship’s position based on the Angle of Arrival. With
the advent of more sophisticated lighthouses, such impersonations were
made more difficult. One way to identify the signals of these more so-
phisticated lighthouses was to encode the identity in the signal using a
characteristic temporal signaling sequences (code).

Fundamentally, the problems of today’s localization schemes are still
very much the same.

As an example, the widely known and used Global Positioning Sys-
tem (GPS) [7] is using an infrastructure of (moving) satellites in orbit,
which broadcast unique signals. A receiver can use these signals to
determine the relative distance to each satellite, enabling the device to
compute its own location. Similar to the historical lighthouses, these
signals are not authenticated in a cryptographic sense. Thus, an at-
tacker can also create the same signals from a different location, influ-
encing the location computation of the victim. Attacks which would
change the GPS location of victims have been discussed in movies (e.g.
in Tomorrow never dies) and media (e.g. related to the US drone
captured by Iran in ’11 [8]). Interestingly, there are only few scien-
tific publications investigating attacks on common localization systems
today.

Other attacks which have been reported were on ultrasonic-based
localization systems [9] and signal strength based schemes [10].

Because the security of localization protocols depends on the phys-
ical layer, its analysis cannot be restricted only to an abstract protocol
view. In this respect, our security analysis is similar to attacks such as
Side-Channel attacks [11], Physically invasive attacks [12], and Worm-
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1.1. Contributions and Structure

hole (relay) attacks [13]. These attacks can be used to completely break
specific implementations of theoretically secure schemes, by exploiting
discrepancies between the theoretical models and the real world.

1.1 Contributions and Structure

This thesis is split into four main parts: we start with several attacks
to motivate our work in Part 1, then analyze these attacks in more
detail in Part 2. In Part 3, we present several system designs for coun-
termeasures and their implementation. Part 4 concludes this thesis
with a summary and future work. We will review related work for each
chapter individually, when required.

In detail, our contributions are the following:

• We start this thesis by presenting our attacks on public WLAN-
based localization schemes in Chapter 2. Such localization schemes
do not require an expensive infrastructure to be set up, and are
therefore easy to implement and quite popular with users of mo-
bile devices. We show how to attack the Skyhook localization
system for various devices, and also present countermeasures. In
addition, we discuss database poisoning attacks which perma-
nently change localization results for all users.

• We analyze the security of public and military GPS, and exper-
imentally investigate their effects on the victims. We show that
for GPS, although the infrastructure is under control of the US
military (and not a network of public access points), location
spoofing attacks are possible. In particular, we also investigate
attacks on groups of victims and novel countermeasures against
such spoofing attacks. The results are summarized as a second
motivational chapter (Chapter 3).

• We investigate the theoretical background on physical layer at-
tacks on localization schemes in Chapter 4. We establish the term
message physical layer integrity to describe which message prop-
erty was exactly attacked in the previous examples and show how
to protect the specific aspect of message temporal integrity using
a special physical layer protocol. We also give an introduction
into distance bounding and secure ranging protocols.

3



Chapter 1. Introduction

• Our investigations lead towards experiments on fundamental sig-
nal manipulation techniques by the attacker, which are discussed
in more detail in Chapter 5. Here we analyze and experiment on
attenuation attacks and symbol manipulation attacks. The for-
mer aim to change the received signal strength of a message, or
prevent the target from receiving the message. The latter aim to
either change the message’s content while it is transmitted with-
out neither sender nor receiver noticing the attacker. We show
that such attacks are possible (given our strong attacker model)
and discuss the success rates for weaker attackers. We also show
that such attacks gets progressively harder for signals using high
carrier frequencies and high bandwidth.

• In Chapter 6, we present an ID-based distance bounding proto-
col, which can be used to enable insecure commercial-of-the-shelf
ranging devices to perform authenticated ranging. We implement
this ranging system, and also use it to build a secure localization
system. We analyze its security and discuss trade-offs with re-
spect to ranging accuracy and security.

• Finally, we present an optimized design and implementation of a
secure ranging device in Chapter 7. In this design, we integrate
the insight gained in the previous chapters to provide a solution
with best possible security. We provide a detailed system design,
which shows every process involved in building such a system.
Our solution uses 2 ns long UWB pulses for the ranging messages
and integrates the ranging and authentication as much as possi-
ble. We show that it is possible to achieve very low (deterministic)
processing delay with such a solution and high accuracy.

Finally, we conclude the thesis in Chapter 8 and show possible next
steps for our future work.

1.2 Publications

Parts of the work presented in this thesis is based on articles I co-
authored. In particular, the thesis was based on the following publica-
tions.

1. Nils Ole Tippenhauer, Kasper Bonne Rasmussen, Christina Pöp-
per, and Srdjan Čapkun, “Attacks on Public WLAN-based Posi-
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tioning Systems”, In Proceedings of the ACM/Usenix Conference
on Mobile Systems, Applications, and Services (MobiSys), 2009

2. Nils Ole Tippenhauer and Srdjan Čapkun, “ID-based Secure Dis-
tance Bounding and Localization”, In Proceedings of the European
Symposium on Research in Computer Security (ESORICS), 2009

3. Nils Ole Tippenhauer, Kasper Bonne Rasmussen, and Srdjan
Čapkun, “Secure Ranging With Message Temporal Integrity”,
Cryptology ePrint Archive: Report 2009/602, 2009

4. Christina Pöpper, Nils Ole Tippenhauer, Boris Danev, and Srd-
jan Čapkun, “Investigation of Signal and Message Manipulations
on the Wireless Channel”, In Proceedings of the European Sym-
posium on Research in Computer Security (ESORICS), 2011

5. Nils Ole Tippenhauer, Christina Pöpper, Kasper Bonne Ras-
mussen, and Srdjan Čapkun, “On the Requirements for Successful
GPS Spoofing Attacks”, In Proceedings of the ACM Conference
on Computer and Communications Security (CCS), 2011

In addition, during my PhD I co-authored the following publica-
tions.

6. Marc Kuhn, Heinrich Luecken, and Nils Ole Tippenhauer, “UWB
Impulse Radio Based Distance Bounding”, In Proceedings of
WPNC, 2010

7. Srdjan Čapkun, Mario Čagalj, Ghassan Karame, and Nils Ole
Tippenhauer, “Integrity Regions: Authentication Through Pres-
ence in Wireless Networks”, IEEE Transactions on Mobile Com-
puting, 2010

8. Nils Ole Tippenhauer, Domenico Giustiniano, and Stefan Man-
gold, “Toy communication using LEDs: Enabling Toy Cars Inter-
action”, Demo at the Consumer Communications & Networking
Conference (CCNC), 2012
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Chapter 2

Attacks on
WLAN-Based
Positioning Systems

WLAN positioning systems were recently commercialized and are be-
ing used as a substitution and/or complement to the Global Positioning
System [7]. One such system is the Wi-Fi positioning system (WPS)
from Skyhook [14], available for PCs (as a plug-in) and on a number
of mobile platforms, including the Apple iPod touch and iPhone [15]
as well as Nokia mobile phones based on Symbian [16]. The resulting
position can also be used by other services, such as the CyberAngel Se-
curity and Recovery System [17]. The Skyhook WPS relies on existing
WLAN access points for localization of devices that have 802.11a/b/g
wireless interfaces. In WPS, a mobile device collects information about
all visible WLAN access points in its vicinity, sends this information
to the Skyhook location database which replies with a position esti-
mate based on the aggregated information. The position estimate can
then be directly used by a mapping application like Google maps or
can be combined with other sources of location information, such as
those from GSM stations or GPS. Positioning systems by Mexens [18]
and the Fraunhofer institute [19] have a similar mode of operation. We
call these systems public WLAN-based positioning systems, since they
rely on public WLAN access points which are not under control of the
service operator that provides the positioning service.



Chapter 2. Attacks on WLAN-Based Positioning Systems

In this chapter, we analyze the security of public WLAN-based po-
sitioning systems. Using the example of the Skyhook WPS, we demon-
strate that such positioning systems are vulnerable to location-spoofing
attacks: by jamming and replaying localization signals, an attacker can
convince a device that it is at a position which is different from its
actual physical position. Public WLAN-based positioning systems also
rely on large databases that contain information about the position of
the infrastructure. This information is often gathered by using the data
reported by the users—either manually or automated during the posi-
tioning process. We show that this basic principle makes the Skyhook
WPS vulnerable to database manipulation attacks, which can equally
be used for location spoofing. We further discuss possible approaches
for securing public positioning systems and show their potential advan-
tages and drawbacks, given the constraints of the application scenarios
in which they are used.

By performing these attacks, we demonstrate the limitations of Sky-
hook and similar positioning systems, in terms of the guarantees that
they provide and the applications that they can be used for. Given the
relative simplicity of the attacks and the availability of the equipment
used to perform the attacks, we conclude that, without appropriate
modifications, these positioning systems cannot be used in security-
and safety-critical applications.

To the best of our knowledge, this work was (at the time of publi-
cation) the first that analyzes the security of public WLAN positioning
systems and the first that demonstrated the implementation of location-
spoofing attacks in WLAN networks. Equally, we are unaware of any
prior work that discusses location database manipulation attacks.

The structure of the chapter is as follows. We give background
information on public WLAN-based positioning in Section 2.1. We de-
scribe location-spoofing attacks in Section 2.2 and database manipula-
tion attacks in Section 2.3. Solutions for securing public WLAN-based
positioning systems are discussed in Section 2.4. The related work on
WLAN-based positioning is summarized by us in Section 2.5. We con-
clude the chapter in Section 2.6.
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2.1. The Skyhook Wi-Fi Positioning System

2.1 The Skyhook Wi-Fi Positioning Sys-
tem

Skyhook’s Wi-Fi Positioning System (WPS) is a metropolitan area pub-
lic positioning system; it is a software-only system and requires a local-
ized node (LN) solely to have a WLAN-capable card and an Internet
connection. Skyhook’s WPS differs from existing WLAN positioning
systems in that it does not maintain its own access point (AP) in-
frastructure; instead, it relies on the existing commercial, public, and
private access points. In WPS, the operator (Skyhook) creates a lo-
cation lookup table (LLT), which contains data samples taken from
different locations. To develop and extend its LLT, the operator is
sending vehicles with GPS and roof-mounted antennas through urban
and suburban areas to scan the present APs. For each location, the
Medium Access Control (MAC) addresses of all visible access points
are stored. This lookup table can then be queried by the software on
the LN. Since obtaining information about available access points in an
area can be a work-intensive process (that needs to be constantly up-
dated due to the dynamics of the WLAN networks), WPS also allows
users to enter (on-line) locations and MAC addresses of their access
points and of access points that they observe in their vicinity. As we
will discuss later, Skyhook also leverages information obtained from
location requests to update its LLT.

The operation of the WPS positioning can be divided into five
phases, as shown in Figure 2.1. In phase 1, the LN scans all (802.11a/b/g)
WLAN channels for access points by broadcasting a probe request
frame on all channels.1 In phase 2, the APs in range reply to the LN
with network announcement beacon frames containing, among other
parameters, their MAC addresses. After having detected these bea-
cons and recorded their corresponding signal strengths, the LN sends
the identified MACs over an encrypted channel to the Skyhook LLT
(phase 3); this step requires that the LN has an (internet) connection
to the service provider. In phase 4, the server compares the reported
MACs to the data stored in the LLT and returns the locations of the ac-
cess points to the LN, this reply messeage is again in encrypted form.
In phase 5, the LN computes its position based on the received ac-

1In our experiments, we found that some devices performed active scanning while
others only collected beacons passively. If only passive scanning is used, phase 1 is
redundant.

11



Chapter 2. Attacks on WLAN-Based Positioning Systems

Figure 2.1: The Skyhook positioning process. 1. The LN broadcasts a
probe request frame. 2. APs reply with a response beacon frame. 3. The
LN queries the LLT server. 4. The server returns location data about the
observed APs. 5. The LN computes its location.

cess point location information using a non-disclosed algorithm, which
seems to rely solely on the presence of APs and not on the received
signal strength2.

Note that by sending information about its neighboring access points
to the WPS database, the LN also allows Skyhook to update its database.

This description of WPS is based on our experiments. According
to the tests we performed, other factors such as the received signal
strength of the individual AP beacons do not seem to influence the
positioning result.

2.2 Location Spoofing

In this section, we analyze the security of the Skyhook WPS and we
show attacks on its positioning service. We demonstrate that the Sky-
hook WPS is vulnerable to attacks in which signal insertions, replays,
and/or jamming allow an attacker to either prevent the positioning or
to convince a device that it is at a position which is different from its
actual physical position (location spoofing). Our attacks are composed
of two actions: (1) impersonation of access points (from one location to
another) and (2) elimination of signals sent by legitimate access points.

2We were not able to find the description of the Skyhook’s position computation
algorithm in the open literature.
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Figure 2.2: Equipment used in our experiment. The iPod and iPhone
devices in front are being located, the laptops are used to impersonate access
points (APs), and the software radios on the left are used to jam legitimate
APs.

Since rogue access points can forge their MAC addresses and can trans-
mit at arbitrary power levels within their physical capabilities, access
point impersonation can be easily done in WPS (see Section 2.2.2).
Equally, since WLAN signals are easy to jam (see Section 2.2.3), signals
from legitimate access points can be eliminated, thus enabling location
spoofing.

In what follows we will demonstrate location-spoofing attacks in
three scenarios: (i) the LN is not in the range of legitimate APs (AP
impersonation), (ii) the LN is in the range of legitimate APs and uses
only WLAN-based localization (AP replacement) and (iii) the LN is
in the range of legitimate APs and uses a hybrid WLAN/GSM-based
localization system. Further we will show that the same attacks can be
performed on Skyhook’s Loki browser plug-in on a standard PC (see
Section 2.2.4).

2.2.1 Equipment

In our experiments, we used the following equipment. As position-
ing devices, we used Apple’s iPhone and iPod touch [15] devices with
the WPS-enabled Google maps application as well as a laptop with
an installed Skyhook’s Loki browser plug-in [14]. The iPhone was a
first generation, original model without GPS support (OS version 1.1.4,
model MB384LL, firmware 04.04.05 G), the iPod model was MA632ZD.

13



Chapter 2. Attacks on WLAN-Based Positioning Systems

(a) (b)

Figure 2.3: Location-spoofing attack. (a) Location in New York City (circle
in the center) displayed by an iPod physically located in Europe (caused by
an AP impersonation/replacement attack) (b) Physical location of the imper-
sonated APs (indicated by the arrow and displayed using Google Earth [21]).

To perform the attacks, the attacker both needs devices that imperson-
ate legitimate access points and devices that eliminate legitimate access
point signals. For access point impersonation, we used two laptops run-
ning Ubuntu Linux configured as wireless access points (using the Scapy
packet manipulation program, v. 1.2); the laptops were transmitting on
channels which were not occupied by existing access points, and they
were configured such that they could modify the MAC addresses of their
Wi-Fi interfaces, their network names (SSID), and signal strengths. To
eliminate signals from legitimate access points we jammed these signals
using a software radio platform (USRP Rev. 4.2 [20] with daughter-
boards for the 2.4 GHz band (FLEX2400 2-6-2006), operated by Gnu-
radio 3.0). Our equipment is displayed in Figure 2.2.

2.2.2 AP Impersonation

First, we performed an attack which we call access point impersonation
attack. The idea of an AP impersonation attack is to report remote
access points to the attacked device, which will then compute a location
that is in the proximity of the remote APs. This attack exploits the fact
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that WPS localization relies on MAC addresses for the identification
of APs. AP MAC addresses are public since they are contained in the
network announcement beacons and can thus be replayed.

To execute the AP impersonation attack, we used a laptop with a
WLAN card, running a purpose-written program to impersonate APs.
Our program waits for probe requests sent by the LN (iPhone or iPod)
and replies to these requests with custom-made beacon responses that
correspond to the beacon responses from the impersonated remote APs.
Each beacon response r̂i contains a MACi address that equals the MAC
address of the spoofed network i; the beacon also contains an SSIDi

which is not necessarily equal to the one of the spoofed network. We
note that network SSIDs are not used by the WPS to identify the APs,
but they helped us to distinguish the impersonated from legitimate
APs. All other parameters in the beacon responses were set to their
default values (e.g., signal strength was set to 17 dBm). This setup
enabled us to impersonate an almost arbitrary number of access points
in the vicinity of the LN.

In our experiment, we chose to impersonate four geographically mu-
tually close access points located in New York City, and we set their
SSIDs to: NY1, NY2, NY3, NY4. In order to find the MAC addresses
corresponding to these access points, we used the WiGLE database [22],
which provides information about worldwide wireless networks.

We first performed the experiment in an environment without WLAN
coverage, i.e., no legitimate APs were visible to the iPod at its physi-
cal location at the time of localization. By impersonating the APs as
described, the localization process on the iPod returned a location in
New York City, while the device was physically located in Europe; this
is shown in Figure 2.3. The displayed location was close to the position
of the spoofed access points. We then successfully performed a more
fine-grained spoofing attack and modified the displayed location of an
iPod such that it displayed a position in the city center of our city,
approx. 1 km from its actual position (at the university campus). This
is shown on Figure 2.4. Beyond succeeding in performing the AP im-
personation attack, we learned that at least some of the access points
that we impersonated are registered in the Skyhook database (LLT).

We then performed the same attack in an area covered by public
APs. We impersonated wireless networks with MAC addresses of access
points that are contained in the Skyhook database, but are located
far (New York) from the actual physical location of the device. As a
result, the WPS algorithm failed since the LN (iPod) registered access
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Figure 2.4: Location-spoofing attack. Location displayed by the iPod in
city downtown (marked by a circle) at about 1 km distance from the iPod’s
actual position (marked by a pin) at university campus (caused by an AP
impersonation/replacement attack).

points at locations which are physically too far apart and was thus
not able to resolve its own position. Although, in this scenario, the
location-spoofing attack failed, it unveiled a simple denial-of-service
(DoS) attack on WPS localization. To perform this DoS attack, the
attacker only needs to impersonate an AP which is contained in the
Skyhook database and is located far from the actual physical location
of the localized device.

In the following section, we show how to successfully spoof a location
of a device even if it resides in an area covered by public (legitimate)
APs.

2.2.3 AP Replacement

Nowadays, most urban and suburban regions as well as other popular
areas are covered by a large number of legitimate APs and will—with
increasing probability—be categorized by Skyhook. In order for the AP
impersonation attack to succeed despite the presence of known APs, we
need to eliminate the announcement beacons sent by the legitimate APs
and replace them with our impersonated AP beacons. We call this an
AP replacement attack and consider it as a more comprehensive form
of the AP impersonation attack.
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Figure 2.5: AP replacement attack. The beacons of legitimate APs are
jammed (2a) and the attacker sends spoofed beacon responses to the LN
(2b). The LN processes the spoofed beacons instead (3), as they pretend to
be legitimate APs from a different location. As a result, the LLT will return
location data for the remote position (4).

The idea behind the AP replacement attack is shown in Figure 2.5.
In this attack, we use standard wireless tools to detect the channels
on which the legitimate APs are transmitting beacons and then launch
a physical layer jamming attack to disable the reception of those bea-
cons on the identified channels. The jamming is not noticed by the
user because the simple user interface on the iPod does not provide
enough information to detect ongoing jamming. Simultaneously, we
insert signals from impersonated APs on non-jammed channels.

In our attack setup, the legitimate access points were transmitting
on WLAN channels 6, 10, and 11 (up to 13 channels are available in
802.11b/g). We used software-defined radios (USRPs [23], Figure 2.2)
to emit uniform noise on those channels, which blocked the communi-
cation between legitimate APs and the iPod. By using physical layer
jamming, we had full control over the transmission power and band-
width of the jamming signals and could easily elude the 802.11 protocol
standard. We then announced the impersonated networks using chan-
nel 2. The localization results on the iPhone resembled the ones of
the AP impersonation attack in Section 2.2.2. Equally the AP replace-
ment caused the iPod to report an incorrect, attacker-chosen location
(in New York or in city downtown, as shown in Figures 2.3(a) and 2.4).

If an attacker targets devices that use passive network scanning, a
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more stealthy attack can be performed by jamming according to the AP
beacon schedules (this was however not reasonable for our attacks on
the iPhone due to the active network scanning mode). Given sufficiently
fast hardware, the attacker can also jam the beacons reactively (for
passive and active network scanning); in this case the jamming device
first senses for ongoing beacon transmissions (typically a beacon frame
has a length of approx. 100 byte, taking about 10 to 100µs) and then
jams them in a targeted (or selective) way after their detection [24].

Instead of physical layer jamming, an attacker could also use MAC
layer jamming [25] or signal overshadowing, which would likewise elimi-
nate the legitimate AP signals, but would still allow the insertion of fake
beacons even if all non-overlapping frequency ranges in 802.11b/g are
used for legitimate beacon transmissions. Using MAC layer jamming,
the attacker can prevent the APs from sending beacons by keeping the
channel busy all the time.

2.2.4 Location Spoofing Attacks on Hybrid WLAN/
GSM Localization Systems

The attacks described in Sections 2.2.2 and 2.2.3 were performed on
an iPod touch device. Regarding localization, the iPhone differs from
the iPod in the sense that it applies a hybrid localization technique
that combines WLAN and GSM base station localization. On the
iPhone, GSM-based localization provides a rough position estimate,
while WLAN localization provides the device with a fine-grained posi-
tion estimate.

GSM, the second source of location information, can be used to
detect displaced (impersonated) locations in the WPS process and en-
ables the devices to fall back to GSM localization. As our experiments
showed, if the position that the device computes using WPS is too far
away from the position that it obtains using GSM information, the
iPhone will only display the position computed using GSM (i.e., it ig-
nores the WPS position). This is shown on Figure 2.6(b).

However, since the GSM localization is significantly less accurate
than WPS positioning, using the attack described in Section 2.2.3, we
were still able to displace the iPhone within its GSM localization accu-
racy (in our test, within 1 km distance). The result of this attack can
be seen in Figure 2.6(a); the figure shows the real physical location of
the device (marked by a pin) and the location displayed by the iPhone
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(a) (b)

Figure 2.6: Attack on iPhone WLAN/GSM localization. (a) Location dis-
played by the iPhone in the city center (marked by a circle) at about 1 km
distance from the iPhone’s actual position (marked by a pin) at university
campus (caused by an AP impersonation/replacement attack). (b) Location
displayed by the iPhone when spoofing failed. The attacker’s target location
was in New York City, far from the location that the iPhone’s GSM localiza-
tion computed (in Europe). The attack thus failed and the iPhone displayed
the location computed using GSM localization (marked by a circle).

(marked by a circle). This result is similar to the one obtained for iPod
location spoofing (Figure 2.4).

In order to spoof the position of an iPhone to different cities or
countries, the attacker either needs to disable the GSM signal reception
(e.g., using widely available GSM jammers) or spoof GSM base stations,
which has been shown to be feasible for GSM [26] and even for UMTS
networks [27]. Spoofing a GSM base station is more complex than
impersonating a WLAN AP because it involves a functional protocol
interaction with the mobile device. Nevertheless, in GSM, base stations
do not authenticate to the user and are therefore inherently susceptible
to impersonation attacks. Attacks using GSM base station spoofing or
jamming were not part of our experiments.
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2.2.5 PC Location Spoofing

We further tested the same attacks on a Laptop with an installation of
Skyhook’s Loki browser plug-in [14]. This plug-in is installed into the
browser like a toolbar and is able to provide web sites with location
information. We repeated the above described location-spoofing attack
(AP impersonation and replacement) and the results we got on the
Laptop were identical to the ones reported by iPod touch.

Consequently, if users rely on Loki to provide their web applications
with location information, this can be misused by the attacker and
possibly lead to a wider system or data compromise, since the attacker
can fully control the location that Loki provides to the application.

One can further imagine a web service that provides information
to the user only if the user is at a given location. Given the described
attacks, Loki cannot be used for location verification, since even the user
could spoof his own location to get access to the service (e.g., pretending
to be in New York, while being in Europe). Loki results could equally
be modified in a number of other ways, including the manipulation of
input that the plug-in gets from the networking interfaces.

2.3 Location Database Manipulation

AP location/MAC data enters the Skyhook database in one of three
ways: (1) The database is extended and updated by vehicle-based sig-
nal scanning and data collection performed by the company, (2) new
access points can be inserted manually online (by users and nonusers
of the service), and (3) Skyhook incorporates data that was submit-
ted by users in localization queries in order to improve the accuracy of
its reference database. As we show in what follows, Skyhook’s WPS
database (LLT) is not resistant to targeted location database manip-
ulation attacks, although Skyhook tries to counteract this threat by
applying error-detection and error-correction methods (surveying the
age and consistency of data and executing periodic rescans of outdated
areas [14]).

In database manipulation attacks, the attacker tries to actively in-
terfere with the database underlying the localization process by insert-
ing wrong data and/or by modifying existing entries, e.g., by changing
the recorded positions of access points to remote positions. Conse-
quently, the attacker may not only change the result of an individual
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localization, but influence many localizations that all use the common
database (in this case, the LLT).

2.3.1 Injection of False Data

Here we show how we successfully inserted false location information
for an access point into the Skyhook LLT. During the location-spoofing
experiments described in Section 2.2, access point APk was used to
provide internet access over WLAN to the iPod in order to enable the
communication between the iPod and Skyhook’s database. The MAC
of APk was, before the experiments, unknown to Skyhook.

When we spoofed the location of the iPod (located at the university
campus at location U), the iPod reported to Skyhook not only the
impersonated APs (from location D at city downtown), but also the
MAC of the APk (located at U) that it used for its internet connection.
As a consequence, the MAC address of APk got added by WPS to the
LLT with location D although being physically located approx. 1 km
away (at U). Subsequent tests in which the iPod was connected only to
APk showed that the iPod displayed a location at D, confirming that,
in the LLT database, APk had a position in the city downtown.

This attack is a direct consequence of Skyhook’s WPS mode of
operation, in which the LLT database is not being updated only by
company employees and on-line users, but also through the localization
requests that users send when they want to determine their positions.

2.3.2 Corruption of Existing Data

A more severe form of the data manipulation attack is the virtual
relocation of access points that have already been categorized in the
database. To demonstrate this, we used the access point APk that was
previously injected at the location in city downtown (position D). To
change the location of APk in LLT, we set up a second access point
using APk’s MAC at our university campus (position U) and kept it
active over a longer time (several days). All localizations executed
by users in this area were now also submitting APk’s MAC when lo-
calizing themselves—however this time for the new position U . As a
consequence, Skyhook started to resolve the old location of APk to the
new position U , assuming that the majority of the reported MAC ad-
dresses define the correct location. Consequently, the access point APk
was moved in the LLT database from location D to its new position U ,
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Figure 2.7: Data corruption in the LLT (using Loki). The lower (black)
arrow displays the original location D of APk in the LLT. The upper (green)
arrow shows the new location U , after impersonating an access point with
APk’s MAC.

as shown in Figure 2.7. As before, we verified this result by localizing
a device using only APk.

Because this database manipulation attack is conducted involun-
tarily by all users using the WPS service in range of APk, this attack
is hard to detect by the service provider (Skyhook). Although we ac-
knowledge that this manipulation attack only succeeds in settings where
the localization service is triggered (much) more often at the new lo-
cation than at the old one, this attack represents a powerful threat to
the correctness of the LLT database and may affect the results of the
localization service for many users and at many locations.

2.3.3 Reverse Location Lookups

Using our attack equipment from Section 2.2, we were able to find
the exact positions of APs recorded in the LLT with known MAC ad-
dresses but unknown positions. Although this does not manipulate the
database contents, it still represents an undesired function of WPS re-
vealing (confidential) positions of access points; here we assume that
Skyhook wants to maintain the confidentiality of the AP MAC-AP lo-
cation bindings.
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Figure 2.8: Reverse AP location lookup in the LLT. Using a spoofed access
point and modifying its MAC address resulted in a localization in Québec,
Canada, though being physically located in Europe.

We performed a reverse AP location lookup by changing the MAC
address (switching two bits) of one of the spoofed access points in the
downtown area which we used in the prior attacks. The position re-
sulting from an iPod localization using this access point was Québec,
Canada, as shown in Figure 2.8. Since manufacturers often assign MAC
addresses linearly to their products, this also allows us, e.g., to look up
the locations of access points from one production charge.

2.3.4 Conclusion

From the above analysis and attacks we conclude that WLAN position-
ing systems that use the data originating from clients to update their
database (LLT)—either explicitly by manual insertions or implicitly
during the positioning process—are susceptible to database manipula-
tion attacks. Both attacks can be easily performed by the attacker,
with the additional advantage that, in the latter case, the update re-
quests are actually reported by legitimate, honest users. In Section 2.4,
we will outline mechanisms that protect public (cooperative) WLAN
positioning systems from such database manipulations and/or that mit-
igate the attacks.
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2.4 Securing Public WLAN-based
Positioning

In this section, we discuss solutions to protect the LN against location-
spoofing attacks. Our design space includes solutions that are based on
client, transmission, and service-provider mechanisms. The first coun-
termeasure we present is based on client-side integrity checks. We then
discuss secure data acquisition techniques; achieving authentication for
the received signals is technically challenging. Finally, we propose tech-
niques for thwarting database manipulation attacks by detecting and
eliminating false data in the database.

2.4.1 Client-Based Integrity Checks

One approach to detect attacks is based on location history recordings
on the LN. For each localization request by the user, the current posi-
tion is computed as in the original WPS system. To detect displacement
attacks, the resulting position is then compared to the latest stored po-
sition in the history record. This allows the detection of attacks that
try to displace the LN over a distance that the LN is unlikely to cover
within the given time. If the new location would require a speed ex-
ceeding a maximal average speed, an attack can be suspected. Addi-
tionally, a trace of multiple past locations can be examined to prevent
the attacker from starting the attack before the real measurements are
taken. Unfortunately, due to greatly varying speed of travel in typical
urban areas (e.g., public transportation systems), the tolerated maxi-
mum average speed will have to be high. Therefore, the attacker can
still displace the LN within a large area in such scenarios.

Using location history records does not require any hardware or soft-
ware modifications in the APs or in the (Skyhook) WLAN-positioning
system but can be implemented on the LN. However, in order to cover
a wide range of attacks, automatically triggered (background) local-
ization would be required so that the latest recordings are still recent
enough.

2.4.2 Secure Data Acquisition

The first observation we make regarding secure data acquisition is that
the localization beacons of WLAN access points can be easily forged
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and replayed. Traditional authentication mechanisms would not help
much here because they would require software modifications at the
access points, which are not under the control of the service provider
(e.g., Skyhook). Furthermore, even if appropriate modifications would
be made to the access points and AP beacons would be properly authen-
ticated, public WLAN based positioning systems would still be vulner-
able to jamming and wormhole-based [28] signal relay attacks [29, 30].
To prevent relay (wormhole) attacks, the access points and the local-
ized nodes (LNs) would therefore need to mutually authenticate their
communication and would either need to be tightly time synchronized,
or use challenge-response protocols with accurate (i.e., ns) time mea-
surements [31]; both would require significant hardware and software
modifications to both the access points and the LNs.

Given that such modifications of access points and LNs are not feasi-
ble in public WLAN positioning systems, authentication of access point
beacons needs to be done in a manner that does not require any pre-
shared cryptographic material between the APs and the LNs. For this,
we propose to use unique AP characteristics such as their traffic or sig-
nal fingerprints. These fingerprints should be difficult to forge and easy
to measure (by the LNs); if they are not, APs could be impersonated
in the same manner as in the WPS system that uses (easily forgeable)
MACs as device identifiers. Equally, traffic and signal fingerprints of
APs need to be chosen such that they are unique or mutually distin-
guishable with high probability. Since access points do not cooperate
in fingerprint extraction with the LNs or with the system provider, the
fingerprints also need to be easily measurable by the provider to build
the LLT database and by the LN for AP identification.

Assuming that such AP fingerprints can be measured by the LNs,
our fingerprint-enhanced WPS would then work in the following man-
ner. The service provider measures the fingerprint data of the APs using
appropriate software and hardware, and stores it in the LLT along with
the MAC addresses and RSS values for each access point; as a side ef-
fect, manual user input, which represents a source of false information,
would be precluded and reverse location lookups could be prevented.
During the localization, the fingerprint-enhanced LNs measure the fin-
gerprint data from the surrounding APs and report this data along
with the MAC addresses and signal strengths to the service provider
that, in turn, compares it to the data in the LLT. Based on a proba-
bilistic analysis, the service provider returns the location information
which is then used by the LN to compute its position. If the analysis
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fails, i.e., if the fingerprint data does not correspond to the stored data
up to a pre-defined degree, possibly indicating an attack, no location
information is returned. Alternatively the most likely position could be
returned along with a warning that the location could not be verified.
This could then be presented to the user, e.g., as a red circle instead of
a blue marking the found location.

Recently, a number of results have emerged that show how unique
characteristics of WLAN access points and of other wireless devices
can be measured. One way of identifying access points is by collecting
data specific to their configuration or model. The feasibility of this
approach was discussed in [32]. This approach does neither require
hardware modification of the LN device nor changes on the scanned ac-
cess points but instead relies on characteristic behavior of different AP
models on malformed 802.11 frames. Although this does not completely
prevent location-spoofing attacks, it makes them more difficult since the
attacker has to extract AP device specific data in order to compose ad-
equately forged response frames. This would require his prior physical
presence at the access point whose location is to be spoofed. In [33], the
authors use intra-device clock skews to differentiate individual devices
on the internet. In [34–37], the respective authors discuss signal fin-
gerprints based on physical characteristics of individual device radios.
While [35] and [37] focus on the fingerprinting of CC2420 and Chip-
con 1000 (433 MHz) wireless sensor motes, [34] and [36] demonstrate
the successful fingerprinting of 802.11b WLAN network interface cards.
Different distinction features may be extracted: e.g., unique transient
characteristics [34] or unique timing behavior in the modulation (fre-
quency magnitude, phase errors, I/Q origin offset, etc.) [36].

The process of collecting these fingerprints requires specialized hard-
ware which would have to be added to the LN devices. Signal finger-
prints would prevent attacks by attackers using off-the-shelf hardware,
but they would not prevent a sophisticated attack by an attacker that
samples and replays the signals on the physical layer. Spoofing fin-
gerprints based on physical characteristics of the transmitted signal
requires a high frequency sampling oscilloscope with a sampling rate
at least as high as the fingerprinting hardware in the LNs. In addi-
tion, an attacker would need an arbitrary waveform generator capable
of reconstructing the sampled signal without adding any distortion or
noise. This is very hard because the oscilloscope, waveform generator,
and controlling computer all have finite dynamic ranges, i.e., they can
only represent the captured signal in steps. These hardware require-
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ments make signal fingerprints much harder to forge than behavioral
fingerprints. The usability of the fingerprint-enhanced WPS stimulates
further research on identifying non-forgeable and easily measurable AP
fingerprints, in particular regarding fingerprinting stability with respect
to mobility of the capturing device and to environmental effects such
as multipath propagation and interference.

Another technique for detecting and preventing location spoofing
in WPS is by geo-locating the IP address of the AP that is used to
query the location database. Although this information is relatively
coarse and can be spoofed using IP tunneling, it can be used to make
simple location spoofing attacks at larger distances (e.g., to different
countries) more difficult.

2.4.3 Mitigating Database Poisoning

We now discuss techniques for the mitigation of database poisoning
and their implications on the system behavior. The risk of database
poisoning based on user-supplied data (Section 2.3) can be mitigated
in several ways. We distinguish temporal rules and update rules.

Temporal rules for system updates determine the reaction time of
the LLT towards new or changed data. A system which updates its
LLT immediately with new user data will be closest to mapping the
real situation, but it also enables an attacker to more easily influence
localization results in a targeted manner. In contrast, a system which
only introduces a new AP once and will never update the respective
location will be most secure against database attacks, but cannot reflect
real-world changes. User-based database updates may follow different
temporal rules based on their respective confidence levels. In other
words, the more likely the correctness of a database update is, the
quicker it should be represented in the database. Nevertheless, there
remains a trade-off between database freshness and resistance against
attacks.

Database update rules determine if a newly reported AP enters the
LLT and/or if the information stored for it is modified (e.g., a new
location is assigned); update rules may incorporate information from
multiple users or nearby APs. New entries as reported by one or mul-
tiple users (either automatically during the localization or by manual
insertion) may contradict existing entries—in such a case update rules
are required that determine how the system reacts to them. We de-
fine a contradicting location report as a report that claims a location x
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for an access point APi while the active location y stored for APi in
the database is further away from x than the transmission range allows.
Without attackers and without AP repositioning, contradicting reports
would never occur; instead, the reported APs would either confirm the
data in the LLT or could be used for new LLT entries. However, given
the possibility of legitimate AP repositioning, the LLT should remain
consistent in the presence of attackers. As a solution, we propose to
store confidence values together with the location data in the LLT; if a
location x has the highest confidence value for APi then location x is
active. An AP is relocated in the database if the confidence in location
y exceeds the confidence for any other location; then y becomes active.
The confidence values are updated based on majority updates and con-
sistency checks; the former (Maj ) incorporates majority user reports,
the latter (Con) incorporates consistency with the neighboring APs.
More precisely, typical database update rules include:
• New : Locations of APs collected by the service provider enter the

database with the maximum confidence value, user-reported APs
with the minimum confidence value.
• Maj : If, over a period of time (hours to few days), more user

reports on access point APi occur for location y than for the
currently active location x and, at the same time, the number of
reports for x significantly drop, the confidence in y increases and
the confidence in x decreases (majority update rule).
• Con: The confidence in a position y of access point APi increases

if the frequency of localization and the localization pattern for
APi are comparable to those of physically close APs with max-
imum confidence value, i.e., the reported environment close to
y matches the system model in the database (consistency check
rule).

This approach leads to consistent data in the LLT but does not
entirely rule out database attacks (e.g., if an attacker physically moves
an AP or if (sets of) isolated APs are relocated). Therefore, we propose
that the confidence values should be part of the localization result (for
all LLTs with user-supplied data).

In Figure 2.9, we give an example of the data returned to the client.
This data could consist of the location of each observed access point
along with confidence values. This will enable the client to make a prob-
abilistic map of the area and present it to the user, using an aggregation
function of its choice. The example in Figure 2.9 uses a product-based
aggregation function. The three observed access points have confidence
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Figure 2.9: Intersection of transmission ranges for three access points. Each
access point APi is associated with a confidence value Ci between zero and
one. We propose to return a confidence indication together with the localized
region. A darker color indicates a more precise location estimate but with
lower confidence. In our example, the probability that the LN is located
outside of the entire region is

∏
i(1 − Ci) = 2.5% (assuming the confidence

values are independent).

values C1 = 0.8, C2 = 0.5, and C3 = 0.75 respectively. That means
that if the client chooses to only rely on the information from one AP,
say AP1, it can do so with a confidence of 80%. If the client requires a
more precise location it will have to rely on more access points. Each
access point has a confidence level for the correctness of its location in
the LLT (i.e., that it was neither spoofed nor moved by the attacker),
so the more access points the client utilizes the more precise its location
estimate can be (e.g., within the center region) but the less confident it
can be that the result is correct (30% in the example). We note that,
in general settings and despite the countermeasures described above,
the transmission ranges of the sensed APs may not necessarily be over-
lapping and the same AP might have multiple location entries in the
LLT (if attacks are taking place). Hence, the locations of the sensed
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AP’s may be remote or even ambiguous. The best the LN can do is to
provide this conflicting information to the user in form of graphically
(non-overlapping) localization regions including the varying confidence
levels of the entries in the LLT.

During our experiments, we observed that APs are often abundant
in urban environments. In addition, both commercial and private AP
will typically rarely change their positions. Both assumptions sug-
gest that the service provider can choose more stringent temporal rules
without impacting the performance too much. Indeed, we argue that
even if the provider chooses to never relocate an AP, the performance
of the system in terms of localization precision will only be affected
marginally. This would prevent database poisoning attacks on exist-
ing records. Nevertheless, an attacker could mount a denial of service
(DoS)-like attack by registering MAC addresses of APs at arbitrary lo-
cations before they are detected by the service provider or reported by
other users. But since it is rather hard for an attacker to predict the
MAC address of a specific AP, this will not allow targeted DoS attacks.

2.5 Related Work on WLAN Positioning

In the last decade, a large number of outdoor localization systems for
mobile devices were proposed and implemented, based on satellite com-
munication (GPS), cellular networks (GSM), WLANs or specialized ra-
dio and acoustic signals [2,38–43]. These techniques differ in terms of
accuracy, reliability, and hardware requirements.

Positioning techniques were also extended and used for positioning
in wireless ad-hoc networks [44–49].
WLAN positioning systems include range-based systems, which
rely on RSS (Received Signal Strength) measurements, and range-
free systems, which rely on the simple presence of localization bea-
cons. Both types of systems make use of WLAN access points (AP)
as localization stations which typically broadcast service announce-
ment beacons from fixed known locations. Based on the reception of
these beacons, devices compute their positions. In range-based sys-
tems [1,40,50–53], the localized node (LN) records the signals received
from access points, measures their RSS values, converts them into
ranges, and estimates its own positions using the measured ranges. In
range-free systems [5], the LN registers which APs are in its reception
range and, based on this information, estimates its position. Typically,
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range-free and range-based WLAN positioning systems achieve a posi-
tioning accuracy in the order of meters. Several publications claim to
achieve an accuracy in the order of tens of centimeters by relying on
location fingerprinting [40,52,53].

In most proposed WLAN-based positioning systems, the APs are
controlled by the authority that operates the system (private WLAN
localization). Several publications have reviewed the security of such
schemes and made proposals to improve the security in private WLAN-
based localization [52, 54–56]. The authors of [10] discuss the use of
directional antennas to attack WLAN based localization using RSSI.

In contrast, in public WLAN systems the AP infrastructure is not
under direct control of the authority operating the system. An example
for this is Skyhook [14], and similar systems by Google and Microsoft.
To the best of our knowledge, at time of publication our work was the
first that analyzed the security of public WLAN positioning systems
and the first that demonstrated the implementation of location-spoofing
attacks in WLAN networks. Equally, we are unaware of any prior work
that discusses location database manipulation attacks.

2.6 Conclusion on WLAN-Based Position-
ing Systems

In this chapter, we studied the security of public WLAN-based posi-
tioning systems. Specifically, we investigated the Skyhook positioning
system [14], available for PCs and used on a number of mobile plat-
forms, including Apple’s iPod touch and iPhone. We demonstrated that
this system is vulnerable to location spoofing and location database
manipulation attacks. By demonstrating these attacks, we showed the
limitations of Skyhook and similar public WLAN-based positioning sys-
tems, in terms of the guarantees that they provide and the applications
that they can be used for. Given the relative simplicity of the described
attacks, we conclude that, without appropriate modifications, these po-
sitioning system cannot be used in security- and safety-critical appli-
cations. We further discussed approaches for securing public WLAN
positioning systems based on client-side integrity checks, secure data
acquisition, and the mitigation of database poisoning.

In the next chapter, we will look at another very popular position-
ing system, the Global Positioning System (GPS). The fundamental
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problem of (public) GPS is very similar: insufficient authentication of
the messages used to compute the localization result, and possible for-
warding attacks.
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Attacks on the Global
Positioning System

The Global Positioning System (GPS), originally introduced by the
U.S. military, has become an essential component for numerous civil-
ian applications. Unlike military GPS signals, civilian GPS signals are
not encrypted or authenticated and were never intended for safety- and
security-critical applications. Nevertheless, GPS-provided locations are
being used in applications such as vehicular navigation and aviation, as-
set monitoring (e. g., cargo tracking), and location-based services (e. g.,
routing) [57]. The use of the GPS system also includes time synchro-
nization; examples are time stamping in security videos and critical
time synchronization in financial, telecommunications and computer
networks. Users highly rely on the precision and correctness of GPS lo-
cation and time: transport companies track trucks, cargoes, and goods
under GPS surveillance, and courts rely on criminals being correctly
tracked by GPS-based ankle monitors.

This heavy reliance on civilian GPS—following the discontinuation
of the selective availability feature of GPS in the year 2000—motivated
a number of investigations on the security of GPS. These investiga-
tions found that civilian GPS is susceptible to jamming and spoofing
attacks [58–61]. Successful spoofing experiments on standard receivers
have been reported [62, 63], showing that commercial-off-the-shelf re-
ceivers do not detect such attacks. The increased availability of pro-
grammable radio platforms such as USRPs [20] leads to a reduced cost
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of attacks on GPS. However, the requirements for GPS spoofing were
so far not analyzed systematically and many of the previously proposed
countermeasures [61,64] assume a weak attacker that is, e. g., not able
to generate signals with sufficient precision.

In this work, we investigate spoofing attacks on civilian and military
GPS and analyze the requirements for their success as well as their
limitations in practice. We divide the problem of GPS spoofing into
the following two problems: (i) sending the correct spoofing signals
such that they reach the receiver with the right timing, and (ii) getting
a victim that is already synchronized to the legitimate GPS service to
lock onto the attacker’s spoofing signal. Regarding the first problem,
we analyze the effects of GPS spoofing signals on multiple receivers
and analyze under which conditions a group of victims can be spoofed
such that, e. g., their mutual distances are preserved. Our analysis
shows that, in order to spoof a group of victims while preserving the
mutual distances, the attacker can only transmit from a restricted set
of locations. To the best of our knowledge, such an analysis has not
been done before. The second problem of taking over the satellite lock
is relevant for performing attacks in real-world situations. In most
cases, the victim will have been receiving legitimate GPS signals when
the spoofing attack starts. It is thus important to know the required
precision of the spoofing signal such that the victim seamlessly (i. e.,
without detection) switches lock from the legitimate GPS signal to the
attacker’s spoofing signal. We explore the influence of imperfections (in
different aspects of signal power and timing) in a series of experiments
and discuss the findings.

In short, our main contributions are as follows: First, we define
the GPS group spoofing problem. Second, we analyze spoofing attacks
on single and multiple receivers in civilian and military GPS systems
and we infer theoretical bounds on the conditions for their success.
Third, using a GPS signal generator1, we investigate the requirements
for civilian GPS spoofing by seamless satellite-lock takeover under vary-
ing power, timing, and location precision of the attacker’s spoofing sig-
nals and we provide bounds on these parameters for the receiver used
in our experiments.

The structure of the chapter is as follows. We give background infor-
mation on GPS positioning and discuss related work on GPS spoofing

1Satellite signal generators are also called satellite simulators—we use both no-
tations in this work.
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in Section 3.1. We introduce the GPS spoofing problem and our system
and attacker models in Section 3.2. In Section 3.3, we analyze under
which conditions GPS spoofing attacks are successful on single victims
and groups of victims. The results of our experimental evaluation are
presented in Section 3.4. In Section 3.5, we introduce a novel coun-
termeasure against GPS spoofing attacks which is based on multiple
receivers. We conclude the chapter in Section 3.6.

3.1 Background on the GPS

In this section, we introduce the fundamental concepts of GPS (based
on [60]) which are necessary for this work. We also summarize related
work on the security of GPS.

3.1.1 The Global Positioning System

The Global Positioning System (GPS) uses a number of satellite trans-
mitters Si located at known locations LSi ∈ R3. Each transmitter
is equipped with a synchronized clock with no clock offset to the ex-
act system time tS and broadcasts a carefully chosen navigation signal
si(t) (low auto-/cross-correlation2, including timestamps and informa-
tion on the satellites’ deviation from the predicted trajectories). The
signal propagates with speed c (see Figure 3.1).

A receiver V located at the coordinates L ∈ R3 (to be determined)
and using an omnidirectional antenna will receive the combined signal
of all satellites in range:

g(L, t) =
∑
i

Aisi

(
t− |L

S
i − L|
c

)
+ n(L, t) (3.1)

where Ai is the attenuation that the signal suffers on its way from LSi
to L, |LSi − L| denotes the Euclidean distance between LSi and L, and
n(L, t) is background noise.

Due to the properties of the signals si(t), the receiver can separate
the individual terms of this sum and extract the relative spreading
code phase, satellite ID, and data content using a replica of the used

2In civilian GPS, the signals are spread using publicly known spreading codes.
The codes used for military GPS are kept secret; they serve for signal hiding and
authentication.
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Figure 3.1: A GPS receiver V works by observing the signals from a set of
satellites. The relative delays of the signals si(t) can be used to solve four
equations which determine the 3-dimensional position L and the time offset δ
of the receiver V .

spreading code. Given the data and relative phase offsets, the receiver
can identify the time delay |LSi − L|/c for each satellite and from that
infer the “ranges”

di = |LSi − L|. (3.2)

With three known ranges di to known transmitter positions LSi ,
three equations (3.2) can be solved unambiguously for L (unless all
three Si are located on a line). Since highly stable clocks (e. g., cesium
oscillators) are costly and GPS receivers cannot participate in two-way
clock synchronization, in practice, V will have a clock offset δ to the
exact system time: t = tS + δ. With this, Eq. 3.1 can be rewritten:

g(L, tS) =
∑
i

Aisi

(
t− di

c
− δ
)

+ n(L, tS) (3.3)

where the receiver can only infer the “pseudoranges”Ri from the delays
di/c+ δ:

Ri = di + c · δ. (3.4)

The clock offset δ adds a fourth unknown scalar. With pseudorange
measurements to at least four transmitters Si, the resulting system of
equations (3.4) can be solved for both L and δ, providing both the exact
position and time, without requiring a precise local clock.

Given LSi = (xSi , y
S
i , z

S
i ), L = (x, y, z), and ∆ = c · δ, we can

transform (3.4) into the following set of equations [65]:

(x− xSi )2 + (y − ySi )2 + (z − zSi )2 = (Ri −∆)2 ∀Si (3.5)
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Geometrically, given a ∆, each Si’s equation translates into a sphere
with LSi being the center. The set of equations (3.5) is overdetermined
for more than four satellites and generally does not have a unique solu-
tion for L because of data noise. It can be solved by numerical methods
such as a least-mean-square approach or Newton’s method [65].

3.1.2 Related Work

In 2001, the Volpe report [64] identified that (malicious) interference
with the civilian GPS signal is a serious problem. Starting with this
report, practical spoofing attacks were discussed in several publica-
tions. In [62], the authors use a WelNavigate GS720 satellite simulator
mounted in a truck to attack a target receiver in a second truck. The
authors succeeded in taking over the victim’s satellite lock by manually
placing an antenna close to the victim’s receiver. After the victim was
locked onto the attacker’s signal the spoofing signal could be sent from
a larger distance. Instead of using a GPS simulator, the authors of [63]
create GPS spoofing signals by decoding legitimate GPS signals and
generating time-shifted copies which are then transmitted with higher
energy to overshadow the original signals; a similar approach is also
used in [66]. This approach requires less expensive equipment but in-
troduces considerable delays between the legitimate and the spoofed
signals. GPS spoofing attacks are discussed analytically in [60], show-
ing that an attacker can manipulate the arrival times of military and
civilian GPS signals by delayed replay or spoofing of (individual) nav-
igation signals. We note that there is no unique attacker model used
for spoofing attacks, and thus the assumptions on the attacker’s capa-
bilities vary between these works.

Given the lack of attacker models, the proposed countermeasures
range from simple measures to constant monitoring of the channel.
In [64], consistency checks based on inertial sensors, cryptographic
authentication, and discrimination based on signal strength, time of
arrival, polarization, and angle of arrival are proposed. The authors
of [61, 67, 68] propose countermeasures based on detecting the side ef-
fects of a (not seamless) hostile satellite-lock takeover, e. g., by moni-
toring the local clock and Doppler shift of the signals. Kuhn proposes
an asymmetric scheme in [60], based on the delayed disclosure of the
spreading code and timing information. In general, countermeasures
that rely on modifications of the GPS satellite signals or the infrastruc-
ture (such as [60] and certain proposals in [64]) are unlikely to be im-
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plemented in the near future due to long procurement and deployment
cycles. At the same time, countermeasures based on lock interrupts or
signal jumps do not detect seamless satellite-lock takeovers.

Few publications [66,69–71] present experimental data on the effects
seen by the victim during a spoofing attack. The authors of [69] use a
setup based on two antennas to measure the phase difference for each
satellite to detect the lock takeover. [71] and [66] analyze the spoofing
effect on the carrier and code level. The authors of [70] present a device
that prevents spoofing by monitoring and potentially suppressing the
received signals before they are processed by the GPS receiver.

All works above only consider attacks on single GPS receivers but
not on groups of receivers. In addition, none of them investigated the
requirements for successful attacks on public GPS receivers, such as re-
quired precision of the attacker’s spoofing signals. Although we expect
that more works on GPS spoofing and anti-spoofing countermeasures
were performed in classified (military) settings, they are not accessible
to the public.

3.2 Problem Formulation

In order to give an intuition of the problem, we present our motivation
and an exemplary use case. Then, we define our system and attacker
models and formulate the GPS spoofing problem.

3.2.1 Motivation

The fundamental reasons why GPS spoofing works have been discussed
in the literature before, and spoofing attacks have been demonstrated
on single receivers experimentally. In this work, we show under which
conditions the attacker can establish the correct parameters to launch
a successful spoofing attack on one or more victims, and later in the
experiments, how inaccuracies in these parameters influence the lock
takeover during the attack. This analysis enables us to identify which
attacks are theoretically possible and which attacks would be noticeable
as (potentially non-malicious) signal loss at the GPS receivers. This
is important for proposing effective receiver-based countermeasures,
which are not implemented yet in current standard GPS receivers.

Our work is further motivated by the real-life spoofing attacks, e. g.
the one reported in [62]. In this scenario, a cargo truck (the victim),
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Figure 3.2: Basic attack scenario. (a) Visualization of the setup. The victim
uses a GPS-based positioning system and is synchronized to the legitimate
satellites. (b) Abstract representation of the scene. (c) The attacker starts
sending own spoofing and jamming signals. (d) The victim synchronizes to
the attacker’s signals.

had a GPS unit that was housed in a tamper-proof casing and was
sending cryptographically authenticated status updates with a fixed
rate to a monitoring center. The attacker planned to steal the truck
to get access to its loaded goods at a remote place. He got close to
the victim and started transmitting forged (spoofed) signals in order
to modify the location computed by the receiver (see Figure 3.2). In
this setting, if the attacker can influence the positioning process, he can
make the victim report any position to the monitoring center and thus
steal the truck without raising suspicion or revealing the truck’s real
location.

3.2.2 System Model

Our system consists of a set of legitimate GPS satellites and a set V
of victims (see Table 3.1 for notations used). Each victim is equipped
with a GPS receiver that can compute the current position and time
as described in Section 3.1. We assume that each receiver Vj ∈ V is
able to receive wireless GPS signals, compute its position, and store
its position/time-tuples. If several GPS receivers belong to a common
group (e. g., they are mounted on the same vehicle), we assume that
they can communicate to exchange their computed locations or are
aware of the group’s (fixed) formation.
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Si i-th satellite Ai i-th attacker unit
LSi coordinates of Si PAi physical coordinates of Ai
si signal sent by Si LAi claimed coordinates of Ai
Vj j-th victim (receiver) sAi signal sent by Ai
Lj GPS coordinates of Vj δAi time offset of sAi
L′j spoofed coordinates of Vj δj GPS clock offset of Vj
Pj physical coordinates of Vj δ′j spoofed clock offset of Vj
R′ij Vj ’s calculated PR to Si c signal propagation speed
RAij Vj ’s spoofed PR (by Ai) ∆′j = δ′j · c
bijk PR difference= RAij −RAik ∆A

i signal/clock delay of Ai

Table 3.1: Summary of notations (PR = pseudorange).

The GPS location of each individual victim Vj ∈ V is given by
its coordinates Lj ∈ R3 in space and the victim’s clock offset δj with
respect to the GPS system time tS . We note that the computed GPS
coordinates Lj and clock offset δj do not necessarily correspond to the
true (physical) coordinates Pj ∈ R3 and time.3 We define the local time
of Vj as tj = tS + δj , i. e., δj < 0 refers to an internal clock that lags
behind. We use L to denote the set of GPS locations of the victims in
V. A GPS spoofing attack may manipulate a receiver’s coordinates in
space and/or its local time. We denote a victim’s spoofed coordinates
by L′j ∈ R3 and the spoofed time offset by δ′j . We use L′ for the set of
spoofed victim locations.

In our analysis in Section 3.3, we distinguish between civilian GPS,
which uses the public C/A (coarse/acquisition) codes so that each satel-
lite signal si contains only public information, and military GPS, which
provides authentic, confidential signals using the secret P(Y) codes [7].
In the experimental evaluation in Section 3.4, we use a satellite signal
generator for civilian GPS.

3.2.3 Attacker Model

We will now present an attacker model adapted to the case of GPS, we
we will use in this chapter.

GPS signals can be trivially spoofed under a Dolev-Yao [73]-like at-
tacker that is able to fully control the wireless traffic by intercepting,

3Typically, the difference |L− P | is less than a few meters [72].
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injecting, modifying, replaying, delaying, and blocking messages with-
out temporal constraints for individual receivers, see Figure 3.3(b). If
the attacker has full control over the input to each individual receiver
antenna, he can send the signals as they would be received at any lo-
cation L′j . This would, however, require the attacker to either be very
close to each receiver or to use directional antennas with narrow beam
widths and shielding to prevent that the signals intended for one vic-
tim are also received by another victim; in both cases, the number of
required attacker antennas would be linear in the number of victims.
In this work we assume that the signals sent by the attacker are trans-
mitted wirelessly and that they will be received by all victims in V, see
Figure 3.3(a).

The attacker controls a set of wireless transmitters that he can move
and position independently. We denote by PAi ∈ R3 the physical lo-
cation of the i-th transmission unit of the attacker (manipulating the
signals of satellite Si), and the set of all physical attacker locations
from where the attacker is transmitting by PA. We assume that the
attacker’s inherent, unwanted clock offset to the GPS system time is
negligible4 and use δAi to capture the time shift introduced by the at-
tacker in the transmission of signal sAi with respect to the signal si
and the system time tS . For example, for δA1 = 10 ms, the attacker
transmits the spoofed signal 10 ms after the signal s1 was transmitted
by satellite S1.

For our analysis, we assume that the attacker is aware of the vic-
tims’ physical locations (the influence of errors in the attackers location
estimates is evaluated in Section 3.4). We further denote by |LSi − Pj |
the physical distance between satellite Si and victim Vj . Similarly,
|PAi −Pj | denotes the physical distance between the attacker’s antenna
at PAi and victim Vj . Given this setting, we distinguish the following
two types of attacks:

Attacks on civilian (unauthenticated) GPS: The attacker can de-
lay signals or send them prematurely, i. e., δAi ∈ R. He can mod-
ify the content of received GPS signals or arbitrarily generate the
spoofing signals sAi using the public GPS parameters (e. g., by us-
ing a GPS signal generator). This is possible because civilian GPS
signals are not authenticated—given the right hardware, anyone
can transmit his own GPS signals. Thus the attacker can also
modify the claimed locations of the satellites: LAi 6= LSi . We note

4The attacker can synchronize his time to legitimate GPS signals.
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Figure 3.3: Models of the attacker’s antenna coverage. (a) The attacker’s
signals reach all victims (used in the analysis of this work). (b) The attacker’s
antennas each only reach one victim. This requires the attacker to be in close
proximity to the victims if the distances between the receivers are small.

that on standard GPS receivers, the data content in the received
GPS signals is not checked for plausibility or consistency [74].

Attacks on military (authenticated) GPS: The attacker is not able
to generate valid military GPS signals. All he can do is to capture
and relay existing signals, e. g. by separating signals from differ-
ent satellites using high-gain directional antennas and broadband
transceivers (called Selective-Delay in [60]). This means that the
attacker can delay existing GPS signals and amplify or attenuate
them. He is restricted by δAi ≥ |LSi − PAi |/c, i. e., signals can
be delayed but not sent prior to their reception. We note that
neither the spreading codes nor the data content of the signal
need to be known to the attacker for a successful selective-delay
attack.

We note that these attacker models are very strong. Nevertheless,
we consider them appropriate for our analysis because we want to make
general statements that hold even under very strong (worst-case) at-
tackers with sophisticated equipment.

3.2.4 Formulation of GPS Spoofing Problems

We first define GPS spoofing attacks and then present two GPS spoof-
ing problems for the attacker.

Definition 1 (GPS Spoofing Attack). Let a victim V compute its GPS
location as L and its GPS time as t in the absence of an attacker. In a
GPS spoofing attack, the attacker sends spoofing signals to manipulate
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the victim’s GPS-based location calculations. As a result, V computes
its location as L′ 6= L and/or time as t′ 6= t.

Definition 1 can also be extended to groups of victims:

Definition 2 (GPS Group Spoofing Problem). Let L′ be a set of tar-
get locations for each Vj ∈ V and let t′j ∈ T ′ denote the target time for
Vj. The GPS Group Spoofing Problem is the problem of finding com-
binations of GPS signals sAi (sent by the attacker), transmission times
tAi = tS + δAi (when the spoofing signals are sent), and physical trans-
mission locations PAi (from where the attacker transmits) such that the
location or time of each Vj ∈ V is spoofed according to Definition 1.

We note that the physical attacker locations PAi do not have to
correspond to the claimed satellite positions LAi in the GPS messages
(for civilian GPS, LAi can even be chosen by the attacker). As we will
show in Section 3.3.2, the GPS spoofing problem for a single victim has
a trivial solution for any target location.

In Section 3.3.3, we will analyze the necessary restrictions on the
spoofed locations such that the GPS Group Spoofing Problem can be
solved. We therefore define a decisional version of the GPS Group
Spoofing Problem.

Definition 3 (Decisional GPS Group Spoofing Problem). Let P be
the set of physical locations of the victims in V. Let L′ and T ′ be
defined according to Definition 2. The Decisional GPS Group Spoofing
Problem for P,L′, T ′ is the decision problem whether there exists at
least one set of attacker locations PA from where the attacker can send
the spoofing signals sAi such that the location or time of each victim
Vj ∈ V is spoofed according to Definition 1.

In practice, the GPS Group Spoofing Problems (Definitions 2 and
3) may be restricted in terms of attacker capabilities. For example, the
attacker may only be able to position his transmission antennas at a
restricted set of physical locations PA∗ , at a restricted set of claimed
satellite positions LA∗ , or he may only be able to send the spoofing
signals at a restricted set of transmission times T A∗ (e. g., if he must
receive legitimate signals before he can send the spoofing signals). In
these cases, the GPS Group Spoofing Problems can be modified to take
the restricted attacker capabilities LA∗ , PA∗ , T A∗ as additional input and
find solutions that fulfill PA ⊂ PA∗ , LA ⊂ LA∗ , or T A ⊂ T A∗ .
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Figure 3.4: The GPS spoofing scenario for two victims in 2 dimensions.
The attacker is impersonating a satellite with the claimed (forged) location
LA

i , using an antenna positioned at PA
i . The victims are two receivers with

physical positions at P1 and P2. For each signal sAi , the attacker ensures
that RA

i1 and RA
i2 match R′

i1 and R′
i2, and therefore V1 and V2 compute their

locations as L′
1 and L′

2 with clock offsets δ′1 and δ′2. Here, bi12 and b′i12 are
the differences of pseudoranges between V1 and V2.

3.3 Solving GPS Spoofing Problems

We now analyze how our attacker (as defined in Section 3.2.3) can spoof
the locations of one or more receivers. In this section, we abstract away
from implementation issues (such as taking over an established lock to
legitimate satellites, see Section 3.4) and assume that there are no legit-
imate signals present on the channel. The intuition underlying the re-
sults that we will present is the following: spoofing requires the attacker
to send out signals precisely aligned in time. This will be harder—if
not impossible—for increasing numbers of victims (as summarized in
Table 3.2 and visualized in Figure 3.6).

3.3.1 Construction of Pseudoranges

The attacker’s physical location PAi , his transmission time offset δAi ,
and the claimed satellite position LAi all influence the location L′j as
computed by a victim Vj (see Sections 3.1 and 3.2.2). By setting his
physical location PAi and transmission offset δAi , the attacker can influ-
ence the pseudorange computation at the victim. The expected pseu-
dorange that a victim at physical position Pj will compute based on
the attacker’s signal sAi is

RAij = |Pj − PAi |+ δAi · c (3.6)
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To determine its location, each victim solves a system of equations
with the calculated pseudoranges (see Figure 3.4):

|L′j − LAi | = R′ij −∆′j (3.7)

Here, LAi are the (claimed) satellite coordinates of Si extracted by
Vj from the GPS message, R′ij is the pseudorange to satellite Si as
calculated by Vj based on the received signal, and ∆′j = δ′j · c is the
time offset times propagation speed as calculated by the victim.

For each impersonated satellite, the attacker must send a signal sAi
such that solving Equation 3.7 by the victim yields the target location
L′j and the target time offset δ′j . This requires RAij = R′ij , or:

|Pj − PAi |+ ∆A
i = |L′j − LAi |+ ∆′j . (3.8)

In attacks on civilian GPS, the attacker is free to choose PAi , δAi , and
LAi . This means that the system of equations (3.8) is under-determined
for a single victim. The attacker can fix two of the variables to his liking
and solve for the third.

When the attack targets a military GPS receiver, the attacker can-
not change the data content of the messages and is restricted to δAi ,
which is greater than or equal to the transmission delay from the satel-
lite to the attacker. Hence, the claimed satellite location in the message
is the correct location of the legitimate satellite: LAi = LSi . In addition,
the attacker is restricted by ∆A

i ≥ |PAi −LSi |. We can therefore rewrite
Equation 3.8 as

|Pj − PAi |+ |PAi − LSi | ≤ |L′j − LAi |+ ∆′j . (3.9)

Or, using the triangle inequality

|Pj − LSi | ≤ |L′j − LAi |+ ∆′j . (3.10)

In the following, let bijk be the difference in pseudoranges to PAi be-
tween Vj and Vk (see Equation 3.6):

bijk = RAij −RAik = |Pj − PAi | − |Pk − PAi |. (3.11)

Equally, we define b′ijk as the difference of pseudoranges of the claimed

satellite location LAi and the spoofed victim locations L′j and L′k (see
Figure 3.4):

b′ijk = R′ij −R′ik
= |L′j − LAi | − |L′k − LAi |+ ∆′j −∆′k. (3.12)
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3.3.2 Spoofing to One Location

Result 1. One or more receivers Vj ∈ V can be spoofed to any one
location L′ using a single attacker antenna. Spoofing multiple receivers
to the same location L′ will generally lead to different time offsets δ′j at
each victim.

The reason for this is that the time-differences of arrival of the
individual satellite signals determine the location that each receiver
will compute. If the spoofed signals are all sent from the same attacker
antenna, all victims will obtain the same time-differences.

To show Result 1, we first focus on a single receiver V1 and civilian
GPS . The attacker selects a target location L′, a target time offset
δ′1, and any arbitrary attacker location PAi . Given this, Equation 3.8
yields ∆A

i . Using one transmission antenna (i. e. PA1 = PAj ∀j)5, the

attacker transmits all signals sAi with the delay δAi = ∆A
i /c.

While this will successfully spoof the location and time of one vic-
tim, other victims in the vicinity will receive the same signals with
slight time delay or advancement. We now consider a set of receivers
V = {V1, . . . , Vn} that are positioned at different physical locations
P = {P1, . . . , Pn}.

Since the attacker sends all signals sAi from the same position PA1 =
PA2 = . . . , we can follow that b1jk = b2jk = . . . for all signals sAi . To
compute the effect of the offset on the pseudoranges on each victim, we
can express each victims’ pseudorange relative to the pseudorange of the
first victim: Rij = Ri1 + b1j1. Each victim will measure pseudoranges
based on their physical distances to the attacker: R′ij = RAij . We can
now substitute (3.11) into (3.7) and get the following equation for each
signal sAi and Vj :

|L′j − LAi | = R′i1 − (∆′j − b1j1). (3.13)

Thus, for every Vj , these equations only differ by the different value
(∆′j−b1j1) = ∆′1. This means that all Vj compute an identical location
L′, but different clock offsets δ′j :

δ′j = δ′1 +
1

c

(
|Pj − PAi | − |P1 − PAi |

)
. (3.14)

5For the victim to be able to compute its location, it must hold that the claimed
locations are mutually different LA

1 6= LA
2 6= . . . .

46



3.3. Solving GPS Spoofing Problems

Result 1 shows that an attacker can make a group of victims believe
to be at a specific location by sending one set of satellite signals from
the same antenna. All victims will believe to be at the same location
L′, but with different time offsets. The additional time offset δ′j − δ′k
between victim Vj and Vk introduced by the attacker is bounded by

their mutual distance |δ′j − δ′k| ≤
|Lj−Lk|

c and is typically on the order
of nanoseconds for victims a few meters apart.

In attacks on military GPS, Equation 3.10 can be used to derive the
additional constraints on the relation between the resulting time offset
of the main victim δ′1 and the distance between the spoofed location
and each satellite.

If L′1 is chosen such that |L′1 − LSi | ≤ |P1 − LSi | for any Si, then
the time offset δ′1 at the victim must be positive. On the other hand,
since δ′1 is the same for all satellites, only if the distances from L′1 to all
satellites are enlarged (i. e., if |L′1−LSi | > |P1−LSi | ∀Si), the time offset
of the victim can be made negative (causing the victim to advance its
clock). The minimal value of δ′1 is determined by

∆′j ≥ max
i

(|P1 − LSi | − |L′1 − LSi |). (3.15)

As the attacker can always delay the signals, he can arbitrarily delay
the victims clock also in military GPS.

One direct conclusion for military GPS is that it is not possible to
advance the victim’s clock while retaining the original location L′1 = L1.
The clock offsets of other victims V2, . . . , Vn relative to the first victim
as expressed in Equation 3.14 remain the same for attacks on military
GPS if all signals are sent from the same location PA1 = PA2 = . . . .

3.3.3 Spoofing to Multiple Locations

We next consider multiple receivers at distinct physical locations P1, . . . , Pn
that the attacker tries to spoof to the locations L′1, . . . , L

′
n. Following

Result 1, an attacker can spoof any number of receivers in the transmis-
sion range to the same coordinates L′ with differing δ′j . If the victims
have a way of establishing (coarse) relative distances, e. g., by esti-
mating their respective distances visually, or can detect their mutual
time offsets, they are able to detect such attacks. Therefore, we will
now focus on attacks in which multiple victims are shifted to a set of
new locations that preserve their mutual distances and mutual time
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offsets. Methods to securely measure relative distances are discussed in
the later chapters of this thesis.

As stated in Result 1, if the attacker is using only one transmission
antenna, any possible placement of this antenna will lead to two victims
computing their location to the same coordinates L′, with a small time
synchronization error. Hence, the attacker cannot use only one antenna
to shift the victims to different locations. We will now show that, using
multiple antennas, the attacker can spoof two victims to any locations
while preserving their mutual time offsets, with certain restrictions on
the time offset in the case of military GPS receivers.

Result 2. Two receivers at the physical locations P1 6= P2 can be
spoofed to the locations L′1 6= L′2 and time offsets δ′1, δ

′
2 if the attacker

is free to choose any PAi and LAi . For each sAi , the possible transmis-
sion locations PAi lie on one half of a two-sheeted hyperboloid defined
by L′1, L

′
2, δ
′
1, δ
′
2, L

A
i , and P1, P2.

In order to spoof V1, V2 to L′1, L
′
2 and ∆′1,∆

′
2, the attacker must send

each si such that it arrives with the correct delay at the physical lo-
cations of the victims, i. e., bi12 = b′i12 ∀si. As bijk is defined by PAi
and, likewise, b′ijk is defined by LAi , the attacker can always find com-

binations of PAi and LAi that yield the correct pseudorange (for attacks
on civilian GPS). He can then use Equation 3.8 to find the appropriate
δAi .

In the case of military GPS, the attacker cannot change the claimed
placements of the satellites: LAi = LSi . Hence, b′i12 is determined by
the selection of L′1, L

′
2 and δ′1, δ

′
2. In this case, Equation 3.8 yields

one hyperboloid for each sAi with possible values of PAi and δAi (see
Figure 3.5).

We demonstrate this by giving a simple example: the victims are
located at P1 = (1, 0, 0) and P2 = (−1, 0, 0), the physical distance
between the victims is |P1 − P2| = 2. The attacker wants to spoof
the two victims to the locations L′1 = (0, 0, 0) and L′2 = (0, 2, 0), both
with time offset zero: ∆′1 = ∆′2 = 0. The attacker now (arbitrarily)
chooses LA1 = (−3,−2, 0), LA2 = (−2, 0, 0), and LA3 = (−2, 2, 0) for the
claimed satellite positions in the GPS messages. This determines three
hyperboloids relative to P1 and P2 based on b′112, b′212, and b′312.

Result 3. A necessary condition for a successful GPS group spoofing
attack is that ∀Vj , Vk,∀si, b′ijk ≤ |Pj − Pk| .
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1 2 3-1 0

1

-1

Figure 3.5: Hyperbolas of possible antenna placements for the attacker
when impersonating a satellite for two victims (Example for Result 2, in
2D). Each hyperbola represents possible placements for an antenna PA

i .

In other words, the difference b′ijk of the perceived pseudoranges of

each signal sAi at any two spoofed victim locations L′j and L′k must
be smaller than or equal to the distance between the victims’ physical
locations Pj and Pk. From Equation 3.11 and the triangle inequality
it follows that bijk ≤ |Pj − Pk|. Since it must hold that b′ijk = bijk, if
b′ijk > |Pj − Pk| for any si, then there is no possible solution for the

attacker’s placement PAi . Thus we get

|Pj − Pk| ≥ |L′j − LAi | − |L′k − LAi |+ ∆′j −∆′k (3.16)

as a necessary condition for a successful attack.

As we know from Result 2, for two victims, all possible antenna
placements for the attacker lie on a hyperboloid defined by Pj , L

′
j , δ
′
j

and LAi . We will now extend this result to the case of three and more
victims. In the following, we assume that b′ijk ≤ |Pj − Pk| is fulfilled
∀Vj , Vk and ∀si, i. e., it is physically possible to spoof the locations of
the receivers.

Result 4. In a GPS group spoofing attack on three victims V1, V2, V3
to specific locations L′j and time offsets δ′j, all possible attacker place-

ments PAi lie on the intersection of two hyperboloids defined by b′i12, b
′
i13.

This can be shown by constructing two hyperboloids using b′i12 and
b′i13 as in Result 2. Both hyperboloids yield the possible placements
of attacker’s antennas to achieve the correct pseudorange for V1, V2 or
V1, V3, respectively. Each point on the intersection of the two hyper-
boloids has a specific δAi and is at the correct distance to all three
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Figure 3.6: Visualization of possible attacker placements. For (a) two vic-
tims, all points on the hyperboloid are viable solutions; for (b) three victims
the solutions lie on a curve (red/white intersection); and (c) for four victims
only two points are viable solutions (white dots).

victims. Therefore, all points of this space curve are valid PAi to solve
the group spoofing problem.

We can extend our example from Result 2 by a third victim placed
at P3 = (1, 5, 0), which is spoofed to L′3 = (1, 1, 0) with δ′3 = 0. This
reduces the possible locations from the hyperboloid as shown in Fig-
ure 3.6 to the intersection curve of the hyperboloids constructed using
b′i12 and b′i13, as shown in Figure 3.6.

Result 5. In a GPS group spoofing attack on four victims V1, . . . , V4 to
specific locations L′j and time offsets δ′j, there are at most two possible

placements for PAi to impersonate a satellite at LAi . These are the
intersection points of three hyperboloids defined by b′i12, b′i13, b

′
i14.
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As previously, to show this, we consider each signal sAi separately. By
computing b′i12, b

′
i13, b

′
i14 (and b′i11 = 0) according to Equation 3.11 and

setting bijk = b′ijk, we can construct three hyperboloids. Their intersec-
tion points are possible placements for the antennas of the attacker. As
the intersection of two hyperboloids yields a spaced curve, the intersec-
tion of three hyperboloids is an intersection of this curve with a third
hyperboloid, which results in at most two points. We can also arrive
at this number of solutions by considering the system of four quadratic
equations based on Equation 3.7. These can be transformed into three
linear and one quadratic equation [65], defining the solutions for the
location LAi and time offset δAi . As the quadratic equation has at most
two solutions [65], and each of the linear equations has one unique so-
lution, there are at most two solutions for the attacker’s position and
transmission time.

This result can also be observed in our example by adding a fourth
victim placed at P4 = (10, 0, 0), which is spoofed to L′4 = (−1, 0, 0) with
δ′4 = 0. The possible placements for the attacker’s antenna is now the
intersection of the previously obtained curve with another hyperboloid,
yielding two points only (Figure 3.6).

Result 6. In a GPS group spoofing attack on five or more victims
V1, . . . , Vn to specific locations L′j and time offsets δ′j, there is at most

one possible placement for PAi to impersonate a satellite at LAi . This
is the intersection point of n− 1 hyperboloids defined by b′i12, . . . , b

′
i1n.

This result directly continues our previous reasoning: Each added
victim adds another hyperboloid to the set of hyperboloids which must
intersect to yield a possible PAi . For five or more receivers, the set of
(n− 1) linear equations and one quadratic equation is overdetermined,
and therefore has at most one solution.

From Result 5, we know that for military GPS receivers, there are at
most two solutions for a given combination of Pj , L

′
j , δ
′
j , and LAi = LSi .

For attacks on civilian GPS receivers, the attacker can influence the
position of the two solutions of the system of equations by changing
the claimed satellite location LAi . We will now give an intuition where
these solutions are located for a formation-preserving GPS spoofing
attack.

Result 7. When spoofing a group of GPS receivers V1, . . . , Vn such that
the formation (i. e., the mutual distances and relative time offsets)
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Spoofing to Spoofing to multiple
one location locations (preserved formation)

n Civ. & Mil. GPS Civilian GPS Military GPS

1 PAi ∈ R3 - -
2 PAi ∈ R3 set of hyperboloids one hyperboloid
3 PAi ∈ R3 set of intersections intersection of

of two hyperboloids two hyperboloids
4 PAi ∈ R3 set of 2 points 2 points
≥5 PAi ∈ R3 set of points 1 point

Table 3.2: Summary of results for the number of possible attacker locations
PA
i for n victims.

is preserved, there is always at least one solution to the group GPS
spoofing problem.

One way to show this result is to use an affine transformation to
describe the relation between physical and spoofed locations of the
receivers and senders. If the formation of the victims is preserved,
there exists a bijective affine augmented transformation matrix T which
describes this translation and rotation. Assuming that L and P are
represented as augmented row vectors, we can therefore write T ·Lj =
L′j . Then, the inverse transformation T−1 applied to LAi will yield a

possible antenna placement PAi = T−1 · LAi , because all pseudoranges
R′ij between L′j and LAi and the measured range Rij between PAi and Pj
will be the same (the transformation preserves the Euclidean distance).

As a consequence of Results 6 and 7, spoofing five or more receivers
while retaining their formation has exactly one solution, an affine trans-
formation of the claimed satellite position LAi .

Summary of results: Table 3.2 gives an overview of sets of possible
positions PAi for the attacker’s antenna depending on the number of
victims and on the target locations: spoofing all receivers to one loca-
tion or each victim to a different location with a preserved formation.
The results are shown for civilian and military GPS; ‘hyperboloid’ refers
to half of a two-sheeted hyperboloid. In the table we assume that the
condition of Result 3 holds.
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The results in Table 3.2 show that there are no restrictions on the
attacker’s position for spoofing any number of victims to one location
(PAi ∈ R3). With an increasing number of victims and a constant
formation, the attacker is getting more and more restricted in terms of
his antenna placement. For civilian GPS, the attacker has more degrees
of freedom because he can select claimed (false) satellite locations LAi
and thus influence the hyperboloid, intersection of hyperboloids, etc.,
whereas these are fixed for military GPS (i. e., there is only one specific
hyperboloid of attacker positions for each transmitted signal per pair
of victims).

3.4 Experiments on Satellite-Lock Takeover

A GPS spoofing attack in the presence of legitimate GPS satellite sig-
nals requires the attacker to make the victim stop receiving signals from
the legitimate satellites and start receiving the attacker’s signals. If this
takeover is noticed by the victim, e. g. because the victim suddenly loses
contact to previously seen satellites, it can detect the spoofing attack.
While the victim might lose contact due to random noise or environ-
mental changes, the attacker ideally should take over without being
noticed. We say that the receiver has a lock on a specific transmitter
when it is already receiving data from that satellite. The satellite lock
makes spoofing attacks harder since a spoofing signal is likely to be
misaligned (in phase, Doppler shift, or data content) to the legitimate
signal. When the attacker’s signal is turned on, this momentary in-
terruption in the data-flow from that satellite could cause the victim
to be temporarily unable to compute his position. Therefore, we now
investigate how the attacker can take over the victim’s lock with the
victim losing the ability to calculate its position, even for a moment.

In Section 3.2 we assumed a strong attacker, who is always able
to generate signals with perfect timing and power level, and who has
perfect knowledge of his own and the victim’s position. In a practical
attack, many of these assumptions might be invalid. We conduct exper-
iments to evaluate the influence of such imperfections. Because we do
not change the claimed location of the satellite in the data sent by the
attacker, all discussed imperfections should apply equally for military
and public GPS receivers.

53



Chapter 3. Attacks on the Global Positioning System

Figure 3.7: The experimental setup.

3.4.1 Experimental Setup and Procedure

In our experiments, the spoofing signals and the legitimate GPS signals
are sent over a cable to eliminate the influence of the transmission chan-
nel. This enables us to measure the unique influence of the parameters
of interest while disregarding channel and antenna noise.

We conduct the lock takeover attacks using a Spirent GSS7700 GPS
simulator (see Figure 3.7). The GPS signal simulator is a hardware
device that generates GPS signals and is controlled by a dedicated sim-
ulation PC running the SimGen simulation software package [75]. The
GSS7700 GPS simulator generates two independent GPS constellations
with up to 16 satellites in each. One constellation is simulating the sig-
nals from the legitimate GPS satellites, and the other is simulating the
attacker’s signals. Both are mixed together and sent to the GPS re-
ceiver via a wired connection. The GPS receiver in our experiments is
an Antaris evaluation kit by u-blox, containing the ATR0600 GPS chip
from Atmel.

At the start of each experiment, we send only the legitimate GPS
signals for a static location. We reset the GPS receiver to make sure
all experiments are independent and no internal state is kept from a
previous experiment. After about 30 seconds the GPS receiver will lock
on to enough satellites to be able to calculate a stable position. This
position is the legitimate position L and the goal of the attacker is now
to move the victim to a new location L′ such that (i) the victim is con-
tinuously able to compute its position (ii) no noticeable discontinuities
in the location occur.

The attack then consists of two phases: first, the attacker sends sig-
nals which are supposed to match the legitimate satellites’ signals at the
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Figure 3.8: Effects of relative signal power. (a) Example of unsuccessful
takeover with too little power used. The spoofing signal is switched on at
ts = 60s and starts moving at tm. (b) Average error over the measurement
as a function of relative power.

location of the victim. These are generated by the attacker by approx-
imating the current location of the victim as Linit, and constructing
signals with time delays and data content appropriate for that location
(see Section 3.3.1). This first phase lasts for one minute to allow the
victim to lock on to the new signals. In the second phase, the attacker
start to move the spoofed location towards the final location L′, imi-
tating an acceleration of 0.5m/s2. After 3 minutes, the final location
is reached. If this final location is not remotely close to L′ (height dif-
ference ≤150m, horizontal distance ≤1km), we consider the takeover
failed.

55



Chapter 3. Attacks on the Global Positioning System

0 50 100 150 200 250 300
0

100

200

300

Time (s)

E
rr

o
r 

(m
)

t
s

t
m

longitude

latitude

height

(a) Sample run with 120ns time offset

0 20 40 60 80 100 120 140 160 180

0

100

200

300

400

500

A
v
e
ra

g
e
 e

rr
o
r 
(m

)

0 20 40 60 80 100 120 140 160 180
0

0.2

0.4

0.6

0.8

1

Time offset in ns

E
rr

o
r 
ra

ti
o

failed takeover (ratio)
lost lock (ratio)
error (m)

(b) Average error as a function of time offset

Figure 3.9: Example of effects of spoofing signals with time offset. (a) Dur-
ing the takeover, the location jumps, in particular the height. The spoofing
signal is switched on at t = 60s. (b) Average error over the measurement as
a function of the time offset.

We vary the distance between the victim’s true location L and its
initial location as assumed by the attacker Linit as one of the parame-
ters in the experiments. We refer to this distance as the location offset
dinit = |L − Linit|. The other parameters we investigate are relative
signal power, relative time offset and constant time offset. For each
parameter value, five experiments were run.

We say that the lock takeover was successful if at the end of the
experiment the victim’s final location is close to L′. If the victim is close
to L′ but was unable to compute a valid position for more than one
second during the lock takeover, we consider the attack a partial success
and use the number of seconds the victim was not able to calculate a
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valid position as an error metric.
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(a) Sample run with 340m location offset

(b) Average error as a function of location offset

Figure 3.10: Example of effects of spoofing signals with location offset. (a)
Example with 340m offset. During the takeover, the location is unstable.
The spoofing signal is switched on at t = 60s. (b) Average error over the
measurement as a function of the location offset.

3.4.2 Results of the Experiments

Relative signal power of the spoofing signal: In this experiment,
ideal spoofing signals are sent, but the power of the spoofing signals
is varied between −2dB and +8dB relative to the legitimate signals.
Figure 3.8(a) shows the effect of using spoofing signals that have the
same power as the legitimate signals. In this figure, ts marks the time
at which the spoofing signals are turned on and tm the time when
the spoofed location starts to move away from Linit. The errors in
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(a) Sample run with 140ns time delay mismatch offset

(b) Average error as a function of time delay mismatch

Figure 3.11: Example of effects of spoofing signals with inconsistent time
offset for half of the satellites. (c) With a 140ns time offset between the
attacker’s satellites, the takeover leads to an unstable lock. The spoofing
signal is switched on at t = 60s. (d) Average error over the measurement as
a function of the time delay mismatch.

longitude, latitude, and height are shown separately and are measured
between the location as reported by the receiver and the one sent by
the simulator. Although the victim reports the spoofed location for
some time, it switches back to L after 170s of the experiment, which
causes the growing error in longitude.

Figure 3.8(b) shows the error in meters between the position re-
ported by the GPS receiver and the location sent by the attacker, as a
function of the relative power of the attacker’s signals. The error bars
show the standard deviation for the error value over the five experi-
mental runs. The gray bars indicate the ratio of experiments in which
the receiver was unable to find its position during the experiment. We
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use this as a metric to evaluate the smoothness of the lock takeover. If
the receiver reported a location too far away from L′, we count this run
as failed takeover. Blue bars in the figure denote the ratio of attempts
in which the GPS receiver was unable to compute a valid location.

It can be seen that for at least 2dB more power, the receiver con-
sistently locks onto the spoofing signals without any offset occurring.
2dB of power is sufficiently low to not be detected by power based
spoofing-countermeasures in practice.
Constant time offset influence: The second question we investigate
is the effect of a general delay on all signals sent by the attacker relative
to the legitimate signals. Such time delays can occur if the attacker’s
system setup is not perfectly compensating for internal delays, the dis-
tance to the victim is unknown or the system clock of the attacker is
not synchronized perfectly to the clock of the legitimate GPS satellites.
The interesting question is if such a general time offset will result in
detectable errors in the victim’s reported position, and if such a time
offset will increase the chance of the victim losing lock completely dur-
ing the takeover. To evaluate the influence of a constant time offset,
we run the tests with time offsets between 0ns and 240ns. We plot the
location error between the attacker’s intended location and the actual
location reported by the victim an example run in Figure 3.9(a). The
effects are consistent over several runs with the same parameters, but
can vary quite a lot with these parameters.

In Figure 3.9(b), we show the general relation between the average
errors during the measurement as a function of the time offset for the
first 120ns. After this time, lock takeover was not working consistently
any more.
Location offset influence: In this series of experiments we determine
the influence of an offset dinit between the position of the victim as
determined from the legitimate satellites L and the spoofing signals
sent by the attacker Linit. We evaluate the influence of such a location
offset for values between 0 and 450m. Similarly to the time offset,
this location offset can lead to a relatively large error during the lock
takeover. An example with offset of 340m is given in Figure 3.10(a).

In Figure 3.10(b), we show the average error as a function of the
location offset. Regardless of the intermediate errors, eventually the
victim always synchronizes to the attacker’s signals in all our experi-
ments. This shows that the initial position is not very sensitive to small
errors. If an attacker knows the location of his victim to within about
100 meters, he can perform a smooth takeover without the victim los-
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Parameter value required
for successful spoofing

Relative signal power ≥ +2dB
Constant time offset ≤ 75ns
Location offset ≤ 500m
Relative time offset ≤ 80ns

Table 3.3: Required parameter ranges for seamless lock-takeover in a GPS
spoofing attack in our experiments.

ing lock. There will of course be a detectable jump in position from L
to Linit when the attackers signal is turned on but the victim will not
lose lock with any satellite.

Relative time offset influence: In the case where the attacker has
access to more than one transmission antenna, he can send the spoofing
signals using two or more omnidirectional antennas (see Section 3.3).
Depending on the relative position of the individual antennas, the vic-
tim will receive the spoofing signals with different time delays. Relative
time offsets of the signals can also be caused by inaccuracies in the de-
lay setup in the case of military GPS signals. In this experiment, we
evaluate the consequences of having half of the spoofed satellite sig-
nals shifted by a fixed amount of time relative to the other half of the
signals. In Figure 3.11(a), we show an example run with a time delay
mismatch of 140ns. Our results for all tested values are presented in
Figure 3.11(b).

Summary of experiments: We conducted the above experiments in
order to evaluate the effects of imperfections in the attacker’s signals for
lock-takeovers. As these effects are influenced by the actual hardware at
the receivers, the exact values might differ for other types of receivers,
but the fundamental relations will remain the same. The results are
summarized in Table 3.3.

According to our experiments, the attacker must ensure that his
time offset to the system time is less than 75ns. Any greater offset
will cause the GPS receiver to lose lock when the spoofing signal is
turned on. A value of 75ns roughly corresponds to a distance of 22.5m,
meaning that the attacker must know his distance from the victim
with an accuracy of 22.5m (or better)— a higher offset will cause the
victim to lose lock due to the signal (chip phase) misalignment. We
confirmed that the initial location offset will cause a noticeable jump
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of the victim’s reported position during the attack. Large offsets could
therefore be detected by the victim by monitoring its position. Any
imperfections in the arrival time of the signal from different antennas
will directly impact the position calculated by the victim. If the relative
time offset gets above 80ns, the signals will even cause the receiver to
lose lock. This means that, if an attacker has multiple antennas, he
must precisely know the distance from each antenna to the attacker in
order to be able to spoof a desired location. We could also observe a
general positioning error as predicted in our theoretical analysis, even
for smaller mismatches in the arrival times.

3.5 GPS Spoofing Countermeasure

Spoofing detection based on lock loss has two disadvantages: (i) strong
attackers can achieve a seamless satellite-lock takeover, and (ii) lock
loss can occur due to natural causes (e. g. signal loss in a tunnel).
We propose a countermeasure against GPS spoofing attacks that does
not rely on the signal analysis or on the lock loss of signal. Instead,
our mechanism is based on our insights of Section 3.3 and relies on
the use of several GPS receivers. These GPS receivers can be deployed
in a static, known formation, e. g., they are fixed on the deck of a
cargo ship (see Figure 3.12). The basic idea of the countermeasure is
the following: If the GPS receivers can exchange their individual GPS
locations, they can check if their calculated locations preserve their
physical formation (within certain error bounds). In the case that the
calculated GPS locations do not match the known formation, an attack
must be suspected and there should be a warning message.

Even if only two GPS receivers are used, this countermeasure can
detect any attacker that is only using a single antenna. As shown in
Result 1, in case of a single-antenna attack both GPS receivers would
report the same location (with small time offsets).

As shown in Results 4–6, a strong attacker using multiple antennas
could attempt to send signals such that the mutual distances between
multiple receivers are preserved. Nevertheless, each additional receiver
of the victim makes these spoofing attacks exceedingly more difficult
because the space of possible antenna placements for the attacker gets
reduced significantly (see Table 3.2). From Results 6 and 7 we know
that there exists only one location per satellite where the attacker can
place his antenna; this location is the rotated and translated satellite
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Figure 3.12: Proposed countermeasures: For an attacker with a single
antenna, the two-receiver countermeasure is enough. If the attacker uses
multiple antennas, four (or more) receivers severely restrict the attacker’s
antenna placements. Wrong antenna placements will change the distances of
the receivers and can thus be detected.

position of the GPS signal. Conducting such an attack is very difficult.
It becomes even impossible if the victim can hide the exact positioning
of at least one GPS receiver from the attacker (e. g., by keeping it mobile
on the vehicle) such that the attacker cannot adapt to its position.

In summary, our countermeasure requires no modifications of the
GPS signal, the satellite infrastructure, or the GPS receiver, it is re-
sistant against a wide range of attackers, and it can be deployed using
multiple standard GPS receivers.

Outlook: Further possible applications are not restricted to mobile
scenarios with a fixed formation (such as in the cargo ship example
above). The countermeasure can also be applied (i) to fixed and static
(i. e., immobile) settings where GPS is used for time synchronization
and (ii) to mobile settings with varying formations (e. g., mobile for-
mation of cars, robots, etc.). In the latter case, the devices can apply
additional ranging techniques to identify their formation and use it
in the sanity check with the calculated GPS locations (as long as the
ranging techniques are secure [31,76–78], which we will discuss in more
detail in the next chapters of this work.
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3.6 Conclusion on the GPS

In this chapter, we analyzed the requirements for successful GPS spoof-
ing attacks on individuals and groups of victims with civilian or military
GPS receivers. In particular, we identified from which locations and
with which precision the attacker needs to generate its signals in order
to successfully spoof the receivers.

For example, we have shown how spoofing a group of victims can
only be achieved from a restricted set of locations, if the attacker aims
to preserve the mutual distances and time offsets of the victims. With
growing size of the group of victims, less spoofing location become avail-
able, until only single points remain for 5 victims or more. In addition,
we discussed the practical aspects of seamless satellite-lock takeover.
We used a GPS signal generator to perform a set of experiments in
which we investigated the required precision of the attacker’s spoofing
signals. Besides demonstrating the effects of such lock takeovers on the
victim, our results include minimal bounds for critical parameters to
allow a seamless takeover of our target platform. Finally, we proposed
a technique for the detection of spoofing based on a group of standard
GPS receivers in a static formation, without specific spoofing detection
measures.
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Chapter 4

Physical-Layer Integrity
of Wireless Messages

Our investigations on attacks on WLAN and GPS-based localization
schemes in the two previous chapters have shown common fundamen-
tal problems, found in many wireless localization schemes. In both
cases, physical-layer information such as the time of arrival, or the sim-
ple availability of the signals are being used to compute the localization
result. This allows the attacker to modify the outcome of the localiza-
tion procedure by correctly forwarding signals in both cases. Although
these attacks have an impact on the outcome of the protocol execu-
tion, there is no generalized concept to describe such attacks in the
literature.

Message integrity commonly refers to the integrity of the data in
a message exchange between a source and a destination. Message in-
tegrity protection mechanisms therefore aim at ensuring that the data
cannot be modified and enable the destination to verify if the mes-
sage has been modified in transit. These mechanisms primarily rely
on the use of cryptographic primitives like one-way functions, Message
Authentication Codes (MAC) and digital signatures [79].

In this chapter, we introduce the security notion of Physical-Layer
Message Integrity that, unlike message integrity that is related to the
data layer, relates physical-layer properties of the message, such as
perceived Angle-of-Arrival, Signal Strength, Bit-Error-Rate, Spectrum,
and Propagation Time. Informally, we define Physical-Layer Integrity
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as a message property which is preserved if the message is not tampered
with in transmission over the communication channel.

In particular, we concentrate on the aspect of Message Temporal
Integrity, which is the fundamental concept for Time-of-Arrival based
Secure Ranging and Secure Localization. Specifically, we show that
although message arrival time advancement attacks can be prevented
using conventional cryptographic techniques, e. g., by making parts of
messages unpredictable to the attacker, message delay attacks are diffi-
cult to prevent or detect. This is especially true assuming the common
Dolev-Yao attacker model [73]. We then show that, under a realistic
attacker model, attacks on temporal integrity of messages transmitted
over wireless communication channels can be detected. We propose a
protocol that enables two mutually trusted devices to verify if the mes-
sages they exchange were advanced or delayed in transmission. We call
this a Message Temporal Integrity (MTI) protocol. Our protocol works
by combining distance bounding [28,31,80,81] with on-off keying mod-
ulation and thus enables the detection of delay attacks. Advancement
attacks are simply prevented by enforcing message freshness.

Using the MTI protocol, we construct a Delay Evident Secure Rang-
ing (DESR) protocol that builds on MTI and enables secure ranging
between two trusted parties. This means that the attacker will be pre-
vented from launching successful distance shortening and enlargement
attacks. We further show that this protocol integrates well with existing
Ultra Wide Band ranging systems.

The rest of the chapter is organized as follows. In Section 4.1, we
state the problem that we address in this work. In Section 4.2, we
present the general notion of physical-layer integrity and define the
concept of Message Temporal Integrity in Section 4.3. In Section 4.4,
we present the Message Temporal Integrity Protocol and analyze its
security in Section 4.5. In Section 4.6, we describe our secure rang-
ing protocol and review related work on secure ranging in Section 4.7.
Section 4.8 concludes the chapter.

4.1 Problem Statement

The problem that we address in this work is the one of adversarial mes-
sage manipulations on the wireless communication channel. Such ma-
nipulations could target different aspects of physical-layer characteris-
tics of the message, such as perceived Angle-of-Arrival, Signal Strength,
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(a) Without attacker (b) Advancement at-
tack

(c) Delay attack

Figure 4.1: (a) Transmission without an attacker. (b) the attacker sends r
earlier to advanced the message. (c) the attacker jams r and resends it later
to delay the message reception.

Bit-Error-Rate, Spectrum, and propagation time. Attacks can also tar-
get several aspects at the same time, for example a delayed replay of
the message from a different location.

In this work, we concentrate on the aspect of propagation time, i.e.
attacks on the Temporal Integrity, as shown in Figure 4.1. Attacks on
the temporal integrity either delay or advance a message. The attacker
can perform a message advancement attack by transmitting a message
ahead of time; this attack is only feasible if the attacker knows or suc-
cessfully guesses the message that is to be sent. To perform a message
delay attack, the attacker has to prevent the reception of the original
message and replay the message with a delay. These attacks are eas-
ier if both victims are not actually in communication range – but the
attacker is selectively forwarding all messages [82]. In this case. the
attacker does not need to jam the original message. But even if both
victims are in communication range, the attack can succeed if the at-
tacker is able to control the channel, i.e., needs to be able to block
(jam) messages and insert new messages

Unlike message advancement attacks, which can be prevented by
simple cryptographic means, message delay attacks have so far not been
addressed. A goal of our work is to build a protocol that enables the
detection of such attacks for arbitrary messages (i.e., that preserves
Message Temporal Integrity). This problem is relevant for the con-
struction of time synchronization protocols (which require tight secure
synchronization) and of secure ranging protocols, where two devices
want to establish their mutual distance securely.
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Rationale behind our solution. In our solution, we prevent mes-
sage advancement attacks by making messages cryptographically un-
predictable for the attacker. We then use distance bounding to enable
the devices to verify if they are in their mutual range. If the devices are
sufficiently close (as securely established by the distance bounding pro-
tocol), they can safely assume that they are in each-others’ direct power
range (this assumption holds in most mobile environments). The de-
vices then use specific message encoding and on-off keying modulation
which enable them to detect all forms of message manipulation (includ-
ing jamming, overshadowing, etc). Such detection is possible since the
attacker can only add signals on the channel and can remove them only
with a negligible probability, which, with the use of appropriate coding,
prevents message manipulation attacks.

4.2 Message Physical-Layer Integrity

In this section we define the general concept of Physical-Layer Integrity.
We say that the physical-layer integrity of a message exchanged between
two parties is preserved if the physical-layer characteristics of the mes-
sage are not changed during its transmission over the communication
channel. As an example, for the Angle-of-Arrival characteristic, this
means that the message is arriving at the receiver from the original
direction. For the time-of-arrival case, we give a more specialized defi-
nition in Section 4.3.

4.2.1 General Definition

In order to define physical-layer message integrity we first define the
abstract impact of the attacker.

Definition 4 (Physical-Layer Distortion). Let C ′ be a physical-layer
characteristic of a message m, as measured by the receiver. Let C be the
characteristic of m if the same message had propagated uninfluenced by
any attackers. The Physical-Layer Distortion of m is then defined as
∆m = C ′ − C.

This general concept can be applied to n physical-layer character-
istics at the same time - in this case C ′, C and ∆m are n-dimensional
vectors.
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Definition 5 (Physical-Layer Integrity). The Physical-Layer Integrity
of a message m is said to be preserved if and only if |∆m| < ε, where
ε is a small value that determines the precision.

The use of ε allows us to adapt the threshold for an integrity viola-
tion according to the use case.

Note that, for some characteristics, physical-layer integrity implic-
itly includes logical-layer content of the message. Changing the data
content of a message will, for example, change its spectrum. Other
characteristics such as time or angle-of-arrival are independent from
the logical layer.

4.3 Message Temporal Integrity

We will now give a definition for a selected aspect of physical-layer
integrity, the message’s time-of-arrival. We say that the temporal in-
tegrity of a message exchanged between two parties is preserved if the
Time-of-Arrival characteristic of the message is not changed during its
transmission over the communication channel. We start by defining the
temporal shift of a message:

Definition 6 (Temporal Shift). Let t′r be the reception time of a mes-
sage m, as measured by the receiver. Let tr be the reception time of m
if the same message had propagated uninfluenced by any attackers. The
Temporal Shift of m is then defined as Sm = t′r − tr.

Definition 7 (Temporal Integrity). The Temporal Integrity of a mes-
sage m is said to be preserved if and only if |Sm| < ε, where ε is a
small value that determines the precision.

Definition 7 states that the message temporal integrity is preserved
only if the message propagated on the channel uninfluenced by an at-
tacker (i. e., the attacker neither advanced nor delayed the message).
Following Definition 7, we further define two additional notions: upper-
bound and lower-bound message temporal integrity. These notions are
defined in the same way as message temporal integrity, except that the
condition in Definition 7 which states |Sm| < ε is modified, in the case
of upper-bound message temporal integrity to Sm > ε, and in the case
of lower-bound temporal integrity to Sm < ε. This simply means that
the upper-bound message temporal integrity is preserved if the message
has not been advanced by the attacker and the lower-bound message
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temporal integrity is preserved if the message has not been delayed. Ex-
amples of protocols that achieve upper-bound temporal integrity are ex-
isting secure ranging and distance-bounding protocols [31,76,80,83–90],
which prevent the attacker from advancing the message by making it
unpredictable to the attacker. However, in those protocols the attacker
is able to delay the message once it has been transmitted.

A temporal integrity protocol enables a device A to verify the tempo-
ral integrity of a message m received from another device B. This can
be achieved by protecting the message against message advancement
and message delay attacks. If both attacks are prevented, the temporal
integrity of the message will be intact.

The verification of message temporal integrity assumes that the
communicating devices are able to accurately measure propagation
time. Because the propagation time is very short, usually on the order
of nanoseconds depending on the distance between the devices, only
devices designed for ranging and localization applications (e. g., de-
vices that use Ultra-Wide-Band radios [77,86,91]) are currently able to
measure message (signal) arrival times with sufficient precision. On a
number of other platforms (e. g., those based on 802.11 standards), ap-
plications do not have access to precise signal acquisition/transmission
times, and consequently cannot measure the message propagation time.
Instead, these devices will only be able to measure the time interval that
passed from the moment the operating system handed the message over
to the sender’s radio, until the time at which the receiver’s radio passed
the message to the receiver’s operating system. We call this time inter-
val the message transmission time and we denote it by tt (as opposed
to the message propagation time tp which is from antenna to antenna).
For 802.11 based platforms, tt is usually on the order of microseconds.

Given this, we refine our definition of message temporal integrity
and introduce the notions of loose, tight and exact message temporal
integrity. We say that the message temporal integrity (from Defini-
tion 7) is loose if ε > tp, tight if ε ≤ tp and exact if ε = 0.

4.3.1 Preserving Loose Message Temporal Integrity

Loose temporal integrity can be achieved by challenge-response proto-
cols, e. g., the protocols proposed in the context of secure time synchro-
nization [92–94].

To verify the loose temporal integrity of a message a protocol must
prevent the two attacks mentioned above. The first attack (message
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advancement) is prevented by making parts of the exchanged messages
unpredictable to the attacker and the message delay attack is prevented
(detected) by comparing the measured round-trip transmission time t′t
with the expected round-trip transmission time tt. This time can be
roughly estimated given the devices’ radios and is typically on the order
of µs. This approach will detect message delay attacks with Sm > 1µs.

Before the protocol execution the parties must share a secret key k.
This key is used to compute a message authentication code (MAC) for
each message, to prevent the attacker from creating messages on his
own.

4.3.2 Preserving Tight Message Temporal Integrity

In this section, we show why the approach to verify loose temporal
integrity cannot be used to verify the tight message temporal integrity
if the expected message propagation time tp is unknown.

Unlike the message transmission time tt, the propagation time tp is
much smaller and directly depends on the physical transmission path
between sender and receiver. Therefore, tp cannot be estimated with-
out knowing the distance between the nodes. Given the difficulty of
obtaining tp, the same approach as for loose message integrity cannot
be used directly to verify the tight temporal integrity of a message. In
the remainder of this chapter, we will explore protocols which are able
to verify the tight temporal integrity for messages between parties that
do not know their exact mutual distance. We will show that tempo-
ral integrity can be achieved for some attacker models, e. g. if message
deletion can be detected. If the attacker is able to delete any message
at will without being detected (as in the standard Dolev-Yao model),
attacks on temporal integrity are hard to prevent. Nevertheless, in
many settings the attacker will not be able to prevent the reception
of a message without being detected. One example for such a setting
is wireless communication in a physical neighborhood, which we will
focus on in the remainder of this chapter.

4.4 The MTI Protocol

In this section, we present a scheme to enable the verification of the
temporal integrity of a single message. We analyze its security in de-
tail in Section 4.5. We only discuss the physical layer (the modulation
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scheme), the message structure and data content in this work. Depend-
ing on the use case, additional features such as a medium-access-control
sublayer have to be added.

4.4.1 System Model

The Message Temporal Integrity (MTI) protocol is run between two
honest parties A and B who mutually trust each other. In our pro-
tocol, A is expecting a message m from B and m’s temporal integrity
should be verified. We assume that A and B are not compromised and
correctly follow the protocol. We further assume that the two parties
know all the public protocol parameters and that they share a secret
key before the protocol begins. Finally, we assume that A and B either
know, or can verify, that they reside in each others’ communication
power range, i. e., if they can communicate directly1. This will enable
them to detect message deletion attempts and will be discussed later.
A and B communicate using a scheme based on On-Off-Keying modu-
lation, which we will introduce in detail in Section 4.4.4.

4.4.2 Attacker Model

The goal of the attacker is to delay or advance the delivery of the
message m (contained in the response from B to A).

We assume that the attacker controls the wireless communication
channel in the sense that he can eavesdrop messages and modify trans-
mitted messages by adding his own signals to the channel. However,
the attacker is not able to (completely) remove all signals (i. e. energy)
from the wireless channel (the attacker cannot disable the channel),
e. g., by using a Faraday cage to block the propagation of radio signals
between A and B. The attacker can jam the transmission and in that
way prevent the reception of the information contained in the original
message, but the receiver will still receive the energy contained in the
original signal (superimposed by the attacker’s signal). This attacker is
an adaption of the Dolev-Yao attacker [73] and is realistic in a number
of wireless scenarios.

We assume that the process of reacting to a signal on the channel
incurs a non-zero processing delay δ for the attacker, as the attacker

1This can be achieved, e. g., by running a distance bounding protocol prior to
the execution of the MTI protocol.
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(a) MTI protocol (b) Detection scheme

Figure 4.2: (a) The Message Temporal Integrity Protocol: A sends an
encrypted nonce NA to B in order to request the transmission of a message
m (together with its identity). When B receives NA, it sends a reply r =
m‖MACk(m‖NA‖B). Immediately after sending the request, A starts to
listen for any message fragment r′ on the channel. A will know that the
temporal integrity of m is preserved if r′ = r. (b) After sending the request, A
monitors the channel for the reply r′. The first pulse detected (energy above
threshold) on the channel will start the decoding process. If this decoding
process results in a valid r′ = r, A successfully verified m’s temporal integrity.

must receive the signal and then transmit the reaction. We will discuss
implications of this in the security analysis in Section 4.5.

The attacker cannot obtain the secret key shared between A and B.
In addition, we assume that the attacker cannot transmit messages at
a speed higher than the speed of light.

4.4.3 The MTI Protocol

A Message Temporal Integrity (MTI) protocol will verify the tight tem-
poral integrity of a message m sent from B to A, even if m is known
to the attacker in advance. We note that m is the only message whose
temporal integrity is protected.

The MTI protocol is shown in Figure 4.2(a). The protocol is initi-
ated by A, who sends a request to B containing a nonce NA, and the
sender-ID A, encrypted with a shared key k. When B receives this
request it sends back a reply r = m‖MACk(m‖NA‖B) containing the
message m and a message authentication code (MAC) of m, NA, and

75



Chapter 4. Physical-Layer Integrity of Wireless Messages

B constructed using k. This reply is using a special modulated scheme
using on-off keying on the physical layer, which is described in detail
in Section 4.4.4.

Immediately after sending the request message, A listens on the
channel for the reply (Figure 4.2(b)). To detect the reply, A continu-
ously monitors the receiving channel to detect any pulses of the reply.
If the first detected pulses start a well formed message r′, A will ex-
tract m′ and the MAC and verify that the MAC is valid for m′ and
NA. If the MAC is valid, A concludes that the temporal integrity of
the message m′ contained in r′ is preserved. We explain why this test
suffices in Section 4.4.4 and Section 4.5.

If the first pulses detected by A do not start a well formed message,
the MAC is invalid, or no signal is received within a predefined time
tNA

, A aborts the protocol (or restarts it with a fresh nonce).
The MTI protocol works under the assumption of presence aware-

ness, that is, A will accept that the message from B has its temporal
integrity preserved, only if it knows that during the protocol execution
A was in B’s power range. This condition can be validated right be-
fore the MTI protocol is run, e. g., by having A and B run a distance
bounding protocol.

We use both encryption and a MAC in the protocol to ensure two
requirements i) B will not start the transmission of the reply message
before A is in waiting state, and ii) the authenticity and data integrity
of the reply message m must be protected.

4.4.4 Modulation Scheme

The temporal integrity of the message m can only be verified if attempts
to delete it can be detected by the receiver A. To achieve this, we use
a special modulation/detection scheme.

The modulation scheme resembles traditional on-off keying with
very short pulses (e. g., 2 ns long Ultra-Wideband (UWB) pulses used
by devices like [77, 86, 91]). An example of such a pulse as used in
distance measurement radios by MSSI [91] is shown in Figure 4.3. A
message using this modulation scheme will consist of a sequence of
pulses with a fixed pulse rate. A binary sequence is sent in the follow-
ing way: For every One, a pulse is sent, and for every Zero no pulse
is sent. To detect a message, the receiver will continuously integrate
the received signals in the communication frequency band, over a time
window with length equal to the pulse length. If the total energy in this
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Figure 4.3: Example of a 2 ns UWB pulse as used in distance measurement
devices by MSSI. The time scale is 1 ns per division.

integration window is above a certain threshold, the signal is decoded
as one, otherwise as zero. This threshold depends only on the expected
signal strength of the pulses used to communicate and not on the noise
level on the channel.

The on-off keying modulation scheme for the preamble makes it
impossible for the attacker to erase the preamble from the channel
given our attacker model, as the attacker is not able to remove energy
from the channel. Therefore, the attacker can only add energy to the
channel, effectively increasing the correlation value of the preamble
sequence.

On-off keying based modulation schemes are being used in existing
UWB ranging devices [91], which also provide the nanosecond precision
required. Therefore, the required modulation scheme does not require
fundamental changes to radio hardware. We expect that other modu-
lation schemes would also be suited to prevent message deletion.
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4.5 MTI Protocol Security Analysis

In this section, we discuss attacks whose aim is to advance or delay
the reply r = m||MACk(m||NA) sent by B and therefore to violate the
temporal integrity of r. In order to achieve this, the attacker will have
to either (i) send a copy of r earlier than the original message, or (ii)
prevent A from receiving the original message. Message advancement
requires the attacker to send r earlier than B and the attacker must
delete the original message. A delay attack requires the attacker to
delete the original message and to resend it at a later time.

We will now show that with the given modulation scheme and mes-
sage format, both early transmission of r and message deletion are
impossible for the attacker. The protocol does not protect all aspects
of physical-layer integrity – e.g. the attacker would still be able to
change to angle-of-arrival, or change the spectrum.

4.5.1 Resistance to Early Message Transmission

In a message advancement attack, the attacker would send the reply r =
m||MACk(m||NA) earlier than B to make A record an incorrect time of
reception t′r (see Figure 4.1(b)). Given our proposed message structure,
the attacker must be able to create valid MAC signatures of the message
to create r. As the reply r also contains a fresh nonce NA, the attacker
cannot reuse previously sent replies by B. Therefore, the attacker can
only send a valid r early with a negligible chance (depending on the
length of the MAC). As all communication is wireless, the propagation
speed cannot be increased by the attacker, defeating wormhole attacks
such as [9].

4.5.2 Resistance to Message Deletion

Delay attacks would be possible if the attacker could prevent A from
receiving the original message. We will now discuss techniques for mes-
sage deletion in a wireless setting and show why these are detected by
our receiver design.

Overshadowing:

A well known attack to prevent a receiver from receiving a message on
the channel is to send a second, stronger signal. This stronger signal will
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Figure 4.4: Overshadowing of two sine waves: In the upper figure, the
original signal is overshadowed by the attacker’s 4 times stronger signal,
making the receiver see only the added signal. The lower figure shows an
example of destructive interference: the original signal is superposed by an
echo signal, shifted by π radians and 85% of its amplitude. The resulting
signal is attenuated to 15% of the original signal at the receiver.

add to the legitimate signal from the original sender and overshadow
it (upper plot in Figure 4.4). The content of the added signal can
range from random noise in the target band (i. e. AWGN jamming) to
fully modulated and coded messages. Due to our modulation scheme,
attempts by the attacker to overshadow the message will only add more
energy to the channel, and lead to (possibly modified) reception of
the message (Figure 4.5). Typical radio hardware will drop malformed
messages and ignore messages which are not intended for that recipient,
higher level protocols will therefore not be able to detect this attack but
will decode the message contained in the stronger signal. In contrast,
our receiver design relies on the detection and reporting of any such
malformed or misdirected messages. If any of these is received while
waiting for r′, A will assume that r’s temporal integrity was violated.

Signal Attenuation:

The attacker can also try to attenuate the message r as a less intrusive
attack variant. In such an attack, the attacker sends a carefully se-
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Figure 4.5: Time-critical messages are protected using on-off keying. This
prevents the message from undetectable deletion and overshadowing.

lected signal to prevent the reception of the original message based on
destructive signal interference. Unintentional destructive interference
by the environment is a well-known problem in communications which
sometimes occurs in multipath environments [95]: objects in the envi-
ronment of the sender and receiver reflect radio waves, which in effect
add as correlated noise to the received signal. Due to the increased
propagation path, a phase shift of the original signal occurs. In some
cases, this will lead to a serious signal degradation at the receiver, e. g.
if the carrier phase shift is around 180 degrees (π radians), the reflected
signal will superimpose the original signal and significantly attenuate
the strength of the original signal (lower plot in Figure 4.4).

We will investigate the feasibility of intentionally creating such sig-
nals in more detail in Chapter 5. Our basic assumption here is that to
generate appropriate countersignals, the attacker has to know the mes-
sage content (i.e. r) in advance, or he has to relay the incoming signals
with the correct phase offset. To find possible attacker placements for
this attack, we can compute the maximal possible delay introduced for
any target attenuation. Assuming that the attacker’s goal is to attenu-
ate the signal by at least 75% (6dB), he will have at most one quarter
of the symbol’s duration to demodulate the incoming signal and start
his own transmission, if he is located on the line of sight between A and
B. For higher attenuation than 6dB, the attacker has even less time
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to send the attenuating signal. We will discuss the relation between
symbol duration and maximum possible attenuation in more detail in
Chapter 5.

Therefore, any physical attacker has strict upper limits on the pro-
cessing delay of B’s signals: δmax =

dp
2 . This processing delay also

includes the additional time of flight of the signals should the attacker
not be located colinear with A and B. Therefore, the following inequal-
ity must always hold:

dBM + dMA

v
+ δ ≤ dBA

v
+ δmax

In this inequality, v is the signal propagation speed, dBM is the distance
between B and the attacker, and δ is the attacker’s processing time.

Even if we assume an ideal attacker with δ = 0, the attacker is
still restricted to an area very close to the signal path. For example, if
dp = 2 ns (as it is common for UWB symbols), then the following has
to be true for the repeating attacker’s position:

dAM + dMB ≤ dAB + 15 cm

This follows from δmaxv =
dpv
4 = 15 cm.

In addition, the exact position of A,B, and the attacker influence
the exact timing and therefore phase of the involved signals. If any
of the positions differs by a few centimeters for common UWB carrier
frequencies (e. g. 3 GHz), the annihilating signal will instead reinforce
the original signal (see Chapter 5).

4.5.3 Summary on MTI Protocol Security

We conclude from our analysis that, in a wireless neighborhood set-
ting, the modulation scheme presented in Section 4.4.4 allows A to
detect both high power overshadowing and annihilation attacks. The
high power overshadowing attacks will result in a decoding error at the
receiver because the attacker can only corrupt existing messages (as
even high energy noise will be interpreted as sequence of ones), due to
the proposed modulation scheme. Annihilation attacks which aim on
the on-the-fly deletion of signals on the channel are defeated by using
very short symbols (e. g. dp = 2ns, see Chapter 6 and [77]). We argue
that it is infeasible for even a strong attacker to deterministically cancel
such pulses, given that their data content and the channel is sufficiently

81



Chapter 4. Physical-Layer Integrity of Wireless Messages

random, because the attacker is not able to generate and transmit ap-
propriate countersignals in time. Therefore, A will always be able to
see at least fragments of the original preamble, which will cause A to
abort the MTI protocol run. We note that further investigations on the
annihilation of signals are necessary to determine if our attacker model
is not unnecessarily strong. Even if the attacker knows the data to be
sent in advance, we assume that the dynamic channel effects still make
deterministic annihilation attacks impossible.

As for the advancement attack, the attacker has to guess the random
content of the message to send an earlier version, which is prevented
by having a long enough MAC and nonce.

4.6 Secure Ranging

Based on our MTI protocol presented in Section 4.4, we will now show
how to improve secure distance bounding protocols. We start by briefly
introducing such protocols, afterwards we will present our secure rang-
ing solution. More related work on distance bounding is summarized
in 4.7.

4.6.1 Introduction to Secure Distance Bounding

Distance bounding protocols can be used to securely measure the max-
imal distance from a verifier node to a trusted or untrusted prover
node.

In both cases, the goal of A is to obtain an upper bound on the phys-
ical distance to B. This is achieved by measuring the round-trip-time
of one (or more) messages and the respective replies. If the processing
delays of the involved messages are known, the round-trip-time can be
used to determine the propagation delay, which is directly related to
the distance between the communication partners.

If we assume that the measuring node A trusts B to follow the
protocol honestly, a trusting distance bounding (tDB) protocol such as
the authenticated ranging protocol proposed in [80] can be used by A
to determine the upper bound on its distance to B. Of course, this
also requires that even if the ranging target B is compromised by an
attacker, shared secret keys are not revealed and the physical-layer
transceiver cannot be changed by the the attacker, or that B cannot
be compromised.
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Figure 4.6: A trusting distance bounding protocol [80].

If A cannot trust B this way, it has to use an untrusting distance
bounding (uDB) protocol, e.g. [31], to compute an upper bound on the
distance to B. Untrusting distance bounding protocols have more strict
requirements for B’s hardware, preventing him from replying early or
gaining similar advantages by misbehaving (for more details, please see
Section 4.7).

Note that for both trusting and untrusting protocols, an external
attacker is always able to delay messages between A and B and thus
enlarge their measured distance by jamming/replaying the signals, but
he cannot reduce the measured distance since the attacker cannot ad-
vance the RF signals between A and B. Equally, an untrusted B could
send the reply message later than intended and therefore increase the
measured distance, but an untrusted B cannot decrease the distance.

Please note that we will use the notion of untrusting and trusting
distance bounding (uDB/tDB) throughout this work to refer to proto-
cols aiming to establish distance bounds with an untrusted or trusted
target B. The general notion of secure distance bounding will be used
to cover both variants.

We now briefly describe a tDB protocol by Capkun and Hubaux [80]
to demonstrate the basic concept (see Figure 4.6). The protocol consists
of the following steps:
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1. The protocol is initiated by the trusted B, who generates a nonce
m and sends A a commitment to this nonce.

2. A receives this commitment and prepares a challenge c, which he
sends at time tAs .

3. This challenge c arrives at B at time tBr and upon reception B
records this time and computes a reply r based on the nonce m
and the challenge c.

4. B sends this reply r at time tBs and A receives it at tAr .

5. Following this time critical phase, B constructs and sends a mes-
sage m2 containing the recorded time of reception and transmis-
sion, and a signature covering his identity, and the opener to the
commitment sent earlier, and the previously transmitted times.

6. A verifies that the data matches the received replies, the signature
is valid and then computes the upper bound of the distance to
B based on its own time measurements and the processing delay
of B. In this computation, v is the signal propagation speed,
approximately speed of light c.

The result d is only an upper bound because the attacker is assumed
to be able to jam and replay involved messages, which increases the
overall round-trip-time. Theoretically, the only way that an attacker
can reduce the measured distance is to either guess all the nc = |c|
challenge bits sent by A or all the lr = |r| reply bits sent by B. The
probability of a successful attack therefore depends on length of c and r.
Assuming both are of same length (lc = lr = l), the success probability
of such an attack is equal to 2−l.

This basic analysis is restricted to an abstract view of the physi-
cal layer, common to normal cryptographic protocol analysis. We will
later discuss more physical-layer attacks to change the round-trip-time
measured.

4.6.2 Secure Ranging Based on Temporal Integrity

Until now, the goal of secure ranging protocols was to provide a se-
cure upper distance bound between the mutually trusted verifier and
prover. These protocols prevent an attacker from reducing the mea-
sured distance by relying on unpredictability of the ranging challenges
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Figure 4.7: The Delay Evident Secure Ranging protocol: To transmit the
time critical challenge c and response r, A and B use our special modulation
scheme as explained in Section 4.4.4. Both are also listening on the channel
trying to detect message fragments, which indicate attempted message dele-
tions. Only the temporal integrity of c and r has to be protected to prevent
range manipulations.

and replies, but not from increasing the distance using message delays.
In this section, we will show how the principles of the MTI protocol can
be used to construct a Delay Evident Secure Ranging (DESR) protocol,
which allows the devices to measure securely both the lower- and the
upper-bound on their mutual distance. This protocol therefore enables
the devices to measure securely their physical distances and can serve
as a basis for secure localization. Because an untrusted B could always
intentionally delay its responses, our protocol requires B to be trusted
by A to run the protocol as intended.

Our protocol is shown in Figure 4.7, it consists of two phases: the
initialization phase and the measurement phase.

Initialization Phase

During the initialization phase, device A contacts device B in order to
initiate secure ranging. Here, we assume that A and B share a secret
key k, which they use to authenticate and encrypt their communication
when needed.

Using this key, A generates and encrypts a nonce r of length lr and
sends it to B. B replies to A with a fresh nonce c of length lc, again
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encrypted using k. Both nonces are used to ensure message freshness
in the following ranging phase. Secure ranging is then achieved by pro-
tecting the temporal integrity of the nonces c and r. If their temporal
integrity is preserved, A and B can be sure that their distance (com-
puted by measuring the round-trip-time between c and r) was securely
measured.

Ranging Phase

All communication in the ranging phase is based on the special On-
Off keying modulation scheme introduced in Section 4.4.4. Because
of this, the receiver of a message in the ranging phase will listen for
the message continuously, until either (i) the expected message was
successfully received, or (ii) any other sequence of pulses was detected.

We will now explain the ranging phase step-by-step:

1. In the initialization phase, A sends its initial message to B. B
responds to A and starts listening on the channel immediately af-
terwards, awaiting the challenge c from A. Both messages contain
an encrypted string with a nonce, sender identifier and a Zero (or
One) flag, indicating whether this is the first or second message
of the protocol to prevent out-of-order replays.

2. A sends c using our modulation scheme and starts a precise local
clock.

3. Immediately after sending c, A also starts to listen on the channel
for r.

4. B receives c′. If c′ = c, B replies with r after δB , otherwise B
aborts the protocol.

5. A receives r′ and stops its local clock.

6. If r′ = r, A computes the time passed between the transmission
of c and the reception of r, which includes δB . Based on this time,
the distance between A and B can be computed. If this distance
is smaller than the maximal (conservative) communication range
of A and B, the distance measurement is considered successful.

7. In any other case, A considers this distance measurement failed.
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The distance between the two parties is computed as dAB = tr−ts−δB
2 ·

v, where ts and tr are the sending time of c and the reception time of
r, respectively; δB is the constant or known processing time at B and
v is the constant propagation speed of radio signals (approximately the
speed of light). Only if the measured distance dAB is less than the max-
imum communication range of both parties, will they accept the result,
otherwise they will either restart the protocol or assume the presence
of an attacker (see Section 4.4.3). If the ranging phase was aborted
during its execution, both parties can agree to repeat it using a new
challenge c and reply r, or simply assume the presence of an attacker
and abort the protocol.

4.6.3 DESR Security Analysis

The security analysis of our secure ranging protocol is based on the
analysis for the MTI protocol in Section 4.5. Unlike the analysis for
the MTI protocol, this analysis does not require A and B to be in com-
munication range, this fact is directly following from the measurements
in the protocol.

This analysis uses the attacker model as defined in Section 4.4.2.
In particular, the goal of the attacker is to shorten or lengthen the
measured distance between A and B. We will only analyze the security
of the challenges and responses exchanged in the time critical rapid bit
exchange phase.

Message Advancement

Given that A and B are mutually trusted, we know that the messages
cannot be sent too early by the devices. To advance the challenge or
reply on the channel, the attacker could try to guess the content of the
messages and send the message earlier. Therefore, advancing either
the challenge or the reply by guessing can be done with probability
2−lc and 2−lr , respectively. In the case the message was guessed cor-
rectly, we assume that the erasure of the following original message is
automatically successful for the attacker, if this should be necessary.

As our scheme uses radio waves propagating with a constant speed
which is close to the speed of light v, the attacker cannot advance
messages by transmitting faster.
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Message Delay

As with the MTI protocol, message delay is prevented in our protocol
by the use of unpredictable data, which cannot be deleted from the
channel without the receiver noticing. For this, we have to verify that
A and B reside in each others’ direct communication range. Only in
this scenario unsuccessful message erasures at the destination will be
detected at the receiver. We will now explain why the attacker cannot
convince the devices that they are in direct communication range, if
they are not. If both parties are not in direct communication range
and the signals are instead forwarded by the attacker, he will be able
to delay the communication and thus enlarge the measured distance.
However, the attacker is not able to reduce the measured distance. It
therefore suffices that the devices compare their measured distance to
their nominal communications range. Note that the devices are mutu-
ally trusted and can thus share information about their radio antennas
etc., based on which they can estimate their mutual communications
range. Only if the result of the range measurement shows that both de-
vices can directly communicate, the result of the protocol will be used
and then the parties will be sure that the measured distance is their
exact distance and was not enlarged by the attacker. Notice that the
protection against distance shortening attack (message advancement)
does not rely on the devices being in each others’ ranges.

Replay Attacks

Our protocol protects B from replay attacks by the attacker by relying
on the freshness of c and r. If the attacker replays A’s initialization
message, B will respond with an encrypted nonce, which the attacker
cannot decipher. Therefore, the attacker cannot send the correct c to
initiate the ranging. Likewise, the attacker cannot impersonate B by
replaying a previous response to the initialization message, because the
attacker does not know the current r to reply in the ranging phase.

Discussion on Other Physical-Layer Attacks

Several of the attacks proposed on wireless distance measurements so
far assume an untrusted, potentially malicious prover. In [83], guessing-
based early-reply attacks are discussed in which the malicious prover
tries to reply prematurely to challenges by the verifier, or starts sending
the preamble before the complete challenge has been received. Both
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attacks are not applicable in our scenario, in which we trust the prover
to behave correctly. In addition, our use of very short UWB signals
mitigates the impact of single symbol advancement attacks by a third
party. As the typical gain of these attacks is a fraction of the symbol
length, in our case this attack would have a maximal gain in the order
of a few nanoseconds.

Analysis Summary

As detailed for the MTI protocol in Section 4.5, the only chance for an
attacker to either advance or delay message in our ranging protocol is
to predict it correctly. According to our earlier analysis in Section 4.5.2,
this will only be successful with a probability of 2−lc and 2−lr , respec-
tively.

In summary, we can conclude that the attacker has at best a chance
of 2−min(lc,lr) to manipulate the outcome of a single round of ranging.

4.7 Related Work on Distance Bounding

We will now give a more detailed review of existing distance bounding
protocols, their goals and related attacks. We will start with explaining
the different attacks these protocols are expected to defend against.
Mafia Fraud Attacks: This attack was first described in [13] and can
also be described as a wormhole or relay attack. By relaying the com-
munication between two honest nodes, the attacker enables a successful
protocol execution of some security protocol, by simply forwarding the
exchanged messages. The malicious relaying nodes will appear to be
holding the shared secrets to their communication partner, as they are
able to produce the correct replies to all challenges. This can then be
exploited to gain physical access to a building, scam ATM users, or to
steal a car [82].
Distance Fraud Attacks: In this scenario, the attacker (who could
be a malicious, untrusted, B), is far away from A, but wants to convince
A to be within distance d [96]. As A does not trust B to execute the
protocol correctly, B must not be able to cheat by sending replies ahead
of time, or similar physical-layer misbehavior.
Terrorist Fraud Attacks: The terrorist fraud is an extension of the
mafia fraud attack [13]. It assumes that B will collaborate with the
attacker in a mafia fraud attack, unless this collaboration exposes a
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long-term secret held by B. It follows that all protocols which are
resistant to terrorist fraud are also resistant to the mafia fraud. A
number of protocols have been proposed to address this problem [96–
99]. As it is essentially a protocol (and higher) layer problem, we will
not further discuss it in this thesis. In particular, we trust our prover
in all protocols we present in this thesis (the RBE implementation of
Chapter 7 does not specify a higher level protocol).

Recently, Cremers et al. discovered distance hijacking attacks, which
can be used against many existing distance bounding protocols [100]. In
this attack, a distant malicious prover abuses an honest prover B close
to the verifier A to perform the distance measurement phase with A.
We ensured that our DESR (and later the ID-based ranging protocol)
are not affected by this attack.

In [87], potential privacy issues of distance bounding protocols are
discussed. We consider privacy out of scope of this thesis and will not
analyze our protocols with privacy in mind.

The original uDB protocol by Brands and Chaum [31] was proposed
to protect against the Mafia fraud, but already considered a malicious
B. It mostly differs from the tDB protocol presented earlier in this
chapter by splitting up the challenge c into lc single bit challenges ci
and requiring B to respond immediately with single bit replies ri to
each challenge ci received. After lc rounds, B concatenates the received
challenges into a bitstring m, opens the initial commit to A and sends
a signed m to A. A now verifies the commitment and the signature
of m. If both verifications are successful, A computes the round-trip
time RTTi for each challenge and response. The distance bounding is

considered successful if each distance di = RTTi·v
2 was shorter than the

maximal possible distance between A and B (v is the signal propagation
speed, approximately speed of light). Interestingly, the original protocol
did not consider physical-layer aspects at all - it was essentially designed
with an abstract (wired) communication channel in mind.

The protocol of Brands and Chaum was first applied to a wireless
scenario and extended to provide mutual authentication in [89]. Fol-
lowing this work, several variations of the distance bounding principle
were presented by other authors [76, 85, 88, 99, 101–104]. In general,
these publication do not propose solutions to detect or prevent mes-
sage advancement attacks.

Distance bounding protocols are also especially vulnerable to bit er-
rors in the reception due to noise. The original protocols would abort
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if any of the exchanged challenges or replies was received incorrectly.
Several publications address this problem and discuss different solu-
tions [85,105].

Another variant of trusting distance bounding protocol for wireless
devices was proposed in [106]. It uses hidden and mobile infrastruc-
ture nodes to prevent the attacker from deterministically influencing
the localization result. Essentially, the attacker can change the timing
of the messages exchanged by the two trusted parties, but he cannot
determine to which value he should change them due to their unknown
true distance. In this sense, it also prevents deterministic attacks on
the message temporal integrity.

Given the large number of protocols in the distance bounding family,
efforts have been made to classify the protocols, attacks and guarantees
better [107–109].

4.8 Conclusion on Message Physical-Layer
Integrity

In this Chapter we introduced the general concept of Physical-Layer
Message Integrity, together with the more specialized notion of Message
Temporal Message Integrity. Both message properties are preserved if
the message is not manipulated by the attacker (e.g. neither advanced
nor delayed) in transmission over the communication channel. We fur-
ther proposed and analyzed the Message Temporal Integrity (MTI)
Protocol that protects the temporal integrity of messages transmitted
over a wireless communication channel. Finally, we briefly introduced
secure ranging protocols and, using our MTI protocol as a building
block, constructed a secure ranging protocol that protects ranging from
both distance reduction and distance enlargement attacks.
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Chapter 5

Signal Manipulations by
Malicious Interference

The security of the MTI protocol proposed in the previous chapter relies
on the assumption that the attacker cannot prevent the receiver from
receiving a message or detecting a jamming attack on this message. In
this chapter, we investigate under which conditions this assumption is
valid, and which modulation scheme is best suited for such protocols.

5.1 Introduction

We will explore the basic techniques for wireless signal (message) ma-
nipulations and investigate their assumptions and practical realization.
We first categorize physical layer techniques available to strong attack-
ers and show how they affect the received message at the logical layer.
We then focus on techniques that allow the attacker to achieve covert,
low-energy manipulations during the signal transmission. More specif-
ically, we investigate signal annihilation attacks, by which the attacker
suppresses the sender’s signal at the receiver. We will also apply our
model to analyze symbol flipping attacks, which would allow an attacker
to change the data content of particular symbols.

Signal annihilation can be achieved when the attacker’s signal cre-
ates destructive interference with the sender’s signal at the receiver
(similar to multipath interference [110]). In this case, the sender’s sig-
nal gets attenuated and may be annihilated at the receiver; hence the
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receiver cannot detect an ongoing transmission. This attack can be
performed without prior knowledge of the message content and is dif-
ficult to prevent without resorting to hardware modifications of the
transceivers. Signal attenuation and amplification attacks are also cru-
cial to the security of RSSI-based localization, which relies on signal
strength integrity [41].

Realistic attacker capabilities were also assumed in a number of
works on wireless communication without exploration, e. g. in [111–
114]. We therefore see our work as an important building block for
constructing realistic threat models and appropriate countermeasures.
This is specially relevant in view of the recent development of tools that
practically interfere with ongoing transmissions and show the feasibility
of real-time reactive radio interference, such as [24].

In short, our main contributions are as follows:
• We categorize adversarial interference in wireless transmissions

and compare it to the capabilities of a Dolev-Yao attacker.
• We explore the effectiveness of signal strength manipulation (an-

nihilation) attacks in simulations and validate our findings exper-
imentally.
• We explore symbol manipulation attacks in simulations and val-

idate our findings experimentally.
The remainder of this chapter is organized as follows: In Section 5.2,

we define and classify adversarial interference in wireless communica-
tions and analyze its mapping to the Dolev-Yao attacker model. We
integrate all adversarial interference attacks into the SINR model in
Section 5.3 and analyze signal manipulations such as attenuation and
symbol flipping attacks and the conditions for their success theoreti-
cally in Section 5.4. In Section 5.5, we evaluate the feasibility of signal
strength manipulation and symbol flipping attacks by simulations and
experiments. We discuss implications of our findings in Section 5.6 and
conclude the chapter in Section 5.7.

5.2 Classifying Wireless Attacks

Attacker models used in the security analysis of wireless protocols are
often defined on an abstract layer. They usually consider effects—
such as deletion and modification—that an attacker can have on the
reception of messages at the receiver.

In the context of wireless systems, message-based attacker models
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have been adopted in a number of works, e. g., in [111–116]. In these
works, the attacker is usually assumed to be able to eavesdrop, insert,
modify, replay, delay, or delete any signal being transmitted on the
wireless channel. Since messages are defined on the abstract, logical
level of bits and signals comprise also the physical characteristics of
the transmission, it is not clear that abstract network protocol attacker
models can be applied directly to wireless communications. The model
was initially targeted towards multi-hop networks with malicious inter-
mediate nodes.

In the following, we summarize message layer effects commonly used
in abstract attacker models and identify signal layer effects which cause
them (Section 5.2.1). To model these effects, we define adversarial in-
terference as attacks in which the attacker transmits his own signals
to the channel and we investigate how this can be captured in exist-
ing physical layer reception models (Section 5.2.2). We then formally
classify attacks based on adversarial interference (Section 5.3.1).

5.2.1 Signal Manipulations and Effects on Messages

In attacker models such as the Dolev-Yao (DY) model [73], the at-
tacker’s capabilities include eavesdropping and the arbitrary modifica-
tion and deletion of messages transmitted by legitimate entities as well
as the composition and insertion of the attacker’s own messages at the
receivers. In the following, we list the effects that a DY-like attacker
is assumed to be capable of achieving at the victim’s receiver and give
examples of how a wireless attacker can cause these effects on the signal
layer (see Figure 5.1).

Message Eavesdropping: The attacker can observe all messages
sent to one or more receivers. In a wireless network, on the signal
layer, an attacker can observe the channel and record all signals with
own antennas. The interpretation of the received signals as messages
may require secrets such as the used spreading codes [117], which might
not be available to the attacker. In some scenarios, the attacker can
be restricted in the number of channels that he can simultaneously
monitor [112,118,119].

Message Insertion and Replay: The attacker acts like a legit-
imate member of the network, and as such he can insert messages or
replay previously received messages. In wireless networks, this is a rea-
sonable assumption on both the message and signal layer because the
attacker can construct own messages and transmit the corresponding
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Figure 5.1: Examples of signal layer manipulations and their effects on
the message layer. Signals can, e. g., be annihilated or jammed, their signal
strength can be modified, and their amplitude, phase or frequency can be
changed to influence their demodulation. Message layer effects can in general
be caused by multiple signal layer effects. Signal layer effects in bold will be
investigated in Section 5.4.

signals and he can also replay previously received signals and messages.
Restrictions on this can exist, e. g., in spread spectrum communication
using secret sequences shared between the sender and receivers [117].

Message Deletion: The attacker is in control of the network and
can prevent the reception of messages. To achieve this effect on a wire-
less channel, several methods can be used on the signal layer. These
methods include jamming of complete messages using higher energy
noise signals as well as jamming only the message preamble to hide
it from the receiver. A more covert attack is to annihilate the signal
by sending inverse signals to the receiver (see Chapter 4). While these
methods all have the same effect on the message layer, i. e., the deletion
of the message, in each method the receiver will capture different sig-
nals on the (physical) signal layer. The MTI protocol, for example, is
designed to detect overshadowing attacks, but cannot detect successful
annihilation attacks.

In Message Modification attacks, the attacker can modify the
messages obtained by the receivers. To modify wireless messages, the
attacker can either change the signals during their transmission by
adding own signals—thus influencing the demodulation of single sym-
bols (symbol flipping)—or prevent the receiver from obtaining the orig-
inal message (message deletion) and then insert a modified version of
the message.
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Attacks which target the physical layer integrity of the messages,
such as attenuation and amplification, are not directly reflected in ab-
stract attacker models. If the signal amplitude of the message is in-
creased or decreased (within a certain threshold), the data content
on the message layer will remain unchanged with most modulation
schemes. As we discussed in the previous chapter, these changes can
still have severe effects on the operation of a number of wireless proto-
cols, in particular localization protocols.

5.2.2 Model of Adversarial Interference

In this section, we present a model to describe the possible effects that
signal layer manipulations can have on the message layer and physical
layer integrity. We will concentrate on signal strength related physical
layer integrity to simplify the related definitions and investigations. If
needed, these can be extended to cover other aspects such as angle-of-
arrival as well.

We start with a brief system description and introduction of the
notation used. We consider a sender A and a particular receiver B that
are able to communicate over a wireless radio link. Wireless transmis-
sions are characterized by the messages (data) being transmitted and
the physical signals used to transmit the data. The physical signals are
determined by the used modulation scheme, power levels, and other
details on the physical layer. Let s(t) be the signal transmitted by
A; s(t) is the result of the encoding process at A that packages, error-
encodes, and modulates a data sequence SA. Let ŝ(t) be the signal that
B receives under unintentional interference (including noise and signal
attenuation). In order to receive the message, B applies a function d(·)
to demodulate ŝ(t); it outputs the demodulated symbol sequence S.
If B does not detect the message on the channel1, the demodulation
results in the empty symbol sequence ∅.

Let j(t) be the signal transmitted by an attacker J and ĵ(t) be
the corresponding signal received at B. The demodulation of ĵ(t) at
B results in d(ĵ(t)) = SJ . We now define adversarial data and power
(DP) interference as follows:

Definition 8. Let ô(t) be the superposition of two signals ŝ(t) and ĵ(t)
at B. Let SA = d(ŝ(t)), SA 6= ∅. Let SB = d(ô(t)) at B. The transmis-

1The detection of a signal may, e.g., not be triggered if the signals power lies
below a threshold or if its preamble does not match the used protocol.
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sion of j(t) is a DP interference attack if SB 6= SA or if Pô(t) 6= Pŝ(t),
where Pô(t) and Pŝ(t) are metrics of signal power for ô(t) and ŝ(t).

This definition implies that, in a successful DP interference attack,
the attacker changes the message symbols and/or the signal power of
the original signal ŝ(t). We note that ŝ(t) and ĵ(t) must overlap in time
and frequency band at B for the attack to succeed.

Definition 8 can also easily extended to reflect other aspects of phys-
ical layer integrity, such as received angle-of-arrival, spectral character-
istics, and other characteristics as discussed in Chapter 4. In particular,
this definition is a specific variant of Definition 5, and in this way simi-
lar to the temporal integrity as defined in Definition 7. In this chapter,
we will concentrate on signal strength and data manipulations only.

5.3 Attack Classification

In the physical SINR model [120], the transmission from a node A is
successfully received by node B under simultaneous transmissions from
a set {Ii} of transmitters if

PAB
N +

∑
i PiB

≥ βB , (5.1)

where PAB= Pŝ(t) and PiB are the sender’s and the transmitters’ signal
powers at B, respectively, N is the ambient noise level, and βB is the
minimum SINR (Signal to Interference plus Noise Ratio) required for
successful message reception at B. The SINR model represents the
reception of the original transmission s(t) under concurrent signals of
sufficient or insufficient power.

In order to capture adversarial DP interference in the SINR model,
we split the overall interference into legitimate (neighboring) transmis-
sions and interference from an attacker J . Let PJB= Pĵ(t) denote J ’s

signal power at B (originating from one or multiple collaborating at-
tackers). In order to reflect different types of adversarial interference,
we distinguish constructive and destructive interference. We denote
by P cJB the fraction of PJB that creates constructive interference with
ŝ(t), by P dJB the fraction of PJB that creates destructive interference
with ŝ(t), and by PnJB the fraction of PJB that appears as noise at B;
P cJB + P dJB + PnJB = PJB .
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B receives a signal of sufficient power to enable demodulation for
PAB + P cJB − P dJB > 0 if

PAB + P cJB − P dJB
N +

∑
i PiB + PnJB

≥ βB . (5.2)

The left-hand side of Equation 5.2 is the power of the signal ô(t) at B.
Based on this equation, we can distinguish the following cases:
• P dJB = PAB + P cJB :

This attack annihilates the signal with d(ô(t)) = ∅.
• PnJB � PAB + P cJB :

This results in noise jamming with d(ô(t)) = ∅.
• P cJB−P dJB is in the order of PAB and PnJB does not cause a blocked

message at B:
This can modify (flip) bits in the message and we get d(ô(t)) 6= ∅
and d(ô(t)) 6= SA. If this happens in the packet preamble we get
d(ô(t)) = ∅.

• P cJB and P dJB do not modify the demodulation result and PnJB
does not block the reception at B:
In this case, we get d(ô(t)) = d(ŝ(t)) = SA, possibly under an
amplified (with P cJB > P dJB) or attenuated (with P cJB < P dJB)
signal.

• P cJB − P dJB � PAB and PnJB does not cause a blocked message at
B:
In this case, B will demodulate d(ô(t)) = d(ĵ(t)) = SJ , hence the
attacker’s message is overshadowing the message from A.

5.3.1 Classification

Given the considerations above, we can identify the following types
of attacks based on adversarial DP interference. We also map them to
message layer effects, see Figure 5.1. We use the notation as introduced
in Definition 8.
• Symbol flipping: One or more symbols of SA are flipped. ô(t)

gets demodulated into a valid sequence SB , SB 6= SA and SB 6=
SJ . Pô(t) ≈ Pŝ(t) for the message duration.

• Amplification: ĵ(t) amplifies ŝ(t) at B. SB = SA. Pô(t) > Pŝ(t)
for the entire signal ô(t).

• Attenuation: ĵ(t) attenuates ŝ(t) at B. SB = SA. Pô(t) < Pŝ(t)
for the entire signal ô(t).
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• Annihilation: ô(t) falls below the noise level. ŝ(t) is removed at
B by a (sufficiently close) inverse jamming signal ĵ(t) ≈ ŝ−1(t).
SB = ∅. Pô(t)� Pŝ(t) for the entire signal ô(t).
• Overshadowing: ŝ(t) appears as noise in the much stronger

signal ĵ(t). SB = SJ . Pô(t)� Pŝ(t) for the entire signal ô(t).
• Noise jamming: ĵ(t) is noise to prevent B from detecting the

message, thus blocking its reception. SB = ∅. Pô(t) � Pŝ(t) for
the entire signal ô(t).

Amplification, attenuation, and annihilation can be denoted as sig-
nal strength modification attacks on the physical layer integrity. From
the attacker’s point of view, a similar action is performed in all attack
cases listed above, namely the transmission of a signal j(t). What dif-
fers are the type and strength of j(t) and its dependency on s(t): While
j(t) is independent of s(t) in overshadowing and noise jamming attacks,
the attacker uses s(t) to construct j(t) in signal strength modification
attacks and both s(t) and o(t) in symbol modification attacks, where
o(t) is the signal that the attacker wants B to receive.

We note that, according to Definition 8, attacks in which the at-
tacker jams the original signal and inserts an adversarial signal with
a shift in time or frequency band (e.g., exploiting the channel struc-
ture of WLAN 802.11 signals by transmitting on separate frequencies,
Chapter 2) are a combination of adversarial interference and a parallel
insertion/pollution attack [112,121].

5.4 Theoretical Analysis
of Symbol Modifications

In this section, we focus on symbol modification attacks and present our
model for effects such as attenuation, annihilation and symbol flipping.
We restrict our considerations to single carrier modulations and reason
about effects for individual symbols. We distinguish several attacks
according to the attacker’s goal. SA, SB , and j(t) are as in Definition 8.

Definition 9. A deterministic signal strength manipulation attack has
the goal to attenuate (or amplify) the received signal strength Pô(t) at
B by some factor, without changing the data content (SB = SA). A
random signal strength manipulation attack has the goal to either at-
tenuate or amplify the received signal strength Pô(t) at B by any factor,
without changing the data content (SB = SA).
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(a) (b)

Figure 5.2: (a) Effect of imperfect baseband alignment of the flipping sym-
bol w.r.t. the target QPSK symbol. Given a delay βTs, the fraction β of the
energy will be added to the next symbol. (b) Effect of the relative carrier
phase offset α between the target and the flipping signals. The phase offset
rotates the energy contribution of the flipping signal. As all flipping symbols
have the same carrier phase offset, all energy contributions get rotated.

We can also define symbol flipping attacks in the same way.

Definition 10. A deterministic symbol flipping attack has the goal to
make B demodulate SB = ST , where the symbol sequence ST 6= SA has
been defined by the attacker before the transmission of j(t). A random
symbol flipping attack targets at modifying any symbol(s) of SA such
that SB 6= SA.

In both attacks, we denote the symbols of the sequence SA also as
target symbols. For attenuation and annihilation attacks, this sequence
will most likely include the preamble used for channel synchronization,
while for symbol flipping, this will be a sequence in the data or message
header. Deterministic attacks require knowledge of the target symbols
at the time of transmission of j(t). In the following, we assume the
attacker has this knowledge for deterministic attacks – either by pre-
dicting the message content, or having very low processing delay and
being close to the line of sight between A and B. We now discuss sym-
bol superimposing, and then investigate how to successfully use this
effect to achieve deterministic symbol manipulations.

The way multiple signals get superimposed depends on their mod-
ulation (including signal power, phase shifts, etc.). In this chapter,
we consider linear digital modulation schemes such as 2-PAM, 4-QAM
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(a) (b)

Figure 5.3: Effects in the constellation: (a) Depending on the signal energy
and rotation, different constellation regions can be reached by symbol flip-
ping. (b) To only attenuate, the symbol has to be moved closer to the center
of the constellation diagram. Annihilation occurs when the decreased SNR
does not allow recovery of the original message.

(QPSK), and 16-QAM, which divide the constellation space into de-
cision regions with varying sizes and shapes. For QPSK (see Fig-
ure 5.2(a)), the decision regions are separated by the axes of the IQ-
plane. Given a modulation scheme and the received signal vector ŝ,
the decision element in the receiver’s decoder outputs the constella-
tion point with the minimum Euclidean distance (ML detection) [122].
Moving a signal vector ŝ in the constellation implies a change in signal
power (distance from the origin of the constellation diagram) and/or a
changed angular phase of the signal. If we focus on QPSK signals (as in
the rest of the chapter), we can illustrate symbol manipulations by an
example (see Figure 5.4). Let the original symbol ’11’ be superimposed
with the same symbol of higher energy, carrier phase shifted by ≈ 3

4π.
Under correct alignment and signal power, the resulting symbol will
change from ’11’ to ’10’. For QPSK, we define two ways of targeted
symbol manipulations:

Definition 11. For QPSK, a short transition denotes the shift of a
symbol vector into an adjacent constellation region (ideally parallel to
the I- or Q-axis). A long transition denotes a diagonal shift into the
opposite constellation region.

In Gray-encoded constellations, a short transition changes at most
one bit of a symbol while a long transition can change both bits of
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Figure 5.4: Constellation diagram for the PSK modulation scheme, divided
into constellation decision regions. Successful bit flipping results in a shift of
the received signal vector ŝ into another decision region.

the symbol. Such transitions can be caused by adding a QPSK sym-
bol with modified carrier phase alignment and enough power. If this
symbol temporally overlaps with one or more target symbols, we call
it manipulation symbol.

In practice, three factors influence the result of a symbol manipula-
tion attack: (i) the baseband alignment of the sender’s and attacker’s
symbols, (ii) the relative carrier phase offset of the attacker’s signal,
and (iii) the energy of the attacker’s symbol.

(i) The baseband alignment of the manipulation symbols determines
the amount of energy that will not be contributed to the target but to
the neighboring symbols in the message. Here, we assume a sequence
of manipulation symbols that are all delayed by the same time βTs,
where Ts is the symbol duration. Then, a fraction β of the energy will
influence the decoding of the following symbol. Figure 5.2(a) visualizes
the effect of the baseband symbol alignment and shows the effect on the
next target symbol: the misaligned manipulation symbol, represented
by the vector (2,0), will affect the current symbol (−1,1) with 1 − β
and the following symbol with β. A similar effect may occur to the
current symbol due the prior manipulation symbol. We will analyze
the required baseband alignment by simulations and experiments in
Section 5.5.

(ii) In addition to the effect of the baseband alignment, the relative
carrier phase offset α of the manipulation signal with respect to the
target signal will rotate the energy contribution of the signal. As all
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Figure 5.5: Analytical probability of successful symbol flipping for random
carrier phase alignment and perfect baseband alignment, depending on the
relative signal energy.

manipulation symbols have the same carrier phase offset, all energy
contributions get rotated in the same way, see Figure 5.2(b).

(iii) For short transitions, the minimum required signal energy (for
exact carrier phase and baseband alignment) is a factor 1/

√
2 of the en-

ergy of the target signal; for long transitions, at least as much energy as
in the target signal is required. Figure 5.3(a) gives an example of a short
transition (one bit changed) and a long transition (two bits changed).
Based on our model, we can predict the probability of successful sym-
bol flipping for a random carrier phase offset. Figure 5.5 displays the
analytical manipulation probabilities depending on the relative signal
energy, derived using trigonometrical functions.

In attenuation and annihilation attacks, the goal is to move the
symbol closer to the center of the constellation diagram, i.e. decrease
the SNR of the signal. When applied to a full message, this will then
reduce the perceived SNR of the message without changing the data
content (apart from increasing the bit error rate due to higher relative
noise). This is shown in Figure 5.3(b), which marks the target region
for such attacks. From this model it is already apparent that a success-
ful annihilation attack requires specific carrier phase offset and signal
power to cause the symbol to move very close to the center.
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5.5 Simulation and Experimental
Evaluation

In this section, we explore the conditions for successful signal attenua-
tion/annihilation and symbol manipulation (as defined in Section 5.3.1)
under an attacker as presented in Section 5.5.1. We verify our theoret-
ical attenuation model in Section 5.5.2 and our symbol manipulation
model in Section 5.5.3. We also perform experiments on signal ma-
nipulation attacks using signals captured from recorded wireless com-
munications in Section 5.5.4. The main results are then validated in
experiments on signal annihilation and attenuation in Section 5.5.5.

5.5.1 Simulation Setup and Attacker Model

Simulation setup

For our simulation and experimental evaluation of attenuation, annihi-
lation, and symbol flipping, we focus on QPSK modulation due to its
widespread use (e.g., in 802.11 and Bluetooth 3.0). We implemented
an 802.11 digital QPSK modem with an AWGN channel. The matched
filter g(t) was implemented by a root raised cosine filter. The car-
rier frequency was fixed to fc = 2.4 GHz with φ1(t) = cos(2πfct) and
φ2(t) = − sin(2πfct) for the I and Q channels, respectively. Figure 5.6
shows the simulation setup used for the Matlab simulations. The mod-
ulated data symbols are passed through a matched filter g(t) (root
raised cosine) and up-converted to the carrier frequency (2.4 GHz band)
(φ(t)). The channel is simulated by adding Gaussian noise (AWGN).
After sampling with rate kTs, a Maximum Likelihood (ML) decoder
outputs the decoded symbols.

mapper
symbol ML

decoder

AWGN(t)

d

φ−1(t)

g−1(t)

φ(t)

g(t)
s(t) ŝ(t)

SBSA

kTs

Figure 5.6: Simulation setup used for the Matlab simulations.

Our simulations are based on 1000 random QPSK symbols that
we use to create the manipulation symbols. For long transitions, we
invert each symbol and double its amplitude; for short transitions we
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combine the inverted symbol with its complex-conjugate. We use the
following notations: The original (target) symbol is denoted by T , the
short transition manipulation symbol by S, and the long transition
manipulation symbol by L. R is a manipulation symbol with random
carrier phase offset and same power as L.

Attacker model

In our simulations, we focus on two attacker types: (a) a strong attacker
with perfect carrier phase alignment, able to predict which symbols are
going to be sent, and therefore using perfect flipping signals; (b) a
weak attacker without carrier phase alignment and therefore random
manipulation signals. The goal of the strong attacker is to perform a
deterministic attack, while the weak attacker tries to perform a random
flipping or signal strength manipulation attack (see Definitions 9 and
10).

5.5.2 Simulation of Signal Strength Manipulation

Signal strength manipulation can be achieved by sending an exact copy
of the signal, only delayed appropriately, e.g. with a carrier phase
shift of π. Due to the reliance on shifts of multiples of π, we also call
such signal strength manipulations π−shift attacks. Since this attack
repeats the signals transmitted by the sender, it is agnostic to the actual
data content of the message; the attacker does not need to know it in
advance. The repeated signal will also have the same carrier frequency
as the original signal, eliminating this possible source of randomness for
the attacker. To fully annihilate the original signal, the attacker’s signal
needs to have the same power as the sender’s signal at the receiver. We
will now investigate which attenuation is possible using such attacks,
and how it is influenced by power mismatches and very long delays with
respect to the symbol length.

Figure 5.7(a) shows the simulated signal attenuation at the receiver
for variable delays between the transmitted (original) and the repeated
(adversarial) signal using the simulation setup described above with
an SNR of 30 dB. The highest attenuation of approximately 28 dB is
achieved only when shifting by a delay of π and high attenuation is
reached every 2π of the carrier delay. This high attenuation slightly
decreases for higher offsets in carrier periods due to the resulting larger
time offset between the two signals. Figure 5.8 shows the original and
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Figure 5.7: Signal annihilation attack. Figures (a) and (b) depict the signal
attenuation obtained by adding the same signal delayed with different carrier
offsets. (a) shows the results using signals simulated in Matlab (with an SNR
of 30 dB), (b) uses recorded signals (measured SNR of around 30 dB).

attenuated signals for a delay that attenuates the signal by 7.5 dB. We
observe that, while the resulting signal is attenuated, its general shape
is preserved. We note that the original signal can also be amplified
instead of attenuated. This would occur when shifting by a delay of 2π
and multiples of it. The original signal power could be amplified by up
to 6 dB.

There is also a general relation between the bandwidth β of the
signal and (i) the maximal possible attenuation (with shift π) and (ii)
the attenuation with longer delays (n2π + π). As a simple example, a
π−shift attack on an UWB pulse with length 2ns (β ≈1 GHz) modu-
lated on a 4 GHz carrier can only attenuate the pulse by 18 dB (see
Figure 5.9(a)). In this case, one half carrier period (= π) already con-
tains 1/16 of the signal’s energy. Because the first π of the symbol is
not annihilated, and the annihilation signal itself continues for π after
the legitimate signal, the receiver will still receive 1/8 of the original
energy, which is only an attenuation by 18 dB. Figure 5.9(a) also shows
the rapid decrease in achievable attenuation with respect to the carrier
periods. For a 4 GHz carrier, 2 carrier periods roughly equal 15 cm or
500 ps delay.

In addition, the signal power of Pĵ(t) also has to match the re-
ceived signal Pŝ(t) closely. This is because the mismatched signal part
will always be received by the receiver. For example, if the received
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Figure 5.8: Example signal attenuation of 7.5 dB obtained by adding the
same signal delayed by a non-optimal offset in the carrier. The original signal
was modulated and up-mixed by Matlab.

attenuation signal ĵ(t) is only half as strong as the received legiti-
mate signal ŝ(t), the resulting superpositioned signal will at most be
attenuated by 6db or factor 2 (see Figure 5.9(b)). Concluding, we
find that the minimal remaining signal power wrt. power mismatch is
Pô(t) ≥ |Pŝ(t) − Pĵ(t)|.

Given that the π-shift attack does not require demodulation or com-
plex logic at the attacker, it can be implemented using only directional
antennas and possibly an amplifier. In Section 5.5.5, we present a prac-
tical implementation of this attack and show that high attenuation is
also possible in practice.

5.5.3 Simulated Symbol Flipping

Using our model from Section 5.4, we will now also predict the effects
of varying parameters (power, carrier phase offset, and baseband offset)
on symbol flipping attacks. In order to achieve his goal, the attacker
uses the following strategy:

• The strong attacker uses a short transition manipulation signal
S to flip a specific bit of a target symbol. To flip both bits of the
symbol, he uses a (more powerful) long transition manipulation
signal L. In both cases, the manipulation signals have perfect
carrier phase alignment with the target signal.
• The weak attacker uses manipulation symbols R with the same
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Figure 5.9: (a) Example of the influence of baseband bandwidth on the
maximal achievable attenuation: a 2 ns UWB pulse on a 4 GHz carrier can
only be attenuated by 18 dB maximally. π equals a delay of 125 ps or < 4
cm of delay introduced. (b) Example of the influence of relative amplitude
on the maximal achievable attenuation (2 ns pulses, 4 GHz carrier): A signal
with twice the amplitude can never attenuate, a signal with half amplitude
can only attenuate by 6 dB.

power as L but with random carrier phase (rotating the signal
vector in the IQ-plane) with respect to the target signal.

We note that a short transition by a strong attacker is successful only
if the intended bit was flipped, while for a weak attacker the flipping
of any of the two bits (or both bits) of the symbol are considered a
success.

Power of the Manipulation Signal

According to our model, the power of the manipulation signal needs to
be greater than a fraction 1/

√
2 of the target signal. Manipulation in

this case is only successful if the manipulation signal has the optimal
phase (e.g., shifts the symbol (1,1) into the direction of (1,-1)). For
random phases, the power of the manipulation signal must be higher.

Figure 5.10(a) displays the influence of the relative power of the ma-
nipulation signal on the probability to flip QPSK symbols (for random
carrier phases of the manipulation signal and perfect baseband symbol
alignment). The plot shows the probability of a random symbol flip
for a weak attacker and a deterministic flip for a strong attacker, for
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Figure 5.10: Influence of the manipulation symbol on the probability to
change a QPSK symbol using a random-phase manipulation symbol R (weak
attacker) or a perfect short/long manipulation symbol (S/L) (strong at-
tacker). (a) Influence of the relative power of the manipulation symbol. (b)
Influence of the carrier phase offset of the manipulation signal. (c) Influence
of the baseband offset (relative to the symbol duration Ts) of the manipu-
lation symbol. (d) Influence of the SNR for a fixed carrier phase offset of
0.05π.

an SNR level of 20 dB. The weak attacker has no carrier phase syn-
chronization and thus no control over the angle of the manipulation
signal. The strong attacker uses a manipulation signal with perfect
phase synchronization.

The simulation confirms that, for a low noise level (high SNR), the
power PS of a short transition symbol must satisfy PS ≥ PT√

2
, where PT

is the power of the target symbol, in order to change a single bit of the
symbol. The weak attacker’s probability to flip a single bit converges
towards 50 % for PR ≥ PT and his chance to flip both bits of a symbol
towards 25 % for PR →∞ (not shown in Figure 5.10(a)).
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Carrier Phase Offset for Symbol Manipulation

The carrier phase offset between the target signals and the manipula-
tion signals at the receiver is hard to control for the attacker. This
is the main reason why symbol modification attacks are difficult to
conduct even with perfect advance knowledge of the data to be sent.
The effect of a constant carrier phase offset under noise is displayed in
Figure 5.10(b) for PR = PL = 2PT , PS =

√
2PT , and 20 dB SNR.

Simulations without noise show that a strong attacker must hit the
carrier phase within about 13.5 % of the carrier phase duration to flip
both bits of the target symbol (long transition). Short transitions for
the strong attacker require less carrier phase precision, the tolerance
is 25 %. The carrier phase offset has no impact for a weak attacker
because he uses manipulation signals with random phase; the carrier
phase offset does therefore not influence her probability to flip bits.

If the attacker does not synchronize correctly to the sender’s carrier
frequency, this will make it almost impossible for him to predict the op-
timal carrier phase alignment for the manipulation symbols. However,
the attacker must synchronize the carrier frequency of his manipulation
signals only once to a target transmission, which will then result in the
same carrier phase offset for all manipulation signals with respect to
the target transmission.

Baseband Offset for Symbol Flipping

A weak attacker might have problems aligning the manipulation sym-
bols correctly to the target symbols. This has the effect that the en-
ergy of the manipulation symbol will not only contribute to the target
symbol but also influence neighboring symbols (see Section 5.4). We
evaluated the impact of this baseband offset by simulations, see Fig-
ure 5.10(c). We set PR = PL = 2PT and PS =

√
2PT as before for the

power of the manipulation signals and 20 dB SNR. The simulation re-
sults show that the probability for a weak attacker to flip a bit degrades
smoothly. In Figure 5.10(c), her probability does not converge to zero
for a baseband misalignment of one symbol duration (Ts) because the
following symbol is flipped (which is a success for the weak attacker).
The strong attacker has a probability of 1 to flip both bits of a symbol
if the baseband offset is smaller than 50 % (with sufficiently high SNR).

Similarly to the carrier frequency offset, an offset in the baseband
symbol rate between the attacker and the sender will lead to changing
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baseband offsets for a sequence of manipulation symbols, which will
not influence the weak attacker but make deterministic attacks for the
strong attacker almost impossible.

Influence of the SNR

We next investigate the influence of the Signal-to-Noise-Ratio on the
attacker’s probability to perform successful symbol flipping. Intuitively,
the higher the SNR at the receiver, the better a strong attacker can
predict the effects of the flipping attack. To demonstrate the effect of
the SNR on the attacker’s success probability, we ran a simulation with
PR = PL = 2PT , PS =

√
2PT , carrier phase offset 0.05π, and perfect

baseband alignment. The results in Figure 5.10(d) show that the SNR
does not influence the weak attacker, but lower SNR values require the
strong attacker to have a more accurate carrier phase synchronization
to flip the target.

5.5.4 Simulated Modification of Recorded Signals

We continue our evaluation with signals transmitted over the air and
recorded by a 40 GSample/s oscilloscope. This allows us to validate
the simulation results of symbol flipping and signal attenuation (Sec-
tion 5.5.3) with a non-ideal transceiver and lossy communication chan-
nel. In our experiment, we combine our digital QPSK modem with
the capabilities of a universal software radio peripheral (USRP [20]).
We use fully modulated messages in a frame that closely resembles the
802.11b frame specification [123] with a preamble for carrier frequency
offset estimation and synchronization [124]. Figure 5.11 displays our
setup for the experimental investigations in Sections 5.5.4-5.5.5. Sym-
bols are generated by a QPSK modulator and form the input to a
USRP that transmits them over the air. We capture the original or
manipulated transmissions using an oscilloscope. We then demodulate
and analyze the data.

Symbol Flipping of Recorded Signals

Our main goal of this experiment is to validate our predicted probabil-
ities for an attacker using optimal S/L manipulation symbols to reach
her goal with random carrier phase synchronization. In addition, we are
interested in the chance of a weak attacker flipping any (neighboring)
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Figure 5.11: Experimental setup: (a) For simulated symbol flipping of
recorded signals, we add the flipping signals to the captured signals in Matlab.
(b) For the experiments on signal attenuation, two antennas capture and
repeat the signals.

bits. We simulated the addition of the recorded manipulation symbol
with varying baseband offsets of 0, 0.25Ts, and 0.5Ts and averaged car-
rier phase offsets between 0 and 2π. The power of the manipulation
symbols is PR = PL = 2PT , PS =

√
2PT as in the previous simulations.

Table 5.1 compares the chances for successful attacks on the tar-
get symbol (T) and (unwanted) flipping of neighboring symbols (N)
between the results of simulation without noise (Sim) and the find-
ings based on our recorded signals (Recorded). We observe that the
predicted probabilities for long and short transitions closely follow the
probabilities computed from the recorded signals for baseband offsets
of 0 and 0.25Ts. The influence on the target and neighboring symbols
only differ for an offset of 0.5Ts. This is most likely due to the fact that
the probabilities to symbol flipping at 0.5Ts occupy a transition region
(Figure 5.10(c)) and thus can take different values in the presence of
noise. Nevertheless, our main result is confirmed by the experimental
evaluation: about 13 % flipping chance for long transitions and about
25 % for a short transition, both with random carrier phase offset and
small baseband offset.
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Table 5.1: Probability of modifications of the target (T) and neighboring
(N) symbols in simulated vs. recorded signals for random carrier phase offset
(%).

Baseband Offset
0 0.25× Ts 0.5× Ts

Sim T N T N T N
R, short 25 0 25 0 0 0
R, long 13.5 0 9.3 0 0 49.96
R, any 63.5 59.3 74.82

Recorded T N T N T N
R, short 24.3 0 25.0 0 21.5 9.7
R, long 11.1 0 11.1 0 2.8 27.8
R, any 58.3 58.3 70.8

5.5.5 Experimental Evaluation of
Signal Annihilation

The main goal of this evaluation is to estimate how accurately the
carrier phase offset can be controlled and what attenuation could be
achieved in real multipath environments. For this purpose, we built the
experimental signal annihilation setup shown in Figure 5.11. The setup
consists of a transmitter (USRP), a receiver (oscilloscope), and two di-
rectional antennas (with a gain of 15 dBi) connected by a cable. One
antenna is directed at the transmitter and the second antenna repeats
the received signal towards the receiver. The USRP sends periodic sig-
nals, which are simultaneously repeated by the antennas, received at
the oscilloscope, and demodulated in Matlab. To achieve signal anni-
hilation, the amplitude and carrier phase delay of the attacker’s signal
must closely match the legitimate signal at the receiver. We controlled
the carrier phase offset between the transmitted and repeated signals
by changing the distance between the antennas. Since we used high
gain directional antennas, we could also adapt the power of the re-
peated signal by directing the antenna away from the receiver by some
degrees. For a distance of 2 m between the USRP and the receiver and
an appropriate positioning of the directional antennas (approximately
1 m away from the line of sight), we achieved the predicted signal atten-
uation down to the noise level. Figure 5.12 shows the signals received
at the oscilloscope with and without the two directional antennas. Our
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Figure 5.12: Experiments on signal annihilation: the strongly attenuated
(23dB) signal compared to the unmodified signal. This annihilation was
achieved experimentally using our two antenna setup.

results show an attenuation of approximately 23 dB. By using a longer
(1 m) cable between the directional antennas, we also verified that the
resulting higher baseband offset between the transmitted and repeated
signals does have a significant impact on the achieved attenuation. We
note that for longer distances, the same setup would require additional
amplification between the directional antennas.

5.5.6 Summary of Results

For attenuation attacks, based on our simulations we predicted an at-
tenuation of the original signal to the noise level for realistic SNR levels
(e.g., 20 dB). We reproduced the attenuation with recorded signal traces
in Matlab and showed its practical feasibility in a lab environment using
two directional antennas. While for low bandwidth signals, consider-
able attenuations are possible, higher bandwidth of s(t) prevents full
annihilation. In addition, full annihilation relies on correct matching
of signal amplitudes.

We also evaluated the influence of carrier and baseband offsets, am-
plitude mismatches, and the SNR on symbol manipulation, first theo-
retically in Section 5.4 and then by simulations and experiments. Our
findings show that, given accurate carrier phase and baseband syn-
chronization, deterministic symbol manipulation is feasible for strong
attackers.
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If the attacker cannot adapt to the sender’s carrier phase offset, a
random offset will allow him to achieve long transitions causing de-
terministic symbol flipping in around 13.5 % of the cases; for a short
transition, this chance reaches up to 25 % (see Table 5.1). The weak at-
tacker aiming at changing one bit of any symbol will achieve this with a
chance of 50 % (see Figure 5.10 and Table 5.1) per manipulation symbol
as long as his signal has enough power, regardless of the carrier phase
offset and baseband offset. Since the carrier phase offset is influenced
by the channel and the geometric setup of the sender, attacker, and
receiver, it might be hard to exactly match the target offset in practice.
We discuss the impact of this on deterministic message manipulations
in Section 5.6.

5.6 Implications

In the previous sections, we have investigated the practicability of low-
energy signal attenuation and symbol flipping attacks through simu-
lations and experiments. We will now discuss the implications of our
results in selected scenarios.

In a first scenario, we consider a wireless network with static wireless
nodes and quasi-static, quasi-free-space channel properties. An exam-
ple of such a network could be wireless sensor nodes deployed in rural
areas, see Figure 5.13(a). If an attacker with strong signal manipulation
capabilities is allowed to access any location, he can measure distances
and estimate the channel with high precision to any target node. The
attacker would thus be able to achieve carrier phase synchronization
and control the signal amplitude levels at the target receiver in order
to flip symbols and/or annihilate transmitted signals with very high
probability (for our system with non-coherent receivers and low band-
width signals). This corresponds to the model of our strong attacker
(Section 5.5.1).

In a number of scenarios that are typical for wireless network de-
ployments at least one of the assumptions in the above case is violated.
Examples include static wireless networks in dynamic environments
(e.g., urban areas) or mobile wireless networks, see Figure 5.13(b). In
both examples, wireless nodes communicate over time-varying fading
channels [110]. This channel makes carrier phase synchronization and
amplitude control at the target receiver very difficult (if not infeasible)
for the attacker as it requires him to know the state information of
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Figure 5.13: Examples for wireless networks: (a) Static networks in quasi-
static, quasi-free-space environments allow a strong attacker to perform de-
terministic signal manipulations; we thus confirm the Dolev-Yao model as
an appropriate worst-case attacker model. (b) Environments with multipath
effects and networks with mobile nodes suggest that deterministic, covert
signal manipulations are hard to achieve—a probabilistic attacker model is
more realistic.

the sender-receiver channels. Given that feedback signaling is typically
needed for channel state information (CSI) estimation [125], it is hard
to launch deterministic attacks without receiver cooperation. Failing
to do so significantly reduces the probability of a strong attacker to
perform deterministic short and long symbol flipping (Definitions 10
and 11) to 25% and 12.5%, respectively (in our scenario using QPSK
modulation).

Furthermore, our results show that an attacker without a priori
knowledge of the transmitted data has a chance of up to 75 % (see
Table 5.1) to change any symbol (flip one or two bits) by adding a
manipulation symbol with twice the signal power. Depending on the
error-correcting mechanisms employed at the receiver, this can allow the
attacker to jam messages (or message preambles) in an energy-efficient
way.

In summary, we draw the following conclusions: We conclude
that the attacker models selected for the security analysis of wireless
communication need to be chosen in accordance with the deployed net-
work and scenario. In the worst case, the attacker can covertly and
deterministically delete and manipulate messages if the wireless net-
work deployment cannot guarantee that the channel is dynamic. These
attacks would not be detected by existing energy-based jamming detec-
tion countermeasures, as they do not add significantly more energy on
the channel. In this aspect, the attacker’s capabilities become very close
to those of the Dolev-Yao model. If a dynamic channel can be assumed,
even the strongest attacker can only probabilistically delete and modify
messages without risking detection by energy-based jamming detection
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techniques. Such a probabilistic attacker model captures dynamic time-
varying channels in the sense that the carrier phase offset is likely to
change between individual messages. We note that the probability with
which the attacker will be successful depends on a number of system
parameters, including coherency or non-coherency of the reception pro-
cess of the receiver, multipath effects, etc. We leave the investigation
of these settings open for future work.

5.7 Conclusion

In this chapter, we investigated signal manipulation attacks on wire-
less communication. We first categorized different types of signal layer
attacks and mapped them to the Dolev-Yao attacker model. Then we
explored the feasibility of basic techniques for manipulating wireless
signals and messages. We focused on signal annihilation and symbol
flipping attacks that both allow covert, low-energy manipulations of
signals during their transmission. Our theoretical analysis, simula-
tions, and experiments identified their conditions for success for low
bandwidth QPSK-modulated signals and showed their practical feasi-
bility given quasi-static, quasi-free-space channels. Nevertheless, for
high bandwidth signals, we found that π-shifting attacks are not able
to fully annihilate the message and thus prevent its reception.

Another general observation for all successful deterministic attacks
is the requirement of precise carrier phase alignment for the attacker’s
signal, and deterioration of wanted effects if this alignment is not met.
Therefore, we can also conclude that signals using a high carrier fre-
quency are more robust against the discussed attacks.

In general, our findings confirm the need of strong attacker models
(similar to Dolev-Yao’s model) in specific static scenarios, but they
also suggest to construct alternative, probabilistic attacker models for
a number of common wireless communication scenarios.
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Chapter 6

ID-based Secure
Localization

In the previous chapters, we have seen both the need for more secure
localization systems, and possible physical layer attacks on these. We
also found that high bandwidth modulation schemes make determin-
istic signal manipulation attacks harder, if not impossible. A ranging
and localization system using such high bandwidth signals would allow
the users to perform trusting distance bounding, which could not be
shortened by even a very strong external attacker.

Nevertheless, one of the main problems that prevents a wider de-
ployment of secure ranging and localization schemes is the requirement
of a secure distance measurement device. Existing commercial off-the-
shelf (COTS) distance measurement platforms are not designed to sup-
port cryptographic operations and authentication information. Thus,
the implementation of secure ranging and localization schemes based
on these platforms would require extensive redesign of their hardware
and software.

In this chapter, we address this problem, and we propose a novel
ID-based trusting distance bounding protocol. Our protocol is based
on insecure ranging as elemental building block, and enables the imple-
mentation of trusting distance bounding using COTS ranging devices.

Our main contributions are as follows:

• We propose a new trusting distance bounding protocol that can be
implemented on available distance measurement platforms. The
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proposed protocol lowers the complexity of the implementation
and does not require modifications of existing ranging platforms.

• We implement the proposed protocol using ultra-wideband ra-
dio frequency ranging devices, show that it enables secure and
accurate distance bounding and discuss possible design choices.

• Based on our trusting distance bounding implementation, we
implement a Verifiable Multilateration-based secure localization
protocol; we show that our implementation enables accurate and
secure localization of a trusted target.

• We further show several new attacks on secure localization, specif-
ically those that can be performed by untrusted mobile targets,
and propose solutions to these attacks.

The rest of the chapter is organized as follows. Background on the
used hardware is given in Section 6.1. Our trusting distance bounding
protocol is motivated and described in Section 6.2. Section 6.5 discusses
our implementation of a secure localization system. We conclude the
chapter in Section 6.7.

6.1 The MSSI UWB Ranging System

The ranging devices by MSSI [91] operate in the frequency range of
6.1-6.6 GHz both for communication and for Time-of-Arrival (ToA)
ranging measurements. Their serial interface currently only provides a
very limited set of operations, of which only one is of special interest for
us: the ranging command that allows one device to measure its distance
to another device. Every radio has a unique address which consists of
an 8 bit subnet number and of an 8 bit unit identifier, which can be
changed fast via the serial interface. To perform a ranging operation,
device A broadcasts a request containing the ID of a device that it wants
to range (e.g., B’s ID). Upon reception of this message, B processes the
message in constant time and sends back a reply message. A measures
the RTT between transmitting the request and receiving the reply, and
computes its distance to B.

In the request messages for the distance measurement, no additional
data can be transmitted from A to B, which prevents the transmission
of a challenge, needed in all secure distance bounding protocols. This
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means that none of the existing secure distance bounding protocols can
be implemented on this platform. This limitation is common in insecure
ranging devices, which motivated us to propose a protocol that enables
trusting distance bounding with such commercial-off-the-shelf devices.

6.2 The ID-Based Trusting Distance
Bounding Protocol

In this section, we present our ID-based trusting distance bounding
protocol. This protocol can be implemented on existing commercial
off-the-shelf ranging platforms like the one of MSSI, as described in
Section 6.1. We then discuss its security, performance, present our
implementation, and propose further performance improvements.

6.2.1 ID-Based Trusting Distance Bounding

Our ID-based trusting distance bounding protocol enables devices which
cannot add binary challenges to the ranging messages and cannot com-
pute XOR (⊕) operations on the challenge to still perform distance
bounding. The only requirement for the ranging devices is that they
can be instructed to change their IDs. We assume that A and B each
control one ranging device (in the case of MSSI devices via their serial
interfaces) can communicate directly (e.g., using their IEEE 802.11 in-
terfaces) and that they share a secret key k (or hold each other’s valid
public keys) before the start of the protocol. The key establishment
process itself is outside the main scope of this work, and we will only
suggest a possible solution (more detailed than in [126]).

The ID-based distance bounding protocol is executed as follows
(Figure 6.1).

• In the protocol initialization phase, A creates a fresh random
nonce NA of length lb and sends this to B via the secure channel.

• Both A and B then use NA and B’s identifier to derive a secret
ID sequence ID1, . . . ,IDb, e.g. using a keyed hash function with
output of appropriate length.

• A and B then run b rounds of the ID-based trusting distance
bounding primitive.
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Figure 6.1: ID-based distance bounding protocol: Initial setup, the mea-
surement rounds and postprocessing. The steps in the dashed box are exe-
cuted on ranging devices, requiring only standard ranging commands.

• In the ith round, A sends a ranging challenge to the correct ID
with probability 1/2. Otherwise, it sends a ranging challenge to
a random ID.

• An honest B will reply only to the ranging requests sent to IDi,
the ID corresponding to the ith protocol round.

• After b rounds, A computes the distance bound by taking the
maximum of all valid measured distances.

Unlike B, an external attacker can only guess which ID to reply to,
since he does not know the ID sequence shared between A and B. The
attacker will therefore be able to shorten the range between A and
B only with probability 1/2 in each round; in case that the attacker
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answers to the random ID, A will not accept the range and will detect
the attack. In addition, an untrusted B will only be able to shorten its
distance to A with probability 1/2 by sending an early reply message
because it does not know if its current IDi or a random ID will be
queried.

In summary, in every round i ≤ b, A can distinguish between the
following cases:

1. A ranges IDi and receives a reply from IDi. A concludes that the
distance computed by this measurement is a valid upper bound
on B’s distance.

2. A ranges IDi and receives no reply. A concludes that a transmis-
sion error or an attack could be the cause. The handling of this
event depends on the quality of the communication channel; if no
signal losses are to be expected, we can assume an attack.

3. A ranges a random ID and receives a reply from this ID. A con-
cludes that an attacker replied, as no honest B would reply to a
random ID1.

4. A ranges a random ID and receives a reply from IDi. A concludes
that a attacker tried to shorten the distance by sending an early
reply.

5. A ranges a random ID and no reply is received. A concludes that
no attack was attempted this round.

After b rounds, the distance bound is computed by taking the maxi-
mum of all valid measured distances. Depending on the security policy,
A can decide not to accept the upper bound if it detects attempted
attacks such as case 2, 3, or 4 in one (or more) rounds of the protocol.

6.2.2 Communication Cost

In the original Brands and Chaum’s proposal, only single bits of infor-
mation are transmitted between A and B in each round of the protocol.
In the ID-based secure ranging protocol, `-bit IDs are being transmit-
ted in each round. From this, it might seem that the ID-based protocol
incurs `-times higher communication cost than Brands and Chaum’s

1The random ID should never be this round’s valid ID.
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protocol. However, in existing UWB ranging systems, ≈ 10 byte long
preambles need to be sent with each message for the receiver to recog-
nize (i.e., synchronize to) the ranging signals of the sender. With the
IDs of size ` = 16 bit, ID-based trusting distance bounding protocol
will therefore have about 20 % higher communication overhead than the
original Brands and Chaum’s protocol using the same UWB message
format.

The number of rounds in the rapid bit exchange depends on the
chances an attacker has to cheat successfully in each individual round.
We will discuss this chance in the next section and show that it is only
marginally greater than in the original protocol of Brands and Chaum,
therefore the number of rounds needed are almost the same. This value
is determined by the size of the ID space and other implementation
details as discussed in Section 6.3.

6.3 Security Analysis

In this section, we discuss the security of the ID-based secure ranging
protocol and our specific implementation assuming a trusted B.

Attacker Model

In our analysis we will only discuss attacks by an external attacker
and assume that B is honest and trusted by A to correctly follow the
protocol (see Mafia fraud in Section 4.7). The goal of the attacker is
to shorten the measured distance between A and B and thus to make
A believe that B is closer than it really is.

We assume that the attacker controls the communication channel in
the sense that he can eavesdrop, jam, replay, insert and modify trans-
mitted messages. However, the attacker cannot transmit messages at
a speed higher than the speed of light. We further assume that the
attacker cannot obtain the secret key shared between A and B. We do
not specifically address side-channel information leaks in the analysis –
trusted nodes are assumed to not leak information, and malicious nodes
already have access to all information which could leak. In addition,
we do not consider denial of service attacks – like most wireless com-
munications systems, denial of service attacks, e.g. through jamming,
are possible. The goal of our protocol is to obtain a correct distance
bound, and not to guarantee availability.
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:

:

:

Figure 6.2: External early-send late-commit attack by the attacker: While
B is still receiving the challenge, the attacker is already sending a reply. If
B reacts to the challenge, the attacker completes its early reply. Otherwise,
the attacker interrupts its early reply, making the attack harder to detect. If
the attack was successful, the attacker shortened the distance by the time its
reply started earlier.

Protocol Analysis

As we showed earlier, our protocol prevents external attackers and even
dishonest users from sending early replies to A’s challenges by random-
izing the challenges. Since the attacker does not know the ID sequence
shared between A and B, it can only guess which ID he should reply
to in order to impersonate B. The attacker will therefore be able to
shorten the range between A and B only with probability 1/2 in each
round; in case the attacker answers to the random ID, A will not accept
the range and will detect the attack. This mechanism is in some sense
related to void challenges as proposed in [84,127].

Equally, an untrusted B will not be able to shorten its distance to
B by sending an early reply message, because it does not know if the
current IDi or a random ID will be queried.

Implementation Analysis

Although we have shown the resistance of our protocol to attacks
from external attackers, different implementations of trusting distance
bounding protocols can be vulnerable to physical layer attacks [83].
We will now describe three possible attacks on our implementation of
trusting distance bounding, discuss their effectiveness and how to pre-
vent them. The first attack concerns packet level latencies, whereas the
other two are based on scanning the space of possible ID values. If we
do not trust B, more attacks by a malicious B′ are possible.
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External early-send late-commit attacks: As Clulow et. al.
pointed out in [83], a malicious B can exploit packet level latencies to
his advantage. When using the ID-based trusting distance bounding,
the reply of B carries basically one bit of information (to reply or
not), this enables early-send late-commit attacks by a malicious B′. In
trusting distance bounding, A trusts B, but a similar attack is possible
by the attacker. When using MSSI’s devices, which use packets with a
length of 56 µs, the attacker could start a reply early (replying to A’s
challenge), but only finishing the reply (i.e., completing it) if it observes
the answer of B. If the attacker does not receive the answer from B, he
knows that A sent the challenge to a random ID and he will stop the
early response, as displayed in Figure 6.2. This way, the attacker could
shorten the distance up to the length of one packet, which is 56µs for
our devices.

To detect this attack, A has to listen for incomplete packet trans-
missions. If A is able to detect a single UWB signal on the channel, the
early-send late-commit attack is defeated, and all that remains is the
same attack on the signal level, only yielding a gain of half the signal
length as described in [83].

Preemptive challenge attack: Our protocol relies on the fact
that the current IDs of A and B are unknown to the attacker un-
til they send messages. This implies that we have to make sure that
there is no efficient way to query the current ID from one of the two
entities. The external attacker the attacker could try to send out dis-
tance bounding challenges to random addresses, trying to hit the right
ID of B. The chance for this is 2−`, in our case 2−16. As the at-
tacker has to use the normal message format with messages of length
50µs, the maximum frequency with which it can query the devices is
fq = 1

50µs = 20
ms . Hence, the chances of success for this attack depend

on the delay between B changing its ID and A’s distance measurement.
In our implementation, this takes less than 20 ms, which means that
in the worst case, the attacker is able to query 400 (< 29) IDs between
two rounds of the protocol. 2−7 is therefore an upper bound for the
attacker’s success chance.

A generalized formula for the attacker’s gain using the preemptive
challenge attack is the following: given an ID space of size 2`, a round

length tr, and the attacker’s ID scanning ratio fs = IDs scanned
time , the

gain is trfs
2`

per round, in our case < 2−1 + 2−7. We conclude that
the preemptive challenge attack seems inefficient compared to the at-
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Figure 6.3: The setup for the trusting distance bounding implementation.

tacker’s chance of simply guessing the answer with 50 % chance per
round. If the devices report successful rangings to the controlling PC,
both are easily detected.

6.4 Implementation and Measurement
Results

We implemented our trusting distance bounding protocol to allow au-
thenticated ranging (assuming a trusted B) using two UWB ranging
devices controlled by PCs over serial connections; our implementation
setup is shown in Figure 6.3.

A client program running on a PC initiates a trusting distance
bounding session and specifies the number of protocol rounds. All
communication between the programs besides the ranging is done over
standard TCP/IP sockets, using IEEE 802.11 wireless channels. This
communication consists of the initial authentication of the involved
parties, secure key establishment, and the synchronization of the indi-
vidual protocol rounds. For simplicity in our experiments, keys were
manually preloaded in the PCs.

In our implementation, individual protocol rounds are about 20 ms
long; this is mainly due to the slow serial connection to the devices.
Upon reception of the signal to start the next round, B’s PC sets the
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LoS NLoS

d σ d̄− d dm − d σ d̄− d dm − d
in m in cm in cm in cm in cm in cm in cm

5 10.23 -5.00 9.25 8.64 40.81 57.10
10 9.60 8.25 30.65 11.54 63.61 82.10
15 9.05 17.32 36.75 19.46 105.57 132.60
20 9.66 24.41 38.95 16.37 123.23 158.35
25 9.54 31.94 48.20 14.92 148.54 177.65
30 9.97 39.30 58.50 14.41 120.06 147.15
35 9.31 44.22 65.65 253.33 240.68 722.35
40 10.23 289.99 304.40 52.78 448.13 527.37

Table 6.1: Trusting distance bounding results of 1000 measurements: d
is the correct distance between A and B, σ the standard deviation of the
measurements, d̄ the mean of the measurements and dm the maximum value
of all measurements.

ranging devices ID over the serial connection. A then commands its
ranging device over the serial connection to perform the ranging oper-
ation with either IDi (in round i) or with a random ID. The results
of the successful distance measurements are computed internally in the
ranging devices. The controlling program on the PC queries the rang-
ing device for results, which are provided to the PC as the message
RTT (expressed in nanoseconds).

We tested the accuracy of our trusting distance bounding protocol
on MSSI platforms. We performed 1000 measurements in a line-of-
sight (LoS) outdoor environment and 1000 in non-line-of-sight (NLoS)
environment (indoor office area), for distances up to 40 meters. The
results are listed in Table 6.1.

Compared with insecure distance bounding on our platform, the
additional effort in our implementation is the following: First, the fre-
quent changing of the device’s ID requires a control program to handle
the initial protocol setup and the actual ID changes. Second, instead
of performing b measurements subsequently as for insecure distance
bounding, in secure distance bounding we have to split those operations
in multiple rounds. In our current implementation, one measurement
takes about 40 ms on average (each round will only have a measure-
ment in 50% of the cases), while unauthenticated ranging can perform
up to 16 measurements in 53 ms. The difference in runtimes is mainly
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due to the slow serial communication with the ranging device, and the
fact that secure distance bounding requires many commands to be sent
while insecure distance bounding can perform 16 rangings with a single
command sent to the radio.

6.5 Secure Localization Using ID-based
Distance Bounding

Based on our trusting distance bounding protocol presented in Sec-
tion 6.2.1 and its implementation presented in Section 6.4, secure local-
ization can be implemented using Verifiable Multilateration as proposed
in [80]. In the following section we will introduce Verifiable Multilat-
eration, present the implementation and discuss further improvements
to its performance and security when localizing moving targets.

6.5.1 Background: Verifiable Multilateration

The goal of Verifiable Multilateration (VM) with a trusted target is
to determine the correct location of B in the presence of an exter-
nal adversary using distance bounding (untrusting distance bounding
or trusting distance bounding). It consists of measurements from at
least three reference points (localizers) to B’s device and of subsequent
computations performed by an authority. In this description, we will
assume that the verification is performed with trusting distance bound-
ing. For simplicity, we discuss the algorithm for 2-D localization. The
intuition behind the VM algorithm is the following: due to the trusting
distance bounding properties, the attacker can only increase the mea-
sured distance between B and A. If the attacker increases the measured
distance to one of the As, he needs to prove that at least one of the
measured distances to other As is shorter than it actually is in order to
keep the position consistent, which he cannot because of the trusting
distance bounding. This property holds only if the position of B is
determined within the verification triangle formed by the As. This can
be explained with a simple example: if an object is located within the
triangle, and it moves to a different position within the triangle, he will
certainly reduce its distance to at least one of the triangle vertices (Fig-
ure 6.4). Verifiable Multilateration guarantees the following property:
an external attacker performing a distance enlargement attack cannot
trick the As into believing that a target, which is located at a location
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Figure 6.4: Verifiable Multilateration: Basic localization setup, three local-
izers A1, A2, A3 measure the distance to B and localize it within the verifica-
tion triangle. If the attacker wants to influence the measurements to result in
a location B′, he would have to reduce at least one measured range, which he
cannot due to trusting distance bounding as it prevents distance reduction
attacks.

in the verification triangle, is located at some other location in the tri-
angle. Equally, the attacker cannot trick the As into believing that a
target located outside of the verification triangle is located within the
triangle. Verifiable Multilateration therefore prevents attacks on local-
ization within an area covered by the localization infrastructure (i.e.,
by the verification triangles). More details and a security analysis can
be found in [80].

6.5.2 Implementation

We implemented Verifiable Multilateration as a natural extension of our
secure distance bounding implementation. We assume that B is trusted
in our implementation and we therefore can use authenticated ranging
to determine its location. Our implementation consists of a set of three
verifying MSSI ranging devices, controlled by a PC, and a target also
using a ranging device. Secure localization can be initialized with a
variable number of RBE rounds in each individual secure ranging. In
our implementation, the resulting distances from the localization are
processed by the controlling PC in Matlab [128] to display a visual
representation of the position and provide statistical information. If
required, the localization process itself can be executed in a loop to
update the location plot, providing real time location information.
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Figure 6.5: Attacks on the aggregation: Attacker’s influence on the ag-
gregated range as a function of the probability of attack detection, for 2, 4,
8, 16 and 32 secure distance bounding rounds. Continuous lines show val-
ues for mean aggregation, triangles denote the respective chances to fully
compromise the aggregated ranging result if the median is used (half of the
measurements needs to be compromised).

6.5.3 Discussion of the Aggregation Function

To evaluate our implementation, we used the accumulated squared
error between the individual measured ranges and the final position
e =

∑3
i=1(d̂i − di)2. Since secure distance bounding protocols take the

maximum measured distance dm (over all protocol rounds) as an up-
per bound on the distance between each A and B, high measurement
variance will lead to decreased accuracy. Using the mean or other ag-
gregation functions, however, would make secure distance bounding
more vulnerable to attacks; if the attacker (e.g., by guessing a reply)
shortens a distance in only one round, he could significantly affect the
computed mean. The trade-off between the influence an attacker can
have on the alternative aggregation function’s outcome and the proba-
bility of the detection of the attack is visualized for mean and median
aggregators in Figure 6.5. We define the influence i by d̃ = (1 − i)d,
with the original distance d and d̃ the influenced distance, assuming
that the attacker is able to reply instantaneously in a successful attack.

We compared the performance of the maximum, median and mean
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Figure 6.6: Implementation of Verifiable Multilateration: the accumulated
squared error e in cm2 for different range aggregation functions, for 1, 2, 4,
8, 16, and 32 measurements during the secure distance bounding protocol.

function when aggregating a variable number of measurements. The
distances between the localizers and B were in the range of 10 to 20
meters. To see the influence of the number of measurements in the
secure ranging protocol, we measured these values for 1, 2,4,8,16, and
32 measurements. The results are given in Figure 6.6 and show that
in secure distance bounding, more measurements do not necessarily de-
crease the error, as the accumulated error of the max function is 3 times
higher than the error of the median and mean aggregation function if
more than 10 rounds of secure distance bounding are performed each.
The median performs similar to the mean, without any influence by
the attacker if less than 50% of the samples are compromised. If the
attacker can compromise more, then he trivially controls the final result
of the median computation, effectively halving the number of rounds
from a security perspective. The max aggregation will result in a much
higher error. We discuss this trade off between security and accuracy
further in our technical report [86].

6.5.4 Improvements for Moving Targets

Depending on the time that one secure distance bounding protocol
run takes, the accuracy a moving target localization can suffer, as B’s
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(a) (b)

Figure 6.7: Secure localization of an object moving from p0 to p8: dashed
lines represent sequential rangings (a) and interleaved rangings (b). In this
simple example, each A executes only 3 ranging rounds.

position can be different for each of the three secure distance boundings
with the As. Figure 6.7(a) illustrates the localization of a target moving
from p0 to p8 if only three rounds of measurements are performed by
each A. If we assume that 10 rounds of secure distance bounding are
performed each, the total duration of each localization is about 600 ms.
This means that an object traveling at a speed of 10 km/h or 2.78 m/s
already moved 1.5 m during the localization process.

To improve the accuracy of the sequential measurements, we mod-
ify the localization protocol. Instead of performing full runs of secure
ranging between each A and B, we run rounds of single localizations.
Each localization round consists of three ranging runs, one between
each A and B, as illustrated in Figure 6.7(b). Each localization round
gives B’s location at a certain time. These single localizations can now
be used to track B, (e.g., using a Kalman filter [129]). When a new
range is measured, the error between the predicted distance and the
measurement result can be computed. If this error exceeds a certain
threshold, an attack can be detected. This way, the attacker would have
to continuously and successfully compromise the measured distances,
the probability of which is small (i.e., ≤ 2−b).
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Figure 6.8: Movement attack on localization: The attacker moves B chang-
ing its location between range measurements to claim a location that is oth-
erwise for him unreachable (in this example, the shaded region located in the
middle of the triangle).

6.5.5 Moving Target Attacks and Countermeasures

Here, we consider the following attack on Verifiable Multilateration: in
addition to controlling the communication channel, the attacker can
move the trusted target B without being noticed. Based on this, the
attacker can defeat Verifiable Multilateration by changing B′s location
between the two range measurements. In the case of sequential Verifi-
able Multilateration, after each ranging run, the attacker can move B
(e.g., closer) to Ai with which it will range next and thus violate the
assumption of non-reduceable distances. This attack could be used by
the attacker, for example, to claim a location in the middle of the veri-
fication triangle, which is otherwise not reachable by B. This attack is
illustrated in Figure 6.8. After the first range measurement from A1 the
attacker changes B’s position closer to A2 (1. in the figure). After A2

has completed secure distance bounding, the attacker moves B closer
to A3 (step 2.). If there is another round of ranging, the attacker will
then move B back to its initial position.

To prevent this attack, we randomize the ranging sequence from the
As. The attacker can therefore only guess the next A with 1

3 chance.
Failure to predict the next A to move closer to will lead to larger dis-
tances being measured, and a resulting higher e, which will indicate to
the authority that there is an attack on the localization process.
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6.6 Related Work on Secure Localization

Localization systems have been proposed on many different features as
explained earlier in this thesis. In the first chapters, we have given more
details on WLAN and GPS-based systems - and investigated why they
are vulnerable against attacks. So far, we only discussed systems based
on radio signals, but there exist (secure) localization proposals for sonic
channels as well. For example, a system for secure localization was pro-
posed in [81], based on ultrasonic and radio wireless communications.
The system was limited by the use of ultrasonic signals, which required
that no attackers were present in the area of interest as demonstrated
in [9]. The attack works by propagating the sonic signal faster on a
secondary out-of-band (radio) channel, thus creating a radio wormhole
which advances messages to shorten the measured distance.

For this reason, we believe that systems based on radio waves pro-
vide best security, in particular a system based on distance bounding.
Čapkun and Hubaux [29,80] proposed such a secure localization scheme
called verifiable multilateration, which enables a local infrastructure to
verify positions of the localized devices. Our implementation presented
in this chapter is based on this work. In [106], Čapkun et al. also pro-
posed a location verification scheme based on hidden and mobile base
stations, with weaker assumptions on the attacker’s position.

Secure localization systems based on other wireless techniques were
proposed by Li et al. [130] and Liu et al. [131]. They use statistical
methods for securing localization in wireless sensor networks. Lazos et
al. [132] proposed a technique for secure positioning of a network of
sensors based on directional antennas. Lazos et al. [30] also proposed
an extension of this technique that copes with jamming and replays of
localization signals.

In [133], the authors proposed and implemented a system for broad-
cast localization and time-synchronization based on navigation signal
encoding which prevented signal replay and time-shift attacks.

In [134], the authors propose a multilateration system based on mul-
tiple simultaneous distance bounding measurements to prevent move-
ment based attacks as discussed in Section 6.5.5. This solution requires
a large number of high bandwidth channels for the range measurements,
and we consider it infeasible to implement. In contrast, our solution
based on interleaved random ranging does not impose additional re-
quirements on the communication channel.
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6.7 Conclusion on ID-based Secure Local-
ization

In this chapter, we propose a novel ID-based trusting distance bound-
ing protocol, and implemented this protocol on a COTS UWB rang-
ing platform. Unlike traditional trusting distance bounding protocols,
our protocol is constructed using insecure distance measurement oper-
ations as basic building block. Thus, the proposed protocol lowers the
complexity of the implementation and does not require modifications
of existing ranging platforms. We discussed possible attacks on the
protocol and implementation level and argued about their negligible
impact. Based on this implementation of trusting distance bounding,
we further implemented a secure localization system that enables the
correct computation of a device location in the presence of an adversary.
We analyzed the implemented localization protocol and we discussed
a number of improvements that increase its security and accuracy. To
the best of our knowledge, this is the first implementation of an RF
Time-of-Arrival (ToA) secure localization system. We are also the first
to discuss the design choices related to different aggregation functions
in the distance computation.
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Chapter 7

An FPGA-based Secure
Ranging Implementation

In the previous chapter, we have shown how to construct a trusting dis-
tance bounding protocol based on commercial UWB ranging devices.
Due to the limited possibility to modify these commercial devices, the
solution we proposed in Chapter 6 is still not ideal. In particular, it
is not possible for the prover B to directly process a challenge using a
shared secret, and the overall processing delay is too high. For these
reasons, it is not possible to use the devices to construct an untrusting
distance bounding implementation, in which A does not trust B to fol-
low the protocol correctly. In this chapter we design, implement and
evaluate our own custom untrusting UWB ranging system. We will
start by designing the PHY layer for the rapid bit exchange (RBE),
then we compare implementation options for the most important as-
pects of the design, and finally we provide details on our prototype
implementation on a Field Programmable Gate Array (FPGA). Please
note that in particular, we only address the ranging phase, and not
the initial setup or post-processing of the exchanged data. Our rang-
ing solution can rather be used in the rapid bit exchange phase of any
distance bounding protocol which operates bit-wise.
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7.1 The RBE Physical-Layer Protocol

The rapid bit exchange (RBE) phase is an important and unique aspect
of time-of-arrival based secure distance bounding and secure ranging.
We will now establish a protocol independent abstract view of this rapid
bit exchange, and discuss how to implement this.

Fundamentally, each RTT-based protocol needs at least two mes-
sages, an initial challenge, and a response message. For security reasons,
we assume that the challenge contains some challenge value c and the
response message contains some value r based on c and some shared
secret. The time between sending the challenge message and the recep-
tion of the reply message determines the RTT between the verifier A
(sending the challenge) and the prover B (sending the reply). While
distance bounding protocols generally differ in the way the challenges
are generated, and how the prover computes appropriate replies in re-
sponse to the challenges, all protocols use this basic concept of sending
a challenge and response message pair. As such, this message exchange
is the core of any such protocol, and needs special attention in security
analysis and implementation.

Due to the importance of the exact timing of the challenge and reply
message, we need to define the physical layer used in detail. For this
discussion, a message always consists of two parts: i) a preamble (and
possibly a message header), and ii) the data part of the message. We
assume that data cannot be sent without a preamble, as the receiver
would not detect it on the channel or demodulate it.

Based on the abstract challenge and reply message in any RTT
measuring protocol, the physical layer could be implemented in several
ways (see Figure 7.1). A simple solution would be to send all bits of
the challenge c in one message, and let the prover send the complete
response r after the challenge has been received and processed fully. As
most simple interpretation of the abstract protocol, the prover would
take the challenge bits in the order of transmission, and XOR them with
a given nonce or secret value s. As discussed in [83], this would enable a
malicious prover to start an early response, before receiving all challenge
bits. In an early response, the malicious prover starts the transmission
of the reply message while still receiving the challenge message. Because
the typical length of wireless messages is orders of magnitude longer
than the RTT, this enables the prover to easily reduce the distance
measured by the RTT. To mitigate this early-response attack, it was
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Figure 7.1: Alternatives for message processing: a) Exchange of complete
messages, b) Exchange of many small messages with 1 bit of challenge, c)
Interleaved exchange of Challenge and Reply

proposed in [80] to invert the order of challenge bits to compute the
response, i.e. the last received bit would be used to compute the first bit
of the response. An even more advanced countermeasure would be to
use all challenge bits to derive all reply bits, e.g. by computing a keyed
hash of the challenge or similar [28]. Even in these cases, the malicious
prover could guess only the last bits of the challenge (with relatively
high probability compared to a full guess of the reply message). This
way, the malicious prover could still considerably decrease the measured
RTT. In addition to these timing gains related to the data content of
the messages, the prover could also perform an early-response-preamble
attack. In this attack, the malicious prover starts transmitting the
preamble of the reply message before receiving the complete challenge.
This would enable a distance reduction relative to the length of the
preamble, typically many hundred meters.

To mitigate these problems, Brands and Chaum proposed to per-
form the challenge-response pair bitwise [31]. There are two ways to
achieve this: i) each bit of the challenge could be sent in an individ-
ual message (similar to our ID-based solution in Chapter 6)(see Fig-
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ure 7.1(b)), ii) the prover would start sending the response while re-
ceiving the message containing the challenge (see Figure 7.1(c)). The
former would allow the verifier to perform many individual round-trip-
time measurements (with the aggregation issues discussed in [86] and
Section 6.5.3 of this thesis). The latter would rely on a single distance
measurement based on the preamble.

In both variants, the attacker can still perform an early-response-
preamble attacks – the messages are just shorter and the gain will be
lower. The easiest way to mitigate this problem is to always require
the (honest) prover to behave the same way as the attacker – to send
the preamble as soon as possible, given the processing delay of the
transceiver. For example, the prover could start the preamble trans-
mission of the reply message immediately after receiving the challenge’s
preamble, before even receiving the data bits containing the actual chal-
lenges. This leads to an interleaved reception and transmission process,
in which the prover sends the response message while still receiving the
challenge message. We are not aware of any other existing applications
of such interleaved transmissions and receptions. To implement our
own secure ranging solution, we therefore need to design such a system
in detail to investigate its feasibility and security.

In particular, the design needs to define the following aspects, with
special respect to security implications:
• The modulation of the data symbols
• The preamble which enables the receiver to synchronize to the

message
• Data symbol rate
Based on these fundamental design decisions, we will then discuss

our way of measuring the RTT in more detail. We will show that the
use of only one RTT measurement does not impact the security of the
scheme, compared individual measurements for a large number of small
messages. In particular, it is not allowing a malicious prover to cheat
on the arrival time of individual reply symbols (we call this a distance
commitment).

7.1.1 Symbol Modulation

A digital symbol in wireless communications is a signal with specified
duration which presents one or more bits of information. The mod-
ulation of symbols defines the symbol baseband shape (a DC signal
with bandwidth β), carrier frequency fc, and in which way data is en-
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Figure 7.2: In UWB receivers, the integration window is much longer than
the symbol to collect all channel responses. While the sender transmits only
one short pulse, multipath effects lead to several delayed pulses at the re-
ceiver.

coded. For example, in Pulse Position Modulation (PPM), the position
of a single pulse within n time slots determines the data content of the
symbol.

We will now discuss which modulation scheme is best suited to im-
plement our secure ranging system given a fixed bandwidth β. The
security implications of symbol modulation in RTT-based secure rang-
ing protocols have been discussed in [83], in which the authors suggest
their principle 3 :

“Minimize the length of the symbol used to represent
this single bit. In other words, output the energy that dis-
tinguishes the two possible transmitted bit values within as
short a time as is feasible. This leaves the attacker little
room to shorten this time interval further.”

This suggestion is based on several attacks which can give the at-
tacker an advantage up to the length of the symbol, as discussed in [83].
In early-bit-detection attacks, the attacker uses ideal receiving equip-
ment to demodulate the symbol after receiving only a small fraction,
thus yielding the data earlier then expected. In a deferred bit signaling
attack, the attacker will send symbols such that he only has to commit
to the data value of this symbol after a certain fraction of the symbol
length. As a result, the attacker can start sending the data symbol
earlier by a fraction of the symbol length.

We agree with the general intuition of the principle 3, but would
reformulate it in the following way:
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“Minimize the length of the sampling interval used to
demodulate a single bit symbol. In other words, collect the
energy that distinguishes the two possible transmitted bit
values within as short a time as is feasible. This leaves the
attacker little room to shorten this time interval further.”

The focus on the sampling interval (often an integration window)
in the demodulation process is based on the insight that this interval
is commonly, for UWB pulses, much longer than the pulse itself. In
particular, the sampling interval is typically chosen such that it covers
the whole symbol and the expected delay spread of the channel (see
Figure 7.2). Depending on the environment, this delay spread can reach
up to 60 ns or more [135]. As the receiver will integrate all energy during
this period, the attacker’s maximum gain with a late bit commit or
early-detection attack is limited by the integration window length, and
not the symbol length (assuming that the integration window is longer
than the pulse length). The trade-off when minimizing the sampling
interval/integration window is an increased bit error rate [136]. For our
implementation, we chose an integration window of length 16 ns.

Nevertheless, from a security perspective, the data value of a symbol
should also be defined in minimal time given a specific bandwidth, as
the integration window length is determined by the symbol length and
the channel delay spread. This is why the principle 3 is valid for low
bandwidth systems (e.g. RFID), where the symbol is much longer than
the delay spread.

We will now investigate which modulation scheme fits these require-
ments best. Figure 7.3 shows examples of common UWB modulation
schemes. For example, we can follow that a modulation such as PPM
might not be optimal, because the data content of the symbol is spread
over several symbol slots. Each slot is minimally as long as the inte-
gration window in the demodulation process.

On the other hand, modulation schemes like on-off-keying (OOK)
seem much better suited. OOK is another common modulation scheme,
which is used in UWB systems such as the MSSI radios in Chapter 6.

In OOK, the presence of a pulse encodes a logical One, the absence
encodes a Zero. As the pulse determines the bandwidth, this modula-
tion uses a minimal integration window for the binary data content. A
disadvantage of OOK is the requirement of a threshold to distinguish
One and Zero symbols, a value which is highly dependent on the cur-
rent channel [137]. Schemes like PPM do not have this problem, as
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Figure 7.3: Comparison of the Pulse-Position Modulation, on-off-keying,
the security enhanced modulation, and chirp modulation schemes.

both Zero and One pulses carry the same amount of energy. To miti-
gate the problem, we proposed a security enhanced modulation scheme
(SEM) in [77]. Like binary PPM, it uses two symbol slots, but only
encodes the data content in the second slot. The first data slot is used
to improve the demodulation accuracy. To demodulate such a symbol,
the receiver compares the integrated energy of the second slot with the
integrated energy of the first slot. If the energy of the second slot is
bigger, the symbol gets demodulated as One symbol, otherwise as Zero,
so no fixed threshold is necessary.

A popular modulation scheme for ranging applications is the use
of chirp signals. Chirp signals are changing their frequency over the
duration of the symbol, which causes the full symbol to have a wide
bandwidth while having a long temporal duration. A high bandwidth is
in general beneficial for ranging schemes, as it allows a higher accuracy
when determining the time of arrival of a symbol. Data can be modu-
lated on chirp symbols by either phase shifts or change of the direction
(up-chirp vs. down-chirp). Nevertheless, the long duration of chirp sig-
nals hinders their use in security related schemes due to aforementioned
early-bit detection and deferred-bit-signaling attacks [138].

For the presented reasons, we decided to use SEM in our system
design. It concentrates the data content into a minimal time window,
and is better to demodulate than OOK. With minimal adaptions, we
are also able to send and receive OOK symbols.

7.1.2 The Preamble

The preamble is a sequence of signals which allows a receiver to syn-
chronize to the channel. It is sent before the actual data content of
the message. The preamble server two purposes, first it allows the re-
ceiver to to find the optimal sampling points for the demodulation of
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the baseband data symbols. Second, it provides a reliable way for the
receiver to detect that there is an incoming message by using a code se-
quence with specific correlation properties. To detect the preamble, the
receiver will correlate incoming samples with the known code sequence,
and ideally only the correct code sequence will trigger the reception
process. Effectively, the code sequence part of the preamble is also the
part of the message which defines the time of arrival of the message,
and therefore the first of the two security relevant features (next to
the response data, used for authentication). The preamble symbols
commonly use the same modulation as the data symbols.

Interestingly, the security implications related to the choice of pream-
ble received little discussion so far. The author of [139] discusses several
attacks against the receiver synchronization in IEEE 802.15.4a [140].
They concentrate on ways to exploit the leading edge detection mech-
anisms used to find the shortest communication path when computing
the distance. As [139] discusses an existing standard, no proposals for
better preambles were given. In IEEE 802.15.4a, preambles of length
1024 symbols or 4096 symbols are proposed for non-coherent receivers.
The standard also notes that given a very capable PHY, a preamble
of 16 symbols could be sufficient to do accurate ranging (e.g. in phase
coherent receivers).

In general, a longer code sequence in the preamble will yield more
processing gain, and improve the receiver synchronization. On the other
hand, overly long preambles with more symbols than the data content
of the message seem inefficient. Therefore, a trade-off should be found
in the design with respect to expected channel conditions.

We conclude that a reconfigurable (possibly pseudo-random) code
sequence is the best choice and should be supported by our system.
Symbols would be modulated the same way as data symbols, as there
is no indication this could harm the security of the system.

7.1.3 Data Symbol Rate

The data symbol rate 1/TS determines the spacing TS between indi-
vidual data symbols. An interleaved message exchange as proposed
will only work if it can be ensured that the challenge and reply mes-
sages never collide on the channel, i.e. their symbols are never on the
channel at the same time. If the symbols would collide on the channel,
the receiver would most likely not be able to demodulate the incoming
symbol correctly. In our implementation, we assume that the process-
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ing delay of the prover δB is known and constant. Thus, we are able
to predict the time when the prover is going to send the reply sym-
bols. To avoid collisions between the challenge and reply symbols, we
now choose a symbol spacing TS > δB + 2(tp + tm), where δB is the
prover’s processing delay, tp is the maximum expected channel propa-
gation delay and tm is the maximum channel delay spread. This way,
the challenge symbol ci will always be replied to by reply symbol ri be-
fore the next challenge symbol is transmitted. In our implementation,
we chose 512 ns as symbol spacing, which fulfills our requirement for
our channel model (δB < 200 ns, td < 100 ns, tm < 20 ns, see later). A
longer symbol spacing TS also supports our average energy output to
not violate FCC regulations.

7.1.4 Distance Commitment

So far, we decided to use only one challenge and reply message, which
are transmitted interleaved. This means that the prover starts the
transmission of the reply while still receiving parts of the challenge
message. If we assume that the prover has a constant and well known
processing time δB for each challenge data symbol ci, the reply pream-
ble should be sent such that each reply data symbol ri can be sent
immediately after finishing the processing steps. In our system, the
data symbols have a constant symbol spacing TS , which also determines
the time between the preamble and the first data symbol. Therefore,
the prover has to ensure that the reply preamble is sent such that the
following challenge symbol can be immediately replied to after it is
processed.

Because the verifier uses the preamble of the reply message to mea-
sure the RTT, it might seem that this system is less secure than many
individual messages. As the preamble does not (necessarily) contain
secret data, the attacker could start sending the preamble of the re-
ply message early, before actually receiving the full preamble of the
challenge message. We will now show why it is not possible to gain
an advantage this way, because the preamble is effectively a distance
commitment. We use the novel term distance commitment to describe
the communications concept of a preamble with cryptographic terms.
In cryptography, a commitment (such as a hash value) can be used
to prove the possession of a secret which is only revealed later. For
collision-free hash functions the computation of the hash requires the
secret, and does not allow a later change of the secret. A distance com-
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Figure 7.4: Distance Commitment: The preamble determines the sampling
intervals for the data symbols of the reply. Advancing the preamble (thus
shortening the RTT) also advances the sampling intervals, leading to invalid
replies. Thus, the attacker cannot advance the preamble more than its pro-
cessing advantage δB − δ.

mitment works in a similar way – it allows a sender to claim to be in a
certain distance (by the transmission time of the preamble), which he
has to prove later by supplying the correct secret at the correct time
on the channel.

As we discussed before, the exact transmission timing of the pream-
ble tells the receiver when to sample the channel to extract symbols to
demodulate. In this sense, it is a commitment by the sender to send the
data at exactly those times, as defined by the physical-layer protocol
(see Figure 7.4). If, for some reason, the preamble would arrive too
early or too late, the receiver would sample the channel at a time when
the symbol is not present. This will most likely result in the sampling of
random noise as symbols and will lead to the verifier obtaining random
data. Therefore, such messages will only contain the expected reply
with very little probability.

Thus, the attacker must adhere to the exact timing between pream-
ble and data symbols and cannot gain an advantage by sending the
preamble early.
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Figure 7.5: Comparison of transceiver variants: a) purely analog
transceiver, b) Analog front-end with custom digital ASIC, c) FPGA-based
design with analog front-end, and d) Multi-purpose CPU system with analog
front-end and external ADC/DAC (e.g. a software defined radio).

7.2 Transceiver Platform

We will now discuss possible platforms to implement a transceiver for
the physical layer as described in Section 7.1, in particular with re-
spect to processing delay. Fundamentally, we differentiate between the
following platforms (common to many systems):

• Analog circuit only
• Analog front-end with custom digital ASICs
• Analog front-end with FPGA
• Analog front-end with µC/CPU

An overview of these alternatives is given in Figure 7.5. In the given
order, we expect these platforms to have a increased processing delay,
and decreased implementation complexity.
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7.2.1 Analog Circuit Only

We call a circuit purely analog if, at no point in the circuit, binary
decisions are taken. This implies that this circuit will not be able
to demodulate the challenges in the traditional sense. Instead, the
incoming signals are reflected on a different frequency after only short
delay. There has been a proposal for such an analog circuit distance
bounding solution [78], with very low predicted processing delay in the
order of several nanoseconds. If needed, the signals can be demodulated
in a second, non-time-critical, path.

Nevertheless, there are several drawbacks in the design. In general,
this abstract design proposal is incomplete, in particular the modula-
tion, synchronization, and RTT computation based on the challenges is
left undefined. As a result, the bandwidth of the signals is unclear and
therefore it is unclear if the principle 3 is adhered to. The circuit is
also expected to perform poorly with respect to noise, as it re-amplifies
and rebroadcasts the incoming challenge signal. This could potentially
severely limit the range if operated within the regulatory bounds. The
design also requires an additional digital component to record the chal-
lenges off-line, to send them to the verifier later, making the design
more complex than just the analog part.

7.2.2 Custom Digital ASIC

We call the system a digital application-specific integrated circuit (ASIC)
if at one point in the circuit, the challenge is demodulated into digital
(e.g. binary) symbols, processed into the reply, and then transmitted
again. A design for such a system was proposed by us in [77], with ex-
pected processing delay of around 4 ns. The system is based on UWB
pulses with bandwith of more than 500 MHz, and an energy detector
to demodulate with minimal delay.

While we assume that it would be possible to implement the pro-
posal from [77] in an ASIC without major modifications, it would re-
quire considerable expertise in analog component design and produc-
tion. Due to the involved high frequencies, the design needs to be finely
tuned to avoid unwanted side-effects. For example, arbitrary delay of
radio signals by more than a few nanoseconds can become a design
problem. In addition, the high precision required will require exten-
sive simulations of the design. Last but not least, the ASIC has to be
produced and tested.
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7.2.3 FPGA

An FPGA allows flexible reconfiguration of a multi-purpose digital cir-
cuit. As the design process is purely digital, it is relatively easy to
modify and adapt. Nevertheless, digitalization of the challenge signals
requires fast analog-to-digital (ADC) converters, with minimally twice
the sampling frequency of the baseband bandwidth. For our design,
this means that to achieve nanosecond precision in the measurements,
the ADC requires a sampling frequency of at least 2 GS/s. The trans-
mitter will need a similar digital-to-analog converter (DAC) to generate
baseband signals directly.

The expected processing delay depends both on the achievable clock
rates in the FPGA design, complexity of the processing, and general
architectural delays. For example, the ADC should be connected to the
FPGA in a way to reduce the latency of data transmission.

7.2.4 Multi-Purpose µC or CPU

One could also imagine implementing the demodulation, processing and
modulation using a standard CPU, microcontroller, or software defined
radio. Given the high bandwidth of the symbols used, this would re-
quire high sampling frequency ADC interfaces in the platform (e.g.
2 GSamples/s as discussed before). In addition, the ADC components
generate data at a high rate, e.g. 20 Gbit/s(assuming 10 bits per sam-
ple and 2 GS/s). Therefore, the DAC and ADC need to be connected
by high bandwidth bus systems. In addition, the processor would have
only few operations (2 for a 4 GHz processor) per incoming sample
to process them. Therefore, we assumed that such a system using
standard microprocessors or CPUs would not be able to process the
expected data rates without considerable preprocessing in the analog
front-end. For example, the popular USRP 2 GnuRadio platform [20]
has only an RF bandwidth of 50 MHz.

7.2.5 Conclusion on the Platform selection

Based on the presented analysis, we estimate that a transceiver imple-
mentation based on an FPGA would present the easiest way to develop
a transceiver prototype for our physical-layer RBE system. The FPGA
should be connected to an ADC and DAC with high sampling rate
each, assuming we want to generate baseband symbols with bandwidth
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Figure 7.6: Abstract system model (adapted from [77]).

of at least 500 MHz (required for UWB signals). Given this bandwidth.
the sampling rates of the ADC/DAC should ideally be 2 GSample/s or
more (twice the minimum required by the Nyquist sampling theorem).

7.3 A Minimal Delay Transceiver Design

We proposed a minimal latency prover circuit design for UWB pulses
in [77], which we will now adapt to be compatible to the presented
platform design. In particular, we extend the previous design with a
channel synchronization mechanism and adapt it for implementation
on an FPGA. The original design assumes an ASIC part with digi-
tal processing of the challenge, together with an analog front-end (see
Figure 7.5(b)). While we still need an analog front-end to down- and
up-mix the signals to the carrier frequencies, we will attempt to shift
most of the processing into the FPGA, e.g., the squaring (which could
also be implemented in the analog front-end).

Our basic system model is as follows (see Figure 7.6). The prover
and verifier both use a transmitter which outputs symbols modulated
using our SEM scheme. The modulated signals then pass over the
wireless channel h(t), get down-mixed to an intermediate frequency, and
are demodulated by an incoherent energy detector. The demodulated
symbols are then processed digitally, and appropriate replies are sent
if necessary.

This system model differs from [77] in the sense that the verifier
is also using an incoherent receiver. This is expected to decrease per-
formance slightly, but allows us to reuse the receiver design from the
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Figure 7.7: Prover design: The box on the left contains the Energy De-
tector front-end components, the box on the right is performing the actual
demodulation on the FPGA. The transmit (TX) and synchronization path
is not shown in detail.

prover for the verifier, which will greatly simplify the implementation.
In particular, both verifier and Receiver will share the same design and
most components.

In Figure 7.7, we start to show more details on the components
involved in the prover design. In particular, we sketch a first split
between the analog front-end and digital demodulation in our design.

7.3.1 Component Description

We will now give an abstract overview of the design for each component.
In addition, we will also present some components only required in the
verifier, e.g. the RTT measurement setup.

We assume that the ADC delivers samples with pADC bit precision,
and the ADC clock is faster than the system clock by factor sADC. In
our implementation, which we will present later, we have sADC = 16.
The squaring unit needs to compute sADC squarings of signed pADC

bit numbers. As each squaring is independent of the others, we can
simply design sADC parallel squaring units. Although squaring itself
is a complex operation involving many gates, FPGAs usually provide
special hardware units which can be integrated into the design, and
which are able to compute multiplications within one clock cycle (up
to a certain bit width).
The integration unit needs to integrate T consecutive samples. The
result will be used for the channel synchronization and demodulation.
Because we do not know the optimal phase alignment for the channel
synchronization, the integration unit has to provide integration results
for all possible sADC phase offsets. An integration over T samples
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Figure 7.8: Design of parallel integration units: Each instance integrates
using a different phase offset. di is the i’th data sample, with intermediate
sums ei, fi, gi and the final integration result h.

requires at least T additions, to minimize the delay, our design uses
a multi-stage approach. Each stage takes one clock cycle, but can
have many parallel additions. To compute all sADC integrations with
minimal delay, they are computed in parallel again. The final design is
shown in Figure 7.8. Implicitly, this integration unit is also performing
the low-pass filtering as required in our design.
The cross-correlation unit is needed for the initial channel synchro-
nization based on the preamble. The cross-correlation unit works sim-
ilar to the integration unit. It integrated all received energy for the
preamble, while applying negative or positive signs to the individual
components based on the preamble’s code. As subtractions are as
cheap as additions, the overall effort for the preamble is as high as
the integration, if the preamble has the same number of pulses as the
integration window samples. As with the integration unit, sADC paral-
lel cross-correlation units are required because the phase offset of the
incoming signal is unknown prior to synchronization. The output of the
cross-correlation unit is directly connected to the threshold detection
unit.
The threshold detection unit is also needed for the synchronization
process. It performs the final decision if a correct preamble was encoun-
tered on the channel, and with which temporal offset. The threshold
detection unit gets the sADC results of the cross-correlation unit per cy-
cle, and has to find the maximum value with minimal processing delay.
This maximal value is then compared to the threshold. In our design,
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we use a multi-stage comparison between the sADC different values,
resulting in a total delay of log2(sADC) cycles. The threshold can be
configured remotely, and has to be adapted to the channel conditions
and distance between the verifier and prover.
The transmission state machine unit is used to create the symbols
for the preamble and data content of both challenges and replies. The
transmission power can also be configured remotely, to switch between
distance bounding over cable or wireless, for example. To adapt to the
variable phase offset of the incoming signal, the transmitted pulses can
also be generated with a variable phase shift. The signal generation
process also uses the output of a pseudo-random number generator (an
LFSR with length 32) to randomize the sign of the transmitted pulses
to improve the spectral properties of the signal.
The RTT measurement unit is used by the verifier to measure the
time between the transmission of the challenge, and the reception of
the reply. The RTT measurement unit is synchronized with the TX
state machine and is built around a counter which is activated when
the challenge preamble is sent, and stopped when the reply preamble
is received. If no reply is received with a certain timeout, the measure-
ment is aborted. The RTT measurement unit also records the reply
bits, and compares them with the expected reply. The resulting error
vector and the RTT can be queried using the Ethernet interface and a
client program.
The configuration unit allows an user to set various system parame-
ters externally via Ethernet. For example, parts of the system can be
reset and a debugging mode allows to output internal bus traffic to the
DAC for real-time inspection. It is also possible to adapt the transmis-
sion power, reception threshold, pulse spacing, and others parameters.

7.3.2 Processing Delay Minimization

There are many factors contributing to the processing delay of the pro-
posed transceiver. Every processing component in the critical path in
Figure 7.7 adds its own delay, there is also communication delay due
to bus connections, interface adapters such as serializers and deserial-
izers, and finally logic to ensure correct data handover when crossing
clock domains. All these components need to be optimized to achieve
the minimal possible delay. All the above delays can be measured in
discrete units of clock cycles, and therefore the clock frequency of the
design also plays a major role to compute the final processing delay.
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To minimize processing delay of data with high rate, FPGA-based
implementations can extensively rely on parallelization, if this is sup-
ported by the design. For example, our design will require a squaring
unit for the ADC samples. If our system clock would be the same as the
ADC sampling rate, we could build a (multi-stage) pipeline to square
each sample individually. Because it is unlikely we will be able to syn-
thesize a 2 GHz design (500 MHz seems to be more realistic at the time
of writing), we will have to process at least 4 samples per cycle, which
is only possible when using parallelization. The actual implementation
later has a main logic frequency of 125 MHz.

7.4 Implementation

Given the constraints we detailed earlier (ADC/DAC with 2 GSam-
ple/s connected to an FPGA), we started a market survey to find the
most suitable device available to implement a full prover or verifier sys-
tem. We decided to use the Triton VXS-5 system by Tekmicro. The
Triton fulfills all given requirements, and provides 3 Virtex-5 FPGAs
(state-of-the-art at time of order) in total. Out of these 3 FPGAs,
one is connected to the ADC (called bottom/BOT FPGA by the man-
ufacturer), one is connected to the DAC (the TOP FPGA), and the
third can be used to control the others. We used VHDL as hardware
description language and the Xilinx ISE [141] to code, synthesize and
simulate the design. We used two of the Triton boards to be able to
fully implement one prover and one verifier.

7.4.1 Design Adaption

Because the Triton has more than one FPGA available, we split the de-
sign over two FPGAs to facilitate routing and mapping by the compiler
(see Figure 7.9).

To simplify the design, we decided to integrate the baseband signal
generation for challenge sequences and replies into one design block.

The Triton board also features Ethernet adapters which allow a
remote control of the configuration via a proprietary protocol (Quix-
tream). We implemented an API with commands to adapt the sync
threshold, shared secret, challenge, RX and TX power etc. The API is
available through a C++ library.

156



7.4. Implementation

Figure 7.9: Mapping of the design for the FPGA platform. The design is
split into the RX part on the BOT FPGA, and the TX and controlling part
on the TOP FPGA.

7.4.2 Block Delays

Both the ADC and DAC are clocked by an external 2 GHz clock, which
is also used to derive the logic clocks for the two FPGAs. The main
logic clock in each FPGA is running with 125 MHz (8 ns per cycle),
a double data rate (DDR) clock is available for special logic circuits.
This yields 4 clock domains in total for the design, in the end synchro-
nization of these clock domains was one of the biggest implementation
efforts and the biggest contributor to delay in the system. While the
Triton’s development kit already provides synthesized blocks to con-
nect to ADC and DAC, both introduce high delays of 120 ns each. We
redesigned both blocks to minimize their delay, resulting in 16 ns and
80 ns, respectively. In addition, we also implemented all blocks from
Section 7.3.1 specifically for our target application and minimal delay.
We then simulated the synthesized design in the ISE simulator to find
the expected delays. The results are summarized in Table 7.1. It can
be seen that the biggest remaining delay stems from the serialization in
the DAC interface. Second largest contributor is the integration, due to
the multi-stage approach with ln(32) stages. The actual demodulation
decision, XOR with the secret and reply symbol generation is almost
instantaneous with 1 cycle each.

7.4.3 Analog Front-end

The analog transmission (TX) front-end shifts the 1 GHz wide
baseband signal from the DAC in the target transmission spectrum.
In our implementation the output power of the DAC is 5 dBm, so
our analog TX front-end is simply using a voltage-controlled oscillator
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Block # clock cycles delay in ns
Squaring 1 8
Integration 6 48
Correlation* 5 40
Synchronization* 5 40
Demodulation 1 8
ADC interface 2 16
FPGA bus 1 8
Reply generation 1 8
DAC interface 10 80
Total (critical path) 22 172

Table 7.1: Delay of blocks in the transceiver design, in clock cycles and
nanoseconds. All elements marked with * are not in the time critical path
(when processing challenges at the prover).

(VCO) to generate a 4 GHz carrier, which is then multiplied with the
baseband signal using a mixer. the resulting signal is then directly
transmitted by an UWB antenna (Fractus FR05-107).

Our reception front-end is more complex. The signal is received
by an UWB antenna, and then amplified by 23 dB. Because our lab
setup has high activity in the 2.4 GHz WLAN spectrum, we then use
a 2.7 GHz high-pass filter, and amplify the signal again by 23 dB. The
resulting signal is band-pass filtered, and down-mixed with a 3.5 GHz
VCO and mixer to an intermediate frequency of 500 MHz. Spectral
images due to the mixing are then removed with a 1 GHz low-pass
filter, and the resulting signal is sent to the ADC of the FPGA board.

7.5 Experimental Results

The final experimental setup is shown in Figure 7.10. Two Triton
boards are sharing a common housing for power supply. One is acting
as verifier, and the other one as prover. Both boards are supplied with
a 2 GHz clock externally for the DAC and ADC components. Both
boards can be configured with firmware images though a JTAG chain,
the parameter configuration is possible via Ethernet. The verifier sends
a continuous sequence of challenge messages, and records replies if they
are encountered. The prover is continuously listening to the channel,
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Figure 7.10: Details on the experimental setup: The FPGA boards are
controlled by a host laptop via Ethernet, and are performing the wireless
distance measurement using analog front-ends.

processing any challenges received. As detailed before, a message is trig-
gered when the preamble synchronization block detects energy above a
certain threshold. The ranging results can be queried from the prover
by exchanging messages via the Ethernet interface. The two boards can
either communicate via the wireless channel with the analog frontend,
or using a direct wired channel.

7.5.1 Example RBE Trace

Figure 7.11 shows such a message exchange. It can be seen how the
initial preamble of the challenge message triggers the preamble of the
reply message, before even the first actual challenge symbol is received.
The challenge in this message is 010101010, with a preceding first One
symbol not part of the challenge, required due to implementation con-
straints. The shared secret in this example is 101011010, and the correct
reply 011110000 can also be seen in the figure. The time critical pro-
cessing time for the challenge symbols is around 172 ns, while the initial
detection of the preamble takes longer (see Figure 7.12). The implemen-
tation also ensures that the distance between the reply preamble and
following symbols is always the default symbol spacing of Ts = 512 ns.

7.5.2 Precision of Distance Measurement

Although the presented system was designed mostly from a security
perspective, it is also quite accurate in distance measurements. We
performed a series of experiments comparing the measured and actual
distance over wireless and ideal (wired) channels. To simplify these
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Figure 7.11: Example messages as exchanged in the implementation.

measurements, only the reply is transmitted wirelessly, while the chal-
lenge is transmitted over a wired link. The results of 100 measurements
are summarized in Table 7.2. In this table, the BER indicates the num-
ber of bit errors in replies which were received. We also give the number
of average replies received successfully.

It can be observed that the (aggregated) accuracy is usually within
2 ns (60 cm), depending on the actual channel. The measurements were
taken with a static channel each, so for each range the reported distance
might also be influenced by indirect paths and general multipath effects.
For distances greater than 1.35 m the channel synchronization starts
to perform worse and as a result, more message are not received by
the verifier. This could be improved by a longer preamble if needed,
but we consider this out of scope of this (current) work. It is most
important that short distances can be measured reliably, and therefore
remote attackers do not have a gain by claiming a closer position than
they actually have.
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Figure 7.12: Details on the processing delay of the preamble and data
symbols. While the processing of the preamble takes more than 400 ns, the
data symbols are replied to within δB = 172 ns

7.6 Related Work on Implementations

The first implementation of distance bounding over a wired channel was
presented in [142]. Due to the wired channel and multiple connections,
the system could be implemented with minimal effort. A 200 MHz
external clock is used to input the challenge and read out the reply
from the prover FPGA, allowing an accuracy of 5 ns.

Implementation ideas for wireless distance bounding for RFID tags
with very short range and low accuracy appeared in [76], [84], and [98].
Their low accuracy is mainly due to the very low bandwidth of com-
mon RFID communication standards. In [98], the authors propose to
use effects similar to side-channel leakage to communicate the reply
to the verifier, as this out-of-band channel would not be restricted by
bandwidth regulations.

In [143], the author extends the initial concept for distance bounding
for RFID chips from [76], and presents a proof-of-concept implementa-
tion. Due to the inherent limited range of RFID communications, the
protocols is verifying whether the communication partner is within 1m
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distance σ d̂− d BER Received
in m in cm in cm in % in %
0.00 0.05 -0.26 9.60 38.40
0.15 3.49 58.93 3.18 75.66
0.30 2.45 47.67 0.91 92.77
0.45 0.00 75.00 0.04 99.86
0.60 0.00 60.00 0.08 99.46
0.75 0.20 70.24 7.08 55.67
0.90 0.00 30.00 1.45 89.14
1.05 0.77 11.30 0.07 99.84
1.20 0.00 0.00 9.07 46.84
1.35 0.11 39.57 0.95 92.69

Table 7.2: Measurements of ranging performance: Measurement variance,
offset to actual distance, bit error rate, and ratio of successfully received
messages.

(for trusting ranging) or 11m (for untrusting ranging).

In [77], we presented an initial design from a UWB communication
perspective, which was the foundation for the system presented in this
chapter. We proposed a platform based on an analog frontend and
demoduluation with an energy detector, similar to the digital ASIC
design variant discussed in this chapter. Based on this minimal design,
we were able to estimate the minimal processing time for such an opti-
mized implementation to at least 4 ns. We also discuss expected noise
performance and modulation in more detail than this in this thesis.

7.7 Conclusion

In this Chapter, we discussed the design and implementation of a cus-
tom physical layer for the RBE phase encountered in many secure rang-
ing protocols. We compared implementation alternatives with respect
to message sequences, message structure and physical-layer modulation.
In addition, we presented a system design for the prover and Receiver,
discussed its processing delay and how to minimize it with respect to
an FPGA platform. Finally, we have presented our FPGA-based im-
plementation, and experimental results of the performance. To the
best of our knowledge, this is the first functional UWB secure ranging
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implementation designed based on the original distance bounding idea
by Brands and Chaum. In our implementation, processing of challenge
and response is handled automatically and independently from the host
PC, yielding the error vector of wrong replies and the estimated dis-
tance between verifier and prover. Our results show which delays can
be expected using such a platform, and which sources contribute most.
As far as we know, our final processing delay of 172 ns is the fastest
full implementation of a UWB transceiver.
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Chapter 8

Conclusion and Future
Work

8.1 Conclusion

We started this thesis with the investigation of simple localization
schemes based on WLAN network availability – which proved to be
very simple to manipulate, allowing the attacker to completely control
the localization result. We then investigated another popular localiza-
tion scheme found in many mobile devices - GPS. Although GPS has
trusted infrastructure (and in the case of military GPS, even authen-
tication), we have shown that it is possible for the attacker to change
the localization result. We identified the lack of physical layer integrity
protection of the signals as main cause for GPS and similar time-of-
arrival based techniques. In fact, all the attacker had to do was a
delayed replay of such messages to influence the localization result. To
mitigate this problem, we proposed a modulation and detection scheme
against certain attacker models, in which the attacker tries to jam and
manipulate signals undetected, using low energy signals. We investi-
gated such attacks in detail, and were able to draw conclusions with
respect to modulation schemes and frequency bands. We found that
high bandwidth signals with short symbols are most difficult to ma-
nipulate even by powerful attackers, and then started to design and
implement secure ranging schemes based on such signals. Our first ID-
based system leverages insecure COTS UWB ranging devices to build
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a secure localization system. By using such a commercial system as
basis, we were able to achieve high localization precision and reliabil-
ity, while we still had to put trust into the device being measured. In
our second FPGA-based system, we addressed these shortcomings of
the commercial platform and designed a system as close to the original
distance bounding idea as possible. As a result, we ended up with a
novel system exchanging messages interleaved, which has advantages
both in security as in efficiency. While our prototype implementation
is still too cumbersome to be integrated into mobile devices, we are
convinced that the design can be integrated into mobile devices such
a mobile phones and sensor nodes in the future. This would enable a
secure and distributed approach to localization in the future internet
of things.

8.2 Future Work

The rapid development in the mobile phone market continuously yields
new variants of WLAN localization schemes, and we investigated only
one of several providers for such solutions. Both attacks and defenses
could be investigated in more detail in the future. With respect to
database poisoning attacks, this relates to a completely separate field
of mitigating and detecting malicious input among user-supplied data,
common to many Web 2.0-type applications.

We also briefly mentioned GSM-based localization schemes as used
in most mobile phones. While their accuracy is low, they sometimes
allow the victim to at least notice spoofing attacks which would send it
to a different city, or even continent. Due to inherent security flaws of
GSM (e.g. lacking authentication of the network to the user [26]), we
expect that attacks to influence GSM-based localization would also be
possible. For example, the attacker could impersonate base stations of
the GSM network, and forward traffic to a remote location.

An interesting attack example would be the forwarding of mobile
phone traffic to other countries, which could drastically increase (roam-
ing) costs occurring for the end user. We expect to see such attacks in
the future, as they are even made easier by the advent of femto cells
for end users.

Our work on GPS can also be extended in several ways: (i) the
modeling can be extended to include noise and other factors or ran-
domness, (ii) the attacks can be further evaluated experimentally, (iii)
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our countermeasures should also be tested experimentally. While we
provide intuitive results of restrictions on the placement of antennas
of the attacker, more work needs to be done to understand the effect
of noise on these equations, and effects on the victims if the attacker’s
antennas are not placed perfectly. Because the effects on the victims
also depend on the specific GPS receiver used, this could be comple-
mented with an experimental evaluation using different receiver models.
Similarly, the countermeasures need to be tested thoroughly in normal
and attack scenarios to estimate thresholds which would minimize false
alarms, while successfully detecting any attack.

Our chapter on physical layer integrity is restricted on time so far
– the other aspects such as spectrum, angle-of-arrival and power are
still open. We assume that similar integrity schemes can be found and
used to secure protocols such as localization schemes. Our proposed
protocols have not been fully implemented so far, and in particular our
modulation and detection schemes needs to be evaluated experimentally
based on such an implementation.

The idea of our ID-based secure ranging protocol – the use of dy-
namic, secret, IDs for COTS devices – could also be applied to protocols
other than ranging. This could provide additional authentication for
a whole set of devices which otherwise do not provide any mean of
transmitting custom data segments or similar.

Last but not least, our FPGA-based implementation of untrusting
distance bounding is only the first step to having distance bounding as
essential network primitive in many mobile devices. We are strongly
convinced that in the future internet of things, secure location and prox-
imity will enable many new applications and an ASIC solution based on
our design would enable such ranging in a secure, efficient, and conve-
nient way. To achieve this goal, the proposed system has to be extended
to robustly support parallel executions by multiple users and to ensure
that the system integrates well with existing spectrum users. As imme-
diate next steps, an improved prototype would be needed. For example,
the platform could be chosen slightly different based on the experiences
gained in our prototype. As we have shown, in our implementation the
ADC and DAC connections to the FPGA logic introduced the biggest
delay in the processing. For future implementations, special attention
should be given to select a platform which minimizes this delay. It
also turned out that the distribution of the design over multiple FP-
GAs added a lot of complexity to the design and testing process. With
future FPGA platforms, we estimate that it will be possible to fit the
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complete design on one FPGA, simplifying the design. For example,
both DAC and ADC could use the same clock, synchronized to the
logic clock. This way, delays due to clock domain crossings could be
avoided.

In addition, we assume that the analog front-end can be improved
with custom components, which would fit the detailed modulation
scheme better. In our implementation, we used commercial of-the-shelf
components (from Mini-Circuits [144]) for the front-ends, which would
not always perfectly fit our requirements.

Last but not least, the client utilities and actual protocol layer of
the system can be improved, ideally combined with a second wireless
interface of the FPGA to enable wireless exchange of keys and higher
layer communications over a (not time critical) secured channel.

For the protocol redesign, design parameters such as the number of
authentication bits, length and code of the preamble and similar can
certainly be optimized in more detail.

Outlook on Secure Localization:
We have shown the fundamental problems of public infrastructure based
localization, and even military GPS, in this work. The same fundamen-
tal problems are to be expected with future satellite based navigation
systems such as GALILEO. While these systems are convenient to use
in normal operation, we believe that systems relying on secure loca-
tions need secondary bi-directional localization systems as a fallback.
In addition, satellite based systems often fail in indoor environments,
a setting where the secondary systems could also be of help. Secure
ranging and localization based on UWB time-of-arrival measurements
between many nodes in a distributed ad-hoc network of devices can be
such a system and provide new features, such as the possibility to prove
one’s location to a third, nearby, party.
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[9] S. Sedihpour, S. Čapkun, S. Ganeriwal, and M. Srivastava, “Im-
plementation of attacks on ultrasonic ranging systems,” Demo at
ACM SENSYS, 2005.

[10] K. Bauer, D. McCoy, E. Anderson, M. Breitenbach, G. Grudic,
D. Grunwald, and D. Sicker, “The directional attack on wireless
localization -or- how to spoof your location with a tin can,” in
Proceedings of Global Telecommunications Conference (GLOBE-
COM), 30 2009-dec. 4 2009, pp. 1 –6.

[11] P. C. Kocher, “Timing Attacks on Implementations of Diffie-
Hellman, RSA, DSS, and Other Systems,” in Proceedings of the
Cryptology Conference on Advances in Cryptology (CRYPTO).
London, UK: Springer-Verlag, 1996, pp. 104–113.

[12] C. Aumüller, P. Bier, W. Fischer, P. Hofreiter, and J. P. Seifert,
“Fault Attacks on RSA with CRT: Concrete Results and Practical
Countermeasures,” 2003, pp. 81–95.

[13] Y. G. Desmedt, “Major security problems with the ’unforgeable’
(feige-)fiat-shamir proofs of identity and how to overcome them,”
in Proceedings of Securicom 88, 1988, pp. 147–159.

[14] “Skyhook, Inc.” http://www.skyhookwireless.com.

[15] “Apple Inc.” http://www.apple.com.

[16] “Loki Mobile applet for Nokia phones using Symbian,”
http://loki.com/download/mobile.

[17] “Cyberangel security and recovery system,”
http://www.skyhookwireless.com/press/
skyhookcyberangel.php.

[18] Mexens LLC, “Navizon virtual GPS service,”
http://www.navizon.com.

[19] Fraunhofer IIS, “Autonomous WLAN positioning system. press
release.” http://www.fraunhofer.de/EN/press/pi/2008/01/
Presseinformation14012008.jsp, 2008.

172

http://www.informationweek.com/news/security/attacks/232300666
http://www.informationweek.com/news/security/attacks/232300666


BIBLIOGRAPHY

[20] Ettus, “Universal software radio peripheral (USRP),”
http://www.ettus.com.

[21] “Google earth,” http://earth.google.com.

[22] WiGLE, “Wireless Geographic Logging Engine,”
http://wigle.net/.

[23] “GNU Radio: The gnu software radio,” http://gnuradio.org/trac.

[24] M. Wilhelm, I. Martinovic, J. Schmitt, and V. Lenders, “Reac-
tive jamming in wireless networks: How realistic is the threat?”
in Proceedings of the ACM Conference on Wireless Security
(WiSeC), 2011.

[25] W. Xu, W. Trappe, Y. Zhang, and T. Wood, “The feasibility of
launching and detecting jamming attacks in wireless networks,”
in Proceedings of the ACM International Symposium on Mobile
Ad Hoc Networking and Computing (MobiHoc), 2005.

[26] C. Mitchell, “The security of the GSM air interface protocol,”
Royal Holloway University of London, Tech. Rep. RHUL-MA-
2001-3, 2001.

[27] U. Meyer and S. Wetzel, “A man-in-the-middle attack on UMTS,”
in Proceedings of the ACM Workshop on Wireless Security
(WiSe), 2004.

[28] Y.-C. Hu, A. Perrig, and D. B. Johnson, “Packet leashes: a de-
fense against wormhole attacks in wireless networks,” in Proceed-
ings of the IEEE Conference on Computer Communications (In-
foCom), vol. 3, 2003, pp. 1976–1986.
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tion estimation in wireless sensor networks,” in Proceedings of the
symposium on Information processing in sensor networks (IPSN),
2005, p. 43.

173



BIBLIOGRAPHY

[31] S. Brands and D. Chaum, “Distance-bounding protocols,” in
Workshop on the theory and application of cryptographic tech-
niques on Advances in cryptology (EUROCRYPT). Springer,
1993, pp. 344–359.

[32] S. Bratus, C. Cornelius, D. Kotz, and D. Peebles, “Active be-
havioral fingerprinting of wireless devices,” in Proceedings of the
ACM Conference on Wireless Security (WiSeC), 2008.

[33] T. Kohno, A. Broido, and K. C. Claffy, “Remote physical de-
vice fingerprinting,” in Proceedings of the IEEE Symposium on
Security and Privacy, 2005.

[34] O. Ureten and N. Serinken, “Wireless security through RF fin-
gerprinting,” Canadian Journal of Electrical and Computer En-
gineering, vol. 32, 2007.
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