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Abstract

This thesis studies computational methods for auditory scene anal-
ysis, namely source separation and speech enhancement for hearing in-
strument and mobile communication applications. While follow-
ing a conversation, enjoying a musical performance or suppress-
ing background noise are tasks that require little effort for normal
hearing persons, they can pose a serious challenge for people with
a hearing impairment, or if the audio signal has to be transported
over a low bandwidth channel. A hearing aid or mobile phone is
therefore designed to do part of the signal analysis and processing
for the user, and present her or him with an enhanced signal that
requires less effort of the human auditory system to achieve the
listening goal.

We show that source separation and speech enhancement can be
formulated as mathematical optimization problems, where prior
knowledge enters in the form of so called non-negativity and spar-
sity constraints on the optimization variables. While these con-
straints typically increase the hardness of the optimization prob-
lem significantly, including the constraints renders it possible to
find good solutions in cases where there are fewer measurements
than variables, which is often the case in real-world applications.

We study three problems in detail: in the first part of the thesis,
we show that by correlating acoustic and visual components, sev-
eral concurrently active sources can be identified in the video do-
main and spatially separated in the audio domain, even if more
than one speech source is present. In the second part of the the-
sis, we present a dimension reduction method based on finding



the dominant eigenvector of the sample covariance matrix under
non-negativity and sparsity constraints. We demonstrate signifi-
cant improvements in explained variance and computational effi-
ciency compared to baseline algorithms, on data sets from com-
puter vision and biology. In the third part of the thesis, we present
an enhancement method for speech degraded by non-stationary
real-world interferer signals. Our method is based on learning
speech and interferer signal models, and achieves significant im-
provements over powerful methods such as geometric spectral sub-
traction and codebook-based filtering, both for light and consid-
erable degradation of the clean speech signal. Finally, we report
ongoing work on self-coherence constrained dictionary learning,
which generates dictionaries that approximate the Gram matrix of
equi-angular tight frames. Minimizing the self-coherence of the
dictionary leads to better guarantees for the residual norm decay
and support recovery of sparse coding algorithms, and improves
the generalization performance of the dictionary.



Kurzfassung

Diese Arbeit befasst sich mit auditiver Szenenanalyse, Quellentren-
nung und Verbesserung von Sprachverständlichkeit im Anwen-
dungsgebiet von Hörgeräten und mobiler Kommunikation. Wäh-
rend es Normalhörigen leicht fällt, an einem Gespräch teilzuneh-
men, ein Konzert zu geniessen oder lästige Störgeräusche auszu-
blenden, stellen diese Aufgaben für einen Menschen mit Hörbe-
hinderung oft eine grosse Herausforderung dar. Ebenso steigt die
Höranstrengung erheblich, falls das Tonsignal über einen Kanal
mit wenig Bandbreite übertragen werden muss. Hörgeräte und Mo-
biltelefone werden deshalb dahingehend entwickelt, dass sie dem
Benutzer einen Teil der Signalanalyse und Signalverarbeitung ab-
nehmen. Ein so verbessertes Tonsignal ermöglicht es dem Benut-
zer, sein individuelles Hörziel leichter zu erreichen.

Quellentrennung und Verbesserung von Sprachverständlichkeit las-
sen sich als mathematische Probleme formulieren, bei denen die
Lösungsvariablen Nicht-Negativitäts- und Spärlichkeitsbedingun-
gen unterliegen. Typischerweise nimmt die Schwierigkeit dieser
mathematischen Probleme durch die zusätzlichen Randbedingun-
gen signifikant zu. Jedoch ist es nur dank dieser Randbedingungen
möglich, auch dann gute Lösungen zu finden, wenn die Zahl der
beobachtbaren Grössen kleiner ist als die Zahl der gesuchten Lö-
sungsvariablen, was in den genannten Anwendungen häufig der
Fall ist.

Wir befassen uns im Detail mit drei Problemen: Im ersten Teil die-
ser Arbeit zeigen wir, dass sich Schallquellen akustisch trennen
und visuell lokalisieren lassen, indem nach korrelierenden Ton-



und Videokomponenten in einem Multimedia-Datenstrom gesucht
wird. Unser Ansatz ist selbst dann erfolgreich, wenn mehr als ei-
ne Schallquelle gleichzeitig aktiv ist. Im zweiten Teil dieser Arbeit
stellen wir eine Methode zur Dimensionsreduktion vor, die darauf
beruht, dass der dominante Eigenvektor der Daten-Kovarianzmatrix
durch Nicht-Negativitäts- und Spärlichkeitsbedingungen beschränkt
wird. Unsere Methode erreicht signifikant mehr erklärte Varianz
in Anwendungen der Bildverarbeitung und Genanalyse, und ist
deutlich effizienter als vergleichbare Algorithmen. Im dritten Teil
dieser Arbeit stellen wir einen Algorithmus zur Verbesserung der
Sprachverständlichkeit vor, der auch nicht-stationäre und sprach-
ähnliche Störquellen unterdrücken kann. Die Methode lernt Signal-
modelle für Sprache und Störgeräusche, und erreicht signifikante
Verbesserungen sowohl bei leichter wie starker Degradation des
Sprachsignals, verglichen mit etablierten Ansätzen wie spektraler
Subtraktion und Codebuch-basierter Filterung. Als Letztes stellen
wir einen Lernalgorithmus für Signalmodelle vor, der die Selbst-
kohärenz der Elemente des Modells minimiert, und damit die Ei-
genschaften von equi-angular tight frames approximiert. Eine tiefere
Selbstkohärenz des Modells liefert bessere Garantien für den Ab-
fall der Residualnorm und für support recovery von spärlich codie-
renden Algorithmen, ebenso kann sie die Verallgemeinerungsfä-
higkeit des Modells verbessern.
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Chapter 1

Introduction

This thesis studies computational methods for auditory scene anal-
ysis, namely source separation and speech enhancement for hear-
ing instrument and mobile communication applications. Auditory
scene analysis (ASA) is the mental process by which we make sense
of sound, i.e. how the auditory system creates a meaningful rep-
resentation of the auditory input [Bregman, 1994]. It is the goal of
computational auditory scene analysis (CASA) to build a computa-
tional model of this process, in order to obtain a complete descrip-
tion of the acoustic scene, including a semantic classification of the
environment (e.g. “restaurant” or “outdoors”), an estimate of im-
portant parameters of the sound field (e.g. reverberation time),
characterization of all active sources (e.g. “male speaker” or “TV
set”) and spatial localization of point sources in the scene. Given a
partial or full analysis of the acoustic scene, the task of source sepa-
ration is concerned with recovering each source from one or several
mixture recordings. The special case of separating a target speech
source from one or several interfering sources is called speech en-
hancement.

Source separation and speech enhancement are highly relevant for
hearing instruments (HIs) and mobile communications, since these
applications require situation dependent signal processing to achieve
the listening goal of the user. This goal ranges from maximizing
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understanding while having a conversation in a loud bar, maximiz-
ing attenuation while vacuum-cleaning the living room, to maxi-
mizing transparency while attending a concert performance. Ide-
ally, a HI is capable to detect the listening goal autonomously and
activate signal processing functions which achieve the desired ef-
fect. Given the limited resources available on a HI or a mobile com-
munication platform, efficient use of computation, memory and
power is crucial.

The problems are also difficult, due to the great variability of acous-
tic environments and sources, and due to the fact that the prob-
lems are often ill-posed under real-world conditions, i.e. a satisfac-
tory solution is only attainable if certain assumptions can be made
about the environment and the sources. In this thesis, we show that
the source separation and speech enhancement problems can be
formulated as mathematical optimization problems, where prior
knowledge enters in the form of so called non-negativity and spar-
sity constraints on the optimization variables. Given an objective
function

f (w) , (1.1)

to be minimized or maximized w.r.t. optimization variables w =

(w1, . . . , wD)
>, a non-negativity constraint

w � 0 (1.2)

prohibits the coefficients wd, d ∈ {1, . . . , D} to have a negative sign,
i.e. it restricts the feasible space to the non-negative orthant, while
a sparsity constraint

‖w‖0 ≤ K (1.3)

restricts the number of coefficients which have a non-zero value to
K (see appendix A for a definition of our notation). For example,
enforcing non-negativity is appropriate if the optimization vari-
ables represent energy signals or the mixing weights of a sub-band
filter. Enforcing sparsity is appropriate if a signal can be repre-
sented by a linear combination of only few elements of a suitably
chosen dictionary, which is the case for speech, images and many
other natural signals. These applications are discussed in greater
detail in the chapter introductions.
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While non-negativity or sparsity constraints typically increase the
hardness of the optimization task significantly (e.g. from having
a closed form solution to an NP-hard combinatorial problem), in-
cluding these constraints renders it possible to find good solutions
in cases where there are fewer measurements than variables, which
is often the case in real-world applications. We will show that al-
though the global optimum of eq. (1.1) might be unattainable, good
local optima can be found efficiently.

We also show that fusing audio and video signals of the scene en-
ables the design of source separation and speech enhancement al-
gorithms which combine the respective strengths of each modal-
ity. For example, the essentially instantaneous and superposition-
free propagation of light from speaker to listener provides valuable
(partial) information of the speech production dynamics, which
can be exploited to separate several concurrent speakers, and pro-
vide valuable information about the spectral distribution of tar-
get speech energy in low speech to interferer signal power ratios
(SIRs). However, sensory fusion also raises issues, such as combin-
ing signals from domains whose dimensionality and sampling rate
differ considerably. This gap can be bridged by dimension reduc-
tion techniques, which extract a low dimensional approximation to
a high dimensional signal.

1.1 Thesis Outline

In this thesis, we consider source separation in two settings which
are on the opposite ends of a spectrum: in the first part, we make
no assumptions about the number of sources and their nature (i.e.
speech or non-speech), except that an audio source has correspond-
ing visual activity that is observed synchronously. By correlating
acoustic and visual components temporally, we show that several
concurrently active sources can be identified in the video domain,
and that they can be spatially separated in the audio domain, even
if more than one source is a speaker. Source separation is per-
formed in an unsupervised fashion, i.e. there is no need for data to
train source specific models, except to choose the algorithm param-
eters. However, while very general, the weak assumptions about
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the number of sources and their nature imply that enough mea-
surements must be available, such that spurious correlations can
be avoided.

In the last part of the thesis and at the opposite end of the spectrum,
we focus on a one-to-one conversation setting, where target speech
is degraded by one or several interferer sources. Given this specific
setting, it becomes possible to learn powerful models for both the
speech and interferer signals, which enable the design of a speech
enhancement algorithm that has much finer temporal and spectral
resolution than the source separation algorithm discussed before.

The middle part of the thesis presents our work on dimension reduc-
tion, which is concerned with extracting intrinsically low dimen-
sional information from high dimensional data. Dimension reduc-
tion is often applied as a data pre-processing step in a multi-stage
pipeline, and it is used in our context to reduce the dimensional-
ity gap between audio and video by projecting high dimensional
video frames onto a low dimensional space. Again, non-negativity
and sparsity constraints play an important role, effectively group-
ing and selecting those features (e.g. image pixels) that have the
greatest explanatory power. The mathematical techniques are very
similar to the rest of the thesis, in that a non-convex objective func-
tion is optimized iteratively under constraints.

1.2 Original Contributions

In the first part of the thesis, we present a method for finding cor-
related components in audio and video signals, which we use to
identify and track concurrently active sources in video and sep-
arate them in audio. We enforce non-negativity and sparsity con-
straints on the projection coefficients by reformulating canonical cor-
relation analysis (CCA) as an iterated regression problem. The non-
negativity requirement ensures that projected signals are compati-
ble with an interpretation as energy signals. Therefore, in the audio
domain the projection directions define time-varying spectral and
spatial filters that separate the sources. In the video domain, the
non-negativity constraint ensures that projections themselves are
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valid images. The sparsity constraint ensures that only few fea-
tures are selected per projection direction. The coefficient weight
of the video projection is therefore well localized, and it is possi-
ble to track the location of the source over time. By finding mul-
tiple orthogonal directions we finally obtain a component-based
decomposition of both data modalities, where different sources are
captured by different projections. Experiments for simultaneous
source separation of two speakers, and one speaker and a musi-
cal instrument, effectively demonstrate the potential and benefits
of this approach.

In the second part of the thesis, we study the problem of finding
the dominant eigenvector of the sample covariance matrix, under
non-negativity and sparsity constraints on the eigenvector. This
problem is known as sparse and non-negative principal component
analysis (PCA), and has many applications including dimensional-
ity reduction and feature selection. The problem has been shown
to be NP-hard, however, and exact branch-and-bound techniques
are only practical for small problem instances. There is therefore
a need for efficient approximate algorithms that find good solu-
tions. So far, the fastest algorithm that achieved competitive re-
sults had a runtime in O(D3), where D is the dimensionality of
the space, which precludes the application of constrained principal
component analysis (PCA) for very high-dimensional data. We
propose an O(D2) algorithm that enforces sparsity, non-negativity
or both constraints simultaneously in the same framework, which
is equivalent to expectation maximization for a probabilistic gen-
erative model of PCA in the limit case where the variance goes
to zero. Our method takes the data matrix X ∈ RD×N as input
(N is the number of samples), instead of the covariance matrix
C ∈ RD×D. The low complexity combined with an efficient treat-
ment of the D � N case enables an application of our method to
large data sets of high dimensionality. We demonstrate significant
improvements in explained variance and computational efficiency
compared to other constrained PCA algorithms, on data sets from
computer vision and biology. We also show the usefulness of non-
negative sparse PCA for unsupervised feature selection in a gene
clustering task. A Matlab implementation has been made available
at http://www.inf.ethz.ch/personal/chrsigg/icml2008.

http://www.inf.ethz.ch/personal/chrsigg/icml2008
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In the third part of the thesis, we present an enhancement method
for speech degraded by non-stationary real-world interferer sig-
nals. Our method is based on learning speech and interferer sig-
nal models separately on training data, and achieves significant
improvements over powerful methods such as geometric spectral
subtraction and codebook-based filtering, both for light and con-
siderable degradation of the clean speech signal. We model the
speech signal class and the interferer signal classes using learned
dictionaries. An observation of degraded speech is enhanced by
coding it in a composite dictionary, followed by separating the
contributions to the observed mixture into a speech and an inter-
ferer contribution, based on the sparse coding weights. For this
purpose we introduce the least angle regression with coherence crite-
rion (LARC) sparse coding algorithm, which is based on least an-
gle regression (LARS) and employs a residual coherence threshold
as the sparsity parameter. In contrast to specifying a coding car-
dinality or a residual norm value, it is not necessary to adapt the
residual coherence threshold to the data on a frame by frame basis.
Controlling the coding sparsity by varying the residual coherence
threshold enables a trade-off between source distortion and source
confusion, i.e. controlling the amount of speech degradation ver-
sus interferer intrusion in the enhanced speech signal. Dictionary
learning routines and an efficient C implementation of LARC with
a Matlab front-end has been made available at http://www.inf.
ethz.ch/personal/chrsigg/taslp2011.

Finally, we present a dictionary learning algorithm that controls the
self-coherence of the dictionary atoms, i.e. the similarity between the
elements of the dictionary. Enforcing a variable minimum angle
between atoms makes it possible to train dictionaries ranging from
highly coherent dictionaries to equiangular tight frames. Minimiz-
ing the self-coherence of the dictionary leads to better guarantees
for the residual norm decay and support recovery of sparse coding
algorithms, and improves the generalization performance of the
dictionary.

http://www.inf.ethz.ch/personal/chrsigg/taslp2011
http://www.inf.ethz.ch/personal/chrsigg/taslp2011
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Chapter 2

Constrained CCA for
Audio-Visual Source
Separation

In difficult auditory environments, where many talkers interfere
and their spectral characteristics overlap, humans often make use
of visual cues to facilitate understanding. In contrast to sound,
light propagates essentially instantaneously from object to eye at
the distances considered, the propagation path is most often free
from reflections, and regions of the visual field can almost always
be uniquely assigned to a source. We therefore expect a benefit
from incorporating video into a source separation or signal en-
hancement algorithm.

Yehia et al. [1998] have shown that facial behavior and speech acous-
tics are highly correlated, using infrared markers and a high-speed
tracker to obtain precise 3D coordinates of points on the face. Slaney
and Covell [2001] have shown that this result can be approximated
even using only pixel intensities from a video image of the lower
facial region. We show that trajectories of interest points are a suffi-
cient representation of movement, without the need for specialized
equipment or explicit face detection and alignment. Furthermore,
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we do not restrict our analysis to speech signals only. For example,
the relationship between movement and sound is straightforward
with certain musical instruments or mechanical tools. In principle,
including visual information in the auditory scene analysis is ben-
eficial for any auditory source that has observable corresponding
movement or intensity change.

In recent years, there have been several proposals to exploit the sta-
tistical dependency of synchronous audio and video signals. If the
dependency is assumed to be linear, methods of this kind find pro-
jections of both data modalities that maximize correlation [Yehia
et al., 1998, Slaney and Covell, 2001, Kidron et al., 2005]. Maximiz-
ing mutual information also takes non-linear dependencies into ac-
count [Hershey and Movellan, 2000, Fisher III and Darrell, 2004].
These methods, however, have limitations in several aspects, e.g.
the restriction to differentiable `2 penalties [Fisher III and Darrell,
2004], or the asymmetric treatment of audio and video [Kidron
et al., 2005].

In this chapter, we present a method based on maximizing canoni-
cal correlation, that identifies and separates several concurrently ac-
tive sources, by restricting projection directions to the non-negative
orthant and efficiently incorporating sparsity constraints in both
modalities. Non-negativity assures that projected signal energies
remain non-negative, and additively decompose the total audio
and video information. E.g. when using pixel intensities as the
visual input, projections are valid images themselves. On the au-
dio side, non-negativity constraints allow the interpretation of the
projection direction as time-varying filter weights, which amplify
bands that correlate well to their visual counterpart and attenuate
others. Sources are separated by enforcing orthogonality of succes-
sive projection directions.

The key contribution is to include these constraints in a general-
ized version of canonical correlation analysis (CCA), introduced by
[Hotelling, 1936], that is based on iterated regression. The method
is highly flexible in that it allows the choice of individual regular-
ization strategies for the different data modalities such as sparsity
constraints for video and smooth `2 penalties for audio. Further-
more, it allows us to diminish the influence of outliers by substitut-
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ing least-squares with robust regression procedures.

2.1 Introduction to Source Separation

The success of source separation, and more specifically speech en-
hancement, strongly depends on the auditory scene. Challeng-
ing but typical scenes consist of several active sources: the target
speaker, other speakers, nature sounds like animal or wind noise,
and artificial noises from cars or reproduced sound from a televi-
sion set, to name a few.

A full computational auditory scene analysis faces several prob-
lems, including:

• Scenes are dynamic, i.e. sources appear and disappear and
change their relative position.

• The complexity and variability of sounds emitted by a source,
e.g. a TV set plays a mixture of speech, other natural and also
synthesized sounds.

• Sources have spectral overlap, e.g. if more than one speaker
is active.

• The microphone records a superposition of all active sources,
with various delays due to the comparatively low speed of
sound, and (multiple) reflections from surfaces.

• There are typically more active sources than microphones,
and therefore more unknown variables than measurements.
Recovering the sources from the recorded mixtures is an under-
determined problem in this case.

Our hearing apparatus is obviously capable of overcoming these
difficulties to a great extent. Source separation algorithms partially
achieve the same goal by making specific assumptions about the
source signals, and how they are combined to form the observed
mixture signals.
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The simplest generative model for the observed mixture signal as-
sumes a linear instantaneous mixing process: the mixture xm(t) at
time-point t is the weighted sum of N source signals sn(t), n =
1, . . . , N,

xm(t) = am,1s1(t) + am,2s2(t) + · · ·+ am,NsN(t), (2.1)

where am,n ≥ 0 is the relative gain of source n arriving at micro-
phone m (which is a function of the distance from source to micro-
phone). If a microphone array consists of M microphones, we obtain
the linear equation system

x1(t) = a1,1s1(t) + a1,2s2(t) + · · ·+ a1,NsN(t)

x2(t) = a2,1s1(t) + a2,2s2(t) + · · ·+ a2,NsN(t)

· · · = · · ·
xM(t) = aM,1s1(t) + aM,2s2(t) + · · ·+ aM,NsN(t),

written in matrix form as

x(t) = As(t), (2.2)

with the vector of mixtures

x(t) = (x1(t), x2(t), . . . xM(t))> , (2.3)

and the vector of sources

s(t) = (s1(t), s2(t), . . . sN(t))
> , (2.4)

and the mixing matrix A ∈ RM×N
≥0 . Three assumptions need to be

made such that the linear instantaneous mixing model holds and
is invertible:

1. The acoustic scene is free of reflexions, and the differences in
distances from sources to microphones are negligible, relative
to the speed of sound.

2. There are (at least) as many microphones as sources, i.e. M ≥
N.
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3. A is known, e.g. from the geometry of the scene, and A is not
singular.

Given these rather strong assumptions, the sources can be perfectly
recovered from the mixtures by inverting the mixing matrix A,

ŝ(t) = Wx(t) = A−1x(t) = s(t). (2.5)

In other words, there exist N weighted sums w(n,:)x(t), n = 1, . . . , N
of the mixtures which recover each source. In the following, we
briefly review three important source separation approaches that
relax one or several of the above assumptions.

Independent Component Analysis. In practice, A is not known,
and needs to be estimated along with s(t). If the sources are mod-
eled as zero-mean random variables which are mutually statisti-
cally independent, and if their amplitude distributions are not Gaus-
sian, the method of independent component analysis (ICA) recov-
ers the sources by maximizing the non-Gaussianity of the weighted
mixture sums [Hyvärinen et al., 2001].

ICA proceeds in two steps. First, the mixture signals are decorre-
lated and their variances are scaled to unity by

z(t) = Vx(t), (2.6)

where the whitening transform V is obtained from the eigenvalue
decomposition of the covariance matrix

ET [x(t)x(t)>] = EDE> (2.7)

as
V = ED−1/2E>. (2.8)

The whitening transform recovers the sources up to a rotation, which
is identified in the second step. Using e.g. the absolute value of the
kurtosis, defined

kurt(y) = E[y4]− 3
(

E[y2]
)2

(2.9)

of a zero-mean random variable Y as the non-Gaussianity measure,
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Sound Source

Microphone 1 Microphone 2

x1(t) x2(t)

s1(t)

Figure 2.1: A sound source s1(t) is recorded by a two microphone
array. The different distances from the source to the microphones
introduce different delays in the recorded signals, x1(t) = s1(t −
d1,1) and x2(t) = s1(t− d2,1) .

it can be shown that by solving the maximization problem

w∗ = arg max
w

∣∣∣kurt
(

w>z(t)
)∣∣∣ (2.10)

s.t. ‖w‖2 = 1,

ŝ(t) = w∗>z(t) recovers one of the N sources, up to an arbitrary
gain factor. This is a consequence of the central limit theorem. Intu-
itively, since the sources are statistically independent and not Gaus-
sian distributed, the Gaussianity of the mixture signals is larger
than the Gaussianity of the sources. Therefore, the non-Gaussianity
of w>z(t) (measured by the absolute value of the kurtosis) is max-
imal if it recovers a single source.

Beamforming. In a typical auditory scene, the speed of sound
is too slow relative to the distances between the sources and mi-
crophones for the instantaneous propagation assumption to hold.
Therefore, beamforming methods [e.g. Brandstein and Ward, 2001]
consider non-zero delays dm,n from source n to microphone m. The
generative model (2.1) for mixture xm(t) becomes

xm(t) = am,1s1(t− dm,1)+ am,2s2(t− dm,2)+ · · ·+ am,NsN(t− dm,N),
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i.e. depending on the geometry of the scene, source signals arrive at
the microphones with different delays (see figure 2.1). By forming
a delayed linear combination of the mixtures

ŝn(t) =
M

∑
m=1

wnxm(t− δm,n), (2.11)

where δm,n is the delay of the m-th mixture for estimating the n-th
source, the delay-and-sum beamformer introduces constructive and
destructive interference of the source signals in ŝn(t), depending
on the angle of incidence at the microphone array. The result is a
directional sensitivity of the microphone array, i.e. the gain of the
microphone array varies with the angle of incidence (see figure 2.5
for an example). The maximum achievable directional sensitivity
is frequency dependent, and a function of the number of micro-
phones and their spacing. If the angles of incidence of the sources
are sufficiently different, relative to the directional sensitivity of the
array, the beamformer is capable of isolating one source with little
cross-talk from the other sources, by aligning the direction of max-
imum sensitivity with the target source.

Deconvolution methods take into account reflections from walls, by
modeling the impulse response from each source to each micro-
phone. Although the model is still linear and invertible, given the
impulse response of each source at each microphone, the number
of model parameters to be estimated increases significantly, com-
pared to beamforming as presented above. Furthermore, impulse
responses are sensitive even to small changes in location of sources
relative to microphones. Deconvolution methods are therefore be-
yond the scope of this thesis, a detailed study can e.g. be found in
[Hofbauer, 2005].

Model Based Source Separation. If the number of microphones
is smaller than the number of sources (i.e. M < N), the equa-
tion system (2.2) is under-determined. Therefore, recovering the
clean speech from the mixture signals requires further assumptions
about the temporal and spectral characteristics of the sources, and
prior knowledge in the form of source models. Monaural speech en-
hancement [e.g. Loizou, 2007] considers the extreme case of a single
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Figure 2.2: Two observations of the same source: A sequence of
video frames of a speaker’s face (left), and the distribution of spec-
tral energy of the audio speech signal over time (right). Since the
acoustic speech is produced by the physical movement of the lips
and chin which are visible in the video (and the vocal chords, vocal
tract and tongue which are not visible), there is a strong statistical
dependency between acoustic speech and visual speech dynamics.

observed mixture x(t),

x(t) = s(t) + i(t) (2.12)

of a clean speech signal s(t) and an interferer signal i(t). Chapter 4
presents our work on speech enhancement using sparse coding in
learned dictionaries, where the speech signal is estimated from the
mixture with the help of signal models for the speech and interferer
source.

2.2 Audio-Visual Speech Dependency

It is well known that in challenging environments, where there are
several active speakers and a significant amount of reverberation,
or where there is intrusive background noise, even listeners with-
out hearing impairment benefit from visual cues to facilitate un-
derstanding of a speaker’s voice [Sumby and Pollack, 1954]. In
contrast to the auditory signal, the visual input is typically free of
reflections, and regions of the visual field can be uniquely assigned
to a point source.
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Our perception of speech fuses acoustic and visual information to-
gether into a common reference frame. The McGurk effect is a sur-
prising illustration of this fact. Given a simultaneous presentation
of acoustic and visual stimuli, where the acoustic speech does not
match the visual speech, listeners fuse the discrepant information
in such a way, that the perceived stimulus neither matches the au-
ditory nor the visual stimulus [McGurk and MacDonald, 1976]. For
example, if the the acoustic articulation corresponds to the syllable
/bi/, and the visual articulation corresponds to the syllable /gi/,
many listeners report hearing /di/. Strict temporal synchrony is
not necessary for this effect to appear [Munhall et al., 1996].

It has also been shown that visual speech stimuli influence the
detection [Grant and Seitz, 2000] and localization of speech [Ber-
telson, 1999]. These findings motivate our efforts to exploit the
statistical dependency between acoustic and visual source activ-
ity for audio-visual source separation. However, we do not limit
ourselves to speech signals, and we do not impose physiological
plausibility on our model.

2.2.1 Dependency Modeling

A statistical model that is useful for audio-visual source separation
needs to satisfy two requirements:

1. The model is efficiently inferred for all present sources, both
speech and non-speech. Ideally, no training data is necessary,
i.e. there is no need for labeled data from each source in iso-
lation. The test data, where several sources are potentially
active at the same time, is sufficient.

2. Given the model, all active sources can be localized in the
video recording, and can be separated in the audio recording.

The audio signal and the video signal are modeled as multi-dimensional
random variables. In practice, we assume that we are given N ob-
servations A ∈ RDa×N and V ∈ RDv×N from the audio random
vector a ∈ RDa and video random vector v ∈ RDv . In the context
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of joint audio-video analysis, these samples might be mimicked
by considering N subsequent frames of the synchronized streams,
recorded at time points t1, . . . , tN of a sliding analysis window. In
order to estimate the statistical dependency of audio and video re-
liably, it is clear that one has to find a compromise between the
number of sample points (which would favor high sample rates
and long analysis windows) and the absence of correlations and
scene changes (which means low sample rates and short analysis
windows).

Mutual Information. The statistical dependency between two con-
tinuous random vectors a and v can be measured by their mutual
information,

I(a; v) =
¨

p(a, v) log
p(a, v)

p(a)p(v)
dadv, (2.13)

where p(a, v) is the joint probability density function (PDF), and
p(a) and p(v) are the marginal density functions. Mutual informa-
tion is non-negative, symmetric, and I(a; v) = 0 if and only if the
random vectors are statistically independent. Furthermore, it takes
both linear and non-linear dependencies between the random vec-
tors into account [Cover et al., 1991].

However, evaluating the double integral (2.13) can be arbitrarily
difficult in practice, given that the density functions are typically
not known, and the integration takes place in a potentially high di-
mensional space. Integration is tractable if parametric models are
assumed for which there is a closed form solution for the mutual
information (e.g. the multivariate Gaussian distribution). Alterna-
tively, non-parametric density estimation techniques can be com-
bined with numerical integration methods, but the error due to us-
ing empirical estimators for the densities can be large [Paninski,
2003].

Correlation. The linear dependency between two random vari-
ables X and Y is measured by their correlation, which is defined as
the covariance of X and Y, divided by their respective standard
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deviations,

corr (x, y) =
EX,Y

[
(x− µx)

(
y− µy

)]

σxσy
, (2.14)

where µx is the mean and σx is the standard deviation of X. Covari-
ance is high, if on average the realizations of both random variables
are jointly larger or jointly smaller than their respective means. The
denominator in eq. (2.14) assures that corr (x, y) ∈ [−1,+1], and
therefore does not depend on the scale of X or Y. Collecting N
realizations of both random variables in x and y, and subtracting
their empirical means such that ∑N

n=1 xn = ∑N
n=1 yn = 0, eq. (2.14)

can be rewritten in terms of inner products,

corr (x, y) =
x>y

‖x‖2 ‖y‖2
(2.15)

=
x>y√

x>x
√

y>y
. (2.16)

Note that eq. (2.15) is invariant to scaling of x or y.

canonical correlation analysis (CCA) is an approach to generalize
the linear dependency measure to the multi-variate case, which
projects both data modalities into a common space, such that the
correlation of the projected random vectors is maximal (see figure
2.3). Modeling a non-linear dependency is possible in the same
framework by means of the kernel trick [Schölkopf and Smola,
2002].

2.2.2 Canonical Correlation Analysis (CCA)

We perform canonical correlation analysis to locate sources in video
and separate their corresponding audio signals. Modeling audio
and video signals as random vectors, we seek pairs of linear pro-
jection vectors that maximize the correlation between the two pro-
jected signals. To locate a source in the video signal, we identify a
sparse number of components (pixels or interest points) that con-
tribute the projection. On the audio side, a properly defined pro-
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Figure 2.3: The linear dependency between two sets of data points
from different modalities is measured by finding a projection di-
rection for each space (illustrated by the two arrows), such that the
correlation of the data sets, orthogonally projected onto the sub-
space, is maximized.

jection onto frequency bands may be interpreted as a frequency-
domain filter, amplifying frequencies contained in the source and
attenuating others. Other representations of the audio signal, such
as Mel-frequency ceptral coefficients (MFCCs) or line spectral pairs
(LSPs), are of course possible. For the purpose of source localiza-
tion and separation, a spatial representation of the auditory scene
is of particular importance. Such a representation can be obtained
from using a microphone array together with a filter-and-sum beam-
former (a generalization of delay-and-sum beamforming which was
introduced in sec. 2.1), that combines finite impulse response (FIR)
filtered microphone signals such that a certain direction is preferred.
In this setting, projections of the input stream associate groups of
audio sub-band energies (or any other set of grouped coefficients)
with spatial coordinates. If, in addition, these projections are sparse
in the number of groups, they might be used to localize individual
sources in the scene.

In this section, we introduce the CCA objective, and the classical
solution based on solving a generalized eigenvalue problem. Our
presentation is based on [Hardoon et al., 2004], which provides an
overview from the original work by Hotelling [1936], up to recent
work which extends CCA to the non-linear and non-vectorial case
with the help of kernels [Lai and Fyfe, 2000]. In the next section,
we will present a solution to the CCA objective which is based on
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iterated regression. This will make it possible to introduce spar-
sity and non-negativity constraints, as well as robust loss functions
beyond the L2 norm.

CCA maximizes the correlation of multivariate random vectors,
linearly projected to one-dimensional subspaces (see figure 2.3).
Even if the dependency between the acoustic and the visual obser-
vation of the same source is strongly linear, this might not be ap-
parent from directly measuring pairwise correlations of audio and
video feature elements. A correlation analysis depends on the co-
ordinate system of both feature spaces. CCA identifies basis trans-
forms for both spaces, such that the projections of the variables on
these basis vectors maximally reveal a linear dependency.

The CCA objective for the first pair of projection vectors (p∗, q∗) is

(p∗, q∗) = arg max
p,q

corr
(

A>p, V>q
)

(2.17)

where A ∈ RDa×N is the data matrix that holds N audio observa-
tions with Da features, and V ∈ RDv×N is the corresponding video
data matrix. Assuming that both A and V have been centralized, i.e.

N

∑
n=1

Ad,n = 0, ∀d = 1, . . . , Da (2.18)

by subtracting the empirical mean along the second matrix dimen-
sion, the objective to be maximized in eq. (2.17) is the ratio

corr
(

A>p, V>q
)

=
p>AV>q√

p>AA>p
√

q>VV>q
(2.19)

=
p>C(a,v)q√

p>C(a)p
√

q>C(v)q
, (2.20)

where we introduced the cross-covariance matrix

C(a,v) =
1
N

AV> (2.21)
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and the covariance matrices

C(a) =
1
N

AA> (2.22)

and
C(v) =

1
N

VV>. (2.23)

Because the CCA objective is invariant to a linear scaling of p and
q, we can transform the unconstrained maximization problem (2.17)
into a maximization problem with a simpler objective function and
two additional equality constraints,

(p∗, q∗) = arg max
p,q

p>C(a,v)q (2.24)

s.t. p>C(a)p = 1

∧ q>C(v)q = 1,

which is a quadratically constrained bi-linear problem that is ana-
lytically solvable. Note that although the objective is not concave
and therefore there is no unique global maximum, it can be shown
that all maxima attain the same value due to symmetry [Mardia
et al., 1980]. This will no longer be true when additional sparsity
and non-negativity constraints are introduced in sec. (2.2.5).

The Lagrangian associated with problem (2.24) is

L (p, q, λ1, λ2) = p>C(a,v)q− λ1

2

(
p>C(a)p− 1

)

− λ2

2

(
q>C(v)q− 1

)
. (2.25)

Therefore, the two optimality conditions are

∂

∂p
L = C(a,v)q− λ1C(a)p !

= 0 (2.26)

and
∂

∂q
L = C(v,a)p− λ2C(v)q !

= 0, (2.27)
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where we have made use of the fact that C(a) and C(v) are sym-
metric and C(v,a) = (C(a,v))>. Next, we show that λ1 = λ2, which
follows from combining both optimality conditions in

0 = p>C(a,v)q− λ1p>C(a)p− q>C(v,a)p + λ2q>C(v)q

= p>C(a,v)q− λ1 − q>C(v,a)p + λ2 (2.28)

= −λ1 + λ2. (2.29)

We therefore drop the index and write λ = λ1 = λ2. To solve eq.
(2.27) for q, we have to assume that C(v) is invertible. However,
for video we typically have Dv � N, and the covariance matrix
becomes singular. This can be avoided by introducing an `2 reg-
ularizer on the covariance matrix, as will be explained in section
2.2.4. For now, we assume that the covariance matrix is not singu-
lar, and therefore

q =
1
λ
(C(v))−1C(v,a)p. (2.30)

Substituting eq. (2.30) into eq. (2.26), we obtain the generalized
eigenvalue problem

C(a,v)(C(v))−1C(v,a)p = λ2C(a)p. (2.31)

Solving eq. 2.31 for p and using eq. (2.30), we obtain the optimal
projection pair (p∗, q∗).

2.2.3 Finding all CCA Projections

For the source separation problem, it is naturally interesting to look
for several projection pairs (p(l), q(l)), l = 1, . . . , L, and each pair
ideally identifies and isolates a single source. If all sources are
pairwise statistically independent, then they are also uncorrelated.
Given two projection vectors p(1) and p(2), the projected audio sig-
nals will therefore be orthogonal,

(
A>p(1)

)>
A>p(2) = 0, (2.32)
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if the projection vectors isolate two different sources, which is due
to eq. (2.15). Furthermore, orthogonality implies that the projection
vectors are mutually conjugate,

(p(1))>C(a)p(2) = 0. (2.33)

The full CCA problem is thus defined as finding all projection pairs,
such that each pair maximizes correlation of the projected data,
subject to the constraint that subsequent projection pairs are mu-
tually conjugate. More formally, projection pairs (p∗(l), q∗(l)), l =
2, . . . , L, where L = min (rank(A), rank(V)), are again solutions to
the CCA objective eq. (2.17), subject to additional constraints

(p∗(k))>C(a)p∗(l) = (q∗(k))>C(v)q∗(l) = 0 (2.34)

for k 6= l. One can show that if these conditions are satisfied, it also
holds that for k 6= l,

(p∗(k))>C(a,v)q∗(l) = 0. (2.35)

Solving the generalized eigenvalue problem (2.31) for all eigenvec-
tors provides all projection pairs (p∗(l), q∗(l)), l = 1, . . . , L.

Note that mutual conjugacy of projection vectors is only a nec-
essary, but not a sufficient condition to identify different sources,
because absence of correlation does not imply statistical indepen-
dence.

2.2.4 `2 Regularization of the Covariance Matrices

We have already mentioned that for video, it typically holds that
Dv � N, resulting in a singular covariance matrix C(v). This can
be avoided by `2 regularization of the projection vectors. In this
case, the CCA objective is

(p∗, q∗) = arg max
p,q

corr
p>C(a,v)q√

p>C(a)p + κp>p
√

q>C(v)q + κq>q
,
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where the regularization parameter κ penalizes the `2 norm of p
and q. Again, the objective is invariant to a rescaling of p or q.

By choosing a sufficiently large κ, the eigenvalue spectrum of C(a)

and C(v) is shifted such that the matrices are invertible. Following
the same derivation as above, solving CCA amounts to solving the
eigenvalue problem

(C(a) + κI)−1C(a,v)(C(v) + κI)−1C(v,a)p = λ2p. (2.36)

2.2.5 CCA with Constraints

The dimensionality and sample rate of the audio and video sig-
nal differ by several orders of magnitude. The dimensionality Dv
of uncompressed video is very high (typically of the order of 104 to
106 dimensions) compared to the frame rate (25 frames per second).
As a consequence, even for long segments of video, the total num-
ber of observations N will be much smaller than Dv. Inference for
this kind of data therefore carries a significant risk of over-fitting.

There are three remedies for this problem: dimension reduction
methods extract a lower dimensional representation of the data
with minimal approximation error. Chapter 3 discusses our work
on incorporating non-negativity and sparsity constraints into principal
component analysis (PCA), which is an unsupervised dimension
reduction technique that is not limited to audio or video signal
analysis. Second, there are feature extraction techniques that are
tailored to the analysis of videos of natural scenes. Interest point
tracking (section 2.4.1) detects salient points in the video image (e.g. cor-
ners) and tracks them over time, and therefore provides an esti-
mate of the movement of objects in the scene. Typically, interest
point tracking reduces Dv to the order of 102 to 103 dimensions.
Finally, regularization penalties on the projections adapt the com-
plexity of the dependency model to the amount of available data,
and thus avoid over-fitting. Differentiable `2 regularization was
discussed in the previous section, in this section we incorporate
non-negativity and sparsity constraints into CCA .

Concerning the video signal, it is desirable to have sparse pro-
jection vectors q such that only those components have nonzero
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weights, which are associated with the source in question. Pe-
nalizing the `1-norm of q as done in least absolute shrinkage and
selection operator (LASSO) regression [Tibshirani, 1996] generates
sparse representations. The `1 penalty naturally generalizes to a
group sparsity constraint [Yuan and Lin, 2006] if there are several
features per component, e.g. the Cartesian and polar coordinates
of an interest point. In that case, feature weights within the same
group are `2 penalized, whereas the between-group penalty is the
`1 norm.

On the audio side, the desired regularization properties crucially
depend on the data representation and on the application context.
If we are interested in reconstructions of the audio signals and if
we choose e.g. a frequency band representation, sparsity is prob-
ably not desirable, because omitting frequency bands will lead to
undesired audible artifacts in the reconstructed audio streams. `2
regularization or a smoothness penalty on coefficients (pd, pd+1) of
adjacent frequency bands will be more adequate in such a situa-
tion. If, on the other hand, the audio signal is represented by direc-
tionally grouped components obtained by a beamformer, sparsity
in the number of groups is again a desired property since it makes
it possible to acoustically isolate individual sources in the scene.

Rewriting problem (2.24) as

(p∗, q∗) = arg min
p,q

∥∥∥A>p−V>q
∥∥∥

2
(2.37)

s.t.
∥∥∥A>p

∥∥∥
2
= 1

∧
∥∥∥V>q

∥∥∥
2
= 1

suggests that alternating regression is a second approach to solving
the CCA problem, besides the eigenvalue decomposition of C(a,v).
For a given p∗, the optimization criterion (2.37) is the minimum
mean-squared error criterion for regression coefficients q:

q∗ = argmin
q

∥∥∥A>p∗ −V>q
∥∥∥

2
, (2.38)
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followed by a rescaling step

q∗ ← q∗/
∥∥∥V>q∗

∥∥∥
2

. (2.39)

This formulation suggest an iterative solution approach to the CCA
problem: for iteration t, one set of parameters (for instance p(t−1))
is held constant, while a regression step is performed to find the
corresponding set of coefficients q(t). Then q(t) is held fixed to de-
termine the corresponding optimal p(t). This way of solving the
CCA problem has been proposed several times in the literature
[e.g. Vıa et al., 2005].

If we, for instance, choose group sparsity penalties [Yuan and Lin,
2006] on the video and audio side (with appropriate group size for
each modality), the following update scheme results:

q(t) = arg min
q

(
‖A>p(t−1) −V>q‖2 + λ1

G

∑
g=1
‖q(g)‖

)

q(t) ← q(t)/‖V>q(t)‖2

p(t) = arg min
p

(
‖A>p−V>q(t)‖2 + λ2

H

∑
h=1
‖p(h)‖

)

p(t) ← p(t)/‖A>p(t)‖2,

where q(g) = (qg, . . . , qg+bv−1)
> are the coefficients of the g-th

group of q. The group size bv = Dv/G is chosen to match the
input representation, e.g. bv = 4 for the coordinate quadruple of
an interest point. This procedure is iterated until convergence of
the projection directions p and q.

The following three benefits can be realized in this update scheme:

(i) Flexibility in Choosing Appropriate Regularization Models.
We can perform ridge regression with an `2 constraint, or perform
LASSO for `1 constrained regression, or combine both in a group
penalty. The appropriate form of regularization can be chosen sep-
arately for each data modality and each application domain.

(ii) Handling of Outliers via Robust Regression. Techniques for
robust regression can be readily incorporated: the quadratic error
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term ‖ · ‖2 in (2.38) can be replaced with more robust measures
such as the Huber loss function, which is defined as

`c(x) :=





c|x| − c2

2
for |x| > c

x2

2
for |x| ≤ c,

(2.40)

in order to diminish the effect of outliers in the data. The parameter
c in the Huber loss function controls the point that determines the
transition from the quadratic growth, which models the “signal”
contribution, to the mere linear growth in the “outlier” regime. In
our context, such outliers might occur as audible pops and crackles
or temporary mismatches of the interest point tracker. Assuming
an `2 regularization term on the audio side, the fitting procedure
reads

p(t) = arg min
p

N

∑
n=1

`c

(
(A>p−V>q(t))n

)
+ λ‖p‖2

2. (2.41)

This regression model can be reformulated as an iteratively re-weighted
least-squares problem, which can be solved via additional sub-iterations
in an inner loop, cf. Fessler [1997]:

p(t) =
[
AΩ(p(t))A> + 2λI

]−1
AV>q(t), (2.42)

where Ω(p(t)) denotes the iteratively re-estimated diagonal weight
matrix

Ω(p(t)) = diag
{

ω
(
(Ap(t) −V>q(t))n

)
, n = 1, . . . , N

}
, (2.43)

with the auxiliary function

ω(x) := (1/x) · ∂`c(x)
∂x

. (2.44)

(iii) Non-Negativity Constraints. Finally, it is straightforward to
include non-negativity constraints on the elements of p and q, i.e. to
optimize equation (2.37) under the additional constraints p � 0
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Figure 2.4: If the rows of the data matrix A are frequency bands of
the audio signal, A>p under the constraint p � 0 performs time
variable frequency filtering. pd is the non-negative gain of the d-th
frequency band.

and q � 0. This problem can be solved via quadratic programming
algorithms. For the robust case above, Fessler [1997] has intro-
duced a variant of the iterative update scheme in eq. (2.42) which
can handle non-negativity constraints. These additional constraints
lead us to the desired model of non-negative CCA, which ensures
that A>p and V>q are themselves valid audio and video energy
signals (see figure 2.4). It follows that successively found corre-
lation directions decompose the two data modalities into additive
energy components.

We incorporate a soft version of the conjugacy constraints (2.34) on
subsequent projection directions by means of an additional quadratic
orthogonalization term in the regression function. E.g. for the l-th
video projection vector, we solve

q(l) = arg min
q

(
‖A>p∗(l) −V>q‖2 + λ1

G

∑
g=1
‖q(g)‖2 + λ2q>Oq

)

where

O =
l−1

∑
k=1

C(v)q(k)(C(v)q(k))>. (2.45)

Because O is a sum of positive semi-definite matrices, the mini-
mization problem remains convex.
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2.3 Related Work

The statistical dependency between acoustic and visual dynam-
ics has been measured in various ways. Yehia et al. [1998] exam-
ined the degree of linear correlation between the vocal tract and
facial movement on the one side, and the speech acoustics on the
other side. Facial movement was tracked using infrared markers
placed on the cheeks, chin and around the lips of the speaker. Vocal
tract movement was tracked electromagnetically using small trans-
ducers placed mid-sagitally on the tongue, the lips and the lower
incisors. LSP features [Itakura, 1975] and the root mean square
(RMS) amplitude were extracted from the clean audio signal. The
authors observed a stronger correlation between facial movement
and acoustic features (mean correlation coefficient ρ = 0.73 for
LSP features, ρ = 0.83 for RMS amplitude, for speaker “EVB”)
than vocal tract movement and acoustic features (ρ = 0.69 and
ρ = 0.75, respectively), while the combination of facial and vocal
tract movement achieved the strongest correlation to acoustic fea-
tures (ρ = 0.78 and ρ = 0.85, respectively). The pronounced linear
dependency between facial movement and acoustic speech suggest
that the simpler experimental setup of recording visual speech dy-
namics using a camera (compared to 3D tracking of sensors) can
provide informative features as well.

Hershey and Movellan [2000] measured the “synchrony” of acous-
tic and visual speech using mutual information

I (a; v(x, y)) (2.46)

between acoustic feature a ∈ RDa and visual feature v(x, y) ∈ RDv ,
associated with pixel (x, y) of the video frame, over a window of τ
past frames. By limiting their analysis to the case of jointly Gaus-
sian distributed feature vectors

[a; v(x, y)] ∼ N (µ, C(a,v)), (2.47)
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where C(a,v) is the covariance matrix of the concatenated vector,
the mutual information is the log-ratio

I (a; v(x, y)) =
1
2

log
|C(a)||C(v)|
|C(a,v)| , (2.48)

where C(a) is the audio covariance matrix and C(v) is the video
covariance matrix. The active source was located in the video by
forming the weighted centroid of all pixels, where the weight of
pixel (x, y) corresponds to I (a; v(x, y)), computed over a window
of the past τ = 16 frames. Hershey and Movellan performed an
experiment where a female and a male speaker take turns to articu-
late random digits. They report that the active speaker was located
correctly for the majority of frames (no detailed quantitative analy-
sis is given). They note that the mutual information is surprisingly
high for pixels around the eyes, which are not directly involved in
speech production. Apparently, head movement, eye movement
and blinking have a substantial degree of synchrony to speech.

Fisher III and Darrell [2004] also employed mutual information as
the dependency measure. Instead of a Gaussianity assumption, the
densities were estimated using Parzen windows. Using gradient
ascent optimization of the linear projections, a speaker could be
correctly localized in the presence of a second person which pro-
duced distracting mouth movement.

Slaney and Covell [2001] performed a similar analysis to Hershey
and Movellan [2000] using canonical correlation analysis. A face
detector was employed to extract a region of interest (ROI) and to
align video frames over time. A minimum window size of 1.3 sec-
onds was necessary for CCA to avoid spurious correlations. By
stacking several consecutive video frames, the authors observed
that past and future video frames also contribute to the maximum
correlation with the current audio frame. However, overall syn-
chronization between the audio and video signal was important,
as a time-shift greater than 100 ms lead to a rapid decay in the max-
imum achievable correlation value.

Finally, Kidron et al. [2005] enforced an `1 constraint on the coef-
ficients of the video projection to identify single pixels associated
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with producing sound.

The various methods discussed in this section all demonstrate that
the statistical dependency between synchronized audio and video
streams can be exploited to localize a single acoustic source in the
video stream, even in the presence of distracting movement. We
demonstrate that by extending CCA to include non-negativity and
sparsity constraints on the projection coefficients, it is possible to
separate several simultaneously active sources in the audio stream
and to localize them in the video stream.

2.4 Experiments

We have evaluated the source identification and source separa-
tion capability of constrained CCA in several settings. Because no
established corpus of multi-channel audio-visual recordings was
available at the time, we acquired our own data. Location record-
ings were taken indoors in a small and a large office (both consider-
ably reverberant), and outdoors with background street noise. We
used a consumer video camera with a wide angle lens, and one or
several microphones (for beamforming) that were connected to a
laptop via an external audio interface.

The placement of the video camera and the microphone array did
not coincide, therefore the array output had to be synchronized
temporally to the video stream with the help of the built-in micro-
phone of the video camera. Maximization of the cross correlation
between the audio streams of the built-in microphone and one of
the array channels provided the correct time-shift from the video
to the audio stream. Knowledge about the relative placement of
the sources, the camera and the array was not necessary for any
experiment.

2.4.1 Video Features

Intensity images. Intensity images were computed from the video
frames by converting them to gray-scale, smoothing with a Gaus-



2.4 Experiments 47

sian mask (for noise reduction) and down-sampling to the appro-
priate size. The images were then linearized to form the columns
of V ∈ RDv×N , where each column corresponds to one time point
in a sliding window. A pixel based representation is only sensible
if the scenes are fairly static or the window size is small, so that a
pixel corresponds to the same location on a source (e.g. on the chin)
over the whole time window. Intensity changes are due to source
movement only under such restrictive conditions.

To overcome this constraint, an interest point tracker is employed,
which is able to match salient locations over longer time periods
even if the scene is dynamic.

Interest Point Tracking. Shi-Tomasi interest points [Shi and Tomasi,
1994] were tracked using a sparse pyramidal Lucas-Kanade tracker
[Bouguet, 2000]. We used both Cartesian and polar coordinates as
features. High-pass filtering of the trajectories rejects distracting
global movement (e.g. a translation of the whole body) while re-
taining relevant local movement of lips, chin or hands. A median
filter of neighborhood size three was used to obtain smoother tra-
jectories. Here, the columns of V contain the coordinates of every
interest point at each time-step.

2.4.2 Audio Features

In the audio domain, the ultimate goal of CCA is the separation
of all present sources. Therefore, the audio signal representation
must be chosen, such that a CCA projection selects only compo-
nents which belong to a single source. Separation in the frequency
domain is difficult if the sources have a significant spectral overlap.
Even if every time-frequency bin is dominated by only one source
(such as in an anechoic mixture of speech), the timescale of audio-
visual CCA is too slow for the rapidly changing spectral shape of
speech (cf. the experiments discussed in sec. 2.4.5 and 2.4.6). The
spectral distribution of speech energy is approximately stationary
only on the scale of 50 to 100 ms, which corresponds to about one or
two video frames. Separation in the spatial domain using a beam-
former is more promising for our application, since the relative po-
sition and movement of sources change slowly and continuously
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Figure 2.5: Theoretical directivity response of the beamforming de-
vice as it was used in our experiments, for target directions [+60°,
0°, -60°]. Plotted is the directional RMS energy for five bands of
band-pass filtered white noise centered at 500 Hz, 1000 Hz, 1500
Hz, 2000 Hz and 2500 Hz.

enough, such that the frame rate of the video signal is sufficient in
this case.

2.4.3 Auditory Filterbank

A frequency-domain representation was built from 50 frequency
bands, equally spaced in the Mel scale in the range 100 Hz - 8
kHz. The signal in each of the bands was rectified, filtered and sub-
sampled to the video frame rate of 25 Hz. Low-pass filtering before
the sub-sampling process avoided aliasing effects in the sampled
energy signals.

2.4.4 Beamforming

A spatial representation of the audio data was derived from a mi-
crophone array with a filter-and-sum beamformer. We used a lin-
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ear array of 4 omni-directional microphones with 6cm spacing be-
tween the microphones. A multi-channel Wiener filter [Brandstein
and Ward, 2001] was trained with pilot signals from fixed target
and interferer directions. The directivity response for this architec-
ture is plotted in figure 2.5. This rather limited architecture pro-
vided sufficient separation for three equiangular target directions
of the frontal hemisphere in the range of 500Hz to 3000Hz, and
served as proof of concept implementation of spatial filtering. Any
state-of-the-art fixed beamformer architecture could be used in-
stead for better directivity and more bandwidth. For every target
direction, sub-band energies were again extracted equally spaced
in Mel scale to allow for both spatial and spectral filtering. Alterna-
tively, we also evaluated LSP coefficients combined with RMS sig-
nal energy for every target direction, as motivated by Yehia et al.
[1998]. In that case, the coefficients of p were used in a voting
scheme to identify the most likely direction of a source.

2.4.5 Identification in the Frequency Domain

In a first experiment, we used the frequency domain representa-
tion of a single audio channel and tested our method on a sequence
where one person sits and speaks and another person moves around.
Non-negative CCA was performed on sliding windows of size 50
frames. We used `1 regularization for video in order to identify sin-
gle pixels, and `2 regularization on the audio side. A frame from
this sequence is depicted in figure 2.6. Non-zero projection coeffi-
cients are highlighted as white circles centered at the correspond-
ing pixel (the magnitude of the projection coefficient qd determines
the brightness of the spot). One can clearly see that the method
was able to distinguish between the sound source and uncorrelated
movements.

Using the same audiovisual representation, we have also conducted
experiments with two speakers (see figure 2.7). The first two pro-
jections successfully identified the speakers, i.e. the coefficient weight
for each projection concentrated on a single source (with the excep-
tion of one coefficient). While these results show that constrained
CCA performs well in finding distinct areas in the image which
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Figure 2.6: A video still frame showing one speaker and one mov-
ing person. The identified pixels are overlayed as white points in
the frames, where intensity is proportional to the corresponding
weight qd. Non-negative CCA clearly identified the audio source
in the presence of uncorrelated movements.
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Figure 2.7: The sparse non-negative projections q(1) and q(2) select
pixels that correspond to the two simultaneously active sources.
The left figure illustrates the non-negative coefficients of q(1), by
drawing small rectangles centered at the location that corresponds
to each non-zero coefficient. Except for one coefficient (to the right
of the left image), the coefficient weight correctly concentrates on
the left speaker’s face. The right figure illustrates the second pro-
jection q(2), which puts non-zero coefficient weight both on the face
as well as the chest of the speaker.
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Figure 2.8: A video still frame showing the left speaker counting
and the right speaker reciting a poem. The identified interest points
are marked with circles, squares and triangles, corresponding to
the first, second and third projection. Filled markers with black
outline are the weighted centroids of the projections.

correspond to different audio sources, the reconstructed audio sig-
nals did not provide a sufficient separation of the sources. Such
a separation, however, could probably not be expected by solely
using frequency bands to represent the audio signal. As already
discussed, for a window length of two seconds (necessary at 25Hz
frame rate to collect enough samples), the frequency representa-
tion alone was no longer discriminative for separating concurrent
speakers in audio.

2.4.6 Separation in the Spatial Domain

In a third experiment, we addressed the aforementioned problem
by using a spatial audio representation derived from a microphone
array with beamforming. For each preferred direction of the beam-
former, we extracted the RMS energy and the 10th order LSP coef-
ficients. On the video side, we tracked 560 interest points. The slid-
ing window size was ten seconds. Figure 2.8 shows the result for
two speakers, the left one counting numbers and the right one recit-
ing a poem. The positive coefficients of the first three projections
are depicted as circles, squares and triangles, where the marker size
is proportional to coefficient weight. Filled markers with black out-
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Figure 2.9: Video still frame of one person strumming the guitar
and one person counting. The first CCA projection correctly iden-
tifies the strumming hand. The second and third CCA projections
concentrate the coefficient weight on the speaker.

line depict the weighted centroids of the projections. The results
show that the first two centroids identify the left speaker, while the
third centroid concentrates on the right speaker. There is also one
non-zero coefficient from the second projection on the right person.
This might be due to the fact that in this case, the second projection
corresponds to the center direction of the beamformer, where there
is no clear separation between the sources. There are also two more
coefficients with small positive weights located in the background.

In a fourth experiment we demonstrated that our method makes
no strong assumptions about the nature of the source, and can
also correctly identify a strummed guitar (see figure 2.9). The in-
put representations were identical to the third experiment, except
for a shorter sliding window of six seconds length. Note that our
method does not rely on any geometric information or camera cal-
ibration, and can cope with a significant amount of lens distortion.
Furthermore, camera and beamformer position do not have to co-
incide.
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2.5 Conclusions and Discussion

In this chapter, we have presented a source separation approach
that finds non-negative and sparse projections of audio and video
signals, such that the correlation of the projected signals is maxi-
mized. Exploiting the statistical dependency between a synchro-
nized audio and video stream makes source separation possible in
cases where the audio recording itself is not discriminatory enough.
Enforcing a non-negative combination of acoustic components re-
sults in a spectral or spatial filtering of the audio signal, and en-
forcing a sparse combination of visual components results in a lo-
calized concentration of the coefficient weight. By finding mutu-
ally conjugate projections, it becomes possible to localize and sep-
arate several concurrently active sources, solely based on identify-
ing correlating acoustic and visual activity.

The generality of our approach is both a strength and a weakness.
On the one hand, the proof of concept experiments reported in sec-
tion 2.4 clearly demonstrate that constrained CCA can deal with
several kinds of sources, as long as there is correlating acoustic
and visual activity. On the other hand, the number of observations
needs to be large enough to avoid trivial correlations. For example,
the analysis window had to be several seconds long such that two
concurrent speakers could be separated reliably.

If instead of separating arbitrary sources , the application focus is
more narrowly defined as speech enhancement, i.e. the separation
of a target speech source from several interfering sources, it is help-
ful to incorporate prior knowledge about acoustic or visual speech
in the form of a trained model. Given such a model, it becomes
possible to perform audio filtering on a short time-scale down to
30 ms, where the speech signal is quasi-stationary. Spectral filter-
ing can then be employed successfully to separate the target speech
from the interferer signal. We present a speech enhancement algo-
rithm based on sparse coding in learned dictionaries in chapter 4.
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Chapter 3

Constrained PCA for
Unsupervised Feature
Selection

As explained in the last chapter, joint audio-video analysis faces the
problem that the dimensionality and the sampling rate of the two
domains differ by several orders of magnitude. Furthermore, the
dimensionality of the video signal is high compared to the sam-
pling rate of a standard camera. Even if a substantial amount of
regularization is used in the canonical correlation analysis (CCA)
algorithm, an analysis window length of several seconds is still
necessary to minimize spurious correlations in the experiments.

One way to bring the dimensionality of the audio and video do-
main closer together is to use a dimension reduction technique,
which extracts a low dimensional approximation to the high di-
mensional video signal. principal component analysis (PCA) is an
unsupervised dimension reduction method, which orthogonally
projects the high dimensional data onto a low dimensional sub-
space, called the principal subspace. This subspace is spanned by
directions of maximum variance of the projected data. This chap-
ter presents our work on extending PCA to include non-negativity
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and sparsity constraints on the projection coefficients. By enforcing
sparsity of the projection coefficients, orthogonal projection amounts
to sparse feature selection, i.e. only those features that contribute
most to the variance of the projected data are included in the anal-
ysis. Enforcing non-negativity of the coefficients results in addi-
tive feature combinations. The two constraints, separately or com-
bined, allow for a trade-off between the statistical fidelity and the
interpretability of the principal component analysis. The constraints
also follow naturally from the data domain. For example, in the
case of gene expression analysis (sec. 3.7.3), chemical concentra-
tions and reaction rates are non-negative quantities, and it is of-
ten assumed that the number of interacting proteins is quite small
compared to the total number [e.g. Rual et al., 2005].

Constrained PCA belongs to the class of NP-hard problems, and
exact branch and bound algorithms are only practical for small
problem instances [Moghaddam et al., 2006a]. It is therefore nec-
essary to develop efficient approximation algorithms that achieve
good solutions. There is no algorithm either for sparse or non-
negative sparse PCA that achieves competitive results in less than
O(D3), where D is the dimensionality of the data. We propose
an O(D2) algorithm (called emPCA) that enforces sparsity, non-
negativity or both constraints simultaneously in the same frame-
work. Furthermore, our algorithm does not rely on the covariance
matrix of the data, which is crucial if the dimensionality of the data
is very high. Constrained PCA has broad applicability that is not
limited to image analysis. We therefore evaluate the performance
of our method also on data from other application domains such as
micro-array experiments. We show that for a given cardinality of
the projection coefficients, our algorithm achieves the same or bet-
ter explained variance than competing methods based on convex
or greedy optimization.
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3.1 Introduction

The projection direction w∗(1) which defines the first principal com-
ponent (PC) is the solution to

w∗(1) = arg max
w

w>Cw, subject to ‖w‖2 = 1, (3.1)

where C ∈ RD×D is the positive semi-definite covariance matrix
of the D-dimensional data. It is straightforward to show that the
solution to problem (3.1) is equivalent to the dominant eigenvector
of C, i.e. the eigenvector corresponding to the largest eigenvalue
[Jolliffe, 2002]. The first PC w∗(1) is the direction that maximizes the
variance of the projected data,

w∗(1) = arg max
w

var(X>w), (3.2)

where X ∈ RD×N is the data matrix with N samples. The second
PC w∗(2) again maximizes the variance of the projected data, under
the constraint that it is orthogonal (and therefore uncorrelated) to
the first PC, and so on.

Constrained PCA and its Applications. We consider problem (3.1)
under two additional constraints on w: sparsity ‖w‖0 ≤ K and
non-negativity w � 0. Although it is often the case that standard
PCA provides a good low-dimensional approximation of X with
only few PCs, each component usually is still a linear combination
of all original features. Constraining PCA permits a trade-off be-
tween maximizing statistical fidelity on the one hand, and facilitat-
ing interpretability and applicability on the other [d’Aspremont et al.,
2007].

Enforcing sparsity of w facilitates identification of the most relevant
influence factors and is therefore an unsupervised feature selection
method. In applications where a fixed penalty is associated with
each included dimension (e.g. transaction costs in finance), a small
loss in variance for a large reduction in cardinality leads to an over-
all better solution.

Enforcing non-negativity of w renders PCA applicable to domains
where only positive influence of features is deemed appropriate
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Continuous Approximation

L1 relaxation: ‖w‖1 ≤ B
Adding constraint creates local minima (Jolliffe et. al., 2003)

w>Cw, subject to ‖w‖2 ≤ 1 w>Cw, subject to ‖w‖2 ≤ 1 ∧ ‖w‖1 ≤ 1.2

and makes the problem NP-hard.

Algorithms:

I Iterative L1 regression (Zou et. al., 2004)

I Convex O(D4
√
logD) SDP approximation (d’Aspremont et. al., 2005 NIPS)

I d.c. minimization (Sriperumbudur et. al., 2007 ICML), O(D3) per iteration
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Figure 3.1: Adding either a non-negativity or a sparsity constraint
to problem (3.1) turns the maximization of the objective into an NP-
hard problem. The left figure plots the function value of w>Cw
subject to ‖w‖2 ≤ 1, the right figure plots the function value of
w>Cw subject to ‖w‖2 ≤ 1 and ‖w‖1 ≤ 1.2. Note that the addi-
tional `1 constraint introduces local maxima.

(e.g. due to the process that generated the data). The total variance
is explained additively by each component, instead of the mixed
sign structure of unconstrained PCA. Often non-negative solutions
already show some degree of sparsity, but a combination of both
constraints enables precise control of the cardinality.

Problem (3.1) is a concave programming problem, which is NP-hard
if either sparsity or non-negativity is enforced [Horst et al., 2000,
Moghaddam et al., 2006b], also see figure 3.1. Although an efficient
global optimizer is therefore unlikely, local optimizers often find
good solutions for relevant problems, and global optimality can
be tested in O(D3) [d’Aspremont et al., 2007]. As is evident from
writing the objective function of (3.1) as

w>Cw =
D

∑
d=1

D

∑
e=1

Cd,ewdwe, (3.3)

setting wd to zero excludes the d-th column and row of C from the
summation. For a given support S = {d|wd 6= 0}, the optimal solu-
tion is the dominant eigenvector of the corresponding sub-matrix
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of C. For sparse PCA, the computationally hard part is therefore to
identify the optimal sparsity pattern, and any solution can poten-
tially be improved by keeping S only and recomputing the optimal
weights given the support [Moghaddam et al., 2006a].

Related Work. Sparse PCA methods can be characterized by the
following two paradigms:

1. Relaxation of the hard cardinality constraint ‖w‖0 ≤ K to a
convex constraint ‖w‖1 ≤ B, thus approximating the com-
binatorial problem by continuous optimization of (3.1) on a
convex feasible region.

2. Direct combinatorial optimization of S . Due to the poten-
tially exponential run-time of exact methods, heuristics such
as greedy search have to be employed for large values of D.

Cadima and Jolliffe [1995] proposed thresholding the (D−K) small-
est elements of the dominant eigenvector to zero, which has com-
plexity O(D2). Better results have been achieved by the SPCA algo-
rithm of Zou et al. [2004], which is based on iterative elastic net re-
gression. Combinatorial optimization was introduced by Moghad-
dam et al. [2006a], who derived an exact branch-and-bound method
and a greedy algorithm, which computes the full sparsity path for
1 ≤ K ≤ D in O(D4). Based on a semi-definite relaxation of the
sparse PCA problem, d’Aspremont et al. [2007] proposed Path-
SPCA, which reduces the complexity of each greedy step to O(D2),
and renders computation of the full regularization path possible in
O(D3). Finally, Sriperumbudur et al. [2007] formulate sparse PCA
as a d.c. program [Horst et al., 2000] and provide an iterative al-
gorithm called DC-PCA, where each iteration consists of solving a
quadratically constrained QP with complexity O(D3).

Non-negative (sparse) PCA was proposed by Zass and Shashua
[2006]. In contrast to the methods discussed so far, their algo-
rithm (called NSPCA) optimizes the cumulative variance of L com-
ponents jointly, versus a sequential approach that computes one
component after another. Orthonormality of the components is en-
forced by a penalty in the objective function (see section 3.5 for a
discussion about orthogonality for non-negative components), and
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the desired sparsity is again expressed in terms of the whole set of
L components.

Sparse PCA has been successfully applied to gene ranking [d’Aspremont
et al., 2007], and non-negative sparse PCA has been compared fa-
vorably to non-negative matrix factorization for image parts ex-
traction [Zass and Shashua, 2006].

3.2 Iterative PC Computation

We derive an iterative algorithm for computing the first princi-
pal component, which alternates between an orthogonal projection
step and a reconstruction step. Non-negativity and/or sparsity of
the projection coefficients is achieved by enforcing the constraints
in the reconstruction step, which amounts to solving a quadratic
problem. We also show that this iterative algorithm is in fact the
expectation maximization (EM) algorithm for probabilistic PCA in
the limit of vanishing variance [Tipping and Bishop, 1999, Roweis,
1998].

In the following, we omit indexing the PC and write w∗ instead
of w∗(l) for notational simplicity, unless we explicitly discuss more
than one principal component.

We consider PCA as the rank one approximation problem

w∗ = arg min
w

N

∑
n=1

∥∥∥x(:,n) −ww>x(:,n)
∥∥∥

2

2
(3.4)

s.t. ‖w‖2 = 1

for the zero-mean data matrix X ∈ RD×N ,

N

∑
n=1

Xd,n = 0 ∀d = 1, . . . , D (3.5)

i.e. the empirical mean of each feature has been subtracted from all
observations. The equivalence to eq. (3.1) in this case is shown by
rewriting problem (3.4) as
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Algorithm 3.1 Iterative Computation of First PC

1: Input: X ∈ RD×N , initial w(0), convergence criterion ε
2: Output: w∗

3: t← 1
4: repeat
5: y(t−1) ← X>w(t−1)

6: w(t) ← arg minw ∑N
n=1 ‖x(:,n) − y(t−1)

n w‖2
2

7: w(t) ← w(t)/‖w(t)‖2
8: t← t + 1
9: until |(w(t))>w(t−1)| > 1− ε

w∗ = arg min
w

[
tr(X>X)−w>XX>w

]
(3.6)

s.t. ‖w‖2 = 1,

and noticing that the covariance matrix has the form C = 1
N XX>

for zero mean data.

We perform iterative minimization by splitting the problem into an
orthogonal projection step given the current direction w(t−1),

y(t−1) = X>w(t−1) (3.7)

and a reconstruction step

w(t) = arg min
w

N

∑
n=1

∥∥∥x(:,n) − y(t−1)
n w

∥∥∥
2

2
, (3.8)

that computes the updated direction w(t). The unit `2 norm con-
straint is restored by rescaling the projection vector w(t) after the
reconstruction step. This procedure is summarized in algorithm
(3.1).

Due to the fact that so far only ‖w‖2 = 1 is enforced, convergence
of algorithm (3.1) to the global optimum of problem (3.1) does not
depend on the initial estimate w(0). This will no longer be the case
for additional constraints.
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3.3 EM for Probabilistic PCA

Tipping and Bishop [1999] and independently Roweis [1998] pro-
posed a generative model for PCA, where the full covariance ma-
trix of the Gaussian distribution is approximated by its first L eigen-
vectors (in terms of the magnitude of the respective eigenvalues).
The latent variable y ∈ RL (in the principal component subspace)
is distributed according to a zero mean, unit covariance Gaussian

p(y) = N (0, I), (3.9)

where I is the identity matrix. The observation x ∈ RD, condi-
tioned on the value of the latent variable y, is linear-Gaussian dis-
tributed according to

p(x|y) = N (Wy + µ, σ2I), (3.10)

where the matrix W ∈ RD×L spans the principal subspace, and
µ ∈ RD is the mean of the data. To simplify the presentation, we
will again assume centered data, i.e. µ = 0.

The EM equations for probabilistic PCA have the following form.
The E-step at iteration t keeps track of the mean and the covariance
of y given x,

E[y|x] = (M(t−1))−1(W(t−1))>x (3.11)

E[yy>] = (σ(t−1))2(M(t−1))−1 + E[y|x]E[y|x]>, (3.12)

where M(t−1) ∈ RL×L is defined as

M(t−1) = (W(t−1))>W(t−1) + (σ(t−1))2I. (3.13)
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The M-step equations update W and σ2 as

W(t) =

(
N

∑
n=1

x(:,n)E[y(:,n)]
>
)(

N

∑
n=1

E[y(:,n)y
>
(:,n)]

)−1

(3.14)

(σ(t))2 =
1

ND

N

∑
n=1

[
‖x(:,n)‖2

2 − 2E[y(:,n)]
>(W(t))>x(:,n)

]

+ tr
[
E[y(:,n)y

>
(:,n)](W

(t))>W(t)
]

, (3.15)

where we have omitted the conditioning on x in E[y|x] for nota-
tional simplicity.

In order to incorporate constraints into the EM algorithm (see next
section), we make three simplifications:

1. Take the limit σ2 → 0.

2. Consider a one-dimensional subspace w.

3. Normalize ‖w‖2 to unity.

Computing all L components that span the principal subspace will
be treated in section 3.5, and the unity constraint on ‖w‖2 is easily
restored after each EM iteration. The E-step now amounts to

E[y|x] = (w(t−1))>x, (3.16)

and the M-step becomes

w(t) =
∑N

n=1 x(:,n)E[y|x(:,n)]
∑N

n=1 E[y|x(:,n)]2
. (3.17)

These two equations have the following interpretation [Roweis,
1998]: The E-step orthogonally projects the data onto the current
estimate of the subspace, while the M-step re-estimates the projec-
tion to minimize squared reconstruction error for fixed subspace
coordinates. We will show the equivalence of algorithm (3.1) and
the simplified EM procedure in the next section.
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3.4 Constrained PCA

The minimization step in line 6 of algorithm (3.1) can be written as

w(t) = arg min
w

J(w) := hw>w− 2f>w, (3.18)

with h = ∑N
n=1(y

(t−1)
n )2 and f = ∑N

n=1 y(t−1)
n x(:,n). Problem (3.18) is

a quadratic program (QP), and is convex due to the non-negativity
of h. Furthermore, because the Hessian is a scaled identity matrix,
the problem is also isotropic. The unique global optimum is found
by analytical differentiation of the objective function

∂

∂w
J(w)

!
= 0⇒ w(t) =

f
h

(3.19)

which is identical to the M-step eq. (3.17) of the EM algorithm.

3.4.1 Sparsity

Solving the QP (3.18) under the additional constraint ‖w‖1 ≤ B
favors a sparse solution [Tibshirani, 1996]. This constraint corre-
sponds to restricting the feasible region to an `1 diamond:

w̃(t) = arg min
w

(
hw>w− 2f>w

)
(3.20)

s.t. ‖w‖1 ≤ B,

where the upper bound B is chosen such that w̃(t) has the desired
cardinality. The `1 constrained QP is again convex, and because
the objective function is isotropic, it implies that w̃(t) is the feasible
point minimizing the `2 distance to the unconstrained optimum
w(t).

We derive an efficient and optimal algorithm for eq. (3.20), where
the desired cardinality can be specified directly by the number K of
non-zero dimensions. Observe that w̃(t) must have the same sign
structure as f, therefore the problem can be transformed such that
both w(t) and w̃(t) come to lie in the non-negative orthant. The
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algorithm (illustrated in fig. 3.2) approaches w̃(t) with axis-aligned
steps in the direction of the largest element of the negative gradient

−∇J(w) ∝ w(t) −w, (3.21)

until the boundary of the feasible region is hit or the gradient van-
ishes. Because the elements of w̃(t) become positive one after an-
other, and their magnitude increases monotonically, B is set implic-
itly by terminating the gradient descent once the cardinality of the
solution vector is K. Finally, the solution is transformed back into
the original orthant of w(t).

Proposition 3.1. Axis-aligned gradient descent with infinitesimal step-
size terminates at the optimal feasible point w̃(t) of problem (3.20).

Proof. Optimality is trivial if w(t) lies within the feasible region, so
we consider the case where the `1 constraint is active. The objective
function in eq. (3.20) is equivalent to

‖w(t) −w‖2
2 =

D

∑
d=1

(
w(t)

d − wd

)2
. (3.22)

The gradient descent procedure invests all available coefficient weight
B into decreasing the largest term(s) of this sum, which follows
from eq. (3.21). We show the equivalence of w̃(t) to the gradient de-
scent solution v ∈ RD by contradiction. Suppose that the compu-
tation of w̃(t) follows a different strategy, so at least one summation
term (w(t)

l − w̃(t)
l )2 is larger than maxd(w

(t)
d − vd)

2. However, sub-

tracting a small amount from w̃(t)
s and adding it to w̃(t)

l (for s 6= l)
does not change ‖w̃(t)‖1, but it decreases the objective, which is a
contradiction.

Implementation of axis-aligned gradient descent amounts to sort-
ing the elements of −∇J(w) in descending order (an O(D log D)
operation), and iterating over its first K elements. At each iteration
k ∈ {1, . . . , K}, the first k elements of w are manipulated, result-
ing in complexity O(K2) for the whole loop. Algorithm 3.2 pro-
vides a full specification of the method. Because EM is a local opti-
mizer, the initial direction w(0) must be chosen carefully to achieve
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w1

w2

B

w(t)

w(t)~

Figure 3.2: Starting at the origin, w̃(t) is approached by axis-aligned
steps in the direction of the largest element of the negative gradi-
ent. As dimensions enter the solution vector one after another, and
the corresponding weights w̃(t)

d increase monotonically, the bound
B is set implicitly by terminating once ‖w̃(t)‖0 = K.

good results. For sparse PCA, initialization with the unconstrained
first principal component gave best results (see section 3.7). Initial-
ization is therefore the most expensive operation of the algorithm
with its O(D2) complexity. For the D � N case, it can be reduced
to O(N2) by working with X>X instead of XX>. As initialization
is independent of K, w(0) can be cached and re-used when vary-
ing the sparsity parameter. The number of EM iterations T until
convergence also depends on D and K, but our experiments (see
section 3.7) suggest that dependence is weak and sub-linear. On
average, T < 10 iterations were sufficient in our experiments to
achieve convergence.

3.4.2 Non-Negativity

Enforcing non-negativity is achieved in the same way as enforc-
ing sparsity. Here, the feasible region is constrained to the non-
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Algorithm 3.2 EM for Sparse PCA

1: Input: X ∈ RD×N , cardinality K ∈ {1, . . . , D− 1}, convergence
criterion ε

2: Output: w∗

3: w(0) ← first principal component of X
4: t← 1
5: repeat
6: y(t−1) ← X>w(t−1)

7: w(t) ← ∑N
n=1 y(t−1)

n x(:,n)/ ∑N
n=1(y

(t−1)
n )2

8: s← elements |w(t)
d | sorted in descending order

9: π ← indices of sorting order

10: w̃(t) ← 0
11: for k = 1 to K do
12: w̃(t)

k ← w̃(t)
k + sk − sK+1

13: end for

14: Permute elements of w̃(t) according to π−1

15: w(t) ←
[
w̃(t) ◦ sign(w(t))

]
/‖w̃(t)‖2

16: t← t + 1
17: until

∣∣∣(w(t))>w(t−1)
∣∣∣ > 1− ε

negative orthant, which is again a convex domain:

ŵ(t) = arg min
w

(
hw>w− 2f>w

)
(3.23)

s.t. w � 0.

Eq. (3.23) implies that choosing ŵ(t)
d = 0 for fd < 0 is optimal. In

this case, the non-negativity constraint can be dropped, and opti-
mization for the other elements of ŵ(t) proceeds as before.

The first PC is invariant to a change of sign. However, this sym-
metry is broken if the non-negativity constraint is enforced. As
an extreme example, non-negative EM fails if the initial projection
w(0) is a dominant eigenvector that only consists of non-positive
elements - the minimum of eq. (3.23) is the zero vector. But chang-
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ing the sign of w(0) implies that the non-negativity constraint be-
comes inactive, and the algorithm terminates immediately with the
optimal solution. We initialize EM for non-negative PCA with a
random unit vector in the non-negative orthant, which makes it
possible to use random restarts to avoid bad local optima.

For non-negative sparse PCA, the feasible region is defined as the
intersection of the non-negative orthant and the `1 diamond. As
the intersection of two convex sets is again convex, the combined
constraints can be treated in the same framework. We establish
convergence of our method in the following proposition:

Proposition 3.2. EM for sparse and non-negative PCA converges to a
local minimum of the `2 reconstruction error.

Proof. Given a feasible w(t−1) (either by proper initialization or af-
ter one EM iteration), both the E-step and the M-step never in-
crease the `2 reconstruction error. Orthogonal projection y(t−1) =
X>w(t−1) in the E-step is the `2 optimal choice of subspace coordi-
nates for given w(t−1). Error minimization w.r.t. w in the M-step
either recovers w(t−1), as it is feasible, or provides an improved
w(t).

3.5 Several Components

A full eigen-decomposition of the covariance matrix C provides all
R principal components, where R is the rank of C. Sorted in de-
scending order of eigenvalue magnitude, each eigenvector maxi-
mizes the variance of the projected data, under the constraint that it
is orthogonal to all other components considered so far. For sparse
PCA, we compute more than one component by means of iterative
deflation: having identified the first component w∗(1), project the
data to the subspace orthogonal to w∗(1) using the projector

P(1) = I−w∗(1)(w
∗
(1))
>, (3.24)

re-run EM to identify w∗(2), and so on. Although deflation suffers
from numerical errors that accumulate over each iteration, this in-
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accuracy is not a serious problem as long as the desired number
of components L is small compared to R (which is true in many
applications of PCA).

Enforcing non-negativity and orthogonality of the principal com-
ponents implies that each feature can be part of at most one com-
ponent:

w∗d,l > 0⇒ w∗d,m = 0 (3.25)

for m 6= l, i.e. the sparsity patterns have to be disjoint: Sl
⋂ Sm = ∅,

for l 6= m and Sl = {d|w∗d,l > 0}. This constraint might be too strict
for some applications, where it can be relaxed to require a mini-
mum angle between components instead. This quasi-orthogonality
is enforced by adding a quadratic penalty term

αw>VV>w, (3.26)

to eq. (3.23), where V =
[
w∗(1) w∗(2) · · · w∗(l−1)

]
contains previ-

ously identified components as columns, and α is the associated
Lagrange parameter. Because VV> is also positive semi-definite,
the QP remains convex, but the Hessian is no longer isotropic. We
have used the standard Matlab QP solver, but there exist special-
ized algorithms for this case in the literature [Sha et al., 2007].

3.6 Related Work

We report performance and efficiency of our method in compari-
son to three algorithms: SPCA and PathSPCA for cardinality con-
strained PCA, and NSPCA for non-negative sparse PCA. SPCA
was chosen because it is also an iterative method, which solves an
`1 constrained convex program. PathSPCA was chosen because
it is (to our knowledge) the most efficient combinatorial algorithm.
We are not aware of any other non-negative PCA algorithm besides
NSPCA.
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3.6.1 SPCA

Zou et al. [2004] proposed sparse PCA (SPCA), which enforces spar-
sity of the projection coefficients by reformulating PCA as a regres-
sion problem. The algorithm jointly computes projection directions
w(1) up to w(L) by alternating between an elastic net regression step
[Zou and Hastie, 2005] and a singular value decomposition (SVD)
step:

1. Given the SVD of the zero-mean data matrix X = UDV>,
initialize A with the first L unconstrained PCA projection di-
rections, A = U(:,1,...,L).

2. For all l = 1, . . . , L, find b(:,l) by elastic net regression:

b(:,l) = arg min
b

b>(XX> + λrI)b− 2a>(:,l)XX>b + λs‖b‖1,

where the ridge penalty λr regularizes the covariance matrix,
and the LASSO penalty λs controls the sparsity of b(:,l).

3. For all l = 1, . . . , L, normalize b(:,l) = b(:,l)/‖b(:,l)‖2 to unit
length.

4. For B = [b(:,1) b(:,2) . . . b(:,L)], compute the SVD of XX>B =

UDV>, and update A =UV>.

Steps 2 to 4 of the procedure are iterated until convergence, when
the sparse PCA projection directions are given by w∗(l) = b(:,l).

For the case of D � N, the authors suggest to take λr → ∞ in
the elastic regression step of the algorithm, which becomes a soft
thresholding operation. Using

c = a>(:,l)XX>, (3.27)

b(:,l) is computed as

bd,l = sign(cd)

(
|cd| −

λl
2

)

+
. (3.28)
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For our experiments, we use the Matlab implementation1 of SPCA
by Karl Sjöstrand.

3.6.2 PathSPCA

d’Aspremont et al. [2008] consider sparse PCA formulated as the
maximization problem

max
w

w>Cw− λ‖w‖0 (3.29)

s.t. ‖w‖2 ≤ 1,

where C ∈ RD×D is again the covariance matrix of the data. Given
the Cholesky factorization of the covariance matrix, C = A>A,
problem (3.29) is rewritten as

max
w

D

∑
d=1

[
(a>(d)w)2 − λ

]
+

(3.30)

s.t. ‖w‖2 = 1.

If a>(d)a(d) < λ, due to the Cauchy-Schwarz inequality it holds that

(a>(d)w)2 ≤ ‖a(d)‖2
2‖w‖2

2 < λ, (3.31)

and variable d can therefore be excluded from the support S of w.

The authors propose a greedy algorithm, which alternates between
choosing the variable d∗ which is to be added to S , and optimiza-
tion of w given S :

1. Permute rows and columns of C such that the diagonal ele-
ments are sorted in descending order: C1,1 ≥ C2,2 ≥ · · · ≥
CD,D. Compute the Cholesky decomposition C = A>A.

2. Initialize the support as S = {1} and the principal compo-
nent direction as w = a(1)/‖a(1)‖2.

1http://www2.imm.dtu.dk/~kas/software/spca/index.html

http://www2.imm.dtu.dk/~kas/software/spca/index.html
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3. Find the variable to add to the support:

d∗ = arg max
d∈{1,...,D}\S

(a>(d)w)2. (3.32)

4. Set S = S ∪ {d∗} and compute w as the dominant eigenvec-
tor of ∑d∈S a(d)a>(d).

Steps 3 and 4 are iterated until |S| = D. The greedy algorithm
computes the full regularization path 1 ≤ ‖w‖0 ≤ D in O(D3).
We use the Matlab implementation2 of PathSPCA provided by the
authors.

3.6.3 NSPCA

Zass and Shashua [2006] proposed non-negative PCA as the joint
optimization problem

max
W

1
2
‖X>W‖2

F (3.33)

s.t. W>W = I (3.34)

∧ wd,l ≥ 0 ∀d, l (3.35)

of L principal component directions W = [w(1) w(2) . . . w(L)], where
again the empirical mean has been subtracted from the rows of the
data matrix X ∈ RD×N . In contrast to sequential optimization of
the principal component directions, non-negative PCA maximizes
the cumulative variance of all components. As discussed in sec-
tion 3.5, the orthogonality constraint (3.34) and the non-negativity
constraint (3.35) together imply that the supports of the principal
component directions are disjoint. Quasi-orthogonality can be en-
forced by relaxing the strict orthogonality constraint to a penalty
on the objective function,

max
W

1
2
‖X>W‖2

F − α‖I−W>W‖2
F (3.36)

s.t. wd,l ≥ 0 ∀d, l,

2http://www.princeton.edu/~aspremon/PathSPCA.htm

http://www.princeton.edu/~aspremon/PathSPCA.htm
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where α controls the trade-off between the maximization of the cu-
mulative variance and the orthogonality of the principal compo-
nents. Finally, sparsity is enforced by an `1 type penalty,

max
W

1
2
‖X>W‖2

F − α‖I−W>W‖2
F − β1>W1 (3.37)

s.t. wd,l ≥ 0 ∀d, l,

where β jointly controls the sparsity of all coefficients wd,l .

The authors propose a local optimizer for problem (3.37), which
updates each entry wd,l in sequential order. The objective of prob-
lem (3.37) as a function of wd,l is

f (wd,l) = c1wd,l + c2w2
d,l − αw4

d,l , (3.38)

therefore analytic differentiation ∂
∂wd,l

f (wd,l) leads to a cubic poly-
nomial, which is evaluated at the non-negative roots and at zero to
find the maximum of (3.37) w.r.t. wd,l . We use the Matlab imple-
mentation3 of NSPCA provided by the authors.

3.7 Experimental Results

The data sets considered in the evaluation are the following:

1. The “Pit Props” data set [Jeffers, 1967] consists of 180 obser-
vations in 13 dimensions related to forestry. This data set
has been used as a benchmark for sparse PCA, and is small
enough such that the optimal sparse support of w can be
found by exhaustive search.

2. CBCL face images [Sung, 1996]: 2429 gray scale images of
size 19× 19 pixels, which have been used in the evaluation
of Zass and Shashua [2006].

3. Leukemia data [Armstrong et al., 2002]: Expression profiles
of 12582 genes from 72 patients. Similar data sets have been

3http://www.cs.huji.ac.il/~zass/

http://www.cs.huji.ac.il/~zass/
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Figure 3.3: Variance versus cardinality trade-off curves for the “Pit
Props” data set. The black curve denotes the optimal solution com-
puted by exhaustive search. emPCA and SPCA identify the opti-
mal support of w for all cardinalities except ‖w‖0 = 1, whereas
PathSPCA is only optimal for ‖w‖0 = 1 (by construction) and
‖w‖0 > 6.

used in the evaluation of Zou et al. [2004] and d’Aspremont
et al. [2007].

The second and third data sets cover the N > D and D � N case
and are large enough, such that differences in computational com-
plexity can be established with confidence. For the experiments
of section 3.7.1 and 3.7.2, the features were standardized to unit
variance. For unsupervised gene selection (section 3.7.3), not stan-
dardizing the variance led to significantly better results.

3.7.1 Sparse PCA

Figure 3.3 plots explained variance versus cardinality for SPCA,
PathSPCA, DC-PCA and our algorithm (called emPCA) in com-
parison to the optimal solution, found by exhaustive search of the
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Figure 3.4: Variance versus cardinality trade-off curves for the face
image data. “opt” subscripts denote variance after recomputing
optimal weights for a given sparsity pattern (which is not neces-
sary for PathSPCA).

sparse support of w. Both emPCA and SPCA identify the optimal
support of w for all cardinalities except ‖w‖0 = 1.

Figure 3.4 plots explained variance versus cardinality for SPCA,
PathSPCA and emPCA on the face image data set. Recomputing
the weights given the support is necessary for SPCA and emPCA to
close the performance gap to PathSPCA, which computes optimal
weights for a specific sparsity pattern by construction.

Figure 3.5 shows analogous results for the gene expression data. As
a reference, we have also plotted results for simple thresholding,
after recomputing the weights for a given support.

We have also measured running times of Matlab implementations
of the algorithms. CPU time was measured using the tic and toc

timer constructs of Matlab, running on an Intel Core 2 Duo pro-
cessor at 2.2 GHz. Our focus is not on the absolute numbers, but
rather to demonstrate the run-time dependency on the choice of K.
Figure 3.6 plots the running times versus cardinality on the gene
expression data. The PathSPCA curve is well explained by the in-
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Figure 3.5: Variance versus cardinality trade-off curves for the gene
expression data. Performance of simple thresholding was included
for reference.

cremental forward greedy search. SPCA is harder to analyze, due
to its active set optimization scheme: at each iteration of the algo-
rithm, active features are re-examined and possibly excluded, but
might be added again later on. emPCA is only marginally affected
by the choice of K, but shows an increased number of EM itera-
tions for 10 ≤ K ≤ 25, which was observed on other data sets as
well (see figure 3.7).

3.7.2 Non-Negative PCA

The impact of the non-negativity constraint on the explained vari-
ance depends on the sign structure of w∗(1). For example, the first
principal component direction for the face image data happens to
lie in the non-negative orthant, therefore we projected the data onto
its orthogonal subspace such that the non-negativity constraint be-
comes active in the optimization. Figure 3.8 shows the variance
versus cardinality trade-off curves for non-negative sparse PCA.
For emPCA, the initial weight vector for a solution of cardinality K
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Figure 3.6: Running times of Matlab implementations on the gene
expression data, which include weight recomputation for SPCA
and emPCA. The run-time of emPCA is only marginally affected
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Figure 3.8: Variance versus cardinality trade-off curves for non-
negative sparse PCA methods on face image data. For NSPCA, the
sparsity penalty β was determined using bisection search (see text).
For values of the unit norm penalty α below 105, only solutions
close to the full cardinality could be found. Values indicate best
result after ten random restarts.
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was chosen as the solution vector at cardinality K− 1. For NSPCA,
the sparsity penalty β was determined for each K using bisection
search, which was aborted when the relative length of the param-
eter search interval was below a threshold of 10−5. Both the vari-
ance achieved and the number of cardinalities for which a solution
was found strongly depend on the value of α, which corresponds
to a unit norm penalty (for the case of a single component). For
smaller values of α the performance of NSPCA is better, but only
by increasing the magnitude of α it becomes possible to sweep the
whole cardinality path.

Because both algorithms are initialized randomly, we chose the
best result after ten restarts. Running times for both methods did
not show a strong dependency on K. Average times for K ∈ {1, . . . , 100}
were 0.4 s for emPCA (0.15 s standard deviation) and 24 s for NSPCA
(14.7 s standard deviation).

We already motivated in section 3.5 that requiring strict orthogo-
nality between several non-negative components can be too restric-
tive. If the first PC happens to lie in the non-negative orthant, the
constraints have to be modified such that more than one compo-
nent can satisfy them. We have explored the following two strate-
gies:

1. Enforcing orthogonality, but constraining the cardinality of
each component.

2. Relaxing the orthogonality constraint, by enforcing a mini-
mum angle between components instead.

There is a methodological difficulty in comparing the performance
of NSPCA and emPCA. The former maximizes cumulative vari-
ance of all components jointly, while our algorithm computes the
components sequentially, maximizing the variance under the con-
straint that subsequent components are orthogonal to previous ones
(see section 3.5). We therefore expect emPCA to capture more vari-
ance in the first components, while NSPCA is expected to capture
larger cumulative variance. Figure 3.9 shows the results of apply-
ing the first strategy to the face image data. The NSPCA sparsity
penalty β was tuned to achieve a joint cardinality of 200 for all
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Figure 3.9: Cumulative variance versus the number of orthogonal
components. For NSPCA, β was tuned to achieve a joint cardinal-
ity of 200 for all components. For emPCA, we set K = 20 for every
component. emPCA (without non-negativity constraints) is plot-
ted for reference.
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Figure 3.10: Cumulative variance versus number of quasi-
orthogonal components. A minimum angle of 85 degrees was
enforced between components. emPCA performs sequential op-
timization of the principal components, therefore the cumulative
variance is greater for few components. NSPCA jointly maximizes
the cumulative variance of all components, therefore more cumu-
lative variance can be explained for seven components or more.

components. For emPCA we distributed the active features evenly
among components by setting K = 20 for all of them. As in figure
3.8, emPCA captures significantly more of the variance, suggesting
that the way NSPCA incorporates sparsity seriously degrades per-
formance. This observation was confirmed for various values of K
and L.

Finally, figure 3.10 reports results for the second strategy, where a
minimum angle of 85 degrees was enforced between components.
Here, the complementary objectives of NSPCA and emPCA match
with our prior expectations. Again, various values for L and mini-
mum angle lead to essentially the same behavior.



3.7 Experimental Results 83

50 100 150 200 250
0.2

0.4

0.6

0.8

1

Number of Features

Ja
cc

ar
d 

S
co

re

 

 

emPCA
emPCA (nn)
CE + SR

Figure 3.11: Mean and standard deviation for Jaccard scores after
subset selection and k-means clustering (k = 3), averaged over 100
random initializations of the centroids. The full data score is shown
as the solid line. A small amount of jitter has been added to better
distinguish error bars.

3.7.3 Unsupervised Gene Selection

We applied emPCA to select a subset of genes of the leukemia data,
and measure subset relevance by following the evaluation method-
ology of Varshavsky et al. [2006]. For each gene subset, we cluster
the data using k-means (k = 3), and compare the cluster assign-
ments to the true labeling of the data, which differentiates between
three types of leukemia (ALL, AML and MLL). Agreement is mea-
sured using Jaccard scores [Varshavsky et al., 2006], where a value
of one signifies perfect correspondence between cluster assignment
and label. We compare emPCA to simple ranking of the CE cri-
terion as proposed by the authors, which has shown competitive
performance to other popular gene selection methods. Figure 3.11
shows that selecting 70 genes according to the first non-negative
sparse PC results in a significantly better Jaccard score than a clus-
tering of the full data set.
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3.8 Conclusions and Discussion

In this chapter, we have presented a novel algorithm for constrained
Principal Component Analysis, based on Expectation-Maximization
for probabilistic PCA. Our method is applicable to a broad range of
problems: it includes sparsity, non-negativity or both kinds of con-
straints, it has an efficient formulation for N > D and D � N
kinds of data, and it enforces either strict or quasi-orthogonality
between successive components. The desired sparsity is directly
specified in the number of non-zero elements, instead of a bound
on the l1 norm of the vector.

We have demonstrated on popular data sets from biology and com-
puter vision that our method achieves competitive results for sparse
problems, and that it shows significant improvements for non-negative
sparse problems. Its unmatched computational and memory effi-
ciency enables a constrained Principal Component Analysis of sub-
stantially larger data sets than what was possible before.

Although our algorithm is rooted in Expectation-Maximization for
a generative model of PCA, constraints are added later at the opti-
mization stage. From a modeling point of view, it would be prefer-
able to include the constraints in the generative model itself, which
would enable a Bayesian analysis and data-driven determination
of the proper coefficient sparsity and the number of components.



Chapter 4

Sparse Coding in
Learned Dictionaries for
Enhancement

In chapter 2, we considered audio-visual scene analysis and source
separation in a rather general setting, where there is an arbitrary
number of active speech and non-speech sources. The sole as-
sumption made was that audible source activity is accompanied by
observable visual dynamics. We demonstrated that inferring the
statistical dependency between audio and video using constrained
canonical correlation analysis is able to separate simultaneous speak-
ers or musical instruments in the audio domain, and correctly lo-
cate the sources in the video domain. However, the drawback of
this generality was that the window length necessary to reject spu-
rious correlations in the analysis precluded short-time filtering of
the audio signal in the frequency domain.

In this chapter, we focus on the specific setting of a one-to-one
conversation in a natural environment, recorded by a single mi-
crophone. This setup results in a linear additive mixture of target
clean speech and interferer

x(n) = s(n) + i(n), (4.1)
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where x(n) is the time-domain mixture signal at sample n, and s(n)
and i(n) are the time-domain speech and interferer signals. Recov-
ering the clean speech from the mixture is under-determined with-
out additional assumptions. Our enhancement approach is based
on transforming time-domain signals into a suitably chosen fea-
ture space, and sparse coding in this feature space using signal mod-
els for both speech and interferer (called dictionaries). Since speech
and many kinds of interferers contain structure, their structured
component can be sparsely coded in coherent dictionaries. If both
the speech and interferer dictionary is coherent only to its respec-
tive structured component in the mixture signal, sparse coding is
able to separate the mixture into its structured components and to
suppress any unstructured component (i.e. random noise) that is
incoherent to both dictionaries. Finally, an estimate of s(n) is ob-
tained by performing the inverse transform from the feature space
back to the time-domain.

The goal of speech enhancement is twofold: to improve both the
perceived quality and the intelligibility of speech, by attenuating the
interferer without substantially degrading the speech. Speech of
higher quality is perceived as being more comfortable to listen to,
for longer periods of time, whereas higher speech intelligibility is
measured by lower word error rates in speech recognition scenar-
ios. Ideally, the performance of speech enhancement algorithms
is measured by conducting subjective listening tests with human
listeners. Objective measures are designed to approximate subjec-
tive quality scores and intelligibility rates. Most objective mea-
sures quantify improvement by comparing the (unobserved) clean
speech with the degraded speech and the enhanced speech in a per-
ceptually meaningful way. As a consequence, performance evalua-
tion has to be conducted on synthetic mixtures of clean speech and
interferer signals.

Since clean speech is never observable in the environment where
enhancement is to take place, we learn the speech dictionary on a
training corpus. Speech is a well-structured signal class, therefore a
pre-trained model remains largely valid during enhancement, even
in the speaker independent case. The contrary is true for the inter-
ferer, which varies considerably depending on the environment,
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and which might be a superposition of several sources, requiring
a single general interferer model to be prohibitively complex. On
the other hand, the interferer can be observed during segments of
speech inactivity. Therefore, training data for an interferer model
can be obtained from speech pauses, resulting in an interferer dic-
tionary that is specific to the current environment. In this work,
we presuppose that a conservative voice activity detector (VAD) is
available to obtain observations of the interferer signal for dictio-
nary learning. For the speech enhancement itself, no knowledge of
speech activity is necessary.

4.1 Related Work in Speech Enhancement

The various approaches to speech enhancement can be categorized
based on the assumptions made about the speech and interferer
signals, and how these assumptions are exploited for estimating
the clean speech from the mixture. We briefly review methods that
make similar assumptions, and discuss how these assumptions can
be relaxed in our proposed enhancement approach.

4.1.1 Spectral Subtraction

Spectral subtraction is historically one of the first enhancement al-
gorithms [Boll, 1979]. The transformation of the mixture equation
(4.1) into the Fourier domain,

X(ω) = S(ω) + I(ω), (4.2)

where X(ω), S(ω) and I(ω) denote the complex mixture, speech
and interferer spectra, suggests the following principle: an esti-
mate of the clean speech spectrum is obtained by subtracting an
estimate of the interferer spectrum from the observed degraded
speech spectrum. Typically, only the magnitude of the spectrum
|I(ω)| or the power spectrum |I(ω)|2 is estimated (e.g. during
speech pauses), and as a consequence the additivity of eq. (4.2) only
holds in approximation. The time-domain speech signal estimate is
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obtained by inverse Fourier transformation of the estimated speech
spectrum using the phase of the mixture signal.

In many relevant cases, modeling the interferer signal using a sin-
gle spectral prototype is insufficient, due to the non-stationarity
of the encountered interferers. As a consequence, estimation er-
rors can lead to negative values in the estimated clean speech spec-
trum. Basic spectral subtraction algorithms set these negative val-
ues to zero (or some floor value). This non-linear processing causes
isolated peaks in the spectrum, which is one cause for distracting
residual musical noise in the time-domain estimate of clean speech.

Geometric spectral subtraction [Lu and Loizou, 2008] preserves the
additivity of eq. (4.2) by taking the phase of the complex Fourier
coefficients into account. In contrast to spectral subtraction, the
estimate of the interferer spectrum is updated for each frame us-
ing minimum statistics [Martin, 2001]. This method is further dis-
cussed in section 4.5.1

4.1.2 Codebook-based spectral filtering

Where spectral subtraction employs a point estimate of the inter-
ferer spectrum, codebook-based spectral filtering models either speech,
interferer or both using vector code-books. Ellis and Weiss [2006]
trained a speaker dependent codebook using vector quantization
(VQ), and projected the mixture onto the closest clean speech pro-
totype for enhancement. Srinivasan et al. [2006] trained linear pre-
diction coefficient (LPC) code-books for both speech and interferer.
The observed mixture spectrum is assumed to be a linear combina-
tion of exactly two spectral prototypes (with associated gains), one
from the speech and the other from the interferer codebook. The
selected prototype pair is used to estimate the underlying clean
speech by Wiener filtering.

Although code-books are much more sophisticated signal models,
the major drawback of this paradigm is the induced quantization
error due to the maximally sparse coding. To reduce the quantiza-
tion error to an acceptable level, a very large speech codebook Ellis
and Weiss [2006], interpolation [Srinivasan et al., 2006] or averag-
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ing over all possible vector pairs [Srinivasan et al., 2007] is required
(see section 4.5.2 for further discussion).

4.1.3 Sparse coding for source separation

Structured signal classes like speech have approximately sparse
representations in suitably chosen dictionaries. This key observa-
tion underlies source separation methods based on sparse coding.
In coherent denoising [Mallat and Zhang, 1993], an estimate of clean
speech can be recovered from a mixture of speech and Gaussian
white noise by capturing the components that are coherent to the
speech dictionary, because unstructured interferers such as white
noise are incoherent to any fixed dictionary [Rauhut et al., 2008]. A
dictionary element (called atom) is coherent to a signal if the abso-
lute value of the inner product of the two vectors is large. For an
orthogonal speech dictionary, the energy in the coding coefficients
of the unstructured interferer is distributed uniformly over all dic-
tionary elements. A soft thresholding of the coding coefficients re-
sults in a close to optimal estimate of the clean speech [Donoho and
Johnstone, 1994].

However, as interferers become more structured and speech-like,
the coherence to the speech dictionary grows. In the case of struc-
tured interferers, better performance can be achieved by coding the
mixture in a composite dictionary consisting of a speech and an in-
terferer dictionary. Speech components are captured by the speech
dictionary, as they are more coherent to the speech dictionary, but
less so to the interferer dictionary. For the same reason, structured
interferer components are captured by the interferer dictionary in-
stead of being explained by many speech dictionary atoms with
low associated weights. Any unstructured interferer component is
again incoherent to both dictionaries.

Therefore, sparse coding for speech enhancement requires adapted
dictionaries, as general analytic dictionaries (such as wavelet bases)
typically don’t satisfy both coherence and incoherence requirements.
Adaptation of an initial dictionary to the signal class can be achieved
using dictionary learning, which is a generalization of VQ. From
this perspective, the codebook-based enhancement approaches of
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the previous section can be seen as the special case of a maximally
sparse coding of the mixture.

4.1.4 Dictionary Learning

Dictionary learning performs approximate matrix factorization of
a data matrix X ∈ RD×N into the product of a dictionary matrix
D ∈ RD×L and a coding matrix C ∈ RL×N , under some sparsity
constraints on the coding matrix. Dictionary learning is the gen-
eralization of gain-shape VQ codebook learning, where signal vec-
tors are represented as linear combinations of multiple dictionary
atoms, allowing for lower approximation error while maintaining
equal dictionary size.

Our dictionary learning method is based on the K-SVD algorithm
[Aharon et al., 2006]. This iterative method alternates between
sparse coding and dictionary update steps. At iteration t, the train-
ing data X is sparsely coded in dictionary D(t−1) to obtain coding
C(t), followed by a dictionary update to obtain D(t) = arg minD ‖X−
DC(t)‖2

F which minimizes the approximation error given the cur-
rent coding C(t).

In the special case of non-negative data (such as Fourier magni-
tudes), non-negative matrix factorization (NMF) [Lee and Seung,
1999] provides a different matrix factorization where both atoms
and coding coefficients are non-negative. Sparse NMF includes
an additional sparsity constraint on C [Eggert and Korner, 2004,
Hoyer, 2004].

4.1.5 Method Overview

What follows is a high-level overview of our method, illustrated in
figure 4.1. The time-domain signal is transformed (FT in the fig-
ure) into either the short-time Fourier transform (STFT) magnitude
domain or the modified discrete cosine transform (MDCT) domain
[Princen and Bradley, 1986]. The representation has to be invertible
to allow for the resynthesis of the enhanced speech signal in the
time domain. In the case of STFT magnitudes, the mixture phase is
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Figure 4.1: Our dictionary learning and speech enhancement
pipeline. The top part shows the dictionary learning step, where,
separately for the speech and interferer, training data is trans-
formed (FT) into the feature space, and dictionary is learned fol-
lowed by combination into a composite dictionary for use dur-
ing enhancement. The bottom part shows the enhancement step,
where degraded speech is transformed into the feature space,
sparsely coded using LARC, separated to obtain an estimate of
the clean speech, and inverse transformed (IFT) back to the time-
domain.
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used for resynthesis. In the transform domain, overlapping blocks
are extracted and vectorized, and these vectors form the elements
of our feature space (sec. 4.6.3).

Possibly over-complete dictionaries (sec. 4.3) are trained for speech
(either speaker independent or dependent) and the environment
specific interferer (DL in the figure). For the coding step (sec. 4.2) in
the dictionary learning algorithm, we extended the least angle re-
gression (LARS) algorithm [Efron et al., 2004] to include a residual
coherence stopping criterion and optimized it to solve a large num-
ber of simultaneous coding problems efficiently. A C implementa-
tion of the algorithm with Matlab interface is available online1. For
the dictionary update step, we use the fast approximate singular
value decomposition (SVD) update of Rubinstein et al. [2008]. The
same algorithm parameters (such as dictionary size, residual coher-
ence threshold or number of iterations) are used for training both
the speech and interferer dictionary. The trained dictionaries are
concatenated to form the composite dictionary.

In the enhancement step (sec. 4.4), an observation of degraded speech
is sparsely coded (sec. 4.2) in the composite dictionary. As a result,
the mixture of speech and interferer is explained by a linear combi-
nation of atoms from the speech dictionary and of atoms from the
interferer dictionary. The clean speech magnitude is estimated by
disregarding the contribution from the interferer dictionary, pre-
serving only the linear combination of speech dictionary atoms.
The clean speech estimate in the time domain is obtained (IFT in
the figure) either by the inverse Fourier transformation of the clean
speech magnitude estimate combined with the phase of the de-
graded speech or by the inverse MDCT.

As will be explained in section 4.4.2, estimation errors result from
two different and competing effects. A too sparse coding of the de-
graded speech in the composite dictionary induces an approxima-
tion error of the clean speech, which we call source distortion. A too
dense coding avoids source distortion, but causes source confusion,
by explaining some of the speech energy using interferer atoms. In
order to achieve low source distortion for a sparse coding, the dic-
tionaries must be coherent to their respective signal class. To avoid

1http://www.inf.ethz.ch/personal/chrsigg/taslp2011/

 http://www.inf.ethz.ch/personal/chrsigg/taslp2011/
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source confusion, the trained dictionaries must have low mutual
coherence, i.e. the speech dictionary must be incoherent to the in-
terferer signal, and vice-versa. Good speech enhancement perfor-
mance can be achieved by choosing a feature space which is high
dimensional enough such that low mutual coherence becomes fea-
sible, and by training sufficiently powerful dictionaries such that
low approximation error is achieved with sparse codings.

4.1.6 Evaluation of Enhancement Performance

We evaluate our speech enhancement method both in the speaker
independent and speaker dependent case, using non-stationary in-
terferer data recorded in real environments (sec. 4.6.1). The perfor-
mance of our enhancement method is quantified by the frequency-
weighted segmental signal to noise power ratio (SNR) [Tribolet
et al., 1978], an objective measure that has been shown to correlate
well with subjective judgment of speech quality and intelligibil-
ity [Ma et al., 2009]. Further objective measure results (e.g. PESQ
scores) and sound clips for subjective evaluation are available from
the authors’ website.

We compare our approach against two baseline algorithms, which
make similar but stricter assumptions on the speech and/or the in-
terferer signal: geometric spectral subtraction (sec. 4.5.1) and codebook-
based spectral filtering (sec. 4.5.2). Enhancement experiments are
performed using synthetic mixtures of clean speech and interferer,
at speech to interferer signal power ratios (SIRs) ranging from low
(10 dB SIR) to high degradation (0 dB SIR). The low degradation
scenario reveals distortions introduced by the enhancement algo-
rithms themselves, while the high degradation scenario tests the
interferer attenuation capability. In each algorithm, the same pa-
rameter values are used for all interferers and mixture SIRs.

4.1.7 Our Contributions

Our proposed speech enhancement algorithm learns speech dictio-
naries and environment specific interferer dictionaries and recov-
ers the clean speech signal by sparse coding of the mixture signal
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in the concatenated dictionary. It attains significant speech quality
and intelligibility improvements (as quantified by objective mea-
sures), in challenging environments, where the interferer signal is
non-stationary, potentially similar to speech and the SIR is low. At
the same time, it introduces minimal distortions to the speech sig-
nal of its own.

Contrary to spectral subtraction, our approach does not assume a
stationary interferer, and contrary to denoising in analytic dictio-
naries, it can deal with interferers that are partially coherent to the
speech signal. Our approach is a generalization of codebook-based
enhancement methods, and achieves significantly lower source dis-
tortion because it is not restricted to a one-sparse coding of the
source. It is conceptually similar to the speaker separation algo-
rithm of Schmidt and Olsson [2006] and the noise reduction al-
gorithm of Schmidt and Larsen [2008], which both employ NMF
to train source models. However, NMF enforces non-negativity
constraints on both the dictionary and the coding matrices, and is
therefore limited to non-negative feature domains.

We propose an extension of the least angle regression (LARS) algo-
rithm proposed by Efron et al. [2004] for dictionary learning and
sparse coding. Instead of using the residual norm or the coding
cardinality as the stopping criterion, the algorithm terminates if
the coherence between the current residual and the dictionary is
below a threshold. This residual coherence stopping criterion is
well suited for our application, since the criterion does not have
to be tuned for the specifics of each interferer signal, which are
not known in advance. Furthermore, the algorithm is reformu-
lated such that coding many observations in the same dictionary
becomes much more efficient. Our algorithm is called LARC, for
least angle regression with a coherence criterion.

4.2 Sparse Coding

The goal of sparse coding is to approximate a signal observation
with low error, using a linear combination of only few signal pro-
totypes from a pre-specified set. More formally, a K-sparse coding
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c ∈ RL of a signal x ∈ RD in a dictionary D ∈ RD×L of unit norm
atoms ‖d(:,l)‖2 = 1, ∀l = 1, . . . , L defines a sparse linear combina-
tion of K = ‖c‖0 � L atoms. The dictionary D can be over-complete,
i.e. L > D.

Sparse coding lies at the core of our method, both in dictionary
learning and in enhancement. It is a trade-off between three fac-
tors: the signal approximation error ||x − Dc||2 measured in the
`2 norm, the coding cardinality and the dictionary size. For signal
classes such as speech or music which contain structure, a dictio-
nary exists such that a low approximation error can be achieved for
a sparse coding. Such a dictionary is said to be coherent to the sig-
nal class, and the error decays quickly as the cardinality increases.
On the other hand, white noise is an unstructured signal class that
is incoherent to any fixed dictionary Rauhut et al. [2008], and the
error decays slowly as the cardinality increases. Of course, a zero
approximation error is possible in both cases if D spans the signal
space, but for a coherent dictionary the error will be already suffi-
ciently small for K � D.

The sparse coding problem can be formulated using a cardinality
constraint

c∗ = arg minc ||x−Dc||2
s.t. ||c||0 ≤ K,

(4.3)

or using an error constraint

c∗ = arg minc ||c||0
s.t. ||x−Dc||2 ≤ σ.

(4.4)

Solving either eq. (4.3) or eq. (4.4) using the `0 pseudo norm is
an NP-hard combinatorial problem [Davis et al., 1997]. We there-
fore consider two approximation schemes, greedy optimization in
sec. 4.2.1 and convex relaxation of the `0 norm to the `1 norm in
sec. 4.2.2.

4.2.1 Greedy Optimization

orthogonal matching pursuit (OMP) [Davis et al., 1994] computes
an approximate solution to the sparse coding problem (4.3) or (4.4)
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using a greedy iterative update of c (see algorithm 4.1).

Algorithm 4.1 Orthogonal Matching Pursuit

1: Input: x ∈ RD; D ∈ RD×L; K or σ
2: Output: c ∈ RL

3: A ← {}; c← 0; r← x
4: while ||c||0 ≤ K and ||r||2 > σ do
5: µ← D>r
6: j∗ ← arg maxj |µj|, j ∈ Ac

7: A ← A∪ {j∗}

8: cA ←
(
D>ADA

)−1
D>Ax

9: r← x−Dc
10: end while

Each iteration t of the while-loop consists of two steps: atom se-
lection and update of the coding vector. The atom that is most
coherent to the current residual r(t−1) is selected, and its index j∗

is added to the active set of atoms A in lines 5 to 7. Then c(t) is
set to the coordinates of the orthogonal projection of x onto the
subspace spanned by D(:,A) in line 8, and the new residual r(t) is
computed in line 9. This procedure ensures that r(t) is always or-
thogonal to the span of D(:,A), and that the set of selected atoms is
linearly independent. The algorithm terminates after ||c(t)||0 = K
or ||x − Dc(t)||2 ≤ σ is reached. OMP converges with an expo-
nential rate [Mallat, 2009], which depends on the coherence of the
dictionary to the signal class.

4.2.2 Convex Relaxation

Convex relaxation of the `0 pseudo norm to the `1 norm is an-
other way to solve the sparse coding problem approximately. In
this case, the cardinality constrained formulation (4.3) is known as
the least absolute shrinkage and selection operator (LASSO) [Tib-
shirani, 1996], and the error norm constrained formulation (4.4) is
known as basis pursuit denoising (BPDN) [Chen et al., 2001]. Be-
cause both the objective function and the constraint are convex,
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the global minimum is unique and can be found efficiently using
quadratic programming techniques.

In contrast to the `0 pseudo norm, the `1 norm penalizes both the
cardinality of the coding and the magnitude of the coding coeffi-
cients. The second property will be important for sparse coding
in the concatenated dictionary, where large magnitude coefficients
can lead to instabilities (see sec. 4.4.2). If a sparse enough cod-
ing exists, the relaxed form is equivalent to the hard combinatorial
problem, meaning that the sparsest coding can be found efficiently
using the `1 norm [Donoho and Elad, 2006].

Least Angle Regression. LARS [Efron et al., 2004] is a very effi-
cient iterative algorithm that obtains a solution closely resembling
LASSO, and with a simple modification can be made to exactly ob-
tain the LASSO solution. As with OMP, each iteration consists of
an atom selection and a coding coefficient update step. Atom se-
lection is identical to OMP. For the coefficient update, instead of an
orthogonal projection onto the span of the selected atoms, LARS
proceeds in the equiangular direction of the selected atoms, until a
new atom has equal correlation with the residual as all atoms in the
active set. Typically, either a cardinality or a norm based stopping
criterion is used (as with OMP).

Batch LARS with Coherence Criterion (LARC). We have extended
LARS in two ways for our application. Both for dictionary learn-
ing and enhancement, a large number of observations have to be
sparsely coded in the same dictionary. Precomputing the Gram
matrix G = D>D avoids repeated computations of matrix-vector
products involving D, which are the most expensive operations
in LARS. In addition, the matrix inverse G−1

(A,A) is built iteratively
using an update scheme based on the Cholesky factorization [Ru-
binstein et al., 2008].

The second extension concerns the stopping criterion. As already
mentioned in the introduction, an observation is a linear superposi-
tion of components, one of them coherent and one or more of them
incoherent to the dictionary. Since only the coherent component
can be sparsely coded in the dictionary, it can be separated from
the other components by choosing the right value for the stopping
criterion. Both OMP and LARS are greedy algorithms, therefore
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the coherent components will be coded before the incoherent com-
ponents, and the maximum residual coherence (line 6 in algorithm
4.1) will decrease with every iteration [Mallat and Zhang, 1993].
This decrease suggests to use a residual coherence threshold µdl as
the stopping criterion, which in contrast to the `2 norm of the resid-
ual or the `1 norm of the coefficient vector does not depend on the
magnitude of the observation.

LARC (see algorithm 4.2) consists of three parts: atom selection
(lines 6 to 8), computation of the equiangular direction u (lines 12
to 16) and update of c using the step size γ (lines 17 to 21). “min+”
denotes that the minimum is only over positive arguments.

Note that the computation of D>r(t−1) in iteration t (line 6) is split
into a constant part µ(x) = D>x and a variable part µ(y) = D>y(t−1),
which is updated efficiently in line 21. We have omitted the se-
quential Cholesky update of the matrix inverse G−1

(A,A), the details
are given e.g. in [Rubinstein et al., 2008].

4.3 Dictionary Learning

An iterative dictionary learning algorithm adapts an initial dictio-
nary to a particular signal class, such that observations from that
signal class are sparsely coded in the dictionary with small error.
As will be discussed in section 4.4, such adaptation is typically
necessary for successful enhancement, because the ideal dictionary
has to be both coherent to its signal class as well as incoherent to
all other signals present in the mixture.

Formally, a dictionary learning algorithm approximately factorizes
a data matrix X ∈ RD×N into a dictionary D ∈ RD×L and a coding
matrix C ∈ RL×N . The factorization optimizes the objective

arg min
D,C
‖X−D · C‖2

F , (4.5)

subject to a sparsity constraint on C and the unit `2 norm constraint
on the atoms of D. The approximation error is measured by the
squared Frobenius norm ‖ · ‖2

F, i.e. the sum of squares of all ma-
trix elements. Due to the fact that both D and C are unknown,
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Algorithm 4.2 Batch LARC

1: Input: x ∈ RD; D ∈ RD×L; G = D>D; µdl
2: Output: c ∈ RL

3: c← 0; y← 0; A ← {}
4: µ(x) ← D>x; µ(y) ← 0
5: while |A| < D do
6: µ← µ(x) − µ(y)

7: j∗ ← arg maxj |µj|, j ∈ Ac

8: A ← A∪ {j∗}
9: if µj∗/||x− y||2 < µdl then

10: break
11: end if

12: s← sign(µA)
13: g← G−1

(A,A)s

14: b← (g>s)−
1
2

15: w← bg
16: u← D(:,A)w

17: a← G(:,A)w

18: γ← min+
k∈Ac

(
µj∗−µk

b−ak
,

µj∗+µk
b+ak

)

19: y← y + γu
20: cA ← cA + γw
21: µ(y) ← µ(y) + γa
22: end while
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eq. 4.5 is not a convex problem, and the sparsity constraint on C
makes finding the global optimum intractable. However, several
authors (see Rubinstein et al. [2010] for a review) have proposed
efficient algorithms based on an alternating minimization of C and
D until convergence to a local optimum. We present the batch ver-
sion of iterative dictionary learning, used to train the speech and
interferer dictionaries for our experiments. A productive imple-
mentation of the speech enhancement pipeline would additionally
use an online algorithm [Mairal et al., 2010] to learn the interferer
dictionary. Controlling the similarity of dictionary atoms (which
can improve the generalization performance of the dictionary) is
the topic of chapter 5.

Initialization. The initial dictionary D(0) can be defined in various
ways. For instance, the atoms can be chosen uniformly at random
on the unit hypersphere, or can be sampled from the training data
X, followed by rescaling to unit length.

Coding update. The error measure and the sparsity constraint are
column separable, therefore minimizing eq. (4.5) for C given D
amounts to N independent sparse coding problems, and in prin-
ciple, any sparse coding algorithm (see section 4.2) is applicable.
We use LARC in our experiments, i.e. given the previous dictio-
nary D(t−1), at iteration t of the dictionary learning algorithm each
column c(t)

(:,n), n = 1, . . . , N of the coding matrix is updated as

c(t)
(:,n) ← LARC

(
D(t−1), x(:,n), µdl

)
.

We chose LARC as the sparse coding algorithm due to three rea-
sons. We have empirically observed that for our data, an `1 norm
based sparsity measure leads to better generalization performance
of the dictionary than an `0 norm based sparsity measure (see be-
low). Furthermore, LARC is suited to solving a large number of
independent coding problems given the same dictionary. Finally,
setting the same residual coherence threshold for speech and all
interferer types proved viable. A dictionary learning algorithm
where the sparsity parameter had to be tuned would be unsuitable
in our application, since the interferer properties are not known in
advance.
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Dictionary update. The dictionary update step

D(t) ← arg min
D
‖X−D · C(t)‖2

F (4.6)

s.t. ‖d(:,l)‖2 = 1 ∀l = 1, . . . , L

is a least squares minimization problem with quadratic equality
constraints, and can be solved e.g. using a Lagrangian dual for-
malism [Lee et al., 2007]. However, there is no need to find the
exact minimum of eq. 4.6, as long as the dictionary learning objec-
tive 4.5 is reduced at each iteration. The K-SVD dictionary update
step [Aharon et al., 2006] is a greedy atom-by-atom update. For
each atom d(:,l), l = 1, . . . , L the contribution to the residual norm
due to d(:,l) is isolated:

‖X−D · C‖2
F =‖X−

L

∑
m=1

d(:,m)c(m,:)‖2
F

=

∥∥∥∥∥

(
X− ∑

m 6=l
d(:,m)c(m,:)

)
− d(:,l)c(l,:)

∥∥∥∥∥

2

F

=‖R(l) − d(:,l)c(l,:)‖2
F. (4.7)

The residual norm is minimized using the one rank approximation
d(:,l)c(l,N ) of R(l)

(:,N )
, containing the columnsN =

{
n|Cl,n 6= 0, 1 ≤ n ≤ N

}

of R(l) where atom d(:,l) was involved in the coding. The joint
update of d(:,l) and c(l,N ) ensures that the coding coefficients are
adapted w.r.t. to the new atom, where N preserves the location of
the non-zero coefficients in the coding row c(l,:). The updated d(:,l)
and c(l,N ) are immediately available in the computation of d(:,l+1)
and c(l+1,N ).

To further reduce complexity, Rubinstein et al. [2008] proposed a
dictionary update step (algorithm 4.3) that approximates the SVD
of R(l)

(:,N )
using power iterations. In our application, executing a

single power iteration (lines 8 to 10) reduced the residual norm suf-
ficiently.

The success of dictionary learning is measured by the ability of a
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Algorithm 4.3 Approximate K-SVD Dictionary Update

1: Input: X = RD×N ; D = RD×L; C = RL×N

2: Output: Updated dictionary D

3: for l← 1 to L do
4: d(:,l) ← 0
5: N ←

{
n|Cl,n 6= 0, 1 ≤ n ≤ N

}

6: R← X(:,N ) −DC(:,N )

7: g← c>(l,N )

8: h← Rg
9: h← h/ ‖h‖2

10: g← R>h

11: d(:,l) ← h
12: c(l,N ) ← g>

13: end for

trained dictionary to enable low approximation error when sparsely
coding test data not seen during training. Coding a test observa-
tion with increasing cardinality K, the use of a coherent dictionary
results in a rapid decay of the approximation error, compared to
the slow decay of using an incoherent dictionary that only yields a
low approximation error when K approaches D.

4.4 Speech Enhancement

We model an observation x ∈ RD of degraded speech as the linear
additive mixture

x = s + i (4.8)

of target speech s ∈ RD and interferer i ∈ RD. Given x, the goal
of speech enhancement is to obtain an estimate ŝ of the underlying
clean speech signal such that the residual norm ‖ŝ− s‖2 is signif-
icantly lower than ‖x− s‖2 (see sec. 4.6.2 for further discussion of
measuring enhancement performance).

Speech enhancement is successful if the speech dictionary D(s) is



4.4 Speech Enhancement 103

coherent to the speech signal and incoherent to the interferer signal.
Classical coherent denoising considers the case where the interferer
is pure noise (e.g. Gaussian white noise) and does not contain any
structure. Such an interferer is incoherent to any fixed dictionary
[Rauhut et al., 2008], and in particular to the speech dictionary. This
case is covered in sec. 4.4.1.

Many relevant kinds of interferers contain structure. If the struc-
tured component of the interferer signal is also incoherent to the
speech dictionary, the treatment is equivalent to the unstructured
case. If the interferer is partially coherent to the speech dictionary,
there is a risk that parts of the signal will be confused as com-
ing from the speech source. But for a structured interferer, train-
ing a coherent interferer dictionary D(i) is possible. A sparse cod-
ing of the degraded speech observation in the composite dictionary
D =

[
D(s) D(i)

]
significantly improves enhancement performance,

if D(s) is more coherent to s than D(i), and D(i) is more coherent to
i than D(s). This more general case is covered in sec. 4.4.2.

4.4.1 Incoherent Interferers

As mentioned, unstructured interferers cannot be sparsely repre-
sented in any fixed dictionary, in particular also not in a speech dic-
tionary. As a prominent example for an incoherent interferer sce-
nario, we consider the enhancement of speech degraded by Gaus-
sian white noise. In the enhancement step, the degraded speech
mixture is sparsely coded in the speech dictionary using LARC
with a suitably chosen residual coherence threshold µenh. LARC
coding captures the structured speech signal components which
have a coherence to the speech dictionary that is above the thresh-
old, while discarding the interferer components, as they fall below
the residual coherence threshold.

Formally, an observation x of degraded speech is sparsely coded in
the speech dictionary D(s) using LARC with a residual coherence
threshold µenh, to obtain the vector of coding coefficients c(s) ∈
RLs :
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c(s) ← LARC
(

D(s), x, µenh

)

Coding with a suitable µenh leads to a coding vector c(s) where
large weights explain speech contributions in the mixture x using
atoms from the speech dictionary D(s). An estimate of the under-
lying clean speech is obtained as ŝ = D(s)c(s).

The above method provides excellent results as long as the con-
sidered interferer is sufficiently incoherent to the speech dictionary
Mallat [2009, ch. 12]. However, the more coherent an interferer
becomes to the speech dictionary, the more likely it is that inter-
ferer components in the residual are explained by speech dictio-
nary atoms, instead of being discarded by falling below the resid-
ual coherence threshold of LARC. For interferers which are par-
tially coherent to the speech dictionary but also contain structure, a
better approach is possible, based on sparse coding in the compos-
ite dictionary consisting of a speech and an interferer dictionary.
This is discussed in the next section.

4.4.2 Partially Coherent Interferers

A structured interferer can be sparsely represented with low ap-
proximation error in a suitably trained dictionary. In order to en-
hance speech degraded by structured interferers which are par-
tially coherent to the speech dictionary, the degraded speech mix-
ture is sparsely coded in the composite dictionary consisting of the
concatenation of the speech and the interferer dictionary.

Formally, an observation x of degraded speech is sparsely coded
in the composite dictionary D = [D(s) D(i)] using LARC with a
residual coherence threshold µenh, to obtain the coding vector c:

c← LARC
(
[D(s) D(i)], x, µenh

)

The vector c = [c(s); c(i)] (concatenation in column-direction) con-
sists of weights c(s) corresponding to the speech dictionary D(s),
as well as weights c(i) ∈ RLi corresponding to the interferer dic-
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tionary D(i). An estimate of the underlying clean speech is again
obtained as ŝ = D(s)c(s).

An exact recovery condition (ERC) establishes the requirements on
the signals and dictionaries, such that the speech contribution to
the mixture is explained by weights in c(s) only, and the struc-
tured interferer contribution is explained by weights in c(i) only,
i.e. no confusions occur between the sources. Assuming that both
the speech and interferer signals have been generated by their re-
spective dictionaries, i.e. s = D(s) c̃(s) and i = D(i) c̃(i), recovery is
exact if

‖c̃(s)‖0 + ‖c̃(i)‖0 <
1
2

(
1 +

1
µ(D(s), D(i))

)
, (4.9)

where the mutual coherence between the speech and interferer dic-
tionary is defined as

µ(D(s), D(i)) = max
p,q

∣∣∣d(s)>
(:,p) d(i)

(:,q)

∣∣∣ (4.10)

with p = 1, . . . , Ls and q = 1, . . . Li (see [Donoho and Huo, 2001],
and [Donoho and Elad, 2006] for the case of an additional unstruc-
tured component in the mixture). Therefore, if the coding is sparse
enough or the dictionaries are incoherent enough, no source con-
fusion occurs.

For partially coherent interferers like speech babble, the require-
ments of the ERC are not satisfied, but eq. (4.9) illustrates how
varying ‖c‖0 (by varying µenh) controls the trade-off between source
distortion and source confusion errors that both contribute to the
estimation error ‖s− ŝ‖2. For a very sparse c, source confusions
are unlikely according to eq. (4.9) as long as µ(D(s), D(i)) is small
enough, but ‖x−Dc‖2 is expected to be large because c lacks the
necessary degrees of freedom in the approximation of x. Conse-
quentially, the enhanced speech signal will sound distorted, due
to a too sparse coding of the speech source. On the other hand,
‖x−Dc‖2 can be made arbitrarily small by increasing ‖c‖0. How-
ever, eq. (4.9) predicts that source confusions become more likely,
which become apparent when separating Dc into D(s)c(s) and D(i)c(i).
The resulting enhanced speech signal will have insufficient inter-
ferer attenuation.
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Figure 4.2: Illustration of the trade-off between source distortion
and source confusion, when LARC coding a single frame of clean
speech degenerated by babble noise at 0 dB SIR. The upper figure
plots the approximation error ‖x−Dc‖2, which steadily decreases
for increasing coding cardinality ‖c‖0. The middle figure plots
the enhancement error ‖s− ŝ‖2, which is minimal for ‖c‖0 = 11.
For a sparser coding, the error is dominated by source distortion,
whereas for a denser coding, the error is dominated by source con-
fusion. The lower figure plots the increasing amount of source con-
fusion, measured by ‖c(i)‖2 when coding pure speech in the com-
posite dictionary (“Speech” curve), and ‖c(s)‖2 when coding pure
babble noise in the composite dictionary (“Interferer” curve). Note
that for the latter, no confusion occurs for ‖c‖0 < 7.
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In our experiments, we have consistently observed that both source
distortion and source confusion errors depend gradually on an in-
creasing violation of the ERC, and that a trade-off is possible which
leads to significantly better enhancement performance than an ex-
tremely sparse or dense coding (see figure 4.2). Furthermore, us-
ing LARC instead of OMP in the enhancement step improved the
temporal smoothness of the enhanced speech. Although the OMP
coding is sparse, coefficients of opposite sign and large magnitude
can occur, which again become apparent when separating Dc into
D(s)c(s) and D(i)c(i). The `1 constraint of LARC coding avoids
this instability, because it penalizes both cardinality and coefficient
magnitude of the coding.

4.5 Related Work

Our speech enhancement method is based on target speech and
interferer models. We evaluate the performance of our approach
against two other model based enhancement approaches, that dif-
fer in model complexity and assumptions about the nature of the
speech and interferer signals.

4.5.1 Geometric Spectral Subtraction

Geometric spectral subtraction (GA) was proposed in [Lu and Loizou,
2008] to address the problem of residual musical noise encountered
in standard spectral subtraction. As discussed in sec. 4.1, a spec-
tral subtraction algorithm estimates the average interferer spec-
trum during speech inactivity, and subtracts it from the mixture
spectrum during speech activity. A naive subtraction cannot per-
fectly recover the speech spectrum in non-stationary interferer sce-
narios however, as at times it subtracts too little or too much from
the mixture spectrum, producing random isolated peaks of resid-
ual interferer energy.

This fact follows from transforming eq. (4.1) into the power spectral
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domain,

|X(ω)|2 = |S(ω)|2 + |I(ω)|2 + S(ω)I∗(ω) + S∗(ω)I(ω), (4.11)

where X(ω), S(ω) and I(ω) denote the complex mixture, speech
and interferer Fourier spectra, and I∗(ω) denotes the complex con-
jugate of I(ω). Since speech and interferer are assumed to be sta-
tistically independent, the cross terms in eq. (4.11) vanish in expec-
tation. However, for short intervals they do not vanish, and omit-
ting them introduces an approximation error. As shown in [Lu and
Loizou, 2008], this error is most severe if the SIR in frequency bin ω
is close to zero dB, which is often the case in speech enhancement
applications.

Lu and Loizou therefore proposed short term estimators for both
the speech and interferer spectra. Using geometric arguments, a
suppression rule

∣∣Ŝ(ω, n)
∣∣ = HGA(ω, n) |X(ω, n)|

for estimating the clean speech magnitude spectrum at frame n was
derived (see Lu and Loizou [2008] for details), with

HGA(ω, n) =
|S(ω, n)|
|X(ω, n)| =

√√√√√√
1− [γ(n)+1−ξ(n)]2

4γ(n)

1− [γ(n)−1−ξ(n)]2

4ξ(n)

, (4.12)

where ξ(n) is the instantaneous a priori SNR and γ(n) is the instan-
taneous a posteriori SNR

ξ(n) =
|S(ω, n)|2

|I(ω, n)|2
, γ =

|X(ω, n)|2

|I(ω, n)|2
. (4.13)

In contrast to naive spectral subtraction, the above rule (4.12) does
not assume that the cross terms in eq. (4.11) vanish. At each frame
n, ξ(n) and γ(n) are recursively computed from the clean speech
spectrum estimate of past frames and the interferer spectrum esti-
mate, which is initialized with the average interferer spectrum ob-
tained from a speech pause, and continuously updated using min-
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imum statistics [Martin, 2001]. The detailed equations including
smoothing and thresholding constants are given in [Lu and Loizou,
2008].

Our approach is conceptually similar to geometric spectral subtrac-
tion in that both algorithms enhance the mixture based on instan-
taneous estimates of the speech and interferer spectra. However,
GA does not incorporate an explicit speech model, and therefore
its performance crucially depends on how well the interferer spec-
trum is tracked by the minimum statistics and recursive estimation
approach.

4.5.2 Codebook-Based Spectral Filtering

Several authors have trained speech and interferer models by vec-
tor quantization. For example, Ellis and Weiss [2006] trained a
speaker dependent codebook in the STFT domain. The codebook
vectors took into account both magnitude and phase of the Fourier
coefficients, but instead of absolute phase the phase change was
quantized. Omitting an interferer model, the enhancement step
consisted of projecting the mixture frame on the closest clean speech
prototype of the trained codebook. Furthermore, to exploit tem-
poral constraints of the speech source, a discrete hidden Markov
model (HMM) was trained on top of the clean speech codebook.
Ellis and Weiss tested their approach by separating speech from
speech shaped noise, but for the example given in the paper (0 dB
SIR of the mixture) the method failed to improve upon the mixture
signal. The authors noted three problems with their enhancement
approach: the codebook had to be very large to reach an accept-
ably low source distortion, which is to be expected given a one-
sparse coding of speech. Second, considerable interferer energy
remained in speech pauses after the projection step. The constant
one-sparse coding forced an explanation of pure interferer frames
with elements of the speech codebook, which might fit quite well if
the interferer has speech like characteristics. Finally, including the
HMM did not improve performance, suggesting that the constant
one-sparse coding of the mixture in the speech codebook funda-
mentally limits the performance of this approach.
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Srinivasan et al. [2006] trained both speech and interferer code-
books by vector quantization in the LPC domain, using Itakura-
Saito (IS) distortion as the distance measure. The long-term in-
terferer spectrum (estimated by minimum statistics) was also in-
cluded in the interferer codebook. In the enhancement step, the
best matching pair of speech and interferer spectral shapes (with
associated gains) were estimated from the mixture by minimiz-
ing the IS distortion between the mixture power spectrum and the
linear combination of speech and interferer spectra. Instead of a
direct optimization over all possible combinations of speech and
interferer codebook elements, Srinivasan et al. proposed a greedy
search. Finally, a Wiener filter was constructed from the spectral
shapes and associated gains.

The interferer codebook size had to be chosen with care. A too
generic interferer codebook turned out to be problematic, because
the optimal pair of speech and interferer spectra became increas-
ingly ambiguous. Therefore, the authors proposed to train several
interferer specific codebooks, and to select the appropriate one in
the enhancement step based on a classification of the long-term in-
terferer codebook. While avoiding the complexity of using a VAD
to obtain interferer training data, this approach presupposes that
an appropriate interferer codebook is available for enhancement.
The LPC order and the codebook size was optimized for each in-
terferer type.

To reduce distortion resulting from the one-sparse coding of speech,
an interpolation scheme was proposed by Srinivasan et al. [2007].
Instead of using an interpolation codebook, the mixture was ex-
plained by a Bayesian averaging over all pairs of speech and in-
terferer codebook elements. The full Bayesian treatment was sim-
plified by assuming that the spectral shapes and gains are all in-
dependent, and that the likelihood is strongly peaked around the
maximum-likelihood values for the speech and interferer gains.
This assumption resulted in a weighted average of all pairs of ele-
ments from the speech and interferer codebooks, where the weight
of each spectrum is its prior probability, and the gains were deter-
mined by maximum likelihood (ML) estimation.

There are at least two important distinctions between codebook-



4.6 Evaluation 111

based enhancers and our approach. Clearly, dictionary learning
generalizes vector quantization [Aharon et al., 2006], where an ob-
servation is approximated by a sparse linear combination of mul-
tiple atoms, instead of a single codebook vector. Where Srinivasan
et al. [2006] introduced an interpolation codebook and Srinivasan
et al. [2007] performed Bayesian averaging to reduce source distor-
tion, we relax the one-sparse coding constraint in the enhancement
step, too. Instead of also re-implementing the different feature
space, the distance measure and the interpolation scheme of Srini-
vasan et al. [2006], our evaluation only focuses on the improvement
gained by sparse coding with cardinality greater than one in both
the dictionary learning and enhancement steps. We therefore com-
pare our approach against codebook-based spectral filtering in the
same feature space.

4.6 Evaluation

We evaluate the performance of our method in comparison with
established and powerful baseline methods, both in the speaker
dependent and speaker independent case, with interferer signals
obtained from a broad range of relevant environments. Further-
more, we discuss design choices for the entire speech enhance-
ment pipeline, regarding feature extraction, dictionary learning,
enhancement and resynthesis.

The performance of speech enhancement strongly depends on the
trade-off between source distortion and source confusion. We give
insights on how to balance the two effects for optimal enhancement
results.

4.6.1 Data

Speech data is obtained from the GRID2 audio-visual corpus, which
provides a total of 34 speakers of both genders, 16 female and 18
male. For each speaker, the corpus contains 1000 sentences of a

2http://www.dcs.shef.ac.uk/spandh/gridcorpus/

 http://www.dcs.shef.ac.uk/spandh/gridcorpus/


112 Sparse Coding in Learned Dictionaries for Enhancement

simple grammatical structure without high-level linguistic cues,
for instance “Place green at B 4 now” Cooke et al. [2006].

As non-stationary interferer data, we used location recordings made
in the following environments: classical piano music replayed in a
living room, street traffic noise and wind noise of an exposed mi-
crophone, all obtained from a proprietary corpus. Furthermore,
obtained from the NOISEX-92 corpus [Varga et al., 1992]: speech
babble noise, machine noise in a factory and engine and tire noise in
a Volvo car. As a maximally unstructured and non-sparse interferer,
generated Gaussian white noise was used as well.

Dictionary learning as well as parameter optimization for dictio-
nary learning and speech enhancement was performed on a train-
ing and test set. Final enhancement performance is reported on
a separate validation set. In the speaker dependent case, the first
(male) speaker of the GRID corpus was used. In the speaker in-
dependent case, the validation set contained both male and female
speakers that were not part of the training set. For the speech data,
splitting was performed on a file-by-file basis, whereas for the in-
terferer data, the recording was split into three disjoint segments
for training, test and validation.

4.6.2 Performance Measures

Speech enhancement algorithms aim to improve both the speech
quality and the speech intelligibility. A high-quality speech signal
is perceived as being natural and pleasant to listen to, and free of
distracting artifacts. However, measuring speech quality is chal-
lenging, as it is subjective. Speech intelligibility on the other hand
is measured by word error rates in a speech recognition scenario.
Good speech quality does not necessarily imply good speech in-
telligibility, and vice-versa. For instance, low quality synthesized
speech can be highly intelligible.

The performance of a speech enhancement algorithm can be mea-
sured both subjectively and objectively. Subjective measurements are
based on the judgment of human listeners, and are important be-
cause in many applications (such as hearing aids) the output of the
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enhancement algorithm has to appeal to the human ear. However,
subjective evaluation takes time, is expensive, and usually requires
trained listeners. As an alternative, objective measures provide
mathematical models of some perceptual aspects of the human au-
ditory system.

We report results measured in the frequency-weighted segmental SNR
(fwSegSNR) and PESQ scores. Both measures were shown to corre-
late well with both subjective speech quality and subjective speech
intelligibility scores [Ma et al., 2009]. fwSegSNR is a conceptually
simple objective measure, computed on individual signal frames,
and the per-frame scores are averaged over time. We use the frequency-
domain definition of the measure, incorporating a perceptually mo-
tivated frequency-band weighting as well as frequency-band spac-
ing.

The frequency-weighted segmental SNR given the clean and esti-
mated speech magnitude spectra is defined as

10
Nw̄

N

∑
n=1

B

∑
b=1

wb log10
|S (b, n) |2

(
|S(b, n)| − |Ŝ(b, n)|

)2 (4.14)

where S (b, n) denotes the frequency-domain representation of the
clean speech signal, for frequency band b and time frame n, Ŝ(b, n)
denotes the frequency-domain representation of the estimated speech
signal, N denotes the total number of frames, B denotes the total
number of frequency bands, wb denotes the weight of frequency-
band b and w̄ = ∑B

b=1 wb. The frequency-band weights wb are
based on the articulation index [Loizou, 2007]. We use the Matlab
implementation provided by Loizou [2007].

The computation of PESQ scores [Rix et al., 2001] is considerably
more involved. PESQ is the ITU-T recommendation P.862 for mea-
suring speech quality across telephone networks. The pre-processing
consists of level alignment of the enhanced and the reference sig-
nal, band-pass filtering to telephone bandwidth and time align-
ment.

Both signals are first transformed into the Bark domain, and then
the loudness in each band is mapped to sones. The auditory system
has poorer discrimination at high frequencies which is modeled
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Rating Quality Level of Distortion

5 Excellent Imperceptible

4 Good Just perceptible, but not annoying

3 Fair Perceptible and slightly annoying

2 Poor Annoying, but not objectionable

1 Bad Very annoying and objectionable

Table 4.1: Definition of mean opinion scores, as used in subjective
evaluation of speech quality.

by the critical-band spacing of the Hertz-to-Bark transformation, de-
fined as

b = 6 sinh−1
(

f
600

)
. (4.15)

Equal loudness pre-emphasis takes into account that perceived loud-
ness varies with frequency: a 100 Hz tone needs to be 35 dB more
intense than a 1 kHz tone to be perceived as equally loud. The
loudness level of a tone in phons P(b) is defined as the intensity in
dB sound pressure level (SPL) of a 1 kHz tone that sounds equally
loud. The increase in phons needed to double the subjective loud-
ness varies with the loudness level. At 40 phons, an extra 10 phons
doubles the loudness, whereas near the auditory threshold the same
10 phons increases the loudness tenfold. This is modeled by con-
verting phons to sones S(b). One sone is defined as the loudness
of a 1 kHz tone at 40dB SPL, and the phone to sone conversion is
given by

S(b) =





2(P(b)−40)/10 P(b) ≥ 40(
P(b)
40

)2.642
P(b) < 40.

(4.16)

The distortion between the enhanced and the reference signal is
a non-linear function of the loudness in every Bark bin which in-
cludes masking thresholds, the details are given in [Rix et al., 2001].
Finally, the distortion is mapped to a prediction of mean opinion
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Figure 4.3: The figure on the left shows a scenario where the trans-
form domain is tiled using tall and narrow blocks (A). In this case,
the blocks are overlapped and shifted only on the time axis, since
the frequency axis is fully covered by each block. The figure on the
right shows a scenario where tiling occurs using a short and wide
block (B). In this case, the blocks are overlapped and shifted both
on the frequency and the time axis. For the same number of bins, a
tall and narrow block favors spectral information, whereas a short
and wide block favors temporal dynamics of the signal.

scores (MOSs) as used in the subjective evaluation of speech qual-
ity. A definition mean opinion scores is given in table 4.1. We again
use the Matlab implementation provided by Loizou [2007].

4.6.3 Feature Space

Speech enhancement was performed in the short-time Fourier trans-
form (STFT) and the modified discrete cosine transform (MDCT)
domain. The MDCT is a real valued transform that includes phase
information, for the STFT we only consider the magnitude and
omit the phase, which implies that eq. (4.2) holds only approxi-
mately in this case. Other representations could be chosen, as long
as the feature extraction is (approximately) linear and the distance
function is perceptually meaningful and mathematically tractable.
We have found the `2 distance to correlate quite well with percep-
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tually motivated measures for our choice of feature space. The
number of frequency bins per frame is determined by the length
of the time-domain analysis window, where a Hamming window
was chosen for the STFT and a Kaiser-Bessel derived window was
chosen for the MDCT. The temporal smoothness of frames is de-
termined by the time-domain analysis window overlap, where a
minimum amount of overlap is necessary to avoid aliasing. The
transform domain was tiled in overlapping blocks (see figure 4.3),
where the block height specifies the number of frequency bins, and
the block width specifies the number of consecutive frames. A tall
and narrow block (A in figure 4.3) captures more of the harmonic
content, whereas a short and wide block (B in figure 4.3) captures
more of the temporal dynamics. The final feature space for dictio-
nary learning and enhancement is based on vectorized blocks.

As discussed in sec. 4.4, estimating the clean speech from the mix-
ture is possible if the speech dictionary is coherent to the target and
incoherent to the interferer. Maximizing the coherence of the dic-
tionary to its signal class is more easily achieved in a low dimen-
sional feature space, i.e. a short analysis window or short block
height and a single analysis frame per block. For structured sig-
nals, this results in low source distortion even for very sparse cod-
ings. Conversely, maximizing the incoherence of the dictionary to
all other signal classes requires a high dimensional feature space.
This minimizes source confusion and is achieved by increasing the
block height, block width or both. We have investigated analy-
sis window lengths from 30 ms to 100 ms, block heights of 8 fre-
quency bins to full height, and block widths of one to 64 frames.
The resulting feature space dimensionality varied from 120 to 1200
dimensions.

4.6.4 Dictionary Learning

An iterative dictionary learning algorithm is specified by the sparse
coding algorithm, the dictionary update method and the choice of
the initial dictionary. We used LARC (algorithm 4.2) as the sparse
coding method, and the computationally efficient approximate SVD
atom update step (algorithm 4.3) of Rubinstein et al. [2008]. Since
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Figure 4.4: Illustration of the non-linearity of the magnitude fea-
ture domain due to phase. The top figure plots the log magnitude
spectrum of a mixture of speech and factory interferer at 0 dB SIR.
The middle figure plots the log magnitude spectrum of the linear
mixture of the speech and the interferer magnitudes, without tak-
ing the phase into account. The bottom figure plots the clean speech
log magnitude spectrum for reference. Note the degradation of the
“harmonic stacks” (patterns of horizontal lines) in the top figure in
areas where the local SIR is close to unity.
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the interferer properties are not known in advance, a dictionary
learning algorithm where the sparsity parameter had to be tuned
would be unsuitable. Specifying the desired coding sparsity us-
ing the residual coherence threshold µdl has the advantage over a
fixed coding cardinality K that incoherent signal frames (such as
background noise in the speech corpus) are rejected, and has the
advantage over setting a residual noise variance σ that adaptation
to the energy distribution of the signal is not necessary. We have
investigated residual coherence thresholds from 0.2 to 0.6 for the
sparse coding step.

We evaluated two initialization methods: the atoms of the initial
dictionary were either sampled uniformly on the unit hypersphere,
or obtained by resampling the training data. The first method gen-
erates an initial dictionary that is not adapted to the training data at
all, whereas the second method results in atoms which are overly
adapted to single observations. We have consistently observed that
the latter sampling scheme leads to significantly faster convergence
and better generalization performance than random initialization
of the dictionary.

The algorithm approximately converged after twenty iterations of
coding and dictionary updates.

Speech Dictionary. The speech dictionary is trained offline, there-
fore the amount of training data is only constrained by computa-
tion time and memory limits. Both for the speaker dependent and
independent case, the training utterances were randomly subsam-
pled on a file and block level to obtain five minutes of clean speech.

We have trained dictionaries containing up to 2000 atoms. Fig-
ure 4.5 illustrates the generalization performance of the speech dic-
tionary, measured by the residual norm versus coding cardinality
curve, in the speaker independent and dependent case. Increas-
ing the dictionary size leads to lower residual norm for a given
cardinality, with diminishing returns for larger dictionaries. Fur-
thermore, better coherence of the dictionary to the signal class is
achieved in the speaker dependent case, where the 200 atom dictio-
nary outperforms the 1000 atom speaker independent dictionary.
This is to be expected, given the greater spectral variation induced
by the different genders in the speaker independent case.
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Figure 4.5: Generalization performance of speaker independent
and dependent dictionaries on validation data (D = 560), for dic-
tionary sizes of L = 200 atoms (top curve for both cases), 500 and
1000 atoms (bottom curve, respectively). Better performance can
be achieved in the speaker dependent case, which is indicated by a
faster decay of the median residual norm. Increasing the number
of atoms improves coherence of the dictionary to its signal class in
both cases.
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Figure 4.6: Generalization performance of interferer dictionaries
(L = 2000) on validation data (D = 560), for babble, piano, car
and white noise interferers (all having the same average power).
The rate of decay of the median residual norm, in comparison to
Gaussian white noise, indicates the amount of structure present in
the signal which is amenable to dictionary learning.
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Interferer Dictionary. We have trained dictionaries on a consecu-
tive 30 second segment for each interferer. The algorithm param-
eters were identical for all interferers, and set to the same values
as in speech dictionary learning. Plotting the generalization per-
formance (see figure 4.6) reveals the amount of structure present
in each interferer class. Compared to unstructured Gaussian white
noise, a rapid decay of the median residual norm is achieved for
car noise and piano music, indicating that there is prominent struc-
ture which is effectively modeled by a coherent trained dictionary.
The generalization performance of the interferer dictionary is also
predictive for the overall speech enhancement performance (see
sec. 4.6.5): a larger improvement is achieved both for highly struc-
tured and highly unstructured interferers, whereas a smaller im-
provement is achieved for the speech babble interferer, which con-
tains an intermediate amount of structure that is partially coherent
to the speech signal.

4.6.5 Speech Enhancement

The enhancement performance of all methods are evaluated using
synthetic mixtures, which are generated by linear additive mixing
of clean speech and interferer signals in the time-domain at var-
ious SIRs. An improvement is deemed significant if the median
fwSegSNR value given the enhanced and the clean speech is above
the 0.75 quantile of the fwSegSNR value given the degraded and
the clean speech.

In figures 4.7 and 4.9, X denotes the fwSegSNR value given the
degraded speech and the clean speech, i.e. the objective measure-
ment before any enhancement. Note that the fwSegSNR measure is
sensitive to the spectral characteristics of each interferer class. This
sensitivity explains the fact that for a fixed mixture SIR (e.g. 10 dB),
the frequency-weighted segmental SNR shows different values for
different interferers. Furthermore, GA denotes geometric spectral
subtraction, VQ denotes codebook-based filtering and DL denotes
our method. We have also evaluated a variant of our method where
only the speech dictionary (instead of the composite dictionary)
was used in the enhancement step. However, a significant im-
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Figure 4.7: Enhancement performance measured in frequency
weighted SNR, in the speaker independent case. Results are given
for three different signal-to-interferer ratios (SIR), and seven differ-
ent interferers: speech babble (bab), factory noise (fct), piano mu-
sic (pno), street noise (str), engine and tire noise (vlv), wind noise
(wnd) and Gaussian white noise (wht). GA denotes geometric spec-
tral subtraction, VQ denotes codebook-based filtering, DL denotes
our method and X denotes the objective measurement before any
enhancement.



4.6 Evaluation 123

bab fct pno str vlv wnd wht
0

1

2

3

4

5
P

E
S

Q
 S

co
re

10 dB SIR

 

 GA

VQ

DL

X

bab fct pno str vlv wnd wht
0

1

2

3

4

P
E

S
Q

 S
co

re

5 dB SIR

 

 
GA

VQ

DL

X

bab fct pno str vlv wnd wht
0

1

2

3

4

P
E

S
Q

 S
co

re

0 dB SIR

 

 GA

VQ

DL

X

Figure 4.8: Enhancement performance measured by PESQ score, in
the speaker independent case. The median PESQ value is denoted
by the filled bar, while the whisker denotes the 75th percentile of
the distribution of PESQ values.
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Figure 4.9: Enhancement performance measured in frequency
weighted SNR, in the dependent case. Results are given for three
different signal-to-interferer ratios (SIR), and seven different interfer-
ers: speech babble (bab), factory noise (fct), piano music (pno), street
noise (str), engine and tire noise (vlv), wind noise (wnd) and Gaus-
sian white noise (wht). GA denotes geometric spectral subtraction,
VQ denotes codebook-based filtering, DL denotes our method and
X denotes the objective measurement before any enhancement.
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Figure 4.10: Enhancement performance measured by PESQ score,
in the speaker dependent case. The median PESQ value is denoted
by the filled bar, while the whisker denotes the 75th percentile of
the distribution of PESQ values.
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provement was only achieved for the white noise interferer, there-
fore we omit detailed results.

For all interferers and at all mixture SIRs, enhancement in the STFT
magnitude domain significantly outperformed enhancement in the
MDCT domain. Although eq. (4.8) only holds in approximation
for the STFT magnitude domain, and resynthesis of the time do-
main signal relies on the degraded mixture phase, the additional
complexity of modeling phase information in the MDCT proved
to have a greater negative impact on enhancement performance.
We, therefore, only report detailed results for the STFT magnitude
features.

In the speaker independent case (figure 4.7), DL significantly out-
performs the comparison methods in all interferer scenarios at 10
dB and 5 dB SIR, and in 5 out of 7 interferer scenarios at 0 dB SIR.
Our method achieves a median fwSegSNR gain of 3 dB at 10 dB
SIR, a median gain of 3.4 dB at 5 db SIR, and a median gain of 3.3
dB at 0 dB SIR. In the case of lightly degraded speech (10 dB SIR),
DL achieves a significant improvement for 6 out of 7 interferer sce-
narios, whereas GA and VQ often introduce enhancement artifacts
which further degrade the mixture signal. Note that our method
shows highest gain for the piano and white noise interferer. This
gain is explained by the fact that the piano interferer is very struc-
tured, which enables the learning of a good interferer model. On
the other hand, the white noise interferer is unstructured and inco-
herent to speech, and is thus disregarded by LARC coding.

In the speaker dependent case 4.9, both DL and VQ achieve higher
performance gains than in the speaker independent case. This is
due to the fact that speaker dependency allows for a more specif-
ically trained model (cf. figure 4.5). At 10 dB SIR, DL achieves a
median performance gain of 4.2 dB, where at 5 db SIR a median
gain of 5.8 dB and at 0 dB SIR a median gain of 5.5 dB is achieved.
The performance of VQ and DL are closer in the speaker depen-
dent case, because less source distortion is introduced by the maxi-
mally sparse coding when the codebook better matches the speech
source. However, performance of VQ is still significantly below DL
in most cases.

Table 4.2 lists the optimal algorithm parameters for each method.
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wl [ms] bh bw µenh

VQi 90 360 3 –

DLi 70 280 2 0.1

VQd 100 400 2 –

DLd 100 400 2 0.2

Table 4.2: Optimal method parameters for the speaker indepen-
dent (subscript i) and speaker dependent case (subscript d). wl is
the analysis window length (in milliseconds), bh is the block height
(number of frequency bins), bw is the block width (number of con-
secutive frames) and µenh is the residual coherence threshold used
in LARC coding during speech enhancement.

In all cases, the block height corresponds to full frame height, and
is therefore a function of the analysis window length. The dictio-
nary size was set to L = 2000 atoms for both the speech and the
interferer dictionary, for all methods considered. The residual co-
herence threshold µdl during dictionary learning was set to 0.2 for
all dictionaries. Given the range of block heights and widths con-
sidered, spectral information proved to be more important than
temporal dynamics, i.e. tall and narrow blocks lead to better re-
sults than short and wide blocks. Further analysis shows that al-
though coherent dictionaries can also be trained for wide blocks,
tall blocks result in smaller confusion error, which implies that the
speech contribution can be better distinguished from the interferer
contribution to the mixture based on spectral than temporal infor-
mation.

4.7 Conclusions and Discussion

In this chapter, we have presented an enhancement method for
speech degraded by non-stationary real-world interferer signals.
Our method is based on learning speech and interferer signal mod-
els, and achieves significant improvements over geometric spectral
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subtraction and codebook-based filtering, both for light and con-
siderable degradation of the clean speech signal.

We model the speech signal class and the interferer signal classes
using learned dictionaries. An observation of degraded speech
is enhanced by coding it in a composite dictionary, followed by
separating the contributions to the observed mixture into a speech
and an interferer contribution, based on the sparse coding weights.
For this purpose we introduced LARC, a coding algorithm based
on Least Angle Regression, which employs a residual coherence
threshold as the sparsity parameter. In contrast to specifying a cod-
ing cardinality or a residual norm value, it is not necessary to adapt
the residual coherence threshold to the data on a frame by frame
basis. Controlling the coding sparsity enables a trade-off between
source distortion and source confusion, i.e. controlling the amount
of speech degradation versus interferer intrusion in the enhanced
speech signal.

For extensive block heights and block widths, the trained dictionar-
ies contain millions of coefficients. The use of parametric functions
for the dictionary atoms could reduce the size of the dictionary to a
small number of parameters per atom. This approach promises the
possibility to handle larger dictionaries due to fewer model param-
eters, as well as enabling more efficient coherence computations if
the parametric form has special structure, such as the Gabor atoms
for which the coherence can be computed efficiently using the fast
Fourier transform [Mallat and Zhang, 1993]. Furthermore, the sig-
nal models could be extended to include a more descriptive prior
probability distribution over the coding coefficients beyond inde-
pendent sparsity priors, which would reduce the source confusion
risk during enhancement.



Chapter 5

Learning Dictionaries
with Small
Self-Coherence

A dictionary learning algorithm adapts an initial dictionary to a
signal class, using a set of training signal observations, such that a
sparse coding of the observations achieves a small approximation
error. Increasing the dictionary size to the over-complete case, such
that there are more atoms than dimensions of the feature space,
typically supports a sparser coding, by placing more atoms in densely
populated regions of the feature space.

This redundancy in the representation increases the self-coherence of
the dictionary, i.e. the maximum pairwise similarity of atoms, mea-
sured by the absolute value of the cosine of the angle between the
atom pair. Minimizing the self-coherence of the trained dictionary
is beneficial, as it guarantees a more rapid decay of the residual
norm (sec. 4.2) and better support recovery (sec. 4.4.2) of sparse
coding algorithms. It can also lead to better generalization per-
formance of the dictionary, by avoiding over-fitting to the training
data, or avoiding that atoms collapse on the same direction.

We present a dictionary learning algorithm which enables an effec-
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tive control over the self-coherence of the trained dictionary. We
demonstrate that our method is able to span the full spectrum of
optimization objectives, from maximizing the sparsity of coding in
the dictionary, to approximating an equi-angular tight frame, which
is a dictionary achieving minimal self-coherence for a given num-
ber of atoms. We demonstrate the benefits of limiting the self-
coherence of the dictionary for sparse coding, in terms of a more
rapid decay of the residual norm and better generalization per-
formance. We also show that a simple replacement of too similar
atoms in the dictionary update step of the K-SVD algorithm cannot
effectively control the self-coherence of the trained dictionary, and
can even degrade its generalization performance.

5.1 Introduction

An orthonormal basis B ∈ RD×D contains D unit `2 norm atoms,
which are mutually orthogonal, and span the feature space. The
unique code c ∈ RD of an observation x ∈ RD is computed by
the matrix multiplication c = B>x (also called signal analysis), and
the signal is recovered from the code by x = Bc (also called signal
synthesis). The Gram matrix G = B>B = I of the basis B is the
identity matrix.

Although natural signals are approximately sparse in suitably cho-
sen bases [Mallat, 2009], typically a sparser code can be achieved
by using an over-complete dictionary D ∈ RD×L, which consists of
L > D unit `2 norm atoms, by having more atoms in densely pop-
ulated regions of the signal space. However, due to the redundant
number of atoms, the signal representation in the dictionary is no
longer unique, unless a sparse representation is sought. Therefore,
signal analysis is performed using a sparse coding algorithm, such
as orthogonal matching pursuit (OMP) or basis pursuit (BP) (see
sec. 4.2).

The non-orthogonality of atoms in the dictionary is measured by
the self-coherence of the dictionary, which is defined as the maxi-
mum magnitude over all off-diagonal elements of the Gram matrix
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G = D>D,

µ(D) = max
d,e
|(G− I)(d,e)| (5.1)

= max
d,e
|d>(:,d)d(:,e)|, d 6= e. (5.2)

It therefore holds that µ(D) ∈ [0, 1], where the lower limit is at-
tained by an orthonormal basis, and the upper limit is attained by
a matrix which contains two co-linear atoms.

If D has minimum self-coherence for a given dimension D and dic-
tionary size L, the magnitudes of all off-diagonal elements of G are
equal. In this case, the dictionary is called an equi-angular tight
frame (ETF) [Sustik et al., 2007] or Grassmannian frame. Formally,
E ∈ RD×L is an ETF if there is an α, 0 < α < π/2, such that

|e>(:,d)e(:,e)| = cos(α), d 6= e, (5.3)

and if
EE> =

L
D

I. (5.4)

Therefore, E has D non-zero singular values equal to
√

L/D.

The following theorem establishes a lower bound on the minimum
of the self-coherence.

Theorem 5.1. [Strohmer and Heath, 2003, Theorem 2.3] The self-coherence
of dictionary D ∈ RD×L with unit `2 norm atoms is bounded from below
by

µ(D) ≥
√

L− D
D(L− 1)

. (5.5)

Equality holds if and only if D is an ETF and L ≤ D(D + 1)/2.

The self-coherence of the dictionary plays an important role in sparse
coding. It provides an upper bound for the residual norm decay
curve in iterative sparse coding algorithms such as matching pur-
suit [Gribonval and Vandergheynst, 2006] and orthogonal match-
ing pursuit [Tropp, 2004], also see sec. 4.2.1. Furthermore, the re-
covery of the sparse support depends on the self-coherence (sec.
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4.4.2). Assuming that the signal has an exact sparse coding c̃ in D,
the support of c̃ is recovered by OMP if

‖c̃‖0 <
1
2

(
1 +

1
µ(D)

)
. (5.6)

Less strict bounds are available in the literature if D has special
structure, e.g. if D is an union of orthogonal bases [e.g. Gribonval
and Nielsen, 2003, Tropp, 2004, 2006].

Related Work. Yaghoobi et al. [2009, 2010] presented a parametric
dictionary design algorithm, which takes a given parametric dictio-
nary DΓ as its input, and optimizes DΓ such that its Gram matrix
approximates the optimal properties of an ETF. In contrast to the
non-parametric dictionaries discussed so far, a parametric dictio-
nary consists of atoms which have a specific functional form, that
is controlled by a small number of parameters. For example, Gabor
wavelets g(x; m, f ) consist of sine functions, where the amplitude is
modulated by a Gaussian window,

g(x; m, f ) ∝ exp
[
−(x−m)2

]
sin( f x). (5.7)

The parameter m controls the location of the Gabor wavelet, and
the parameter f controls the frequency of the oscillation. Discretiz-
ing the parameter range of m and f determines the over-completeness
factor L/D of the dictionary. Because natural signals are typically
not sparse enough in an ETF, Yaghoobi et al. suggest to choose a
parametric family of dictionaries with a discretization of the pa-
rameters that is known to produce sparse codings. Then, the self-
coherence of the chosen dictionary is minimized using their algo-
rithm, to realize the benefits of a low self-coherence dictionary.

The K-SVD algorithm [Aharon et al., 2006] contains a dictionary
pruning operation for atoms, which have a coherence to another
atom in the dictionary above a threshold µt. Such an atom is re-
placed by an observation which is incoherent to all atoms of the
current dictionary. The pruning operation is executed after each
dictionary update in the K-SVD algorithm.

Our Contribution. We present an iterative dictionary learning al-
gorithm, where a constraint on the self-coherence of the dictionary
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is enforced in the atom update step. By varying the Lagrange mul-
tiplier associated with the self-coherence penalty, it is possible to
realize any trade-off between maximizing the sparsity of coding in
the dictionary, and minimizing the self-coherence of the dictionary,
i.e. approximating the Gram matrix of an ETF. Since it is the learn-
ing algorithm that maximizes coherence of the dictionary to the sig-
nal class, no prior expert knowledge is necessary for our algorithm
to choose the right parametric dictionary family and discretization
of the parameters.

In contrast to the K-SVD algorithm, we derive a joint atom update
step that incorporates the self-coherence constraint in the optimiza-
tion. We show that training a speaker dependent dictionary with
a non-zero self-coherence penalty improves the generalization per-
formance, i.e. a lower residual error is achieved for the same cod-
ing cardinality on test data (except for very sparse codings). In
contrast, we demonstrate that atom thresholding in the K-SVD al-
gorithm is not an effective way to control the self-coherence of the
dictionary, and enforcing a threshold µt < 1 can even degrade the
generalization performance of the dictionary.

5.2 Method

As discussed in section 4.3, a dictionary learning algorithm ap-
proximately factorizes a data matrix X ∈ RD×N into a dictionary
D ∈ RD×L and a coding matrix C ∈ RL×N . The factorization opti-
mizes the objective

arg min
D,C
‖X−D · C‖2

F , (5.8)

subject to a sparsity constraint on C and the unit `2 norm constraint
on the atoms of D. Because the objective is not jointly convex in D
and C, many algorithms solve problem (5.8) by alternating mini-
mization w.r.t. C and D until convergence to a local optimum. In
the following, we focus our discussion on the dictionary update
step.

In the K-SVD algorithm [Aharon et al., 2006], the atoms are up-
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dated independently of each other (see algorithm 4.3). To reduce
the self-coherence of the dictionary, Aharon et al. suggest to re-
place all atoms, which have coherence to other atoms in the dictio-
nary above a threshold µt, with observations which currently have
a large approximation error. That is, if there exist atoms d(:,d) and
d(:,e), such that

|d>(:,d)d(:,e)| > µt d 6= e (5.9)

d(:,e) is replaced by x(:,n)/‖x(:,n)‖2, where n is chosen such that
‖x(:,n) −Dc(:,n)‖2 is large. Therefore, after each dictionary update
step, D is pruned from all atoms which have a self-coherence above
µt. Since observations which have a large approximation error are
likely incoherent to the dictionary, the replacement atoms likely do
not have a coherence above µt to atoms already in the dictionary.
However, if more than one atom is replaced, the coherence between
new atoms can be large. Therefore, it is not guaranteed that the
self-coherence of the updated dictionary lies below µt.

Although updating atoms independently of each other is computa-
tionally efficient, it is not well suited to enforcing a self-coherence
constraint in the dictionary update step, since a coherence con-
straint introduces additional dependencies between the atoms. We
therefore propose a dictionary update step where the atoms are
jointly optimized, and the self-coherence is minimized along with
the data approximation error.

We augment the minimization of objective (5.8) w.r.t. D with a self-
coherence penalty,

D∗ = arg min
D

1
D · N ‖X−DC‖2

F +
γ

L2 ‖D
>D− I‖2

F (5.10)

where the Lagrange multiplier γ controls the trade-off between
minimizing the approximation error and minimizing the self-coherence
of the dictionary. The second term in the objective penalizes both
the average coherence between atoms, as well as a divergence from
the unit `2 norm of each atom, but the strict unit `2 norm of the
atoms is re-established after the optimization by rescaling each atom.
As with the dictionary update algorithm 4.3, it is not necessary to
find the global minimizer of (5.10) w.r.t. D, as long as the objective



5.2 Method 135

(5.10) is reduced w.r.t. C and D in each iteration of the dictionary
learning procedure. We run a small number of iterations of the
limited-memory BFGS algorithm [Liu and Nocedal, 1989], which
successively builds an approximation to the Hessian (i.e. second
order information) from evaluating the objective function and the
gradient of (5.10) w.r.t. D. The Hessian matrix is not explicitly
stored (which would exceed the available memory), but used only
implicitly in the computation of D∗. We use the Matlab implemen-
tation of L-BFGS provided by Dirk-Jan Kroon1.

The gradient of (5.10) w.r.t. D is computed as follows. The recon-
struction term (without the scalar factor) is expanded as

‖X−DC‖2
F

= tr
{
(X−DC)> (X−DC)

}
(5.11)

= tr
{

C>D>DC− X>DC− C>D>X + X>X
}

(5.12)

= tr
{

C>D>DC
}
− 2tr

{
X>DC

}
+ tr

{
X>X

}
, (5.13)

where the last line follows from the fact that the trace is a linear
operator, and is invariant to transposition and cyclic permutations
of factors. The self-coherence penalty (without the scalar factor) is
expanded as

‖D>D− I‖2
F

= tr
{(

D>D− I
)> (

D>D− I
)}

(5.14)

= tr
{

D>DD>D
}
− 2tr

{
D>D

}
+ tr {I} . (5.15)

Taking the partial matrix derivative of (5.13) and (5.15) w.r.t. D, and
including the scalar factors, results in the gradient

2
D · N

(
DCC> − XC>

)
+ 4

γ

L2

(
DD>D−D

)
.

1http://www.sas.el.utwente.nl/open/people/Dirk-Jan%20Kroon

http://www.sas.el.utwente.nl/open/people/Dirk-Jan%20Kroon
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5.3 Experiments

We evaluate the effective control over the dictionary self-coherence
by training a speaker dependent dictionary, following the same
methodology as in section 4.6.4. We compare our proposed algo-
rithm, called GDL(γ), with the K-SVD algorithm including dictio-
nary pruning. In both cases, least angle regression with coherence
criterion (LARC) was used as the sparse coding algorithm, with the
residual coherence threshold set to µdl = 0.2, and the number of
sparse coding and dictionary update iterations set to 50. The di-
mensionality of the feature space was D = 160, and the dictionary
size was set to L ∈ {100, 200, 500, 1000}.
Figures 5.1 and 5.2 plot the singular value spectra of the trained
dictionary, for a dictionary size of L = 200 and L = 1000, respec-
tively. Note that for the K-SVD algorithm at L = 200, reducing the
self-coherence threshold µt from 1.0 to 0.9 produces a slightly flat-
ter spectrum, but for µt = 0.7 the spectrum actually decays faster
than if no thresholding is performed. For L = 1000, the dictio-
nary pruning operation is ineffective as a means to decrease the
self-coherence of the dictionary. In contrast, increasing the self-
coherence penalty in GDL(γ) makes it possible to approximate the
flat spectrum of an ETF for both L = 200 and L = 1000.

Figures 5.3 and 5.4 plot the generalization performance of the trained
dictionary for L = 200 and L = 1000, in terms of the trade-off be-
tween residual norm and cardinality of the coding. 20 test utter-
ances were coded using OMP with a cardinality stopping criterion,
and the median residual norm is reported. For the K-SVD algo-
rithm, decreasing the self-coherence threshold µt below unity im-
proved the generalization performance for L = 200 at µt = 0.9,
but lead to deteriorating generalization performance for L = 1000.
Minimizing the self-coherence of the dictionary using GDL(γ) de-
creased the residual norm for cardinalities K > 40, while the resid-
ual norm was somewhat larger for sparser codings. This is to be ex-
pected, given that training a highly self-coherent dictionary places
most atoms in the directions of greatest density of observations in
the signal space, and therefore achieves a more rapid decay of the
residual norm for small cardinalities. On the other hand, a dic-
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Figure 5.1: Singular value spectra of the trained dictionary D ∈
R160×200, as a function of the self-coherence penalties. The top fig-
ure plots the spectrum of the dictionary trained with the K-SVD
algorithm, using a self-coherence threshold µt ∈ {0.7, 0.8, 0.9, 1.0}.
The constant spectrum of an ETF (at

√
L/D = 1.118) is plotted

using a thin solid line for comparison. The bottom figure plots
the spectrum of the dictionary trained with GDL(γ), using a self-
coherence penalty γ ∈ {0, 50, 100, 500}.
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Figure 5.2: Singular value spectra of the trained dictionary D ∈
R160×1000, as a function of the self-coherence penalties. The top fig-
ure plots the spectrum of the dictionary trained with the K-SVD
algorithm, using a self-coherence threshold µt ∈ {0.7, 0.8, 0.9, 1.0}.
The constant spectrum of an ETF (at

√
L/D = 2.5) is plotted using

a thin solid line for comparison. The bottom figure plots the spec-
trum of the dictionary trained with GDL(γ), using a self-coherence
penalty γ ∈ {0, 50, 100, 500}.
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Figure 5.3: Generalization performance of the trained dictionary
D ∈ R160×200, as a function of the self-coherence penalty. The top
figure plots the cardinality of the coding versus the median resid-
ual norm of the approximation, computed over 20 test utterances,
for the dictionary trained with the K-SVD algorithm, using a self-
coherence threshold µt ∈ {0.7, 0.8, 0.9, 1.0}. The bottom figure plots
the cardinality of the coding versus the median residual norm of
the approximation, for the dictionary trained with GDL(γ), using a
self-coherence penalty γ ∈ {0, 50, 100, 500}.
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Figure 5.4: Generalization performance of the trained dictionary
D ∈ R160×1000, as a function of the self-coherence penalty. The top
figure plots the cardinality of the coding versus the median resid-
ual norm of the approximation, computed over 20 test utterances,
for the dictionary trained with the K-SVD algorithm, using a self-
coherence threshold µt ∈ {0.7, 0.8, 0.9, 1.0}. The bottom figure plots
the cardinality of the coding versus the median residual norm of
the approximation, for the dictionary trained with GDL(γ), using a
self-coherence penalty γ ∈ {0, 50, 100, 500}.
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tionary that approximates an ETF has its atoms distributed more
evenly in the signal space, and is therefore better suited to explain
signal components which are not aligned with the directions of
greatest density of observations in the signal space.

Finally, figure 5.5 plots the support recovery capability of the LARC
sparse coding algorithm, for observations which have been gener-
ated using the trained dictionaries. The coding support of each ob-
servation was generated by uniform sampling of K atoms from the
dictionary, and N (0, 1) distributed values were used for the non-
zero coefficients of the code. Each observation was coded in the
dictionary using the LARC algorithm (see sec. 4.2.2), with the true
cardinality K supplied as the stopping criterion. The number of
misidentified atoms reported in fig. 5.5 counts all atoms of the true
coding support, which were not present in the support estimated
by LARC coding. As suggested by the exact recovery condition
(5.6), fewer atoms are misidentified if the self-coherence of the dic-
tionary is small, which can be effectively achieved using GDL(γ).

5.4 Conclusions and Discussion

In this chapter, we have presented a dictionary learning algorithm
that controls the self-coherence of the trained dictionary by penal-
izing the average atom similarity. The algorithm performs a joint
update of all atoms, which at the same time adapts the atoms to
the data and minimizes pairwise atom similarity. Although a joint
update has higher computational complexity than treating atoms
independently (as in the K-SVD algorithm), including a penalty
term in the update objective proved to be much more effective in
limiting the self-coherence of the dictionary, compared to an a pos-
teriori thresholding of too similar atoms.

Our method is able to span the full spectrum of optimization objec-
tives, from maximizing the sparsity of coding in the dictionary, to
approximating an equi-angular tight frame. We demonstrated the
benefits of limiting the self-coherence of the dictionary for sparse
coding, in terms of a more rapid decay of the residual norm for
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Figure 5.5: Support recovery of LARC coding in the trained dic-
tionary D ∈ R160×200, as a function of the self-coherence penalty.
The top figure plots the cardinality of the coding versus the me-
dian number of misidentified atoms of the support, computed over
100 test observations, for the dictionary trained with the K-SVD al-
gorithm, using a self-coherence threshold µt ∈ {0.7, 0.8, 0.9, 1.0}.
The bottom figure plots the cardinality of the coding versus the
median number of misidentified atoms of the support, for the
dictionary trained with GDL(γ), using a self-coherence penalty
γ ∈ {0, 50, 100, 500}.
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increasing coding cardinality, and a better generalization perfor-
mance. In contrast, the a posteriori replacement of too similar atoms
in the dictionary update step of the K-SVD algorithm cannot effec-
tively control the self-coherence of the trained dictionary, and can
even degrade its generalization performance.
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Chapter 6

Conclusions

We have shown that the source separation problem can be effec-
tively treated by including prior knowledge in the form of non-
negativity and sparsity constraints on the optimization variables.
The source separation problem is often ill-posed under real-world
conditions, where the number of sources far exceeds the number
of sensors. Therefore, a satisfactory solution is only attainable if
certain assumptions can be made about the environment and the
sources. Including non-negativity and sparsity constraints into the
problem formulation can restore the well-posedness of the opti-
mization problem.

In this thesis, we have considered source separation in two set-
tings which are on the opposite ends of a spectrum: in the first
part of this thesis, no assumptions have been made about the num-
ber of sources or their nature (i.e. speech or non-speech), except
that an audio source has corresponding visual activity that is ob-
served synchronously. By correlating acoustic and visual compo-
nents temporally, we have shown that several concurrently active
sources can be reliably identified and separated, even in cases where
more than one source is a speaker. However, avoiding strong as-
sumptions implied that enough measurements have to be recorded,
such that spurious correlations can be avoided.

At the opposite end of the spectrum, we have focused on a one-
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to-one conversation setting, where the target speech is degraded
by one or several interferer sources. Given this specific setting,
it was possible to learn powerful models for both the speech and
the interferer source. The resulting speech enhancement algorithm
achieved a much finer temporal and spectral resolution than the
audio-visual source separation algorithm discussed above. We could
show that our approach attains significant improvements over es-
tablished speech enhancement algorithms in challenging conditions,
ranging from light to considerable degradation of the clean speech
signal.

The middle part of the thesis presented our work on dimension
reduction, which is concerned with extracting intrinsically low di-
mensional information from high dimensional data. Again, non-
negativity and sparsity constraints played an important role, effec-
tively grouping and selecting those features that have the greatest
explanatory power. The mathematical techniques are very similar
to the rest of the thesis, in that a non-convex objective function is
optimized iteratively under non-negativity and sparsity constraints.
We proposed an efficient algorithm that enforces sparsity, non-negativity
or both constraints simultaneously in the same framework, which
is equivalent to Expectation-Maximization for a probabilistic gen-
erative model of principal component analysis (PCA), where the
variance goes to zero. The low computational complexity enabled
an application of our algorithm to large data sets of high dimen-
sionality. We could demonstrate significant improvements in ex-
plained variance and computational efficiency compared to other
constrained PCA algorithms, on data sets from computer vision
and biology. We have also shown the usefulness of non-negativity
and sparsity constraints for unsupervised feature selection in a gene
clustering task.
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Notation

Given a matrix A and a column vector b, scalars i, j, and ordered
sets I , J of scalars, Ai,j denotes the scalar matrix element on row i
and column j; a(i,:) denotes the i-th row-vector of matrix A; a(:,j)
denotes the j-th column-vector of matrix A; A(I ,J ) denotes the
sub-matrix of A, consisting of all elements of A which are on rows
indexed by I and on columns indexed by J . b> denotes a row-
vector, bI denotes the column-vector consisting of all elements of
b indexed by I , and bi denotes the i-th element of vector b. Se-
quences of matrices, vectors and scalars are indexed by A(i), b(i)

and c(i).

[a; b] denotes the vertical concatenation of two column vectors, and
[a> b>] denotes the horizontal concatenation of two row vectors.

‖w‖1 = ∑i |wi| and ‖w‖0 = |S|, where the support S = {i|wi 6= 0}.
‖w‖0 is sometimes called the `0 pseudo norm of w or the cardinality
of w. Given the matrix A, the squared Frobenius norm is defined
as ‖A‖2

F = ∑m ∑n A2
m,n.

I is the identity matrix, 1 is a vector of ones, 0 a vector of zeros. For
a vector w, w � 0⇔ ∀i : wi ≥ 0 enforces the non-negativity of the
coefficients wi. For a matrix W, W � 0 enforces that W is positive
semi-definite.

a ◦ b denotes element-wise multiplication of a and b, and tr(A) =

∑i Ai,i is the trace of matrix A.
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EX [.] is the expectation operator w.r.t. the random variable X, I(X; Y)
is the mutual information between random variables X and Y, and
N denotes either a Gaussian distribution or a set of scalars, de-
pending on context.

I\J denotes the set-difference of I and J , i.e. I\J = {i ∈ I|i /∈
J }.
R≥0 is the set of non-negative real numbers, and (i)+ := max(i, 0).
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List of Acronyms

BP basis pursuit

BPDN basis pursuit denoising

CASA computational auditory scene analysis

CCA canonical correlation analysis

EM expectation maximization

ERC exact recovery condition

ETF equi-angular tight frame

FIR finite impulse response

HI hearing instrument

HMM hidden Markov model

ICA independent component analysis

LARC least angle regression with coherence criterion

LARS least angle regression

LASSO least absolute shrinkage and selection operator
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LPC linear prediction coefficient

LSP line spectral pair

MDCT modified discrete cosine transform

MFCC Mel-frequency ceptral coefficient

ML maximum likelihood

MOS mean opinion score

NMF non-negative matrix factorization

NP non-deterministic polynomial

OMP orthogonal matching pursuit

PC principal component

PCA principal component analysis

PDF probability density function

QP quadratic program

RMS root mean square

ROI region of interest

SIR speech to interferer signal power ratio

SNR signal to noise power ratio

SPL sound pressure level

STFT short-time Fourier transform

SVD singular value decomposition

VAD voice activity detector

VQ vector quantization
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