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Kurzfassung

Die vorliegende Arbeitbeschreibt die Implementation des Sprachsynthe¬
sesystems(Text-to-speech System) SVOXfür die deutsche Sprache. Das
linguistischeKonzept, die GesamtaxchitekturundverschiedeneKompo¬
nenten dieses Systems (Diphonsynthese,morpho-syntaktischeAnalyse
und Lautdauersteuerung)wurden bereits in Dissertationen andererAu¬
toren abgehandeltund bildeten die Voraussetzung für diese Arbeit. Die
imRahmen der vorliegendenDissertation neu behandelten Bereichesind
vor allem die Graphem-Phonem-Abbildungim Zusammenhangmit der
morpho-syntaktischenAnalyse,die Akzentuierung und Phrasierungund
die Grundfrequenzsteuerung mittels neuronalerNetze.

Der erste Teil der Arbeit beschreibt eine Neuimplementation der
morphologischen und syntaktischen Analyse, wobei ein leicht erweit¬
erter DCG-(Definite-clause-grammar-)Formalismuseingesetzt wird. Es
wird gezeigt, wie ohne wesentliche Erweiterungen des Konzeptes oder
des Formalismus der regulären morpho-syntaktischen Analyse auch
Abkürzungen, Ziffernfolgen und unbekannte, d.h. nicht lexikalisch
vorgegebene Wörter analysiert und in die Ausspracheform umgewan¬
delt werden können. Alle diese Graphem-Phonem-Abbildungen wer¬
den mit Hilfe von Grammatiken durchgeführt, die den innerenAufbau
graphemischer Objekte beschreiben. Den Bestandteilendieser Objekte
wird anhand von Lexikoneinträgeneine phonetischeUmschrift zugeord¬
net, deren Zusammensetzung die phonetischeUmschrift des Gesamtob¬
jekts darstellt. Die Umwandlungder graphemischen Darstellungin die
phonetischeUmschrift ist dabei aufgrund der einheitlichen deklarativen
Implementation auch umkehrbar.

Aus dem in der morpho-syntaktischen Analyse abgeleiteten Syn-

13



14 Kurzfassung

taxbaum wird mittels regelbasierter Verfahren, die auf modifizierten
Verfahren aus der linguistischen Literatur beruhen, die phonologische
Repräsentationeiner Äusserung erzeugt, die aus der phonetischen Um¬
schrift der Wörter, der Akzentverteilungund der Phrasierung besteht.

Das synthetische Sprachsignal wird durch Verknüpfung von

Lautübergangselementen (Diphonen) erzeugt. Die Lautdauernund der
Grundfrequenzverlauf werden mittels statistischer Verfahren aus der
phonologischen Repräsentation einer Äusserung abgeleitet. Für die
Grundfrequenzsteuerung wird dabei ein rückgekoppeltes neuronales
Netz eingesetzt. Solche neuronalen Netze können anhand natürlicher
Sprachsignale darauf trainiert werden, die phonologischeRepräsentation
von Äusserungen auf deren Grundfrequenzverlaufabzubilden. ImTrain-
ingsprozess werden interne Darstellungender Regeln dieser Abbildung
erzeugt, die auch für neue phonologische Repräsentationen Grundfre¬
quenzverläufehoher Qualität prädizieren.



Abstract

The present thesis describes the implementation of the text-to-speech
system SVOX for the German language. The linguistic concept, the
overall architecture, and several componentsof this system (diphone
synthesis,morpho-syntacticanalysis, and phone durationcontrol) were
already treated in dissertations of other authors and formed prerequi-
sites for this work. The newly treated issues in the frameworkof the

present dissertationare mainly grapheme-to-phonememapping in Coop¬
eration with the morpho-syntacticanalysis, accentuationand prosodic
phrasing, and fundamental frequencycontrol by means of neural net-
works.

The first part ofthe thesisdescribes a re-implementationofthe mor¬

phological and syntactic analysis, in which a slightly extended DCG

(definite clause grammar) formalism is applied. It is shown how also
abbreviations, digit sequences, and unknown, i.e., not lexically stored
words can be analyzed and convertedinto the pronunciationform, with¬
out any essential extensions of the concept or the formalism of the reg¬
ulär morpho-syntactic analysis. All these grapheme-to-phonememap-
pings are done be means ofgrammars which describe the internal struc¬
ture of graphemic objects. A phonetic transcription is assigned to the
componentsof these objects accordingto lexicon entries, and the con-

catenation ofthe individual transcriptions yieldsthe transcription ofthe
entire object. The conversion of the graphemic representation into the
phonetictranscription is also reversible, due to the uniform declarative
implementation.

Fromthe syntax tree derived in the morpho-syntactic analysis, the
phonologicalrepresentation of an utterance is generated by applying

15



16 Abstract

rule-based methods, which are modified versions of methods given in
the linguistic literature. The phonologicalrepresentation consists of the
phonetictranscription of the words in the utterance, the distribution of
accents, and the prosodicphrasing.

The synthetic speech signal is generated by concatenationof phone
transition elements (diphones). Phone durations and the fundamental
frequencycontour are derived from the phonologicalrepresentation by
means of Statistical methods. For fundamental frequency control a re-

current neural network is applied. Natural speech signals are used to
train such neural networks to map the phonologicalrepresentation of
utterances onto the correspondingfundamental frequency contour. In
the training process internal representations of the rules of this map¬
ping are generatedwhichare also able to predict fundamental frequency
contours of high quality for new phonologicalrepresentations.



List of Abbreviations

ASCII American Standard code for informationinterchange
ATN Augmented transition network
CTS Concept-to-speech
DCG Defmite clause grammar
Fo Fundamentalfrequency
FST Finite-statetransducer
IPA International Phonetic Association
LPC Linear predictive coding
MLP Multi-layer perceptron
NN Neural network
TD-PSOLA Time-domainpitch-synchronousoverlap-add
TTS Text-to-speech
UTN Unification-based transition network
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Chapter 1

Introduction

1.1 Purpose and Scope of this Thesis

The work presentedin this thesis is the implementation of a so-called
text-to-speechsynthesis system for the German language, i. e., a system
that converts written OrthographieGerman text (in computer-readable
form) into correspondingartificialspeech signals, which axe represented
as digitizedaudio signals. (The term "text-to-speech" is usually abbre-
viated to "TTS", and this abbreviation will be used frequently here-
after.)

The purposes of this thesis are several: first and foremost, it is
the report on the work that the author has carried out to take his
doctor's degree; second, the TTS system presentedhere is describedin
enough detail to enable other researchers to verify the (in some cases

new) methods and procedures applied therein;third, it should help new

researchers in our group to carry on this work; and fourth, although
this thesis cannot be a tutorialon TTS synthesis, it is a case study of
the development of a specific TTS system and it could therefore help
neweomersin the field to get started with their own work.

It is necessaryhere to very clearlystate what the author's own con-

tributions were to the realization of the TTS System describedin this
report (which was called "SVOX" from 1992 onward). Several people

19



20 Chapter 1. Introduction

have contributedto the design and realization of the system and the
methods applied therein. The author's own contributions to System
design and algorithms are describedin detail in Chapters 4, 5, and 7

(grapheme-to-phoneme mapping, accentuationand phrasing, and fun¬
damentalfrequencycontrol). However, the author has also implemented
(not designed) most ofthe remaining parts ofthe current SVOXSystem,
except for duration control, the design and implementation of whichis
due to Karl Huber [Hub91]. It became necessaryto re-implement the
syntactic and morphological analysis (cf. Chapter 3), which was orig-
inally realized by Thomas Russi [Rus90], because efficiency problems
arose when a grapheme-to-phonememapping facility was added to the
system (Chapter 4). The basic design considerations and methods of
the original syntactic analysis have, however, remained unchanged.

Thus, since the author is familiär with nearly every detail of the
SVOX TTS system and since the system should be understood as a

whole, this thesis reports on the overall SVOX TTS system. Special
focus will, of course, be laid on the author's own contributions to pro¬
cessing methods and algorithms.

The current implementation of the SVOX system as a wholeis nei-
ther particularly small nor very storage- or computation-efEcient; in
fact, quite the opposite is true. But from the point of view of algo¬
rithms and overalldesign, the System is quite simple to understand. At
hardly any point did it become necessaryto make use of very special,
"tricky" procedures at the cost of flexibility and ease of explanation. It
will be the general intention of the subsequent chaptersto demonstrate
this simplicity and straight-forward design of the SVOXsystem, which
is nevertheless characterized by a high degree of flexibility and linguistic
motivation.

1.2 Applications of TTS Systems

Text-to-speechSystems aim at imitating the human ability to read aloud
written texts, where "text" usually Stands for computer-readable se¬

quences of characters (e.g., ASCII coded text). In some applications,
TTS Systems are combined with an OCR (optical character recogni¬
tion) device, which translates optical images into computer-readable
text. Such an optical front-end creates a real "reading machine" (used,
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for instance, by blind people), which is probably the most often cited

application of TTS synthesis. In other cases an interface like the Bliss
symbolnotation system, which is a shorthand notation for words in a

text, or automatic word prediction capabilitiesallow an easy and fast
entering of text into a TTS System [CG86].

The afore-mentionedmachines serve as aids for vocally and/or man-

ually impaired persons. Apart from its use in aids for the handicapped,
the application ränge of pure TTS synthesis is rather limited. Among
such applications are one-way informationcommunicationSystems over

the telephoneline (e. g., weather forecasts, news, or marketreports),the
readingof personalelectronic mailbox contents over the telephoneline,
and proofreadingaids1. Apart from aids for the handicapped, however,
hardly any professional (and profitable) TTS applications seem to be
currently in use.

It is widely acknowledged that the greatest potential for future
speech synthesis applications will he in dialog Systems, i.e., in Systems
that are capableof a two-wayspeech communicationbetweenman and
machine. Dialog Systems in general will incorporatespeech recogni¬
tion (or a mixture of speech recognition and input devices such as dual
tone multifrequencysignaling, DTMF),speech synthesis, a speech di¬
alog management component (to keep track of the dialog State and to

generate machineanswers), and a problem-solvercomponent (for exam¬
ple, database queries in train schedules). Such prototypedialog Systems
of remarkably high quality already exist. However, the synthesis com¬

ponent of a dialog system should ideallynot be a TTS synthesis: Since
the dialog system "knows" all the details of the Output utterance (in¬
cluding semantic details of each word, the focus of the utterance, style
of pronunciationetc.), it would be useless to first convert an abstract
internal representation (or so-called "concept") into an Orthographie
text form, because the subsequent TTS system would have to "guess"
the original intentions and meaning of the utterance again.2 There-

1I't is in fact quite surprisingto heai how well spellingerrors, which could easily
be overlooked in ordinary proofreading, are noticeable when uttered by a good TTS
system, even if one listens to the synthetic speech with only moderate attention.
Because of this, synthetic speech is also highly impaired in other TTS applications
when typing errors are encountered.

2In current dialog Systems, instead of using genuine speech synthesis, speech is
often generated by the concatenation of a limited inventory of longer parts of nat¬
ural (human) utterances. This is mostly due to the still limited quality of today's
available speech synthesis Systems, and it is to be expected that future dialog sys-
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fore, in connection with dialog Systems, the appropriateform of speech
synthesis is a so-called concept-to-speech (CTS) system, which directly
generates utterances from abstract semantic/pragmatic concepts with¬
out necessarily generatingan Orthographierepresentation at all.3

Nevertheless, TTS Systems axe not superfluous since large parts of
TTS and CTS Systems can be shared, as will become clear in the fol¬
lowing sections, and most of the knowledge acquired in TTS research
will be exploitable also in CTS Systems.

1.3 Recent History of the ETH TTS
Project

A detailed aecount of the ETH TTS project until 1991 has been pre¬
sented in the preface of [Hub91]. A summary of this and of the most
recent new developments of the project is given in this section.

The first phase of the TTS project was dedicated to research on

speech signal generation methods and the preparationof an LPC di¬
phone inventoryfor German by Hubert Kaeslin, whichwas finished in
1985 [Kae85].4 Then, from 1985 to 1991, an interdisciplinaryresearch
group of engineers and linguists worked on syntactic and morphologi¬
cal analysis, prosody control, and the realization of a TTS prototype.
The members of that group were: Karl Huber, Thomas Russi, Hans
Huonker, Judith Krummenacher, Ruth Rothenberger, Peter Sempert,
and the author. Beat Pfisterwas the head ofthe group and coordinated

tems will make füll use of speech synthesis, because of the numerous advantagesit
offers: The potential vocabulary of synthetic speech is unlimited, and there is no

need for the recording and re-recording of utterances at the slightest change of the
dialog vocabulary; moreover, synthetic utterances are likely to sound smoother than
utterances concatenatedfrom longer Stretchesof natural speech becausethey convey
a continuous utterance melody and are not interrupted at concatenation points.

3Since genuine CTS Systems are strongly dependent on the application in which
they are applied and are not readily available and exchangeable, the problem is
sometimes solved by applying an existingTTS system and driving it by enriched
Orthographie input (i.e., Orthographie text together with markers for focus items,
pauses, stresses etc.).

4The high quality of that work, which should be acknowledged here, is reflected
in the fact that the original diphone inventory (1985) is still in use in the present
SVOX system (1994).
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the different parts of the research project.

In 1991, a demonstration prototypewas finished which was able to
perform the füll text-to-speech synthesis for weather forecasts. The
forecast texts were automaticallytransferred to the system from the
Schweizerische MeteorologischeAnstalt(SMA; Swiss meteorological in-
stitute), and the synthesis of the latest forecast was carried out five
times a day. This prototype application was presented at the 1991
science exhibition "Heureka" in Zürich. At that time, the (nameless)
system consisted of two completelyseparate programs, one for the syn¬
tacticand morphologicaltext analysis (written in Lisp; cf. [Rus90]) and
one for prosody control and signal generation (written in Prolog and
Modula-2). The System had a tremendous size (it was possibly the
world's largest and slowest TTS system), but being mainly a research
instrument rather than a cheap commercial application, this did not
cause real difficulties. The most intricate problem at that time was

that for unknownwords (i.e., words not stored in any of the system's
lexicons) no pronunciationcould be found, which caused the synthesis
of the whole sentence containing that word to fall.5

From 1991 to 1994, the research team of the synthesis project was

reduced to two people (Marcel Riedi and the author). The most ob-
vious change to the system during that period was the addition of a

procedure to obtain the pronunciationof novel words (cf. Chapter 4).
In order to realize this procedure in the intended way, it became nec¬

essary to re-implement the entire syntactic and morphologicalanalysis
(cf. Chapter 3). This re-implementationalso led to a smaller and better
manageableSystem without the loss of much flexibility. In the course of
the re-implementation,Sascha Brawer, a Computerlinguistics Student,
implementeda top-downchart parser and also redesigned certain parts
of the sentencegrammar [Bra94]. Moreover, a lexicon editor was added
[SN93], which simplified the task of acquiring new lexicon entries (cf.
Chapter 3). With the help of this editor, the morphemes of the ba¬
sic Germanvocabulary (approximately5000 entries) were added by the
author to the already existing morphemelexicon.

Anothermajor change in this periodwas the application of the TD-

For the surprisinglylimited domain of weather forecasts, it was no problem to
collect almost the entire vocabulary. However, problems still arose due to frequent
typing errors; even slightly misspelled words were regarded as "unknown", and no

pronunciation could be found.
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PSOLA (time-domain pitch-synchronousoverlap-add) method in com¬

bination with diphone synthesis (cf. Chapter 6), which considerably
increased the quality of the artificial speech signal.

The current TTS system, now called SVOX, is still quite large and
slow, but on Computers as powerful as modern Workstationsit is able
to synthesize texts with few novel words in real time. The system is
currently being run by the Swiss PTT as a prototype application for
reading weather forecasts over the telephone line. It is also used as

a preliminarysynthesis component of a dialog System which is under
development in the speech processing research group.

1.4 The Interdisciplinarity of TTS Re¬
search

A great deal of the effort of building a TTS system is devoted to adopt-
ing ideas, techniques, and algorithmsfromrather different scientific dis-
ciplines and to linking together pieces of different nature into an overall
system of plausible and uniform structure. From this point of view, to
build a TTS System is, to a large extent, genuine engineering work.

However, difficulties still arise today when disciplinesas different as

pure linguistics and signal processing must be combined. Great differ¬
ences exist in the ways of thinking, the terminologies, and the method-
ologies, even between "pure linguistics", "Computer linguistics", and
phonetics, and very often desirable dialogues or even collaboration do
not take place. Probably the worst Situation is then that of the engi-
neer in his taskto build a language and speech processing System which
should integrate parts from all these different worlds.

Within these conflicts encountered in realizing a speech processing
system, one must find feasible Solutions for the linguistic problems at
hand. This means, however, that it will not always be possible to make
use of the latest linguistic theories, which are not yet complete enough
or which rely on informationthat is beyond the reach of today's speech
processing Systems.6

6Por example, there are currently no Computer linguistics methods for the general
treatment of the semantics of arbitrary texts or discourses. However, the proper
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For the TTS project presented in this thesis, the general position
adopted by the researchers was therefore to mostly rely on simple,
well-establishedlinguistic methods and formalisms. The whole system
should, however, still be "as linguistic as currently feasible", and it
shouldnot just be a small system that could somehowconvert text into

speech sounds with as little effort as possible.

1.5 Linguistic Terminology

Since all language processing Systems involve linguistics to a very high
degree, it is necessary to briefly introducethe most important linguistic
terms used in the remainder of this report and to define in what sense

these terms will be used. In the first part of this section, linguistic
levels and subdisciplines will be characterized, and in the second part,
linguistic units will be defined. More specific linguistic terms will be
introducedwhen needed in later chapters.

1.5.1 Linguistic Levels and Subdisciplines

Syntax: The description and analysis of well-formedsentence struc¬
tures of a language: The sentences "I went to the cinema." and
"The green dream stood over the liver of your chimney." are syn-
tactically well-formedEnglish sentences. Syntax assigns a hier-
archical structure to a sentence, in which syntactic constituents
of one level are grouped together to form constituents of higher
levels. These constituents are parts of a sentence that can read¬
ily be replaced by similar parts built from other words. For ex¬

ample, in the above sentence "I went to the cinema.", "I" can

be replaced by "you", "the young man" etc., and "to the cin¬
ema" can be replaced by "into the house", "up the hill", but
the word "went" can hardly be replaced by other verbs (e.g.,
"sang", "read") without also changing the remainder of the sen-

accentuation of an utterance can in general not be derived without knowledge of the
focus structureof the utterance,which strongly dependson its semantics. Therefore,
a linguistic theory of accentuation which uses that kind of information will not be
applicable in a TTS System without simplifying modifications as long as the TTS
system cannotperform the necessary analyses.
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tence. Therefore, a plausible syntactic structuring of the sentence
is ((I) (went (to the cinema))).

Morphology: In analogy to syntax, morphologydescribes how words
can be built from minimalmeaningful elementsof a language, the
so-called morphemes. For example, the Englishword "rebuilding"
is built from the prefix morpheme "re", the verb stem morpheme
"build", and the infiection morpheme "ing".

Semantics: The investigation and treatment of the meaning of words
and sentences. For example, of the two syntactically well-formed
sentences "I went to the cinema." and "The green dream stood
over the liver of your chimney." only the first has a well-defined
meaning.

Pragmatics: The investigation and treatment of the intentions and
the communicative function of words, sentences, and texts. For
example, the sentence "I went to the cinema." is uttered quite
differently if it represents a friendly answer to a purely informative
question (e. g., "What did you do yesterdayevening?"-"Iwent to
the cinema.") or if it is shouted out in a man's desperateattempt
to convince a police officer of his innocence (e. g., "I don't believe
you. You're reallytrying to teil me that you were not at home at

9 o'clock yesterdayevening?"-"Iwent to the cinema!").
Grammar: In the present thesis, "grammar" denotes a collection of

ruleswhichdefine the structure of linguistic objects. Grammarsin
this sense are very often formulatedby means of a set of production
rules, which were introduced by the theory of formal languages
[Cho57]. In the linguistic framework of [Cho65], "grammar" is
used in a wider sense and comprises a semantic, a syntactic, and
a phonologicalcomponent.

Lexicon: In the linguistic sense, "lexicon" is the collectionof wordsand
morphemes which belong to a particular language. In the present
thesis, "lexicon" will denote a collectionof linguistic items (e.g.,
morphemes,words, or consonant Clusters) that are used as basic
elements in a grammar.

Phonology: The investigationand treatmentof minimal necessarydis-
tinctionsthat separatetwo spoken utterances with different mean-

ings from one another. For example, the utterance "the wheel
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arrived" differs from "the veal arrived" only in the manner of ar-

ticulation of the first sound of the second word (rounded bilabial
soundvs. labio-dental sound); the utterances "the black bird" and
"the blackbird" differ only in their stress patterns, which are re¬

alized as different rhythmic and melodic patterns.
Phonology attempts to describe utterances by sequences of such
minimaldistinctionsand to relate these descriptions to other lin¬
guistic representations (mainly syntactic,semantic, and phonetic
representations).

Phonetics: The investigation of the actual production and perception
of spoken utterances. In contrast to phonology,which is primarily
interested in the characterization ofthe minimalnecessary distinc¬
tions between different utterances, phoneticstreats the variability
and individuality of actual realizationsof utterances. Whereas
phonology uses symbolic representations, phonetics is faced with
numeric acoustic data, and the application of Statistical methods
is therefore often required in phonetics.

Prosody: The investigation of the manner of articulation of a speech
sound sequence in terms of intonation (or melody), rhythm, and
loudness, which are phonetically manifested in the acoustic prop¬
erties pitch (fundamentalfrequency, henceforthtermedFo), speech
sound duration, and speech signal intensity. There are phonetic
as well as phonological aspects to prosody. For instance, in some

languages certain kinds of questions are marked by a rising Fq
pattern at the end of the utterance, whereas statements are char¬
acterized by an Fo drop. This binary distinction (fall or rise) is
of phonological nature. The description of how large Fo rises and
falls are on averageand how they depend on different Speakers is
a question of phonetic nature.
Prosodic elements are often also termed suprasegmentalfeatures,
since these elements (e.g., melodic patterns) extend over several
speech Segments (the speech sounds).

1.5.2 Linguistic Units

Grapheme,graph, allograph: The graphemeis the smallest unit of
the writtenlanguage which distinguishes different written words.
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It is an abstract representation of the class of all possible graphic
signs denoting the same distinctive element. Graphemes or

grapheme sequencesare written between "<" and ">".

An individual realizationof a graphemeis a graph. Graphs belong¬
ing to the same grapheme are called allographs of this grapheme.
For example, "a", "a", "a", and "a" are allographs of the same

grapheme <a>.

Phoneme,phone, allophone: The phoneme is the smallest unit of
the spoken language that distinguishes different meaningsof ut¬
terances. For example, the English words "my" and "sigh" are

distinguished by a different first phoneme. Thephonemeis an ab¬
stract unit whichcan be described as the minimalset of distinctive
articulatory or acoustic features that are needed to distinguish
different utterances that differ in only one phoneticsegment. Tra-

ditionally, phonemes are representedas vectors of binary features,
which are usually represented by phonemic symbols between "/"
and "/". For example, the first phoneme of the word "my" is
characterized by the features [-vocalic, -f-consonantal,-compact,
-(-nasal, +grave], and the representation is "/m/". Phoneme in-
ventories differ from one language to another. For example, the

degree of aspiration of unvoiced plosive consonants ('p', 't', and
'k') is non-distinctive in German, but it is distinctivein, e. g., the
Thai language.
A phone is a minimal segment of an utterance, which is one par¬
ticularrealizationof a phoneme. Phones and phone sequencesare
denoted by phonetic symbols between '[' and ']'. Phones that be¬
longto the same phoneme are called allophones of this phoneme.
For example, the Germanphones [a] and [e] are realizationsof the
different phonemes /a/ and /e/. The German phones [e] and [r]
are allophones of the phoneme /r/.

Text: A sequence of sentences belongingto the same topic.

Sentence: A sequence of words belonging to the same syntactically
and semantically closed Statement or question. The sentencein a

linguistic sense is less well-defined than in the Orthographiesense.
However, in Computer linguistics, it is common to refer to the
sentence in the Orthographiesense, which is usually terminated
by '.','!', or '?'. This will be the definitionadopted in this report.
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Word: A morphologicallyand semantically closed unit that denotes
a specific item (object, action, property) of the world. Words
can be realized in a graphemic and in a phonemic and phonetic
form. The term "word" is highly problematic. For example, the
OrthographieGerman word "Schulgebäude" is "school building"
in English, i. e., written in two Orthographiewords. In this thesis,
"word" will always denote a linguistic unit which corresponds to
the GermanOrthographieword.

Morpheme, morph, allomorph: The morphemeis the smallest unit
of language (in general smaller than a word) carrying a well-
defined meaning. Morphs are actual (graphemic and phonemic)
realizationsof morphemes. Morphs that are realizations of the
same morphemeare called allomorphs of this morpheme. For ex¬

ample, the German stem morpheme "bäum" ("tree") is realized
by the two allomorphs <baum> /bäum/ for Singular forms and
<bäum> /boym/ for plural forms. The English word "reconsid-
ered" can be split up into the morphs <re>, <consider>, and
<ed>, which are realizationsof the prefix morpheme "re", the
stem morpheme"consider", and the past tense ending morpheme.

Syllable: The syllable is a unit of the spoken language which is com-
posed of a voieed center (the syllabic nucleus: a vowel, a diph-
thong, or a sonorant consonant) with an intensity (or sonority)
maximumand optionally some consonants around it, such that
each syllable is delirnited by two intensity minima. (It is much
easier to define the syllable center than the syllable boundaries.)
An utterance can be split up into a sequence of adjacentsyllables
(except for speech pauses). The syllable is the most important
unit for prosody.

Accent, stress: Accent or stress denotesprominenceof an utteredsyl¬
lable over other syllables. This prominence can be realized to
different degrees. For example, in the English sentence "I saw

the book lying on the table.", "book" and "table" carry more

prominence than "on" or "saw" and are therefore more strongly
accented. In the linguistic literature, the terms "accent" and
"stress" are sometimes used with different meanings(e. g., "stress"
more referringto durational lengtheningof syllablesand "accent"
denoting prominence marked by major pitch changes). In the
present thesis, the terms will be used completely interchangeably,
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although the term "stress" will be used more often in connection
with individual words,and "accent" more often in connectionwith
sentenceaccentuation.

Phrase, prosodic phrase: Phrases are parts of an utterancewhich
in general consist of several words that are uttered as rhythmic
and/or melodic units. For example, it is plausible to split up the
Englishsentence "I saw the large tree behind the house" into the
phrases "I saw / the large tree / behind the house",but not into
"I / saw the large / tree behind the / house". The boundaries
between phrases may be indicated by pauses, by lengtheningof
the final syllable(s) before the boundary or by certain melodic
patterns. The term prosodic phrase is sometimes used in the lit¬
erature to distinguish the phrase in the prosodic sense from the
phrase in the syntactic sense (as in "noun phrase", "verb phrase").

Phonetictranscription, phonological representation: The pho¬
netic transcription is a standardized, canonical description of the
pronunciationof words as found in phonetic dictionaries (in Ger¬
man for instance in [Dud74]). This transcription is usually some¬

what more precise than a genuine phonemic transcription, but
does not distinguish many allophonic variants. For example,
[Dud74] distinguishes between two /r/ allophones, namely fe] and
[r], but not between the different degrees of aspiration in the /t/
phoneme at the beginning and end of the German word "Tat"
("act").

Standardized pronunciationforms play an important part in the
realizationof TTS Systems. In this thesis, the term phonological
representation of an utterancewill frequently occur and will de¬
note an abstract, minimal representation of the segmental and
prosodic features of an utterance. Due to this definition, the
phonological representation should actually contain (besides ac¬

centuation and phrasinginformation)the phonemic transcription
of the words in the utterance. For practical reasons, however,
the "phonological" representation in the SVOX TTS system con¬

tains the standardizedphonetic transcription instead of a purely
phonemic representation.
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1.6 Structureof this Thesis

The following chapters of this thesis will describe in detail the current
implementationofthe SVOX TTS system. Chapter 2 will introducethe
problems associated with TTS synthesis and the general designs of TTS
Systems, and an overview of the SVOX architecture will be given. The
subsequent chapters will present the different TTS processing stages,
and in particular, Chapters 4, 5, and 7 will present the author's major
contributions to the TTS problem. Chapters 3 and 6 mainly serve to

explain the environment into which the author's work had to fit and to

give an impressionof the implementation of a TTS system as a whole.
The different TTS stages (and thus, the different chapters) will not
be presentedin chronological order of development but more or less in
the same order as for the stages of conversion of an input text into a

correspondingspeech signal.

The appendicescontainfully detailed descriptions of certain aspects
of the SVOX system.
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Chapter 2

TTS Synthesisand the
SVOX Architecture

2.1 Introduction

This chapterpresents a short introduction to the general linguistic prob¬
lems faced in all TTS Systems, summarizes the considerations that led
to the design of the current SVOX system, and presents an overview of
its architecture,which is mainly due to Karl Huber [HHP+87, Hub91].
It shouldbe mentioned here that the architecture of the current SVOX
system is still nearly identical to the original 1986 design, although at
that time it was not at all clear how the different modules should be
realized. This design stability was one of the main prerequisites for
the realization in parallel of different parts of the system by different
researchers.

In the subsequent sections and chapters, the term "ETH TTS
project" will be used to denote the TTS project of the ETH speech
processing group from 1986 to 1991, and the term "SVOX system" will
be used to denotethe further development of the same TTS system,but
from 1991 onward, starting with the re-implementationofthe syntactic
and morphologicalanalysis.

33
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2.2 Major Problems of TTS Synthesis

In order to establish a model of a TTS system, the general problems
encountered in any such System must be known. A brief survey of
these problems and informationrequirements is given in this section.
An excellent overview of general TTS issues in connection with the
development of TTS architectures for Englishcan be found in [Kla87].

2.2.1 Generation of Speech Sounds

The primary prerequisite of any speech synthesis is a speech signal gen¬
erator, i. e., an apparatus or a piece of Software capable of producing
sequences of sounds similar to human speech. Historically speaking,
this is where speech synthesis development started.1 The approaches to
the synthesis of speech Segments are usually groupedinto three classes:

•

•

The articulatory synthesis tries to physically model the human
process of articulation by means of a physical model of the hu¬
man vocal tract and a system of rules that maps a sequence of
allophones onto movements of the articulators. Although this is
a natural and logical approach, it is extremely difficult to realize,
and the results achievedso far are clearlyof low quality compared
to other approaches to segmental synthesis. Nevertheless, artic¬
ulatory synthesis is extremely flexible and the most explicit and
explanatorytype of synthesis.

The signal modeis do not care about how speech sounds are pro¬
duced in the human vocal tract. Instead, they "only" try to model
the relationship between allophones and the corresponding rele¬
vant properties of the speech signal. The most important of these
properties are the mutual positions and temporal courses of the
so-calledformants, i. e., of the most prominent peaks of the speech
signal spectrum. Signal modeis are therefore usually realized as

formant Synthesizers,in which the course of each formant (up to
about the fifth formant) is controlled by a time-varying digital

JThehistory of speech synthesis is surprisinglyold [Sch93, Kös73]. For example,
in 1779 already, the Imperial Academy of St. Petersburg issued a prize competition
for the best (mechanicai) speech synthesis device.
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filter. All filters together are applied to a source signal, which
modeis turbulencesof the air flow in the human vocal tract by
a noise signal and the Vibration of the vocal folds by a periodic
pulse train.

The parameters of the formant filters are most commonlycon¬

trolled by rules that translate allophonesequences into the filter

parameter tracks (e.g., [AHK87]).
Formant Synthesizers represent a highly flexible approach to

speech signal generation, but they require a large amount of re¬

search work to produce intelligible,natural-soundingspeech. Nev¬

ertheless, there exist formant Synthesizers which produce speech
of very high naturalness (e. g., [AHK87, Col92]).

• The concatenative synthesis simply combines pieces of natural,
human speech into new utterances, i. e., the generatedspeech sig¬
nal is not entirely synthetic. In order to be able to realize arbi¬

trary utterances, the inventory of basic speech elements must be
chosen appropriately. The currently most populär concatenative
synthesis is the diphone synthesis, in which the basic elements
are diphones, i.e., speech parts ranging from the middle of one

speech sound to the middle of the next (e.g., [CM89, Kae86]).
The concatenativeapproach currently produces the highest qual¬
ity of synthetic speech, and a concatenativesynthesis system can

be built with a relatively small amount of work. However, the
approach is rather unflexible. Each new voice or each new timbre
requires establishing of a new speechelement inventory.
One of the major problems of concatenativesynthesis is the mod-
ification of duration and pitch of the speech elements without
changing the spectrum of the signal. These modifications are nec¬

essary to generatethe prosody of the synthetic speech. Two Stan¬
dard Solutions ofthisproblemare LPC synthesis [Mak75, Kae86]
and the newer and better TD-PSOLA synthesis [CM89, MC90J.
Diphone synthesis will be further discussed in Chapter 6.

In order to drive the speech generationcomponent, the sequence of
sounds to be produced must be known as well as the prosody of this
sequence, i. e., the manner in which the sounds are to be produced (at
what pitch, with what duration and with what intensity). The following
two sections discuss these two lines of informationrequirements.
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2.2.2 Derivationof Phonetic Segments

AllophoneSelection and Coarticulation

The sequence of sounds submitted to the speech generatorcan be rep¬
resentedby a sequence of allophones, which is derived from a canonical
phonetic transcription of the words in the utterance. This derivation
should most notably aecount for certain so-called coarticulation effects,
i.e., changes of the quality and quantity of phonetic segments in the
presence of neighboringsegments and due to their position within the
utterance. Examples of such effects are:

• Unvoiced plosive consonants are more or less aspirated de¬
pending on their position and phonetic context. In the
pair "stickt"/"tickt" ("[she] stitches"/"[it] ticks"), phonetically
[ftikt]/[tikt], the [t] sound at the beginning of [tikt] is much more

aspirated than after [f] in [ftikt] and than the final [t] in both
words.

• The unstressed definite German article "der", in canonical pho¬
netic form [deiß], is usually reduced to [dee], or even to [dera] or

IM-
• The [n] in German "ein Bier" [ain bi:B] ("a beer") may be assim-

ilated to the subsequent [b] sound in fiuent speech, which results
in the pronunciation[aim bire].

The number and degree of assimilations and reduetions in an utter¬
ance depend on the precision and rapidity of articulation. How many
allophonic variants and fine coarticulation effects can be and must be
realized in a TTS System is primarily a question of the type of speech
sound generator. Formant and articulatory synthesis (cf. Chapter 6)
allow a much finer control of sound qualities and transitions than con¬

catenative synthesis.

PhoneticTranscription

The canonical phonetic transcription of a word, as given for German
in [Dud74], is a standardizedphonetic form which is more precise than
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a phonemic representation (for example, it distinguishes between two
different allophones of the jxj phoneme), but the inventory of allo-
phonic variations is rather limited (for example, it does not distinguish
different aspiration degrees of the [t] sound). The canonical phonetic
transcription is determined by the phonemic representation of that
word. For instance, the canonical German phonetic forms [bi:«] and
[bi:ra] ("Bier"/"beer"and "Biere"/"beers"), which are realizationsof
the phonemesequences/bi:r/ and /bi.ra/, contain different allophonic
versions of the same phoneme /r/. The allophonic Variation in this
exampledepends on whether a vowel or a consonant follows the /r/.

PhonemicRepresentation

The phonemic representation of a word is given by the concatenation
of the phoneme sequences of the individual allomorphs of which the
word is composed, wherean allomorph is one particular graphemic and
phonemic realizationof a morpheme. For example, the German word
<behandle> ("treat", lst person Singular,present tense), consists ofa
prefix, a stem, and an inflection morpheme, which are graphemicallyand
phonemically realized as the allomorphs <be> /ba/, <handl> /handl/,
and <e> /a/. The phonemicrepresentation ofthe füll word is therefore

/bahandla/. Anotherinflection form of the same verb is <behandelst>
(2 person Singular, present tense), in which the allomorphs <be>
/ba/, <handel> /handal/, and <st> /st/ yield the phoneme sequence
/bahandalst/for the whole word. In this example, <handl> /handl/
and <handel> /handal/ are allomorphs of the same verb stem mor¬

pheme, and the Variation is expressedin both the graphemic and the
phonemic realization. In other cases, however, the Variation is only
expressed in the phonemic realization of the allomorphs. For exam¬

ple, the realization of the noun stem "generator" ("generator") can

be <generator>/genera:tor/ or <generator>/generato:r/, depending
upon whether the plural ending <en> /an/ follows the stem or not. (In
English, the changes induced in the phonemicformof an allomorph (but
not in the graphemic form) due to different morphological structures
may even be more severe. Consider for instance English<photograph>
/'fautagraef/ versus <photography> /fa'tagrafi/2, where the derivation
suffix <y> changes the word stress position and thereby also all vowel

2In cases where the American English pronunciation differs from British English,
the American English form will be used.
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qualities. In the similar German case <photograph> /foto'gra:f/versus
<Photographie>/fotogra'fi:/, only the length of the /a/ is changed.)

Consideringthe dependencies stated above, the linguistically obvi-
ous way to obtainthe phonetictranscription of a word is to morpholog-
ically decomposethe word, to find the phonemic representation of all
allomorphs in the word, and to convert the füll phonemic form into the
corresponding canonical phonetic representation by applying a set of
pronunciationrules (for example, to generatethe afore-mentionedtwo
variants ofthe /r/ phoneme).

Allomorph Sequence

In reading aloud a writtentext, the only way to find out the sequence
of allomorphs of a word is to look at the graphemic representation of
that word and possibly of that of the surrounding text. In most cases

in German or English, the graphemic representation of a singleword is

enough informationto derive the correspondingphonetic transcription.
For example, the English words <table> and <bite> and the German
words <kind> and <gut> have a unique phonetic transcription, even
though they may be ambiguous in their syntactic and semantic func¬
tion. In other cases, more informationis needed to find out the correct

phonetic form of a word. Examples of such cases are:

• English <record> has different phonetic forms depending upon
whether it is a verb or a noun ([n'ko:rd] vs. ['rekard]).

• German <modern> has the phoneticrealizations['morden] (verb)
and [mo'deßn] (adjective).

• The Englishverb <read> in the sentence "I read the book." may
be pronounced [ri:d] (present tense) or ['red] (past tense).

• In the German sentence "Ich werdeden Zaun umfahren." ("I will
run down / drive around the fence.") the word <umfahren>has
the two possible pronunciations['|um,fa:ran] ("to run down") and
[|um'fa:ran] ("to drive around"),depending on the meaning ofthe
sentence.

In the first two examples,syntactic information(i. e., informationabout
the sentence structure) is sufficient to distinguish the variants. In the
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third case, the surrounding text material (if any) may providethe in¬
formation about the correct tense, and in the fourth case, semantic
informationfrom the surrounding text must be consideredin order to
find out the correct pronunciation. If the third and fourth example are

written in isolation, the ambiguity can simply not be resolved.3

Fortunately, ambiguities of the above type do not occur too often (in
English they are probably more frequent than in German). However,
it can be seen from the examples that for a TTS system to perfectly
fulfill its task, a highly sophisticated analysis would be necessary even

if only the pronunciationof a word should be obtained. For prosody
information, the Situation is even worse, as will be shown in Section
2.2.3.

Grapheme-to-PhonemeConversion

From the linguistic view of the derivation of phonetic segments as

sketched above it follows that a TTS System should first decompose
words into morphs and find the corresponding phonemic representa-
tion. The application of several phoneme-to-allophone conversion rules
wouldthen finally yield the representation of speechsounds to generate.

The decomposition of words into morphs with their graphemic and
phonemicrepresentation generally requires a complete lexicon of mor¬
phemes or allomorphsof a language. Such lexicons are, however, not

ready at hand, and for a long time it did not appear feasible to incor-

poratesuch a lexicon in any TTS system at all.

TTS Systems therefore developed in a different way: since in al-
phabetical languages(like the Indo-European languages)the graphemic
representation of a word is in fact alreadya simplified (and sometimes
outdated)phonemicrepresentation, it is quite commonfor TTS Systems
to attempt to convert the graphemic representation of a word directly
into the correspondingphonetic transcription by means of a set of so-

called grapheme-to-phoneme conversion rules or letter-to-sound rules.

3In the written form, the third and fourth example contain both possible inter-
pretations at the same time, and the ambiguity can even be transmitted to other
persons by copying the sentence as written text. However, if the sentences must be
read aloud or translated into another language, a decision must be made about the
correct or plausible variant.
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These "shortcut" rules are usually paired with a minimal morpholog¬
ical analysis during which prefixes, suffixes and inflectionendings are

stripped off the word. For frequent words that cannot be converted
properly by this procedure,TTS Systems typically comprise an excep-
tions dictionary whichis consultedbefore the application of the regulär
letter-to-sound conversionprocedure. Examples of letter-to-sound rules
might be:

• The German <h> is converted into [h] if it is not located after
<s>, <sc>, <t>, or <p>.

The German <a> is convertedinto [a:] if not preceded by <a>
and if followed by <a> or <h>, or by only one consonant.

To establish a good rule-based grapheme-to-phonemeconversion
procedure poses quite a lot of problems and requires highly sophisti-
cated rule Systems. The following examples should give an idea of these
problems:

• The <e> in German <umgebucht>("changed a reservation") is
realized as [a], because it belongsto the past participleinfix <ge>
[ga]. In <umgebung> however, <e> is pronouncedas [e:] because
it is the stressed vowel of the verb stem <geb>.

The sequence<sch>in the German word <maschen>("stitches")
is pronouncedas [j], but in the Germanword <mäuschen> ("little
mouse") it is pronouncedas [sc]. In the first case, <sch> fully
belongs to the noun stem <masche>, whereas, in the latter case,
the stem <mäus> is followed by the suffix <chen>.

Without knowing that <parabol> and <antenne> are (foreign)
stems of the German language, it is hard for an automatic pro¬
cedure to decide whether the word <parabolantenne>should be
pronounced [parabo:l|antena] (for the correct stem combination
"parabol-antenne")or, for instance, [parabola:ntena] (for the in-
correct hypothetical decomposition "parabolan-tenne"). In the
latter example <tenne> is in fact a German noun stem so that
even a system with a limited lexicon of German stems might de-
compose and pronounce the word incorrectly.
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• In the two Englishwords <photograph> and <photography>,as
already mentioned in a precedingparagraph, the presence of the
suffix <y> changes the quality of the first <o> in the word. A
rule for the correct conversion of the <o> would have to take into
aecount an extremely large graphemic context.

Some of these problems may seem far-fetched,but as a human being,
who knows the words of a specific language, one is often not aware of
the problems and ambiguities that exist for an automatic letter-to-sound
conversion.

With the increasing memory capacities of modernComputers, new
TTS Systems clearlytend towards the use of large lexicons (of tens of
thousands of allomorph or full-form entries). Besides being linguisti-
cally more adequate,the lexicon-based derivation of phonetic segments
is much simpler to understand and realize than letter-to-sound rules.
Nevertheless, as shown in [CCL90], even extremely large lexicons never
cover all words of a language and especially not all proper names. For
these exceptional cases, lexicon-based TTS Systems must still incorpo-
rate some sort of grapheme-to-phonemeconversion. Consideringthe
fact that human beings possess an internal representation of most of
the words and morphemes of a language, and that they are also ca-

pable of consistently pronouncing novel or nonsense words based on

the graphemic representation (e.g., pseudo-German "zwilk", with the
pronunciation [tsvilk]), the combination of large lexicons for the most
frequent words and rule-based grapheme-to-phonemeconversion for ex¬

ceptional cases seems hnguistically quite appropriate.

Theproblemof mapping a grapheme sequence onto a phonetictran¬
scription, and the Solution adopted in the case of the SVOX system is
further discussed in Chapters 3 and 4.

2.2.3 Derivationof Prosody

The physical prosodic parameters by which speech segments can be
modified are fundamental frequency (Fq) or pitch, segment duration,
and signal intensity. These measurable quantities are the physical cor-

relates of the much more abstract linguistic notions of sentence melody,
speech rhythm, and loudness. It is generally acknowledged that funda-
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mental frequency and segmental duration are more important for the
naturalness of synthetic speech than intensity. Consequently,prosody
research has concentratedmuch more on the first two parameters,and
most current TTS System do not include any explicit intensity control.
However, if pitch and duration control were nearly perfect in a TTS
System, a very good intensity control would become necessaryas well,
in order for the System to achieve complete naturalness. For the time
being, however, much more remains to be done in terms of the quality
of melody and rhythm of synthetic speech.

Influences on the Physical Prosodic Parameters

The prosodic parameters needed to drive the speech generationcom¬
ponent (i.e., fundamental frequency/Fo, duration, and intensity) are

influenced by several distinct factors:

• The prosodic parameters strongly dependon the Speaker's physi-
ology and mental state; for example, women in general speak at a

higher pitch than men do, and the speed and loudness of speech
production rises with increasing excitation.

• The prosodic parameters depend on the speech segments (allo¬
phones) that are uttered; for example, vowels are generally ut-
tered at higher signal intensity than consonants, the duration of
sustainable sounds can be stretched muchmore than the explosion
phase of a plosive consonant, and vowels articulated with a high
tongue position tend to be realized at a higher pitch than others.

• There are some universal phonetic properties associated with
prosody. One such phenomenon is the so-called declination of
Fo: within each utterance there is a general tendency for Fo to
decrease from the beginning towards the end [CCt82]. This be¬
havior seems to be physiologically motivated since it is related to
the decreasing subglottal air pressure as air is pushed out of the
lungs. However, the effect is of linguistic nature in the sense that
it occurs in speaking while it is no problem to keep the pitch at
a constant level in singing. The general behavior of the speech
signal intensity within an utterance is quite analogous to that of
F0.
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• In tone languages, such as Chinese, Thai, or Swedish, the type
of Fo movement within certain syllables may distinguish different
meanings of a word. These tonal movement types are therefore
of phonemic nature, but in TTS synthesis, of course, they must
be treated in close conjunction with other melodic contributions
rather than with the sound segment production.

• The prosodic parameters depend on the morphological, syntactic,
semantic, and pragmatic compositionof each utterance; for exam¬
ple, in the sentence "I have a ear", the word "I" is generally less
prominent than the word "have" and is therefore realized more
rapidly, with less intensity, and at lower pitch, unless it should be
pointed out that it is not another person that has the ear, which
is indicated by strongly accenting the word "I".

The influences of the first type, the so-calledparalinguisticor extralin-
guistic factors, mostly characterizeone particular Speakerand a specific
speaking Situation. For the sake of simplicity, most TTS Systems con-

centrate on modeling only a verylimited number of Speakersand speak¬
ing styles. In the SVOX system presented in this report, the aim was to

keep these influencesas constant as possible and to model only one Sin¬

gle Speakerand only one speakingstyle, namelya "neutral" information
communicationstyle, as applied by, e. g., news readers.

The influences of the other types, the linguistic factors, vary with
each utterance, so that they must be treated explicitly in a TTS system
in order to achieve a natural-soundingsynthetic speech signal.

Accentuation and Prosodic Phrasing

Besides universal properties (like the declination behavior of F0), the
physical prosodic parameters within an utterancestrongly depend on
the prominence of certain syllables over others and on the grouping of
certain words into rhythmic and melodic units. In the German and En¬
glish linguistic literature, these influences are termed accentuation and
(prosodic) phrasing. The most obviousrelationships between accentua¬
tion and phrasing and the prosodic parameters are:

• Strong accents are marked by a major rise or fall of Fq.
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• Accented syllables are longer than unaccented syllables. Either
the syllable nucleus (vowel or diphthong) or the following conso-

nant (after a short vowel) is lengthened.
• Signal intensity is increased within accented syllables.
• Syllables preceding a phrase boundary (or at the end of an ut¬

terance) are lengthened, and pauses may be inserted at phrase
boundaries.

• Phrase boundaries maybe indicated by a special melodic pattern
(for example a fall-rise pattern in English), and resettings of the
Fo declination may occur at phrase boundaries.

Morphological Information Neededfor Prosody

Morphological information is needed for two important basic require¬
ments in the derivation of prosody: syllable boundariesand word-stress

positions.

The syllable is one of the most important units for prosody. The
Splitting of a word into speech syllables is partly defined by the mor¬

phological structure of a word (at least in the German language), partly
by segmentalphoneticcriteria. BeforeGermanprefixesand stems, there
is a mandatory syllable boundary. Before suffixes and inflection end-
ings, on the other hand, syllable boundaries are set accordingto pho¬
netic criteria. For example, the Germanword 'Versagen" ("to fail") can
be realized in the inflected forms <versagen> [fee-za:-gn], <versagst>
[feB-zaikst], and <versagte> [feB-za:k-ta]. The first syllable boundary is
determined as invariably lying between the prefix <ver> and the stem
<sag>, but the second syllable boundary(if any) is set suchthat exactly
one consonant precedesthe next syllable nucleus.

The word-stress positions denote syllablescarrying the primary, sec¬

ondary and possibly tertiary stress within a word. In German and
other languages, these positions are the basis for sentence accentua¬

tion, which describes the relative prominence of the syllables of a füll
utterance. The word-stress position of a German word strongly re-

lates to the morphological structure of that word. For example, the
word "getragen" ("carried") is phonetically realized as [ga'tra:gn], with
the (only) word-stress positioned on the stem <trag>. In the word
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<Strassenverkehr>['Jtrasnfeejke:«] ("streettraffic"), the primary stress
lies on the first stem (<strasse>), and the secondary stress on the sec¬

ond stem (<kehr>). The notions "primary" and "secondary" stress
denote the levels of prominence of the stressed syllablesof a word when
this word is uttered in isolation. In combination with other words, the
absolute levels of prominence ofthe same stressed syllablesmaybe quite
different. In some cases, the secondary stress of a word may even be
realized more strongly than the primary stress, due to a rhythmical
stress shift phenomenon. In this sense, word stress positions encode
morphologicalinformationrather than prosodicprominence.

Syllable boundaries and word stress informationare usually encoded
in close conjunctionwith the segmental phonetic information in the
phonetic transcription of a word, as for instance in [fe^keres-Jam-pl]
(<verkehrsampel>/"trafficlight"), where '-' denotes syllable bound¬
aries and '" and ',' denote the primary and the secondary word stress.

Syntax, Semantics, and Pragmatics

Accentuation and Phrasing of an utteranceare primarily defined by its
semantic contents, in the sense that semantically more prominent items
of an utteranceare given more accentualweight, and that wordsthat
belong together semantically tend to be spoken in one rhythmic and
melodic group. For example, in the sentence "I gave the new book to

Mary", if it is spoken as a "neutral" utterance, the words "book" and
"Mary" are the most prominent items, and "the new book" and "to
Mary", which are semantic units, are also spoken as rhythmic units. If,
however, the fact should be pointed out that it is not the old but the
new book that was givento Mary, a contrastive,strong accent is put on
the word "new". In the utterance "Charlesthe first king of England",
the semantic contents define whether the correct grouping is "Charles
// the first king of England" or "Charlesthe first // king of England".

In addition to semantics, pragmatic features may highly influence
the prosody of an utterance. For example, the order "give me the book,
please" would be repeatedwith increasing strengthand at an increasing
pitch level, to indicate more and more forcefulnessso long as the other
person refused to hand the book over.

From the above considerations, a semantic and pragmatic analysis
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of a text seems necessaryfor the correct derivation of the prosody of an
utterancewithin that text. However, a TTS system can to some extent
circumvent these analyses: Firstly, in most TTS Systems, the pragmatic
environment is constantly set to a "neutral" news communicationstyle.
Therefore, it is not necessary to analyze the pragmatics for each new

utterance. (In the synthesis componentof dialog Systems, however, the
need for pragmaticallyappropriateprosody is much stronger, in order,
for instance, to correctly differentiate between questions, requests of
different force, simple Statements, etc.) Secondly, the semantics of an
utterance is partly reflectedin the syntactic structure, so that at least
some prosody informationcan be extracted fromthe syntactic structure
of an utterancealone. Examples of such semantics/syntax correlations
are:

• Semantic units are often realized as syntactic units as well. For
instance, "the beautiful new house" denotes a semantic object
with certain specific properties, and this is expressedsyntactically
as one noun phrase. (In other cases, however, semantic units
may be syntactically discontinuous, as in the case of the stressed
German verb prefixes: in the German sentence "Ich gebe ihm
das Buchzurück." ("I will return him the book."), the füll verb
consists ofthe parts "gebe" and "zurück".)

• German nouns are generally more prominent than modifying ad-
jectives or so-called function words (articles, prepositions, auxil-
iary verbs etc.). These distinctionscan quite easily be obtained
from a lexical and syntactic analysis.

• Persons or objects that are referred to several times in a text are
less prominent than newly introduced items. This is expressed
syntacticallyby replacing nouns and proper names by a personal
pronoun or by applyingthe defmitearticle to known objects and
the indefinite article to newly introducedones.

• Rare syntactic constructions may indicate specially focuseditems.
For example, in the German sentence "ein Buch hat er dem Mann
gegeben",the use of an indefinitearticle in an object in accusative
case at the head of the sentence indicates that this object receives
special semantic weight and must be strongly accented.

• One of the nicest reflections of semantic focus in a syntactic con-

struct is the French mise en relief: in the sentence "C'est lui qui
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a casse le verre." ("He has broken the glass"), it is clearly indi¬
cated that the focus of the utterance lies on the subject ("lui"),
whereas the neutral variant of the same sentencewould be "II a

casse le verre.". (It is interestingto notethat, unlike in Germanor

English, the focus cannot be put on the the word "il" by stronger
accentuation. The change of the syntactic construct is mandatory
in this case.)

PunctuationMarks

A word should be said here about the utilization of punctuation in¬
formation. Many TTS Systems use punctuation information for the
generation of prosody, since punctuation marks often give hints about
where a human Speakerwould put phrasebreaks and pauses. However,
this informationis in most cases (at least in German) defined on syntac¬
tic grounds. For example, in the Germansentence "Ich schaute diesen
Film, weil er so spannend war, zweimal an." ("I saw this movie twice
because it was so thrilling."), the two commas are simply set around
the intervening subordinate clause. In this case, the sentence structure
couldbe analyzed correctly without considering the punctuation marks
(as is actually the general customin the field of naturallanguage pro¬
cessing), and the commas are completely redundant. In most cases,
punctuation mainly serves as a help for the reader to more easily and
more rapidly process the written text.

Nevertheless, in some cases, written sentences may be ambiguous
(which in many cases wouldresult in different possible prosodicrealiza¬
tions), and punctuation marks can then indicate the correct meaning
and syntactic structure of a sentence. For example, the German word
sequence "die neue elektrischeSchreibmaschine" ("the new electric type-
writer") has two different interpretations depending upon whether the
new typewriter is the first electric one ("die neue, elektrische Schreib¬
maschine") or whether it is the latest of a series of electric typewriters
("die neue elektrische Schreibmaschine").In this case, the presence or
absence of the comma indicates the correct semantic variant.

Thus, from the point of view of linguistics, punctuation should be
considered in a TTS system only for the resolution of real syntactic and
semantic ambiguities. However, as long as a TTS System does not com-
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Figure 2.1: The TTS process viewed as an analysis and a subsequent
synthesis stage.

prise an excellent syntactic and semantic analysis, punctuation marks

may help as a guideline for the proper segmentation of sentences into

speech groups. For this reason, punctuation is also currently utilized in
the SVOX system presentedin this report (cf. Chapter 5).

2.3 The Development of a TTS Model

A TTS system maps a linear sequence of elements of a graphemic
medium onto a linearsequence of elements in an acoustic medium. Ac¬

cording to the considerations in Sections 2.2.2 and 2.2.3, this mapping
comprisestwo parts: the analysis of the graphemic string, during which
an underlying representation of the original Symbol sequence is con¬

structed, and the subsequent use of this representation for the synthesis
of the target soundsequence [HHP+87]. The TTS process can therefore
be viewed as a text analysis stage followed by a signal synthesis stage,
as depictedin Figure 2.1. (This model does not, of course, imply that
a text or sentence must be fully analyzed before proceeding with the
synthesis. The two processes may well be intermingled, as in the case

of a human being reading aloud a certain text. In the SVOX system,
however, the input text is processedsentence-wise.)

The underlyingstructure, which is the result of the text analysis, is
usually some more or less detailed representation of the syntactic sen¬

tence structure, but it might well containsome further (e. g., semantic)
information.4

It is quite clear that the input text submitted to a TTS system

4Concept-to-speech Systems, as Said in Section 1.2, do not need the text analysis
component of a TTS system. Instead, a CTS system should incorporate a compo¬
nent that directly generates the underlying structure of the next utterance to be

synthesized and submit it to the synthesis stage.
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Figure 2.2: The TTS process viewed as consisting of a

speaker-independentand a Speaker-dependentpari.

does not contain any characterization of a certain (human or synthetic)
Speaker. On the other hand, the resulting speech signal will clearly
identify a particular Speaker speaking in a specific style. Thus, some-

where in the TTS synthesis process, there must be a transition from
speaker-independentto speaker-dependent (or speaker-characterizing)
information. Theoretically, this transition could be spread out over the
entire TTS process. However, in the linguistic view adopted as a basis
for the ETH TTS project, a speaker-independentpart is strictly sep¬
arated from a speaker-dependentpart. In this model, which is shown
in Figure 2.2, the terms transcriptionand phono-acousticalmodelhave
been adopted for the two basic TTS stages. The transcription maps
(or transcribes) the graphemic text onto an abstract intermediaterep¬
resentation of the utteranceto be synthesized, and the phono-acoustical
model implements the phonetic-acoustic realizationof this intermediate
representation.

The intermediate representation is a phonological representation,
which means that it consists of a minimal, speaker-independentde¬
scription of the speech sounds and the prosody of the utteranceto be
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synthesized. This description is, like the input sentence, a linear se¬

quence of symbols (cf. Chapter 5). Most TTS Systems generate and
collect intermediatephonologicalinformationin this sense, but hardly
ever is it compiled and restrictedin such an explicit way as in the SVOX
system. The main reason for this explicitnesswas the linguistically mo-

tivated strong Separation of transcription and phono-acoustical model,
which was also very helpful in parallehzing the research work.

It shouldbe pointedout here that the above model of a TTS system
is very similar to the front end / back end model of Computer program
Compilersas describedin [ASU86]. There, the front end is the machine-
independent part of the Compiler, which analyzes a Computerprogram
and generates an intermediateprogram code. The Compiler back end
interpretsthe intermediatecode and generates the (possibly optimized)
machinecode for a particular Computer. This similaritybetween a TTS
model and a Compiler model is not too surprising if one considers the
fact that both Systems are language processing Systems. The input of
both Systems (a natural language text or a Computer program text)
may even be analyzed by applying the same basic formalismsof gram-
mars and lexicons, due to the commonbackground of formal language
theory [Cho57]. The difference in the syntactic analysis lies in the fact
that Computer languages usually belong to a simpler, more restricted
language category than natural languages. (Computer-oriented artifi-
cial languagesare often designed as context-free languagesofLL-1 type,
which means that they can be parsed unambiguously from left to right
with only one symbol look-ahead. For parsingnatural languages, on the
other hand, much wider contexts must be taken into aecount, and very
often ambiguities remain after parsingwhich could only be resolved by
a semantic analysis. Moreover, there are some reported cases in which
naturallanguagescannot be describedby context-free grammars.)

2.4 The SVOXArchitecture

2.4.1 Design Considerations

From the linguistic considerations in Sections 2.2.2 and 2.2.3 it is clear
that the realization of a TTS System of very high intelligibility and
naturalness would require very far reaching linguistic analyses. For
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feasibility reasons, TTS projects must decide how far they can go with a

limited amount of Computerpower, linguistic knowledge, and research.
This decision is made harder by the fact that, with a rather limited

effort, it is possible to make even a small Computer talk in a more or

less intelligible way, while the higher the quality of a TTS system, the
larger are the efforts needed for even small improvements. The question
therefore remains how good a TTS application really needs to be and
how much linguistic beauty and completeness should be incorporated
in the system.

In order to simplify the general task of synthesizing any given text,
the following basic aims and restrictions were envisagedat the start of
the ETHTTS project and still hold for the SVOX system:

• The TTS System should be realized using the diphone synthesis
developed in [Kae85] (cf. Chapter 6).

• The TTS system should be restrictedto the synthesis of texts in
the pragmatic context of "neutral" informationtransmission(as,
for instance, reading news or weather forecasts), and the phono-
acoustical model should imitate one specific Speakeras closelyas
possible (the same Speakerfromwhosevoice the diphones were ex¬

tracted), instead of allowing for many different voices or speaking
styles.

• Semantic and discourse analysis was judged infeasible for a TTS
project at that time, but a füll lexicon-based morphologicaland
syntactic analysis of German words and sentences was envisaged
accordingto the tradition in the field of natural language process¬
ing.

• The phonetic transcription of words should be obtained merely
by looking up full-formsor morphemes in lexicons containing the
graphemic and phonemicrepresentation for each entry. (This aim
was partly revised for the SVOX system, cf. Chapter 4).

• Input texts shouldbe analyzedsentence by sentence, since further
context analysis was excluded for feasibifity reasons.

• Since semantic informationwould not be available, the generation
of prosody should be based mainly on the syntactic structure of
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a sentence. Prosody generationwas therefore designed in the tra¬
dition of generative phonology, which tries to derive accentuation
and phrasing prirnarily from syntax [Bie66, Kip66, CH68, Sel84].

2.4.2 Structureof the SVOX System

The general TTSrequirementsdiscussed in Sections 2.2.2 and 2.2.3 and
the special design restrictions presentedin the previous section led to
the overallTTS structure depicted in Figure 2.3. The figure displays
the main processing modules and the informationflow between them.

This flow can be summarized as follows: The input text is treated
sentence by sentence. Each word in the sentenceis looked up in a full-
form lexicon or is morphologicallydecomposedinto morphemes (accord¬
ing to a word grammar) which are looked up in a morpheme lexicon,
and the syntactic structure of the whole sentences is subsequentlyana¬
lyzed accordingto a sentence grammar. The result of this analysis is an
annotatedsyntax tree (i.e., a parse tree), which contains the structure
of the whole sentence and the structure of each word. Moreover, for
each constituent of the syntax tree, the constituent type and further
attributes (like, e.g., case, number, and gender) are marked, and the
graphemic and phonemic representation of words and morphemes are

containedin the tree.

From the syntax tree, accentuation and prosodic phrasingare deter¬
mined, which, together with the phonetic transcription of each word,
constitute the phonological representation of the sentence. This repre¬
sentation is the input to the subsequent generationof duration values
for all speech segments and of the fundamental frequencycontour.

The speech signalis generatedby concatenationof diphone elements
(that is, by concatenationof speechsound transition elements extracted
from natural speech). The diphones are selected accordingto the pho¬
netic transcription of the utterance, and upon concatenation they are

modified such that they match the specified duration and F0 values.

Whereas Figure 2.3 is a view ofthe general flow of informationin the
SVOX TTS process, Figure 2.4 is more precise in that it shows the se¬

quential processing of a sentencewhensynthesized by the SVOXsystem.
The figure also displays the chapters in which the individual modules
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Figure 2.3: The overallstructure of the SVOXTTS system.
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Figure 2.4: The sentenceprocessing stages in the SVOXsystem. The
individual modules are further explained in the chapters indicated in the
figure.
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are explained. Goingbeyond Figure 2.3, two new modulesappear here:
the syllabification process, which is inserted after the syntax analysis,
and a module which implements some (very few) regulär allophonic
variations (which could roughly be termed "coarticulation effects") at
the transition point from phonology to the phonetic realization of an

utterance.

2.4.3 Types of Processing

Transcription

The transcription part of the TTS system consists of merely symbolic
computations, i.e., it maps symbolic data onto other symbolic data.
Throughoutthe transcription,knowledge-based and rule-based Subsys¬
tems have therefore been realized, and the aim was to strictly separate
explicit, static, language-specific linguistic knowledge from the applica¬
tion of this knowledge.

As a matter of fact, it turned out in the SVOX System that this aim
has been reached in the syntactic and morphological analysis (includ¬
ing even grapheme-to-phonememapping), as will be shown in Chapters
3 and 4: All syntactic and morphological analyses are bidirectional,
i.e., the system is able to perform text-to-phoneme mapping as well
as phoneme-to-textmapping without changing any data or algorithms.
(In order to turn around the processing direction it is only necessary
to exchange the location of graphemic and phonemic data. For demon-
stration purposes, this can be done in the SVOX System by switching
a single system flag.) The ability to change the direction of processing
does not mean that the SVOX system could easily be turned into a

speech recognition system, but it nicely shows the high degree of explic-
itness of linguistic knowledge in this part of the System.

The remainder of the transcription (accentuation and prosodic
phrasing) is much more processing- and algorithm-oriented and has a

specific direction of Operation. Future research might,however, attempt
to make these componentsas general as the morpho-syntacticanalysis.
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Phono-Acoustical Model

The phono-acousticalmodelmapssymbolic data onto acoustic, numeri¬
cal data. This means that at some point in this mapping Statistical data
must be handled. It was not clear at the beginningof the TTS project
how far symbolic (rule-based) computation shouldgo into this phonetic
realization stage and at which point numerical parameters should en¬

ter. However, after trying different approaches, it turned out that the
most successful prosody control was achieved by applying very direct
Statistical mappingsfromthe phonological data onto the final numerical
parameters:The diphone synthesis approach consists of picking typical
representative speechsamples out of a multitudeofpossible realizations,
and thereby directlymapsthe phoneticsymbols onto the speech signal.
Duration and Fo control were realizedby applyingtrainable Statistical
modeis (a generalized linear model and an artificial neural network),
which directlymap the phonological symbols onto phone duration and
Fo values. Thus, in very strongcontrast to thetranscription,the phono-
acoustical model only incorporates implicit, Statistical phoneticknowl¬
edge. Whereas the SVOX transcription contains more explicit knowl¬
edge than other TTS Systems, the phono-acousticalmodelof the SVOX
system incorporates implicit knowledge to a much higher degree than
comparable componentsof many other traditional TTS Systems.

2.4.4 ImplementationOverview

This section presents a short general overview of the SVOXimplemen¬
tation. A much more detailed description is given in [Tra95c].

The current SVOX system has been implemented in Modula-2
[Wir88] and Prolog [CM84, Mul85, Tra95a], and some time-criticalrou¬
tines were realized in VAX/VMS assembler [DEC90]. The syntactic
and morphologicalanalysis has been written entirely in Modula-2. The
modules in the remainder of the system are used via Prolog interfaces.
Some of these modules have been writtenexclusively in Prolog. Other
modules have been written in Modula-2 or assembler, but their main
routines are also accessible in Prologprograms.

The main functionality of the SVOXsystem is quite easily portable
due to the fact that the Prolog Interpreter system incorporatedin the
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SVOX System was itself written in Modula-2, and that for all assembler
routines there exist correspondingpure Modula-2 procedures. SVOX
currently runs on VAX/VMS, Sun SparcStation/UNIX, and Macintosh.

The choice of Prolog as a major implementation and interface lan¬

guage was motivated by the numerous symbolic computations in the
synthesis process, by the suitability of Prolog as a flexible, interpreted
experimental environment language, and, of course, by the personal
taste of the researchers. In order to somewhat overcome the slownessof
the Prolog Interpreter,the Prolog code can be compiled into machine
code on VAX/VMS [Tra95a]. However, for a really fast and small im¬
plementation,the Prolog parts ofthe system would have to be rewritten
in another programming language. But with the ever increasing power
of modern Computers, a real-time system may be most easily obtained
by simply waitingsome two or three years.5

2.5 Other TTS Architectures

Most existing TTS Systems are not much different from each other as

far as the overall architecture is concerned (e.g., MITalk [AHK87], In-
fovox [LLG93], CNETVOX [LEM89], or the BT system [Gav93]). The
individual subparts, however, may vary substantially from one imple¬
mentation to the other. For example, in the phono-acousticalmodel in
the SVOX system, Statistical approaches are applied that incorporate
mainly implicit phonetic knowledge, whereas in many other Systems
(e. g., MITalk or Infovox), the phonetic realizationof speech is treated
in a much more explicit, rule-based manner.

5In the recent diploma thesis [Vet95] a large part of the original Prolog synthesis
procedures (except for duration control) were rewritten in Modula-2, which con-

siderably increased the speed of the System and reduced its memory requirements.
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Chapter 3

Syntactic and
MorphologicalAnalysis

3.1 Syntacticand Morphological Analysis
in a TTS System

Syntax analysis in a TTS system serves several purposes:

• The syntactic structure of a sentence is determined. This infor¬
mation is highly relevant for the derivation of accentuationand
prosodic phrasingof the sentence.

• Manyambiguities between homographs (i. e., wordswith identical
spellingbut different meaning and/or pronunciation)are resolved
by a syntactic analysis. For example,

German "modern" ['mo:di2n] (verb) vs. "modern" [mo'deBn]
(adjective)
German "der kommt nicht mehr" vs. "der Mann kommtnicht
mehr", where "der" in the first case is a strongly accented
demonstrativepronoun, whereas the second "der" is a com¬

pletely unaccented definite article.

59
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German "ich gebe zur, ZU2 den andern ZU3 gehören"
In this example, "zui" is a stressed verb prefix, which car-

ries a strong accent, "ZU2" is a preposition, which remains
unstressed, and "ZU3" is an infinitive particle, which is un-

stressed, and which may even be more reduced than the
preposition.

• Syntax analysis may help to determine the proper pronunciation
of abbreviations and ordinal numbers. For example

"am 11. Oktober" ("am elften Oktober", dative case)
"der 11. Oktober" ("der elfte Oktober, nominative case)

"Meier u.a." ("Meier und andere", nominative case)
"bei Meier u. a." ("bei Meier und anderen", dative case)

• Syntax analysis serves as a basis for the semantic analysis of sen¬

tences, whichwill be attempted in future TTS Systems.

In order to carry out a syntactic analysis of a sentence, the syntactic
function of each word in that sentencemust be known. The most sim¬
ple means of accessing this informationwould be a so-called full-form
lexicon, i.e., a lexicon in which complete word forms are stored in their
Orthographieform together with some attributes describing their syn¬
tactic categories and further properties (e. g., case, number, and gender
informationand the phonetic transcription). However, in languageslike
German, which make use of a great number of inflected forms (verbs,
nouns, adjeetives) and Compoundwords (mostly nouns in German), a
full-form lexicon alone does not seem appropriate. Structured words
should rather be morphologicallydecomposed into individual morphs
with the help of a morph or morphemelexicon.

The purposes of a morphologicalanalysis of words are therefore:

• to find out the structure of Compounds and inflectedforms in order
to derive the correct word categoryand other syntactic attributes
(case, number,gender, person, etc.)

• to obtain the proper pronunciation of the whole word from the
pronunciationof the morphs of whichthe word is composed.



3.2. Morpho-SyntacticAnalysis in the SVOX System 61

In general, a morphological analysis yields several different possible
readings (i. e., ambiguousanalyses) ofa word. For example, the German
word "geht" can be 3rd person Singular or 2nd person plural of the verb

"gehen". The correct form must be chosen by the syntactic analysis or,
if any, by the semantic analysis of the sentence.

Most TTS Systems carry out a syntactic and morphologicalanalysis
to some degree, but the methods applied and the completenessof the

analysis vary considerably. In the ETH TTS project and the SVOX
system, a quite general and uniform approach was pursued, which will
be explainedin the next sections.

3.2 Morpho-Syntactic Analysis in the
SVOX System

3.2.1 ArchitectureOverview

The syntactic and morphologicalanalysis was designed and first imple¬
mented by Thomas Russi [Rus90, Rus91, Rus92]. Its original architec¬
ture is depictedin Figure 3.1. Modifications to this architecture will be
described in 3.2.3. (Morphologicaland syntactic analysis together will

frequently be termed "morpho-syntacticanalysis" hereafter.)

Word and Sentence Analysis

The input text in the morpho-syntactic analysis is treated sentenceby
sentence. Each sentence is split up into Orthographiewords, and each
word is submitted to the word analysis. The word analysis looks up
words in a full-form lexicon, which contains füll word forms in their

graphemic and phonemic representation. Moreover, the word analysis
attempts to analyzethe morphologicalstructure of the words. To this
end, all morphemes oecurringin a word are collected by lookingthem up
in a morpheme lexicon, and all morphologicallymeaningful morpheme
sequencesthat span the entireword are sorted out by a word grammar.

The morphemelexicon,like the full-formlexicon, contains entries in
their graphemic and phonemic representation, and both lexicons con-
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Figure 3.1: Original architectureof the morpho-syntacticanalysis. See
text for explanation.

tain additional morpho-syntacticattributes,such as morphemeor word
category, inflection class, case, number, gender, person, etc.

The resultsofthe word analysis are the phonetictranscription ofthe
füllword, the word categoryand other syntactic attributes for the whole
word, and the morphologicalstructure of the word. In general, several
possible Solutions,or readings, are returned by the word analysis.

The sentence analysis parses the füll sentencebased on the analyzed
word forms and on a sentence grammar,whichdefineswell-formedGer¬
man sentence structures. By the parsingprocess, some word ambigui-
ties are resolved, and a hierarchicalstructure is assigned to the sentence.
This structure informationis stored in the form of a parse tree, or syntax
tree, which provides useful informationfor later TTS steps.

Two-LevelRules and the MorphemeLexicon

Crucial in the morpho-syntacticanalysis, and in fact, one of the most

complexand sophisticated parts of the whole TTS system is the use of
two-level rules. These rules, which are an application of the two-level
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morphologyofKoskenniemi [Kos83], mediate betweenthe graphemic or

phonemicsurface representation ofwords (i. e., the regulär Orthographie
or Standard phonetic form) and a lexical representation of the word or

its morphemes. The two-levelrules are regulär transformationsbetween
two levels, the surface and the lexical level.

Examples of phenomena that are handled by these rules in the cur¬

rent SVOX System are ('+' denotes the morpheme boundary between
stem and inflection ending):

• the deletion of the <e> (and, accordingly, the /a/ phoneme) in
some German verb stems before an inflection ending that Starts
with <e> (or /a/, respectively),as in

<handel> /handal/ (verb stem)
<handel+st> /handal+st/ (2nd person singular)
but <handl-f-e>/handl+a/(lst person singular)

• the deletion of the <s> /s/ of the verb ending of the 2nd person
singular after a verb stem ending in the phoneme /s/, i. e., in the
grapheme <s>, <z>, or <x>, as in

<sitz+t> /zits+t/
instead of the regulär form
<sitz+st> /zrts+st/

• the devoieing of stem-final plosives and fricatives in word-final
position or before consonant (the German "Auslautverhärtung"),
as in

<mond+e> /mo:nd+a/ (plural)
but <mond> /mo:nt/ (singular)

By virtue of the two-level rules, the morpheme lexicon in the
morpho-syntacticanalysis was partly realized as a lexicon actually con¬

taining morphemeentriesrather than allomorph entries. For example,
the verb stem <handel> /handal/ was stored in this basic representa¬
tion only, and not in the form of its two allomorphs <handl> /handl/
and <handel> /handal/. However, in other cases, for instance for the
noun stem umlautin plural forms (as in singular <baum> /bäum/vs.
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plural <bäum> /boym/), the two allomorphs were stored in the lexi¬
con. This phenomenon could in principle be treated by two-level rules
as well, but the Solution using two allomorphs seemed simplerand more
appropriate in this case. Thus, the "morpheme" lexicon was in fact
realized as a mixture of a morphemeand an allomorph lexicon.

3.2.2 Original Realization

In the ETH TTS Project, the morpho-syntactic analysis was originaHy
implementedin LISP [Rus90]. The grammars and lexicons, which are

still used in the present SVOX system, were realized by Hans Huonker
[Huo90]. The two-level rules were established by Ruth Rothenberger
[Rot91]. Some extensions to the two-level rules were added by the au¬

thor.

Grammars were written in the UTN (unification-based transition

network) formalism [Rus90], which is a modificationof the well-known
ATN (augmented transition network) formalism [Woo70]. UTNs, like
ATNs, are capable of describing context-sensitive languages. UTN
grammars and lexicon entrieswere specified in the form of LISP terms.

The original morpho-syntactic analysis was a stand-aloneprogram
package,which comprised a very flexible and general chart-parsing en¬

vironment (see Section 3.4.3) for different parsing strategies and unifi-
cation methods.

3.2.3 Modificationsin the Morpho-SyntacticAnal¬
ysis

As alreadymentioned in Chapters 1 and 2, a re-implementationof the
morphological and syntactic analysis became necessaryprimarily due
to problems that oecurred when the grapheme-to-phonemeconversion
presentedin Chapter 4 was realized.

In this re-implementation,the original overall designwas fully pre¬
served and even slightly enlarged in the sense that two-level rules are

now also applied between the surface and the lexical level ofthe full-form
lexicon, rather than for the morpheme lexicon only as shown in Figure
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3.1. The main motivation for this generalization was the inclusion of
two-level rules that handle the equivalence of the Germanumlaut char-
acters "ä", "ö", "ü" and their Substitutes "ae", "oe", "ue", such that,
e.g., "fuer" and "für" are both mapped onto the single lexicon entry
<fiir>. (In the weather forecast texts used in the prototype applica¬
tion of the SVOX System, the umlaut characters are always replaced
by their Substitutes. By extending the application of two-level rules
from the use with the morpheme lexicon only to the full-form lexicon,
these substitutions could be handled without including any new lexicon

entries.)

Apart from the afore-mentionedslight modification of the system
design, quite a few changes in the grammar and lexicon formalism
and in the internal processing were realized in the course of the re-

implementation of the morpho-syntacticanalysis. The most important
of these changes were:

In order to be consistent with the remainder of the system and
in order to easily allow the Iinking of the füll TTS system into
a single program, Modula-2 was chosen as the implementation
language (instead of the former LISP).

• The grammarformalismwas changed from theUTN formalismto
the equally powerful but somewhat more concise DCG formalism
(see Section 3.2.4).

• The lexicon formalism was simplified and rendered more TTS-
specific, and a specialized lexicon-editing facility was added to
the system.

• Although the chart parsing algorithm applied in the origi¬
nal implementation had a complexity of 0(n3), with n =

"length of input sentence", two specific algorithmsofthe morpho-
syntactic analysis,the segmentation of wordsinto morphemes and
the building of parse trees, had a theoreticalcomplexity of ö(2n).
These two algorithmswere modified, such that in the SVOX Sys¬
tem the entire morpho-syntacticanalysis can now be done with a

complexity of C(n3).
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3.2.4 Definite Clause Grammars(DCGs)

Definite Clause Grammars(DCGs; [PW80]) are extensions of context-
free grammars. Context-free grammars are usually represented by
context-free production rule Systems, such as the Backus-Naur for¬
malism (BNF). In DCGs, the extension from context-free to context-
sensitive grammars is done by augmentingthe context-free production
rule skeleton with feature terms and the term unification Operation.
DCGs have been developed in close connectionwith the programming
language Prolog (e.g., [CM84]), and it is in fact possible to automat¬

ically convert a DCG into a Prolog program that is a parser and at

the same time a generator for the language defined by this DCG. The
DCG-to-Prologconversion is shown for example in [CM84, PS87].

Althoughit is very easyto build extremely flexible parsers and gen-
erators for DCGs in Prolog, the price of this flexibility is the often low
efficiency of Prolog implementations and the exponentialparsing com¬
plexity when the usual Prolog processing strategy is used. (This can,
however, be somewhat counteractedby a carefuldesignof the grammar,
as shown in [PW80]).

In the SVOX system, DCGs are processed by an efficient chart
parser, which was implemented in Modula-2. Moreover, the basic DCG
formalism has been slightly enriched in orderto select optimal Solutions
among severalambiguousSolutions, and in order to control the building
of parse trees.

The following sections describe the SVOX implementation of DCGs
in more detail.

3.3 Formalism of the Morpho-Syntactic
Analysis

The basic constructs in the morpho-syntactic analysis from the point
of view of formalism are feature terms, lexicons, grammars, constituent
declarations,and two-levelfinite state transducers.

The exaet definitionof the whole formalism is givenin Appendix B.
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Throughoutthe formalism, reserved keywords start with ':', identifiers
are composed of letters, digits, and some special characters, stringsare
enclosed in double quote marks, and integer numbers obey the usual
Convention. Upper- and lowercase letters are not distinguished in iden¬
tifiers. Keywords, however, must be writtenin uppercase letters.

Line comments (until the end ofthe line) start with a '!' sign, and
ränge comments start with '[' and end with ']'. Range comments may
be nested.

3.3.1 Feature Terms

The SVOX DCG implementation uses feature terms and a term unifi-
cation scheme which is closely related to the term unification used in

Prolog. In SVOX, terms can be atoms, variables, or tuples.

Atoms are constants, denoted by identifiers, like

nom noun_phrase x-y_z# ABC

Variables are denoted by a variable identifier, which Starts with a '?'
sign and continues like other identifiers. The variable '?' is the
anonymous variable, like '_' in Prolog, which denotes a unique
new variable every time it occurs. Anonymousvariables cannot
be referred to anywhere eise and are usually applied as "don't-
care" markers. Examples of variables are

?xyz ?121 ? ?

The scope of a variable, i.e., the ränge in which equal variable
identifiers denote identical variables, is one grammar rule or one

lexicon entry (see below).
Tuples are the only means ofbuilding structured terms. Theyare sim-

ply lists ofsubterms,which are separatedby commas and enclosed
in parentheses. Each subterm is again a term. Examples of tuples
are

0 (a,(b),c) (a,(?X,n,(?,(cl))),?X)
Tuples are mainly used to group features together. They corre¬

spond to Prolog structures with a functor and zero or more argu-
ments. There is no equivalent to the Prolog list notationin SVOX
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terms. Instead, varying-sized lists must be constructedexplicitly
by recursively using pairs of list elements and the remainder of
the list. Thus, for example, the term

(a,(b,(c,nil)))
could be used to denote a list of atoms 'a', 'b', and 'c'. How¬

ever, such lists have not been used so far in the morpho-syntactic
analysis of SVOX.

3.3.2 Unification

The unification Operationin the SVOX systemis defined like the term
unificationin Prolog [CM84]. It tests whethertwo terms can be unified,
and if so, it constructs the most general unified term corresponding to
the two original terms. Two terms can be unified if and only if the two
terms can be made identicalby the Substitution of variables by terms.
For example, the two terms

(a,?X,?Y,(b,(g,?Z)))and (?U,?V,?V,(b,(g,h)))
can be made identical by the substitutions

?U -> a, ?X -» ?V, ?Y -> ?V, ?Z -»¦ h

A list of substitutions which unifies two terms is called a unifierof
these terms. A common unified term is constructedby applying these
substitutions (i.e., the unifier) to all variables of one of the original
terms. With the above substitutions, the unified term becomes

(a,?V,?V,(b,(g,h)))

Usually, one is interested in the most general unified term, that is,
the term obtained by as few substitutions as possible, as is the case in
the above example. A less general unified term would have been

(a,(f,(),g),(f,0,g),(b)(g,h)))
The unification Operationtests the equivalenceof values and binds

variables to certain values. However, unlike in proceduralprogramming
languages, it lies in the nature of the unificationOperationthat "testing
Operations" and "value assignmentsto variables" and unification among
several terms can be done in any order. The reasons for this are that
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variables can only be bound once to a term and that two variables can
be unified and therebybecome identical(so-called "sharing" variables),
which allows the delayed evaluation of the equivalence of atoms, for
example.

3.3.3 Grammars

Grammarsare collectionsof grammarrules. A sample grammaris

[Rl] s ==> np(?C,?N,?G) vp(?N) * 10

[R2] np(?C,?N,?G) ==> opt_art(?C,?N,?G)
opt_adj(?C,?N,?G)
noun(?C,?N,?G) * 1

[R3] opt_art(?C,?N,?G)==> art(?C,?N,?G) * 1
[R4] opt.art(?,?,?) ==> * 1 :INV
[R5] opt_adj(?C,?N,?G)==> adj(?C,?N,?G) * 1
[R6] opt.adj(?,?,?) ==> * :INV

[R7] vp(?N) ==> verb(?N) *

This grammarstatesthat a sentence ('s') is composed of a noun phrase
('np') and a verb phrase ('vp'), whichmust agree in the number feature,
and that the noun phrase consists of an optional article ('opt_art'), an

optional adjective ('opt_adj'), and a noun ('noun'),whichmust agree in
case, number, and gender.

Each grammarrule consists of a head, which denotes a constituent,
and, after the production sign, a body, which denotes a list of subcon-
stituents. The body is terminated by the'*'sign. Empty subconstituent
lists denote the empty production (R4). Each constituent or subcon¬
stituentis composed of a constituent identifier and a üst of feature terms
associated with the constituent,which are separatedby commas and en¬

closed in parentheses (in fact, the feature list can be regarded as one

term tuple). Empty feature lists are denoted by '()' or by completely
omittingthe feature list (as in the head of Rl).

The head of the first rule in a grammar is the start symbol of this
grammar.

Grammar rules can optionally be followed by an integer penalty
value, which can be used to select the optimal Solution out of a num-
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ber of ambiguous Solutions. Penalty values are usually positive, but
it is possible to apply negative values as well. If the penalty value is
omitted, the minimalpenaltyvalue of 1 is assumed.

The keyword ':INV' may optionally be set after the penalty value
or after the '*' sign (R4 and R6). This invisibility flag declares a rule
to be invisible, that is, its application will not produce a node in the
resulting syntax tree. Usually, only empty productions are declared
invisible. However, if invisible rules do have subconstituents, these will
simply occur as direct descendants of the next higher visible syntax
tree node. (The invisibility flag was introduced originallyfor technical
reasons in the automatic conversion of UTN grammars to DCGs. In
this conversion, auxiliary constituents were created, which should not
be visible in the syntax tree.)

The penaltyvalues in the sample grammargiven above merely serve

to illustrate the syntactic position of such values within grammarrules.
The following example shows how penalty values could be used to pre-
fer the nominative case of a noun phrase over other case variants in
ambiguoussituations:

np(nom,?N,?G) ==> npl(nom,?N,?G) * 1

np(?C,?N,?G) ==> npl(?C,?N,?G) * 2

npl(?C,?N,?G) ==> opt_art(?C,?N,?G)
opt_adj(?C,?N,?G)
noun(?C,?N,?G) *

In this example, the auxiliary constituent 'npl' actually defines the
syntactic form of a noun phrase, and by the two rules for the 'np'
constituent different penalty values are assigned to the noun phrase,
depending on its case.

The same effect could be obtained by a dedicatedempty evaluation
constituent, for example,

np(?C,?N,?G) ==> opt_art(?C,?N,?G)
opt_adj(?C,?N,?G)
noun(?C,?N,?G)
case_eval(?C) *

case_eval(nom) ==> * 1 :INV

case_eval(?C) ==> * 2 :INV
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The invisible auxiliary constituent 'case_eval' in this exampledoes not

change the definitionof the syntactic formof a noun phrase but merely
serves as an evaluation function of the case feature of the noun phrase.

3.3.4 Lexicons

Lexicons can be regarded as collectionsof grammar rules in which so-

calledpreterminalsymbols (i. e., word or morphemecategories)produce
terminal symbols (i.e., the individual words or morphemes). Lexicon
entries could therefore be represented by production rules, like other

grammarrules. However, in the SVOX System, a TTS-specificform of
the lexicon entry is applied, as shown in the samplelexicon

10

[LI] conj "und" "<2nt"

[L2] noun(nom,sg3,neu) "kind" "kint"
[L3] noun(acc,sg3,neu) "kind" "kint"

[L4] art(nom,sg3,neu) "das" "das"

[L5] art(acc,sg3,neu) "das" "das"

[L6] verb(sg3) "spielt" "5pl;lt"

(L3 could actually be interpreted as a production rule of the form

noun(acc,sg3,neu,"kint") ==> 'kind' * 10

with 'kind' being a terminal symbol. In this form, the phonetic tran¬
scription would have to be specifiedas a feature term.)

Each lexicon entry consists ofa constituent identifier and an optional
feature list, followed by two strings which define the graphemic and
the phonemic representation of the terminal element. The phonemic
representation is given in an ASCII-codedform of the IPA aiphabet
as defined in Appendix A. Although it is possible to use variables
and structured terms in feature lists of lexicon entries, they will usually
consistof atomic values only, like case, number,and gender information.

The graphemic and the phonemic string may be empty. All words
with empty graphemic string (i.e., "empty words") will automatically
be inserted (i. e., hypothesized)in the parsingprocess at every possible
position in the input.
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By default, the minimal penalty value of 1 is assigned to lexicon
entries in order to assure that a single entry that spans a whole word
is preferred over a sequence of entries which would also span the same
word. It is possible to explicitly set the penaltyvalue of lexicon entries
by providingthe penalty value at the end of the entry. (In the given
example, the penaltyvalue of 10 ensures that in an ambiguousInterpre¬
tation of the word "Kind" as either nominative or accusative case, the
nominative form would be preferred.)

3.3.5 The Semantics of DCGs

The semantics of a context-freegrammar,given as a set of non-terminal
symbols, a set of terminal symbols, a (non-terminal) start Symbol and
a set of context-free production rules, can be defined as follows (a more
formal definitionis given, for instance, in [ASU86, pp. 167-168]):

A string of terminal symbols (a "sentence") can be parsed (i.e.,
belongs to the language defined by the grammar) if and only if
there exists a sequence of production rules (out of the given set)
and a correspondingsequence of strings of non-terminaland ter¬
minal symbols, with the first string being the start Symbol and
the last string being the sentence, such that each string is derived
from its predecessor through the Substitution of one non-terminal
symbol, which matches the left hand side of a production, by the
correspondingright hand side of the production.

If the combination of a non-terminalsymbol and its feature terms
is defined as an extended non-terminalsymbol, the semantics of a DCG
can be defined quite analogously:

A sentence can be parsed if and only if there exists a sequence of
definite clauses (out ofthe given set) and a correspondingsequence
of stringsof extended non-terminalsymbols and terminalsymbols,
with the first string being the extended start symbol and the last
string being the sentence, such that each string is derivedfromits
predecessor through the Substitution ofone extended non-terminal
symbol, which is unified with the head of a definite clause, by
the corresponding body of the definite clause, with the variable
substitutions resulting from the head unification also applied to
the extended non-terminalsymbols of the body.
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Of course, in this derivation process, the same definite clause may
be applied several times with different variable substitutions, i.e., in
different instances.

The definitionof the semanticsof DCGs, which belong to the class
of context-sensitive grammars, shows that the context-free skeleton of
a DCG in general describes a larger language than the DCG, since
the additional unificationOperation can onlyrestrict the application of

productions, but not extend it. By this restriction, a DCG in general
exhibits a higher degree of selectivity than context-free grammars. For

example, it is possible with DCGs (as with any context-sensitive gram¬
mar formalism), to define a grammar that exactly accepts sentences

of the form anbncn, i.e., a series of equally long sequencesof identical

words, which is not possible with context-free grammars.

Taking thegrammarrules of Section 3.3.3 and the lexicon of Section
3.3.4, the sentence "das Kind spielt" can be derivedfrom the extended
start symbols "s()" as shown in Figure 3.2.

All steps in the derivation of a sentence from the start symbol of
a grammar can simultaneouslybe represented in the concise form of a

parse tree or syntax tree, as displayed in Figure 3.3. This representa¬
tion no longer shows the (usually irrelevant) order of production rule

applications.1
Unlikewith formallanguages (such as Computerprogramming lan¬

guages), natural language parsing often leads to several ambiguous
derivations, and hence to different syntax trees. In the above exam¬

ple, the noun phrase "das Kind" could also have been interpreted as

an object in accusative case instead of the subject in nominative case.

In the SVOX implementation of DCGs, each grammar rule and each
lexicon entry carries a penalty value, which is used to classify different

parsing derivations by their quality. The syntax tree in Figure 3.3 dis¬
plays the summed-up penalty value for each node. The penalty value
of a node is the sum of the penalties of all its (visible and invisible)
descendants plus the penalty value of the grammar rule corresponding

1The SVOX system on VAX/VMS is able to display syntaxtrees in a genuinely
tree-like graphical form similarto Figure 3.3 and in a space-saving indentation form.

Syntax trees in this report are also shown using these two forms of representation,
and they logically correspond to the syntax trees generated by SVOX, but they are

not fully identical with SVOX trees as far as their graphical appearanceis concerned.
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s()
Jj-Rl

np(?C,?N,?G) vp(?N)
^R2

opt_art(?C,?N,?G) opt.adj(?C,?N,?G) noun(?C,?N,?G) vp(?N)
^R3

art(?C,?N,?G) opt.adj(?C,?N,?G) noun(?C,?N,?G) vp(?N)
4R6

art(?C,?N,?G) noun(?C,?N,?G) vp(?N)
J|L4

"das" noun(nom,sg3,neu) vp(sg3)
^L2

"das" "kind" vp(sg3)
^R7

"das" "kind" verb(sg3)
4L6

"das" "kind" "spielt"

Figure 3.2: A possible DCG derivation of the sentence "das Kind
spielt" from the extended start symbol "sQ". Variables with identical
name denotesharingvariables:After the application of L4, all variables
are bound to values given in the lexicon entry H and can no longer
assume other values.
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s() 17

np(nom,sg3,neu) 5

opt_art(nom,sg3,neu) 2 noun(nom,sg3,neu) 1

art(nom,sg3,neu) 1 "kind" "kint"

vp(sg3) 2

verb(sg3) 1

"spielt" "5pl;lt"

"das" "das"

Figure 3.3: Syntax tree representation of a possible DCG derivation
ofthe sentence "das Kind spielt" from the start symbol "s(J". For each
node in the tree, the constituent and features are shown as well as the
summed-up penalty value. The empty constituent "opLadj" was declared
invisible and does therefore not appear in the tree.
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to this node. Thus, a tree with a lower penalty value in its root node
is judged better than one with a higher value. In the given example,
the assumption of accusative case for the noun phrase would lead to a

higher penalty value for the parse tree, and therefore the nominative
case will be preferred.2

3.3.6 ConstituentDeclarations

Unlike in the original UTN formalism, which applied named features,
the Interpretation of feature terms in the SVOX DCG formalism is
strongly position-dependent. In order to document the meaning of fea¬
ture terms and in order to allow the checkingof lexicon feature values,
constituents may be declared. Such declarations are also a vital part of
the lexicon-editing facility described in Section 3.5.

The declaration of constituents is optional. Even if constituents are

not declared explicitly, the usage of features is checked in all SVOX
grammars and lexicons, and an error message is generated whenever
there is a mismatch in the number of features used in different occur-
rences of a specific constituent.

Examples of constituent declarations are:

[Dl] :C0NS prep *

[D2] :C0NS possp :FEAT case number *

[D3] :C0NS n "noun"
:FEAT ca "case" -[nom "nominative" gen "genitive"

dat "dative" acc "accusative"}
nu "number" -[sg pl}
ge "gender" {fem mas neu}

:AND <accent true> <accpat left>
*

Constituentdeclarations for a certain constituent maximallydefine
the names of all features of a constituent and all atomic values that

2Of course, in this example the same effect could have been attained aheady by
using the grammar rule Rl to force the subject noun phrase to nominativecase.
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each feature can assume, and also some additional constant feature

name/value combinations. Constituent, feature, and value identifiers

may be followed by a string which presents a colloquial Interpretation
of the identifier for documentation purposes and for use in the lexicon
editor. All declarations are terminatedby '*'. The minimal constituent
declaration consistsof the constituent identifier and the feature names,

preceded by the keywords ':CONS' and ':FEAT', respectively.For con¬

stituents without any regulär features, the keyword ':FEAT' must not

occur.

Constituentdeclarations can be used to declare some constantfea¬
ture name/valuepairs for the constituent as additional features. These

features, which are listed after the keyword ':AND', are not used in
the parsing process and do not appear in the syntax tree. Instead,
the values of the additional features of a constituent type are accessed

by specific inquiry routines. Additionalfeatures may therefore serve

as constituent-related information for TTS steps which are carried out

after the morpho-syntacticanalysis (e.g., accentuationand phrasing).
For example, in D3 the additional feature 'accent' with the value 'true'
declares the constituent 'n' to be accentable, and the feature 'accpat'
declares the accentuationpattern for the constituent 'n' as 'left' (i.e.,
main accentuationon the leftmost part of a noun).3

Constituent declarations can occur anywherein grammars and lex¬
icons and in separate lexicon descriptor files, which are simply col-
lections of comments and constituent declarations. If, upon loading
SVOX grammars or lexicons, constituents occurring in rules or lexi¬
con entries do not match the correspondingconstituent declaration, or

if constituents are redeclared differently, error messages are generated.
Moreover, if the value-checking mode is enabled (see [Tra95c]),the cor-

rectness of the values in the feature lists of lexicon entries is checked
and an error message is generatedwhen a feature value does not occur

in the valuelist of the correspondingconstituent declaration, if a value
list has been declared at all.

3In the current SVOX accentuation procedure (cf. Chapter 5), the constituent-
relatedaccentuation information is not taken from the syntaxtree, but from separate
files. This might, however, be changed in future to a treatment as indicated in
ExampleD3.
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3.3.7 Two-Level Rules

Two-levelrules [Kos83, Rus90, Rus92] serve to map a surface graphemic
or phonetic representation onto a lexical representation, and also vice
versa. This is achieved by associating each surface character with a

lexical character. Theuse ofthe emptycharacter (henceforth denoted by
'<§') is allowedon both levels. For example, the verb form <sitzt> (2nd
person singular), in which an <s> has been deleted from the regulär
inflection ending <st>, can be mapped onto the lexicon form <sitz> +
<st> by the associations

surface
lexicon

s i t z @ t
s i t z s t

The possible surface-lexicon correspondencesare defined in part by
an aiphabet oflexicon/surface character pairs. The character pairs in the
above examplemust all belong to this aiphabet in order for the mapping
to apply. Moreover, the possible mappingsare further restricted by the
actual two-level rules, which define allowedsequencesof character pairs.
These rules are usually given in one of the three forms

X-.Y^L.R X-.Y<=L.R X:Y<*L.R

In these forms, X denotesthe lexicon character of a pair, Y denotesthe
correspondingsurface character, L Standsfor the left and R for the right
context, which are defined using regulär expressions over the character
pair aiphabet, '_' denotesthe position of the character pair in question.
=> means that the pair to the left implies the context given on the right
hand side, i. e., the pair must not occur in any other context than the
given one (context restriction). <= means that the given contexts L and
R and the presence of the lexical character X imply the mapping onto

the surface character Y, i.e., no other pair with lexicon character X
may be applied in these contexts (surface coercion). ¦& simply requires
that both implications, => and <=, hold simultaneously.

For example, the two-level rule used to describe the <s>-deletion in
the SVOX system is

s:@ <=> (slzlx) A:@ +:@
_

t
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This rule states that <s> before <t> is deleted on the surface after an

A-type verb stem (a present-tense verb stem) whichends in <s>, <z>,
or <x>. (Characterpairs with identical lexicon and surface character
are denoted by one character only.) Thelexicon form ofpresent-tense or

completelyregulär verb stems (as, e. g., "sitz") in theSVOX morpheme
lexicon is <sitzA+>, where 'A' indicates the present-tense verb stem
and '+' denotes the morpheme boundary. The practical use of these
special characters is that 'A' "triggers" the application of certain mor-

phographemicrules (like the <s>-deletionpresented above), and that
'+' serves as a placeholder for certain characters that may be inserted
in the surface form at the place of the morphemeboundary.

A collection of two-level rules can be translated into a collection
of regulär grammars, i.e., finite state machines, which in this case are

finite state transducers (FSTs). Each of these FSTs accepts a certain
language over the given aiphabet of character pairs. All rules and hence
all FSTs operate in parallel, which means that the language accepted
by the collectionof FSTs is the intersectionof all individual languages.
In order for a specific surface-lexicon mapping of a word to apply, the
correspondingsequence of lexicon-surface character pairs must belong
to that language.

In the conversion from two-level rules to FSTs a termination char¬
acter pair is introduced, which is automaticallyset at the end of all
surface stringstreated by two-level rules. Therefore, all morphemelexi¬
con entriesoccurring at the end of a word (i. e., inflection endings) must
include this character, or the character must be consumed separately
by a grammar rule of the word grammar. The termination character
can be defined by an SVOX system parameter (see [Tra95c]). In the
current implementation it is set to the '#' character.

The SVOX System accepts two-level rules only in the form of FSTs.
The following is an exampleof a two-level rule definitionwhichcontains
the FST corresponding to the <s>-deletion rule as presented above.
The rule-to-FST conversion was done using the Software describedin
[Hub94].

ALPHABET
'a 'b 'c 'd 'e 'f 'g 'h 'i 'j 'k '1
'm 'n 'o 'P 'q 'r 's 't 'u 'v 'w 'X

'y 'z '0 '1 '2 '3 '4 '5 '6 '7 '8 '9



80 Chapter 3. Syntacticand Morphological Analysis

7 '7. 's/® '+/«

:AUT0MAT0N "s-deletion"
iDEFAÜLTCLASS 1

:CLASS 2 :IS 's/®
CLASS 3 :IS 's
CLASS 4 :IS 'z 'X
CLASS 5 :IS 'A/®
CLASS 6 :IS '+/®
CLASS 7 :IS 't
TRANS 1 :T0 1 0 2 2 1 1 1
TRANS 2 :T0 1 0 2 2 3 1 1

TRANS 3 :T0 1 0 2 2 1 4 1
TRANS 4 :T0 1 6 5 2 1 1 1

TRANS 5 :T0 1 0 2 2 3 1 0
TRANS 6 :T0 0 0 0 0 0 0 7
TRANS 7 :T0 1 0 2 2 1 1 1

Thetwo-level rule definitionStarts with the declaration ofthe aipha¬
bet, whichis followed by zero or more finite-state automatondefinitions.
The aiphabet and each automaton is ended by '*'.

The aiphabet consists of lexicon-surface pairs, or, in the case of iden¬
tical lexicon and surface characters, of this character only. Characters
are denoted by a precedingapostrophe ('), and the symbol'<§' Stands for
the empty character. The aiphabetmust always include the termination
character pair ('# in the given example). If the aiphabet is omitted,
a default aiphabet is assumed which consists of character pairs for up¬
per and lower case letters and specialcharacters of the Standard ASCII
character set. A pair for the terminationcharacter is always included.

Each automatondeclarationincludes a description string, input class
definitions, and a state transition table. In order to keep the automata
as small as possible, character pairs that lead to the same State tran¬
sitions are grouped into one input class. The default class comprises
all character pairs not included in any other class. All classesmust be
given a unique number (usually in ascendingorder),which corresponds
to the column number of the State transition table. Each row of the
state transition table indicates one starting state and, for each input
class, the corresponding next state. The state 0 denotes the failure
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lexicon
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Figure 3.4: Example of a surface-to-lexiconmapping and correspond¬
ing two-levelFSTstate transitions.

state of the automaton: whenever any of the FSTs operatingin parallel
reaches the failure State, the given sequence of input character pairs is
not allowed. State 1 is the starting state of the automaton and is also
the accepting state. A sequence of input pairs is allowed if and only if
all FSTs are in state 1 after the terminationcharacter pair has been
consumed.

Figure 3.4 shows the mapping of the surface form <sitzt> onto the
lexicon entries<sitzA+>and <st#> and the state transitionsinduced
by the character pair sequence in the automaton correspondingto the
given <s>-deletion rule. Section 3.4.1 will present the algorithm cur¬

rently used in the SVOX system for looking up morphemes in a lexicon
while simultaneouslyapplyingthe two-level rule FSTs.

3.3.8 System Parameters

A numberof system parameters control both the currently active SVOX
knowledge bases and the processing of the morpho-syntactic analysis.
All system parameters are declared in a separate file, which is loaded
before any grammars and lexicons. Examples of system parameter dec¬
larations are

PARAM SentGramFile
PARAM WordTermChar
PARAM WordParseStrategy
PARAM AddEdgePenalty
PARAM CheckLexValues
PARAM DrawS

"sgram.dat"
"#"
0
1000
:TRUE

:FALSE

Each parameter declaration contains the parameter identifier and
the initial value of the parameter,which may be of type string, integer,
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or boolean. Parameter values may be changed interactivelyin the SVOX
System. The füll set of system parameters currently used is given in

[Tra95c].

3.3.9 Morpho-SyntacticKnowledgeBases

Several data collectionsor linguistic "knowledge bases" are needed by
the SVOX system in order to perform the morpho-syntactic analysis.
There are

• 3 grammars: a word grammar, which defines possible morpho¬
logical structures of words, a sentence grammar, which defines
possible sentence structures, and a lexicon editor grammar (see
Section 3.5).

• 3 lexicons: a full-form lexicon, which contains words of closed
word categories (so-calledfunction words, like prepositions, arti-
cles, etc.), a morpheme lexicon, which contains morphemes and
allomorphs (stems, inflection endings, prefixes, Suffixes, etc.), and
a submorphemiclexicon, which contains grapheme and phoneme
Clusters used for grapheme-to-phonemeconversion (see Chapter
4).

• 3 lexicon descriptions, one for each lexicon, which contain com¬
ments (for documentation purposes) and constituent declarations
only and which are loaded before the corresponding lexicons, so
that the values of lexicon entry features can be checked.

• 2 sets of two-level rules: a set of morphographemicrules, by which
graphemic surface forms are mapped onto lexicon entries, and a

set of morphophonemicrules4, by whichphonemic lexicon entries
are convertedinto the surface form of phonetictranscriptions.

All knowledge bases are usually stored in separate files (with names
given by system parameters, cf. [Tra95c]), but it is also possible to

4Since these rules mapthe phonemic lexicon representationsonto phonetic surface
forms or vice versa, they could be termed both morphophonemicor morphophonetic
rules. In this report, the term morphophonemicrules will be used, considering the
fact that the primarypurpose of these rules is to describe regulär phonemic changes
that occur at morpheme boundaries.
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collect severalknowledge bases (except the lexicon editor grammarand
the lexicon descriptions) in data collections, which are especially useful
for small experimental grammars and lexicons. An example of a data
collection is

GRAMMAR SENTGRAM
s ==> np(?C,?N,?G) vp(?N)
np(?C,?N,?G) ==> persp(?C,?N,?G) * 1

np(?C,?N,?G) ==> opt.art(?C,?N,?G)
opt_adj(?C,?N,?G)
noun(?C,?N,?G) * 1

opt_art(?C,?N,?G)==> art(?C,?N,?G) * 1

opt.art(?,?,?) ==> * :INV

opt_adj(?C,?N,?G) ==> adj(?C,?N,?G) * 1

opt_adj(?,?,?) ==> * :INV

vp(?N) ==> verb(?N) *

END

GRAMMAR WORDGRAM
w ==> noun(?,?,?) *

w ==> verb(?) *

noun(?C,?N,?G) ==> nstem(?IC,?G)
ne(?IC,?C,?N) *

verb(?N) ==> vstem(?IC)
ve(?IC,?N) *

END

LEXICON FULLLEX

art(nom,sg3,neu) "das" "das"

art(acc,sg3,neu) "das" "das" 10

persp(nom,sg2,nil) "du" "du;"
END

LEXICON MORPHLEX

vstem(infcll) "spielA+" "5pl;lA+"
vstem(infcll) "sitzA+" "zitsA+"

ve(infcll,sg2) "st#" "st#"

ve(infcll,sg3) "t#" "t#"
nstem(infcl3,neu) "kind" "kind"

ne(infcl3,nom,sg3) "#" "#"

ne(infcl3,acc,sg3) "#" "#"
END

* 10
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:LEXICON SUBMORPHLEX
:END

:TW0LEVELMOGRAPH
:ALPHABET

'a 'b 'c 'd 'e 'f 'g 'h 'i 'j 'k '1

'm 'n 'o 'P 'q 'r 's 't 'u 'v 'w 'x

'y >z '0 '1 '2 '3 '4 '5 '6 '7 '8 '9
'• ', 7 "/. > — '# 'A/® 's/Q '+/Q

:AUTOMATON "s-deletion"
... as presented in an earlier section ..

:END

:TW0LEVEL MOPHON
... corresponding to morphographemic rules

:END

This data collection, which parses sentences like "das Kind spielt"
and "du sitzt", is a refinement of the grammarand lexicon presented
in Sections 3.3.3 and 3.3.4 in the sense that it does not define nouns
and verbs as full-forms but rather supplies a morphological grammar,
which defines verbs and nouns as compositions of stems and inflection
endings, which must agree in the inflection class. Moreover, the FST
for the <s>-deletionis included in the collection.

Each knowledge base in a data collection is preceded by a type key¬
word (':GRAMMAR\':LEXIC0N\':TWOLEVEL') and a predeclared
identifier denoting its usage ('WORDGRAM', 'MOGRPAH', etc.), and
each knowledge base is ended by the keyword ':END'.

For empty knowledge bases in a data collection, default initializa-
tions are carried out (as in the case of empty separate knowledge base
files). Knowledge bases which are not declared in the data collectionat
all are loadedfromthe usual separateknowledge base files. For example,
the data collection

•.LEXICON FÜLLLEX
:END
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would leave the full-form lexicon empty, but would still cause all other
knowledge bases to be loaded from the separatefiles.

Connectionof Word and Sentence Grammar

Due to the Separation of word and sentence analysis and due to the
Separation of lexicons and grammars,a new view of grammar start and
terminal symbols becomes necessary.

The start symbol of the sentence grammar ('s' in the sample data

collection) is the main sentence constituent, which also becomes the
root node of syntax trees. Terminal symbols of the sentence grammar
are word categories (e.g., 'noun' and 'art'). The definitionofthe term
"word category" will be given below.

From the point of view of parsing, the terminal symbols of the word
grammarare actually preterminalsymbols, i. e., all morphemecategories
that occur in the morphemelexicon. For technical reasons, there must
be exactly one start symbol of the word grammar ('w' in the sample
data collection). This start symbolsimplyproduces all morphologically
analyzable word categories. The sentence analysis is, however, not ini¬
tialized with constituents of type 'w', but rather with constituents of
word-categorytype.

The word category therefore plays an important role in the SVOX
System. The set of word categories consists of all categories used in the
full-form lexicon and of all categories that can be produced as direct
visible subconstituents of the word grammar start symbol and which
occur at least once in the head of a word grammar rule. The word
grammarstart symbol itself is not a word category symbol.

3.4 Morpho-Syntactic Processing

This section outlines the most important algorithms of the morpho-
syntactic analysis, the lexicon access, the morphemization of words, and
the chart parsing, and it presents some other details of the overallpro¬
cessing which are relevant for writing SVOX knowledge bases.
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3.4.1 Lexicon Access

The two-level rules presentedin Section 3.3.7 require a character-wise
lexicon access for an efficient realizationof the surface-to-lexiconmap¬
ping. This can be implementedmost efficiently by using a character
tree to störe the lexicon.

Charactertrees allow a character-wise lookup of entrieswith an up¬
per bound of complexity of ö(n), where n = "length of entry", i.e.,
the upper bound is independent of the number of entriesin the lexicon.
Character trees in the SVOX system are realized as shown in Figure
3.5, which depicts a character tree containing the verb stems "sitzA+",
"sinkA+", and "spielA-f-", and the verb inflection endings "e#" and
"st#". Each node in the tree represents one character which belongs to
one or more lexicon entries, and for each complete entry there exists a

link fromthe last character node of the entry to a data package contain¬
ing the entry type, morpho-syntactic features, phonetic transcription,
etc. The "downward" pointer in the binary tree is the link to the first
of all possible next characters, and the pointer "to the right" is the link
to the next alternative character in the same position.

In orderto lookup an entry, the list of alternativesmust be searched
for the character at the current entry position (this takes at most m
steps, with m = "size of aiphabet"), and if the character has been
found, the character at the next position of the entry must be searched
on the next tree level. (In fact, a character tree is nothing but a finite-
state machine which accepts the language that consists of all lexicon
entries.)

The following two algorithms, 'LookupChar' and 'LookupNullChar',
which are given in semi-verbal Modula-2 code, describe the character-
wise lookup. 'LookupNullChar' looks up the empty (or null) character,
whichis needed in the morphemization algorithmof Section 3.4.2. Both
algorithms return the new position in the tree and the lexicon entry
(or, actually, a list of entries) found by the lookup, if the lookup was

successful. Otherwise,NIL is returned for the new tree position and for
the entry list.

PROCEDURE LookupChar (tree:CharTree; ch:CHAR;
VAR entries-.LexEntry)
:(*newSubTree*) CharTree;
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Figure 3.5: A character tree which stores the lexicon entries "sitzA+",
"sinkA+", "spielA+", "e#", and "st#".
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BEGIN
t := tree".firstSuccessor;
WHILE (t <> NIL) AND (tfenodeChar <> ch) DO

t := t".alternative
END;
IF t <> NIL THEN entries := tfelexEntryList
ELSE entries := NIL

END;
RETURN t

END LookupChar;

PROCEDURE LookupNullChar (tree:CharTree;
VAR entries:LexEntry)

: (*newSubTree*) CharTree;
BEGIN

IF tree <> NIL THEN entries := tree".lexEntryList
ELSE entries := NIL

END;
RETURN tree

END LookupNullChar;

Using the above procedures, an entire word or morpheme could be
lookedup as follows:

tree := rootNode;
i :- 0;
WHILE (tree <> NIL) AND (i < Length(word)) DO

tree := LookupChar(tree,word[i].entries);
INC(i)

END;
IF (tree <> NIL) AND (entries <> NIL) THEN

"entries found"
ELSE

"no entries found"

END;

3.4.2 Morphemization of Words

This section presents the algorithmthat is applied to look up all mor¬

phemes occurring in a given surface word form by Consulting the mor¬

pheme lexicon and at the same time processing the two-level FSTs.
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The basic idea of the algorithm, which is given below as procedure
"FindMorphemes"in semi-verbal Modula-2 code, is to find morphemes
starting from every position in the surface word form. This is achieved
by hypothesizinglexical characters from surface characters (using the
given character pair aiphabet), and by testingwhetherthe hypothesized
sequence of lexical characters can be found in the lexicon and whether
the correspondingpair sequence is allowedby all two-level FSTs.

Since words can only be composed of morphemesequenceswithout
gaps, the only useful starting positions for morpheme lookups are the
position 0 and all positions where a previously found morphemeends.
Moreover,the lookup must start at position 0 with the FST state tuple
(1,..., 1), or at position n with an FST state tuple reached at position
n at the end of a previously found morpheme. An FST state tuple
in this context is one combination of the states of all FSTs operating
in parallel. In order to implement these conditions, each position of
the surface word form is associated with a set of possible FST state
tuples, which are the starting state tuples for morphemes starting at
this position. At the beginning of the morphemization, the only non-

empty state tuple set is the set at position 0, whichconsists of the single
state tuple (1,..., 1).

PROCEDURE FindMorphemes (word:ARRAY OF CHAR);
BEGIN

(* it is assumed here that 'word' already contains
the termination character at its end *)

"initializeFST State tuple set to {(1,...,1)>
in position 0, to {} in all other positions";

FOR pos := 0 TO Length(word)-1 DO
FOR "all FST State tuples currently in set

of position pos" DO

FindMorphemes1(word,pos,stateTuple,lexiconTree)
END

END
END FindMorphemes;

PROCEDURE FindMorphemesl (word:ARRAYOF CHAR;
surfacePos:INTEGER;
startTuple:FSTTuple;
treePos:CharTree);

BEGIN
(* try to insert pair with empty surface character *)
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FOR "all pairs with any lexical character lexCh
and empty surface character" DO

newTuple := FSTTransition(startTuple,"lexCh:Q");
newTreePos := LookupChar(treePos.lexCh,entries);
IF "not FST failure" AND (newTreePos <> NIL) THEN

IF entries <> NIL THEN
"insert found entries in word parsing chart";
"include newTuple in set at position surfacePos"

END;
FindMorphemes1(word,surfacePos.newTuple.newTreePos);

END
END;
(* now try to look up lexical characters corresponding

to current surface character *)
IF "not at word end" THEN
surfCh := word[surfacePos];
FOR "all pairs with given surface character surfCh

and any lexical character lexChar" DO

newTuple := FSTTransition(startTuple,"lexCh:surfCh");
IF "lexCh = empty character" THEN
newTreePos := LookupNullChar(treePos,entries)

ELSE
newTreePos := LookupChar(treePos.lexCh,entries);

END;
IF "not FST failure" AND (newTreePos <> NIL) THEN

IF entries <> NIL THEN
"insert found entries in word parsing chart";
"include newTuple in set at position surfacePos+1"

END;
FindMorphemes1(word,surfacePos+1,newTuple,

newTreePos)
END

END
END

END FindMorphemes1;

3.4.3 Chart Parsing

Chart parsing [Kap73, Kay82, Ear72, Rus90] is a means for the efficient
parsing of sentences by context-free and context-sensitive grammars.
The core of all chart parsers is a data structure, the chart, in which
intermediateparsingresults (found constituents, so-calledpassive edges)
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and hypotheses about constituents to find (so-called active edges) are

stored. Besidesthe chart, an agenda stores remaining tasks to be done
(e.g., hypotheses to be verified).

Different parsing strategies can be realized using a chart parsing
framework. In the SVOX system, an Earley-typetop-down parser
[Ear72] was realized by Sascha Brawer [Bra94]. While this top-down
parsing is more efficient than other parsing strategies, it is useful only
if a füll parse can be found. Since word analysis in the SVOX system
requires that a word be completely parsable, the top-downstrategy is
usually applied for this purpose. However, in sentence analysis, the
input sentenceoften proves to be unparsable, sometimes because a sen¬

tence is not correct in the sense of German syntax, and sometimes be¬
cause the sentence grammar does not handle certain possible German
sentence structures. Therefore, a different parsingstrategy is applied
for sentenceparsing.

This sentence parser, implementedby the author, is a bottom-up
parser which simply accumulates in the chart all constituents (passive
edges) that can be found anywherein the sentence. It uses a very simple
and general algorithm, and unlike other bottom-upchart parsers, it does
not störe any active edges (constituent hypotheses) in the chart and it
has no predefined direction of Operation(left-to-right or right-to-left).

In order to apply the bottom-up algorithm, the grammarmust be
binarized, i. e., there must not be more than two subconstituents in the
right hand side of any grammar rule. To achieve this, grammars are
binarized upon loading by creating new auxiliary (invisible) grammar
rules where necessary. For example, the grammarrule

np(?C,?N,?G) ==> opt_art(?C,?N,?G)
opt_adj(?C,?N,?G)
noun(?C,?N,?G) * 1

which is a sentence grammar rule from the sample grammar given in
Section 3.3.3, is automaticallysplit into the two grammarrules

np(?C,?N,?G) ==> np#l#(?C,?N,?G)
noun(?C,?N,?G) * 1

np#l#(?C,?N,?G) ==> opt_art(?C,?N,?G)
opt_adj(?C,?N,?G)* 0 :INV
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Figure 3.6: Chart structure used in the bottom-up sentence parser.
The chart is shown in the state after the parsing of the sentence "das
Kind spielt". Not all constituentfeatures are shown in the edges. Edges
looping from a vertex back to the same vertex symbolize all empty gram¬
mar rules and possibly empty words initialized in that vertex or empty
edges inserted by the parsing process.

when the grammaris loaded by the SVOX system.
created, unique, invisible auxiliary constituent.

'np#l#' is a newly

Figure 3.6 shows the chart after parsing the sentence "das Kind
spielt" using the grammar and lexicon of Sections 3.3.3 and 3.3.4.
The chart is a lattice structure with n + 1 vertices, where n =

"length of input", and with edges leading from start vertices to ver¬

tices with higher or equal number. Vertices are set between adjacent
words and at the beginning and end of the sentence. An edge of type
'cons' from vertex a to vertex b indicates that the wordsbetweena and
b can be interpreted as a constituent of type 'cons'.
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The bottom-upparsing algorithm as applied for the sentence anal¬

ysis works as follows: Initially, all word constituents occurringin the
sentence are stored in the chart. Additionally, for all empty grammar
rules and for empty words (if any), empty edges are initialized in all
vertices (shown only schematically in Figure 3.6). The agenda in the
parsing algorithmkeeps track of all initial and newlycreated edges, and
for all entries in the agendathe algorithm simply tries to combine the
correspondingedge with neighboringedgesto the left and right, accord¬

ing to the given binarygrammarrules. If a combination is successful,a
new edge for the headconstituent is inserted in the chart, if no identical
edge already exists. New edges are also noted in the agenda. The pre-
condition for the combination of two edges is that they occur as right
hand side in a grammarrule and that theirfeature terms can be unified
with the correspondingterms of the grammarrule. (If the algorithm is

applied to the word analysis,which can be done in the SVOX system,
the compatibility of the FST states of two neighboringedges must also
be tested before combining them.)

The bottom-up parsing algorithm is given below in semi-verbal
Modula-2 code. It assumes that grammar rules are given as point¬
ers to data structures (r~) defining the head constituent type, the head
features, a first subconstituent type with first subfeatures and a second
subconstituent type with second subfeatures. The edges are pointers
to data structures (e", eR", eL") containing the constituent type, the
correspondingfeatures, and the starting and ending vertex in the chart.

PROCEDURE BottomUpParse;
(* assumes that the chart is initialized with word

or morpheme category edges and with all empty
grammar rules and that all initial edges are noted
in the agenda *)

PROCEDURE NewEdge (newCons:Cons; start,end:INTEGER;
ruleFeat:Features; uvars:Bindings);

BEGIN
newFeat := "create new features from ruleFeat using

the variable bindings in uvars";
"search edge from start to end with newCons/newFeat";
IF "no identical edge found" THEN

"insert edge newCons/newFeat from start to end
in the chart and note it in the agenda"
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END

END NewEdge;

BEGIN
e := "next edge removed from agenda";
WHILE e <> NIL DO

(* treat rules with a single subconstituent *)
FOR "all rules r with r~.subconsl = efecons

and with r*.subcons2 = NIL" DO
IF "unification possible between

efefeat and rfesubfeatl

by generating variable bindings uvars" THEN

NewEdge(r~.headcons,e".start,e~.end,
r~.headfeat,uvars)

END
END;

(* combine e with edges to the right of e *)
FOR "all rules r with rfesubconsl = efecons and

with r~.subcons2 <> NIL" DO
FOR "all edges eR with eRfestart = efeend

and with eRfecons = r".subcons2" DO
IF "unification possible between

efefeat and rfesubfeatl and between
eRfefeat and r".subfeat2

by generating variable bindings uvars" THEN

NewEdge(r".headcons,e".start,eR".end,
r".headfeat,uvars)

END
END

END;

(* combine e with edges to the left of e *)
FOR "all rules r with r".subcons2 = efecons" DO

FOR "all edges eL with eL".end = e".start
and with eLfecons = rfesubconsl" DO

IF "unification possible between
eLfefeat and rfesubfeatl and between
e~.feat and r".subfeat2

by generating variable bindings uvars" THEN

NewEdge(r".headcons,eL".start,e~.end,
r".headfeat,uvars)

END
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END

END;

e := "next edge removed from agenda"
END

END BottomUpParse;

The Treatment of UnparsableSentences

If a sentence cannot be parsed (i. e., if no edge for the start symbol of
the sentence grammar exists in the chart after parsing), an artificial
parse tree is created by finding the way throughthe chart with minimal
total penalty (using the penalty values of individual edges, which are

computed from their subedges and from the grammar rule penalties).
This can easily be doneby applyinga dynamic programmingtechnique.
All constituents of this minimal path are then simply interpreted as di¬
rect descendantsof an artincially generatedsentenceconstituent. Thus,
even if a sentence cannot be parsed completely, the later TTS steps will
still be provided with useful syntactic grouping information, and the
sentence analysis therefore exhibits a "graceful degradation"behavior.

A very important detail in the finding of the shortest path through
the chart is the fact that an additional edge penalty is added to all
edges, which is given in the system parameter 'AddEdgeQuality' and
whichshouldusually be chosen to be greater than themaximumpenalty
occurringin a grammarrule. Without this additional penalty, the path
through A and B wouldhave less penaltythan the path through X for
an applied grammarruleX => AB with a positive penaltyvalue, which
is not desired. The additional edge penalty leads to the preference of
higher constituents over the combination of lower constituents.

3.4.4 Interplay of Sentence and Word Analysis

This section presents some important details of the morpho-syntactic
processing of sentences.

Text input conversions: Some character-wise input conversions are

donebefore the morpho-syntacticanalysis. These conversions are
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defined by system parameters (see [Tra95c]) and comprise sim¬

ple character substitutions and the conversion of all characters
to lowercase characters. (If desired, the conversion to lowercase
characters can be omitted by changing a system paramter.)
The set of characters accepted by the word analysis (after the
afore-mentionedconversions) is defined completely by the alpha-
bet of the morphographemictwo-level rules. All characters that

appear as surface characters anywhere in the aiphabet are ac¬

cepted, all other characters are ignored.

Sentence end: In a linguistic sense, a sentence is finished at the end of
a sequence of words that denotesa syntacticallyand semantically
closed Statement. In TTS Systems, more practicaldefinitionsmust
be found to define the sentence end. In the SVOX system, a

sentence terminatorcharacter ('!','?', or '.', as given in the system
parameter 'TerminatorChars')marks the end of a sentenceif the

input token (sequenceof characters not interrupted by blanks)
which contains the terminator character cannot be analyzed as a

whole by the word analysis. Thus, if the full-form lexicon contains
the entry "etc.", the '.'in the token "etc." is not regarded as

sentence end.

Input tokens are treated from right to left in order to find sen¬

tence terminators. For each terminator character found in this
right-to-left process, a blank character is hypothesizedfirst after,
then before the terminatorcharacter until the token portionfrom
the left end to the blank can be analyzed as a wholeor untilall ter¬
minator characters have been treated. Thetoken portionfromthe
left end to the last hypothesizedblank will then be regardedas one
word to analyze. The remainder of the token will be considered
a sentence terminator if it consists of one terminator character
only, otherwisethe right-to-left treatment will be repeated for the
remaining token.

For example, if the full-form lexicon contains the word "x?y!z"
and the TTS input contains the token "x?y!z.x?y!z", the '.' after
the first 'z' is treated as a sentence end which separates the two
words "x?y!z" and "x?y!z".
The füll stop is sometimes treated in a wrong way. For example,
"12." will always be interpreted as an ordinal number within a

sentence. By some plausible modifications, this Interpretation can
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be changed if necessary: "12lj ." will be treated as the cardinal
number "12" which is located at the sentence end, and "12.."
or "12.u." will be treated as an ordinal number located at the
sentence end.

Word analysis: Words are first segmented into morphemes according
to the proceduregiven in Section 3.4.2. The word parsingchart is
initialized with the found morphemes (and actually also with full-
form entries found for the current word). The word is then parsed
according to the word grammar. All acceptable Solutions of the
word analysis are used to initialize the sentencechart. Acceptable
word analyses are all different readings (i. e., all different word cat¬

egory/feature combinations that span the entire word) which do
not have a penaltyvalue greater than pmJn + 'WordQualityRange',
where pmin is the minimal penaltyof all Solutions and 'WordQual-
ityRange' is given as a System parameter. For the acceptable
readings, a morphologicaltree is built, which is passed on to the
sentence analysis.

Sentence analysis: Based on the results of the word analysis, the
sentence analysis parses the sentence and produces a morpho-
syntactic parse tree. This tree describes the sentencestructure as

well as the morphological structure of the words. (Section 3.4.3
outlines the procedure for building a syntax tree in the case of an
unparsablesentence.)

Generation of phonetic surface form: After the sentence analysis
the phoneticsurface form (i. e., the phonetictranscription) of each
word in the morpho-syntactictree is generatedfrom the phonemic
lexicon representation of the morphemes or full-forms that span
the word by applyingthe morphophonemic two-level rules.

Conversion of the morpho-syntactic tree: In connectionwith the
generation ofthe phoneticsurface forms ofthe wordsin a sentence,
the morpho-syntactictree is converted into a syntax tree, which
does no longer contain the morphological structure of the words,
but only more shows the syntactic sentencestructure. The termi¬
nal elements in this tree are entire words in their graphemic and
phoneticsurface representation. The syntax tree is the basis for
the subsequent TTS steps (accentuation and prosodicphrasing).
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3.5 Lexicon Editor

Although the lexicons in the SVOX system are text files, which can

be modified with any text editor program, a specialized lexicon editor
has been added to the system in order to simplify lexicon maintenance.
The lexicon editor was implementedby Boris Sigrist and Minh Trang
Nguyen [SN93].5

Figure 3.7 displays the basic appearance ofthe editor. The user can

define new entries and delete or modify old entries. In order to enter
a new word, the user must type in the graphemic and phonetic repre¬
sentation of a word or morpheme, then choose the word or morpheme
category (out of a given set), and, based on this choice, select appropri¬
ate values for all required morpho-syntactic features out of the sets of
allowed values. The allowed values are simply taken from constituent
declarations,which are mandatory for all categories used in the lexicon
editor.

On demand, the phonetic transcription of the entry is proposed
by the editor using the grapheme-to-phonemeconversiondescribedin
Chapter 4, and the user can edit the transcription and also invokethe
acoustic synthesis of the transcription.

The most critical feature values to select are the inflection classes.
In order to support the choice of these classes, all relevant forms of the
inflected word are automaticallydisplayed for the current selection of
the inflection class value, as shown in Figure 3.7.

The word and morphemecategories accessibleby the editor and the
displaying of inflected forms is completely defined in a lexicon editor
grammar. This grammar, like all other grammars, contains grammar
rules, and, optionally,constituent declarations. An example of such a

grammar (the grammarused to produce Figure 3.7) is

! Adjective stem

I

EDCONS(AS,ADJ_STEM) ==> *

5Unfortunately, the editor is currently available in the VAX/VMS version of
SVOX only.
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! Past participle stem
i

EDC0NS(P2S,PART_II) ==> *

! Noun stem
i

:C0NS NS
:FEAT SC "Sing, cl." {SKO SKI SK2 SK3 SK4 SK5 SK6 SK7

SK8 SK9 SK10 SK11}
PC "Plur. cl." -CPKO PK1 PK2 PK3 PK4 PK5 PK6 PK7

PK8 PK9 PK10 PK11 PK12 PK13}
G "Gender" {F "Fem" M "Masc" N "Neutr"}
S "Surf.cat" {N "Noun"}

EDCONS(NS,NOUN_STEM)==> NS(?SC,?PC,?G,?S) NES(?SC,n,s3) *

EDCONS(NS,NOUN_STEM)==> NS(?SC,?PC,?G,?S) NES(?SC,g,s3) *

EDCONS(NS,NOUN_STEM)==> NS(?SC,?PC,?G,?S)NES(?SC,d,s3) *

EDCONS(NS,NOUN_STEM)==> NS(?SC,?PC,?G,?S)NES(?SC,a,s3) *

EDCONS(NS,NOUN_STEM)==> NS(?SC,?PC,?G,?S) NEP(?PC,n,p3) *

EDCONS(NS,NOUN_STEM)==> NS(?SC,?PC,?G,?S) NEP(?PC,g,p3) *

EDCONS(NS,NOUN_STEM)==> NS(?SC,?PC,?G,?S) NEP(?PC,d,p3) *

EDCONS(NS,NOUN_STEM)==> NS(?SC,?PC,?G,?S) NEP(?PC,a,p3) *

All rulesin this grammarhave a head constituent 'EDCONS', whose
first feature value defines a category to edit (i.e., its constituent iden¬
tifier) and whose second feature provides a colloquialdescription of the
constituent in the form of an atomic term.

Rules with empty right hand side define constituents which may
be edited but for which no inflection display should be produced. A
sequence of rules for the same category and for the same description
which immediately follow each other define a category with inflection
display, and the right hand sides of the rules define the generation of
the actual inflectedforms. All right hand sides consist of a word stem
and an inflection ending.

Currently, only this form of non-empty rule is allowed. Moreover,
all features in the stemmust be variables, and exactly one feature of the
inflection ending must be a variable which also occursin the stem. This
linking variable indicates the feature that defines the inflection class.
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(In the example, the first four inflected forms represent all case variants
of the singular class and the other four forms display the case variants
of the plural class of the respective noun stem.)

The stem constituent for the generationof inflected forms is given
as the stem currently being entered into the editor, and the inflection
endings are taken from the morpheme lexicon. If several Solutions of
the inflection form generation exist, all forms are displayed (as in the
genitive and in the dative case of the singular forms in the exampleof
Figure 3.7).
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Figure 3.7: Layout of the lexicon editor. The graphemic form of the
new noun stem "boot+" has been entered, the word category and mor¬

pho-syntactic features have been selectedfrom the sets of allowed values.
An inflection display helps to select the correctvalues ofthe singular and
plural class. The phoneticform has been proposed by the system.
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Chapter 4

Grammar-Based
Grapheme-to-Phoneme
Mapping

4.1 Introduction

As has been shown in Chapter 3, the mapping of a graphemic repre¬
sentation of words and sentences onto a phonemic representation in the
SVOX system is mainly based on the access to a full-form and to a

morphemelexicon, in which graphemic items are stored togetherwith
the correspondingphonemicrepresentation. A set of grammars (word
and sentence grammar, finite-state transducers for two-level rules) sort
out all allowedgrapheme-to-phonememappingsfor wordsand select the
best of all allowed mappings.1

Chapter 3 described the mapping of graphemic sentences onto the
phonetic transcription for "ordinary" words and sentences. There
are, however, some special problems arisingwith grapheme-to-phoneme

1 It is very commonin the TTS literature to speak of grapheme-to-phoneme con¬

version. However, since this conversion is fully bidirectionalin the SVOX system,
the term grapheme-to-phoneme mapping will be preferred in this report.

103
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mapping, especially the pronunciation of abbreviations, numbers (digit
sequences), and novel words, i. e., wordsthatare not stored in a full-form
lexicon or which cannot be analyzed morphologically. In conventional
TTS Systems the first two problems are usually treated in a special text
preprocessing module,in whichabbreviations and digit sequencesare ex-

panded to füll Orthographieor phoneticforms. However, in many cases

in German and other inflectedlanguages, the proper pronunciationof
(especiallyordinal) numbers and abbreviations depends on the syntactic
context in which they occur. The appropriateplace for grapheme-to-
phoneme mapping of such items therefore appears to be not before, but
within or togetherwith the syntactic analysis. This is a position also
taken in [LLG93J.

The following sections will briefly outline the SVOX grapheme-to-
phoneme mapping approach for the afore-mentionedproblems and they
will show that no new formalisms or procedures apart from those of
Chapter 3 are needed to handle (at least the most common of) them.
The treatment of abbreviations, numbers, and even novel words could
therefore be realized as "by-produets"of the very general and flexible
morpho-syntactic analysis. Moreover, all these mappings exhibit the
same bidirectionalityof grapheme-to-phoneme/phoneme-to-grapheme
mapping as the regulär morpho-syntactic analysis.

No general text preprocessing has therefore been integrated in the
SVOX System. For the prototype application of reading aloud weather
forecasts, the text preprocessingconsists only of an application-speeifie
text formatting, which, for example, insertssentenceends and modifies
or deletes certain text passages.

4.2 Abbreviations

German abbreviations such as "Uno" ['|u:-no], "Lkw" [|el-ka:-'ve:], or

"WHO" [ve:-ha:J |o:] are usually spoken as a single word if they obey the
phonotacticrules of German (i. e., if they are pronounceable as a word),
otherwisethey are spelled. (There are, of course, exceptionsto this rule,
e.g., "USA" [|u:-|es-'|a:]). The pronunciationof such abbreviations can

easily be stored in the full-form lexicon of the SVOX system. If, how¬
ever, they are not lexically stored, these abbreviations are submitted
to the grapheme-to-phonememapping procedure described in Section
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4.4. In the SVOX system, this mapping is based on the phonotactic
structure of German words, such that an ordinary word pronunciation
is assigned to pronounceable abbreviations. In addition to this word
pronunciation, a default rule always generates the spelled pronuncia¬
tion. However, since this default rule bears a high penaltyvalue, the
spelled pronunciationform is only chosen if the abbreviation is not pro¬
nounceable as a regulär word.

More complexGerman abbreviations, like "z.B." ("zum Beispiel" /
"for example"), "z.Z." ("zur Zeit" / "for the time being") or "u.v.a."
("und viele andere" / "and many others") can be handled by full-form
lexicon entries for the individual particlesof the abbreviations and by a

few general sentence grammarrules that bind the appropriateparticles
together. The following data collectionshows how the above abbrevia¬
tions can be treated in the SVOX System.

.•LEXICON FULLLEX
abbrla(u) "u." "<2nt"

abbr2a(zB) "z." "t_s2m"
abbr2b(zB) "b." '"ba_15pl;l"
abbr2a(zZ) "z." "t_su~4"
abbr2b(zZ) "z." '"t_sa_lt"

abbr3a(uva) "u." "<2nt"

abbr3b(uva) "v." '"fl;16"
abbr3c(uva) "a." "'<and6r6"

:END

:GRAMMAR SENTGRAM
abbr ==> abbrla(?) * [one particle]
abbr ==> abbr2a(?Id) abbr2b(?Id) * [two particles]
abbr ==> abbr3a(?Id) abbr3b(?Id)

abbr3c(?Id) * [three particles]
:END

Each abbreviation particle carries an identifier which denotes the
entire abbreviation. The sentencegrammar rule simply interprets all
particlesbelongingto the same abbreviationas a single constituent and
thereby selects the correct pronunciationin ambiguous cases. In this
approach,one general grammarrule is required for all different numbers
of particles in abbreviations.
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As a side-effect of the special treatment of füll stops, the purpose of
which is to find sentence ends and which has been describedin Section
3.4.4, abbreviations are treated identicallywhether the individual par¬
ticles are separatedby blanks or not. For example, "z.B." and "z. UB."
are both automaticallyregarded as consisting of two particles (unless,
of course, there exists a separate full-form lexicon entry for "z.B.").

Insteadof using only one constituent type for abbreviations ('abbr'
in the example above), it is possible to use more precise specifications
for different types of abbreviations (e. g., abbreviations for prepositional
groups, for adverbial groups, for noun phrases, etc.). This can be useful
for distinguishing homographicabbreviations, as in the case of "Meier
u. a. fanden u. a. folgendes: ...", which is expandedto "Meier und an¬

dere fanden unter anderem folgendes: ..." ("Meier and others found
among other things the following: ...").
A data collection that could handle these cases could be designed

as shown below. In conjunctionwith an appropriatesentence gram¬
mar, the abbreviations in the previously given sentencecould be distin-
guished. The example also shows how different pronunciationscan be

generated depending on the case of the constituent that contains the
abbreviation.

:LEXICON FULLLEX

abbr2a(untand,adv)
abbr2b(untand,adv)
abbr2a(ua,(cnp,?))
abbr2b(ua,(cnp,nom))
abbr2b(ua,(cnp,gen))
abbr2b(ua,(cnp,dat))
abbr2b(ua,(cnp,acc))

:END

:GRAMMAR SENTGRAM
abbr(?Cons) ==> abbr2a(?Id,?Cons) abbr2b(?Id,?Cons) *

ad ==> abbr(adv) *

cnp(?Case) ==> abbr((cnp,?Case)) *

:END

Abbreviationsin this exampleare interpreted as being of adverbial
function ('ad') or as being the second part of a coordinatednoun phrase

u." "<2nt4"
a." "^anderem"
u." "<2nt"
a." ¦"<and6r6"
a." "^anderör"
a." n,<and6r6n"
a." '"<and6r6"
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('cnp'). The first feature in the abbreviation particles is the abbrevia¬
tion identifier, and the second feature is a term denoting the syntactic
function in the sentence. If the abbreviation is interpreted as a coordi-
nated noun phrase ('cnp'), a structured term must be used for denoting
both the type and the case of the constituent as a single feature.

4.3 Numbers

Digit sequenceswhichrepresent cardinal or ordinal numbersor fractions
are convertedinto a phonemicrepresentation in SVOX by treating the
digit sequence as a "word", the individual digits as "morphemes" and
by applying a set of word grammarrules that define the pronunciation
structure for different types of numbers. Thus, the morpheme lexi¬
con includes entries for all digits and also for some digit combinations

(especiallyfor the German numbers between 13 and 99, in which the
pronunciationorder is opposite to the digit order) in all possible pro¬
nunciation variants, and a special number grammar, which is a part
of the word grammar, definesthe appropriatesequence of the different
digit/pronunciation elements.

This process of finding the pronunciationof digit sequencesis some¬
what simplifiedin the current SVOX Solution by a special "placeholder
morpheme" ('*'), which a two-level rule optionally insertson the lexical
level after each digit of the surface level. The purpose of this place¬
holder is to assumethe pronunciationof different intervening elements,
such as "tausend"/"thousand" or "hundert"/"hundred", where needed
in the pronunciationof the entirenumber.

The following data collection shows the principle of Converting the
cardinal numbers 1 to 9999 into their pronunciationform (except for
the cases in which '0' digits occur in non-final positions or where '1'
occurs as first digit, for which some additional structure rules would be
needed).

.•LEXICON MORPHLEX
term "#" "#"

dig(w) "3" ">'dra_l"
dig(s) "3" ">dra_l"
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numl

numth

dig

3

"dra.1

numpart

*

"ta_uz6nt
dig

3

"dra_l

term

#
#

numh

numpart numt

• ddig
'h2nd4t

35

'fynf<2nt"dra-lsic

Figure 4.1: The pronunciation of the digit sequence "3335" as found
in the SVOX system by a structural analysis of the sequence as in the
regulär morphologicalanalysis. Placeholder "morphemes" (*) are op-
tionally inserted after each digit by a two-level rule. The number gram¬
mar makes use of these pronunciation elements where necessary. The
parse tree shows the constituent identifiers only, feature terms are not

displayed.
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ddig(w) "35"

ddig(s) "35"
''fynf<2nt',dra_lsic"
,fynf<2nt"dra_lsic"

numpart(w,hundert)
numpart(s,hundert)
numpart(w.tausend)
numpart(s,tausend)

:END

»*»
• *"II *H

M"'h2nd4t"
'"h2nd4t"
"'''ta_uz6nt"
'"ta_uz6nt"

:GRAMMAR WORDGRAM
w

num

numl
numl
numt

numl
numh
numl

[make »num' a word category]

[1..91

[11..99]

=s=> num *

==> numl term *

==> dig(s) *

==> numt *

==> ddig(s) *

==> numh *

==> dig(w) numpart(w,hundert) numt * [211..999]
==> numth *

numth ==> dig(w) numpart(w,tausend) numh * [2211..9999]
END

All lexicon entries are given in a weakly and a strongly accented
form (features 'w' and 's'). The grammar rules select an appropriate
pronunciationvariant and the accent pattern for the whole number in

parallel. For the number 3335, the corresponding morphological tree
generatedby the SVOXsystem is shown in Figure 4.1.

The number grammar used in the SVOX system is too large to be
presentedhere. It currently treats cardinal and ordinal numbers and
fractions with an integer magnitudein the ränge from 0 to 999999999.
For ordinal numbers, which are inflected like German adjectives, all
possible readings are passed on to the sentencegrammar, which selects
the appropriateform.

The pronunciationof German year numbers in the ränge 1100 up
to 1999 differs from that of ordinary cardinal numbers (they are pro¬
nounced in hundreds only, e.g., "fünfzehnhundertachtundsiebzig"for
"1578"). Since these numbers occur in other syntactic positions than
regulär cardinal numbers (they do not occur in adjective position),the
correct pronunciationcould be selected by the sentencegrammar (not
yet realized in SVOX). The additional word grammarrules
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w ==> yrnum *

yxnum ==> yrnuml term *

yrnuml ==> ddigl(w) numpart(w,hundert) ddig(s)

with 'ddigl' denotingtwo-digit numbers starting with 1, show how year
numbers could be pronouncedas desired.

Prices and times are in many languages written in a form not di¬
rectly convertible into pronunciation. For instance, "Fr. 13.50" must
be pronouncedas "13 Franken 50". This could be attained in SVOX
by the following rules, in which the period assumes the pronunciation
of the currency, and the pronunciationof the currency abbreviationis
empty.

:LEXICON FULLLEX
curr(fr) "fr." ""

:END

:LEXICON MORPHLEX
curr1(fr) "." " " fra9k6n"

:END
:GRAMMAR WORDGRAM
w ==> currnum(?) * 1

currnum(?Cu) ==> currnuml(?Cu) term * 1

currnuml(?Cu) ==> numl currl(?Cu) numl * 1
:END

:GRAMMAR SENTGRAM

price ==> curr(?Cu) currnum(?Cu) * 1
:END

A minor drawback of the above Solutions to the pronunciation of
numbers is that the entire pronunciationis realized as one phonetic
word. In order to change this, special phonetic symbols would have to
be introducedwhich would have to be changed into word Separators in
later TTS steps.
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4.4 UnknownWords

4.4.1 Introduction

The SVOXsystem follows a strongly lexicon-based approach to the con¬
version of written Orthographiewords into phoneticform, and there is

clearly a general trend in TTS Systems toward the utilizationof large
lexicons. Nevertheless, as has been pointed out in [CCL90], there will
always be a remainder of words (especiallyproper nouns) which are

not known to the TTS System (often termed novel words). For these
cases, and as long as the available TTS lexicons are small, a rule-
based grapheme-to-phonememapping is a necessity. Moreover, such
rule-based mappings can be of great help in establishing pronunciation
dictionaries.

Different strategiesare applied to convert a grapheme sequence into
a correspondingphoneme sequence, for example:

• The classical approach is the establishmentof letter-to-soundrules
in the form of an ordered set of context-sensitive rewrite rules.
These rules attempt to convert graphemic segments into corre¬

sponding phonemic segments depending on the graphemic and
phonemic context of the segments. Usually, a minimal morpho¬
logical analysis is performed on a word before applying letter-to-
sound rules, during which prefixesand suffixes are stripped off in
order to isolate word stems. An exampleof a letter-to-sound rule
is a rule applied in the MITalk system [AHK87, p. 60]: "When a

precedes r, and r is not followed by either a vowel or another r

withinthe same morph, a is pronounced AA (e. g., far, cartoon)
unless preceded by the segment WW (e. g., warble, warp, war,
wharf, quarter)."

• Letter-to-sound rules in the form of ordered sets of rewrite rules
can be learned automaticallyusing symbolic learning methods,
as described in, e.g., [Coi91]. The learning approach described
therein derives a set of rewriterules capableofcorrectly pronounc-
ing a given phonetic dictionary. By learning the pronunciationof
a set of words with minimal context speeifications, the basic pro¬
nunciationrules of a language are learned, which are expected to
also generate an appropriate pronunciationfor new words.



112 Chapter 4. Grapheme-to-PhonemeMapping

• A similar approach,but using neuralnetworks(i. e., a subsymbolic
learning scheme) instead of symbolic learning procedures, was first
realized in the famous NetTalk System [SR86, SR87].

• Several methods exist for the pronunciation of novel words by
re-using parts of grapheme/phoneme mappings given in phonetic
dictionaries, i.e., in analogyto other words. For example, in the

rhyme analogy method presentedin [CCL90], the name "Plotsky"
is pronounced in analogyto the name "Trotsky", i. e., the identical

right hand part of the word ("otsky") is reused for the pronunci¬
ation of the new word, and for the initial part of the new word,
ordinaryletter-to-sound rules are applied.
In the analogy procedure in [DN91], a pronunciationlattice is set

up for the novel word in which all possible pronunciation vari¬
ants are stored for substrings of the novel word which can also
be found as parts of words in a pronunciation dictionary. The

optimal path through this lattice yields the pronunciationof the
entire novel word. The optimal path is determined by the path
length (i.e., number of different dictionary entries used) and by
the summed frequency count of all pronunciationparts (i.e., the
frequencycount of the used dictionary entries in the language).

4.4.2 Pronunciation of Novel Words in SVOX

For the design of grapheme-to-phonemeconversion for novel words in
the SVOX system, the major question was how to integrate such a

conversion in the framework of the morpho-syntactic analysis. Since
inflection endings, prefixes, and suffixes are supposed to be completely
stored in the morphemelexicon, the only missingitems for which a di¬
rect grapheme-to-phonememapping must be applied are word stems.
One Solution therefore offered itself very naturally: the extensionof the
analysis of sentence and word structures to the analysis of word stems by
means of a stem grammarand a lexicon ofgraphemeand phoneme Clus¬
ters, whichtogether define the graphotacticand phonotactic structure

of German word stems [Tra93]. A first implementation of this concept
was carried out by Susanne Werner [Wer93].

The following data collection shows the basic scheme of grapheme-
to-phonemeconversion for unknown stems:
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:GRAMMAR SENTGRAM
s

np(?C,?N,?G)
np(?C,?N,?G)
vp(?N)

:END

==> np(?C,?N,?G) vp(?N)
==> persp(?C,?N,?G) * 1
==> noun(?C,?N,?G) * 1
==> verb(?N) np(?C,?Nl,?G)

* 1

* 1

:GRAMMAR WORDGRAM
w ==> noun(?,?,?) * 1
w ==> verb(?) * 1

noun(?C,?N,?G)
cnst(?IC,?G)
cnst(?IC,?G)
enst(?IC,?G)
enst(?IC,?G)
rep_pref()
rep_pref()

nst(?IC,?G)
nst(?IC,?G)
nst(?IC,?G)

verb(?N)
evst(?IC)
evst(?IC)

=> cnst(?IC,?G) ne(?IC,?C,?N) * 1 [noun]
=> enst(?,?) cnst(?IC,?G) * 1
=> enst(?IC,?G) * 1
=> rep_pref() nst(?IC,?G) * 1
=> rep_pref() nst(?,?) nsuff(?IC,?G) * 1
=> * 1 :INV
=> pref0 * 1

=> nstem(?IC,?G) * 1 [lexical stem]
=> gstem * 1
=> fstem * 1

=> evst(?IC) ve(?IC,?N) * 1
=> pref() vst(?IC) * 1
=> vst(?IC) * 1

[verb]

vst(?IC)
vst(?IC)
vst(?IC)

[stem grammar]
[Rl] gstem
[R2] gstem
[R3] gstem
[R4] gstem
[R5] gstem

[R6] fstem
[R7] fstem

usyl3
usyl3
usyl3

=> vstem(?IC) * 1
=> gstem * 1
=> fstem * 1

[lexical stem]

=> gicc lvow gfcl su * 1
=> gicc svow gfcc su * 1
=> gicc cvow su * 1
=> gicc cvow gfcl su * 1
=> gicc spevc su * 1

=> usyl3 aclsyl * 1
=> usyl3 asyl uosyl * 1
=> * 1 :INV
=> usyl * 1
=> usyl usyl * 1
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usyl3 ==> usyl usyl usyl * 1

usyl ==> uosyl * 1

usyl ==> uclsyl * 1

uosyl ==> ficc scv * 1

uclsyl ==> ficc sov ffcc * 1

asyl ==> aosyl * 1

asyl ==> aclsyl * 1

aosyl ==> ficc lcv * 1

aclsyl ==> ficc lcv ffcc * 1

[unacc. open syll.]
[unacc. clo. syll.]

[acc. open syll.]
[acc. closed syll.]

:END

:LEXICON FULLLEX

persp(nom,sg3,mas) "er"

:END
'<er4"

LEXICON MORPHLEX

pref "be" "b6"

ve(infcll,sg3) "t#" "t#"

ne(infcl2,acc,sg3) "#" "#"

END

LEXICON SUBMORPHLEX

gicc "$" ii > <n 100 I[glott
gicc "t" ">t"

gicc "kl" '"kl"

gicc "w" »>v"

gicc "st" ">5t"

lvow "a" II * . It

lvow "e" "e;"
svow "a" "a"
svow "e" "3"
cvow "au" "a.u"
cvow "ee" "e;"
gfcl II-| 11 II TU

gfcc "SS" Hg II

gfcc "11" "1"

spevc "och" "qx"
su

Mi II ii^.n

SU "er+" "4+"

ficc "m" "m"
ficc "n" "n"
ficc
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ficc "bl"
II 4 IIX"
II gl!
it.; ii

SCV

SCV

sov "i

lcv "a"

ffcc "1"
ffcc "n"

:END

"bl"
HH II

"'a;'
in ii

ii_ii

:TW0LEVEL MOGRAPH
:ALPHABET

'a 'b 'c

'm 'n

'y 'z
'o

'0

V

'd 'e

'p 'q
'1 '2

"/. '-

:END

'f

'r
'3
'#

'g
's
'4

'h
't
'5

'i

'u
'6

'v

'7

'k
'w
'8

'1
'x

'9
'+/Q '$/«

•.TWOLEVEL MOPHON
:ALPHABET
... corresponding to MOGRAPH ...

*

:END

The actual grapheme-to-phonemeconversion of stems is done by en¬

tries in a submorphemiclexicon, which storesthe graphemic and phone¬
mic representation of vowel and of consonant Clusters used in the stem

grammar. The stem grammar itself is merely a part of the regulär
word grammar. The submorphemiclexicon, however, is a separate lex¬
icon (i. e., not a part of the morphemelexicon) for reasons of clarity
and efficiency: For all wordsin the morpho-syntacticanalysis, a regulär
morphologicalanalysis is attempted first by using the morphemelexicon
only. If this analysis fails, the analysis is simply repeatedwith a parallel
lookup of lexicon entries in both the morphemeand the submorphemic
lexicon in the morphemization procedure described in Section 3.4.2.
The additional submorphemic items found in this second lookup then
enable the stem analysis and grapheme-to-phonememapping. Since
the stem analysis requires much more processing time than the regu¬
lär morphologicalanalysis (on the order of 1 second per unknownword
on a VAXstation 4000/60), it is only invoked when actually needed.
From a logical point of view, the Separation of the two analyses and of
morphemeand submorphemic lexicon would not be necessary.



116 Chapter 4. Grapheme-to-PhonemeMapping

In the word grammar given above, verb stems can be prefixed
('evst'), and noun stems can be extended by prefixesand Suffixes ('enst')
and by composition ('cnst'). Furthermore, noun and verb stems can ei¬
ther be lexically stored ('nstem' and 'vstem'),or they can be analyzed as

(unknown)generic German stems ('gstem') or foreign stems ('fstem').
Genuine German stems are monosyllabic, consisting of an initial

consonant Cluster ('gicc'), a vowel or diphthong in the nucleus, and a

final consonant Cluster ('gfccl' and 'gfcc'). The stem syllable may be
followed by one of the special Suffixes ('su') "e", "el", "en", or "er".
This basic structure is described by the rules Rl...R5. The initial con¬
sonant Cluster can phonemically consist of a glottal stop only, with no

correspondence in the graphemic representation. This choice is, how¬
ever, strongly discouragedby the high penaltyvalue in the correspond¬
ing lexicon entry. (Since the empty word is not usable in the morpheme
lexicon, a placeholder is applied ($), whichcorrespondsto the null char¬
acter on the graphemic and phonemic surface level. A corresponding
character pair '$:@' must therefore be includedin the alphabets of the
morphographemicand morphophonemic rules.)

The rules Rl and R2 distinguish between final consonant Clus¬
ters that require a long closed vowel ('lvow'; as in "flur"/['flu:,e],
"tag"/['ta:k], or "log"/['lo:k]) and consonant Clusters that require a

short open vowel ('svow'; as in "stell"/['Jtel], "schrumpf"/['Jrumpf],
or "bank"/['barjk]). R3 and R4 describe the structure of stems like
"träum"/['träum], "zieh"/['tsi:], "see"/['ze:], or "kahl"/['ka:l] with a

complexnucleus(diphthongsor vowels that are graphemicallydenoted
as long, e.g., "äu", "aa", "ih"). R5 treats the special cases like
"dach'Vpdax], "fuchs"/['foks], or "docht"/['doxt] with a final consonant
Clusterstarting with "ch" after one of the vowels "a", "o", or "u". (In
other cases, the "ch" is pronounced as [cj, which is considered the reg¬
ulär case in the given grammar.)

Foreignstems (mostlyof greek and latin origin) are usually polysyl-
labic and contain much smaller consonant Clustersthan genuine Ger¬
man stems. If the location of the accented syllable in a foreign stem
is known, the grapheme-to-phonememapping can be done quite reli-
ably. Otherwise,the mapping must guess this location, which is one of
the major problems. In the above example, only two forms of foreign
stems are set up in R6 and R7: the accent location is supposed to lie
on the last syllable if this syllable is closed, otherwisethe accent is put
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on the penultimate syllable. Before the accented syllable, up to three
unstressed open or closed syllables may occur.

R6 and R7 correctly treat words like "kanal" / [ka'nad], "zitrone" /
[tsi'tro:na], and "kurve" / ['kurva]. Additionalruleswould be needed to
treat, for instance, cases with doubleconsonants("akkurat"/ [aku'ra:t])
or words with special Suffixes like "ik" or "or", which change the stress

position ofthe stem, depending on the presenceor absenceof additional
Suffixes or inflection endings.

Figure4.2 shows the result of the analysis of the sentence "er bestellt
Mineralwasser" ("he Orders mineral water") by means of the given
grapheme-to-phonemerules. All stems in the sentence are supposed
to be unknown.

The grapheme-to-phonemeconversion in the described manner is
quite similar to the approach taken in [HMSZ93], and it is also related
to the grapheme-to-phonemeapproaches by analogy. The stem gram¬
mar currently applied in the SVOX system is too large to be presented
here, but it obeys the same overall structure as the example rules pre¬
sented above. Some problems are still unsolved, and for some cases

known Solutions have not been implemented yet. The main problem
of the grammar-basedapproach is the fine tuning of penalty values for
the grammar rules and/or lexicon entries. Since only few combina¬
tions of pronunciationsof graphemeClusters are disallowed by the stem
grammar, the penalty values are highly important for the selection of
a plausible pronunciation. One of the main problems in this contextis
that the Germanlanguage allows Compoundwords, for whichit is often
difficultto find an appropriate segmentationinto morphemes automat¬
ically, if one or several stems are unknown: Polysyllabic foreign stems
can often be analyzed as a series of German stems as well, which leads
to a rather different pronunciation. The selection of the appropriate
Solution requires a highly sophisticated System of stem grammar rules
and penaltyvalues.

The following properties characterize the SVOX grapheme-to-
phoneme mapping for novel words:

• The grapheme-to-phonemeconversion is a natural extensionofthe
regulär morpho-syntacticanalysis, and it could be implemented
without adding any new formalismsor procedures. It is perfectly
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np
'<er4"

vp
verb

evst
pref "be" "b6"
vst

gstem
gicc
svow "e" "3:
gfcc "11" "1"
=„ "_L" »_1_»

"st" '"5t"

ve "t#" "t#"
'+" '+"

np
noun

cnst
enst

nst
fstem

usyl3
—r us,yi

uosyl
ficc
scv

usyl
uosyl

ficc
scv

»T-,» »m"

13 M» »«"

» -» II..»
aclsyl

ficc "r"

lcv "a"
ffcc "1" "1"

cnst
enst

nst

gstem
gicc "w"
svow "a" "a"

gfcc "ss" "s"
su "er+" "4+"

'V"

ne »Ji" »Jil!"#

Figure 4.2: Morpho-syntactic and stem analysis of the sentence "er
bestellt Mineralwasser". All noun and verb stems are supposed to be
unknown and converted into phoneticform by a phonotacticgrammar.
The parse tree is shown in indentation form and withoutfeatures.
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possible to only let parts of words be converted by rules (e.g.,
only one of a series of stems in a Compoundnoun).

The grapheme-to-phonemeconversion can still benefit from the
two-level rules (like, e.g., umlaut Substitution or the treatment of
the <e>-deletion in verb stems like "handel").

Unlike in classical letter-to-sound rewrite rules it is easily possi¬
ble to access very wide structural contexts in the grapheme-to-
phoneme conversion, if, for instance, a suffix changes the pro¬
nunciationof the beginning of a word (as in "photo"/['fo:to]and
"Photographie"/[fotogra'fi:]).

• It is possible to let the sentence syntaxdecideon the pronunciation
of a novel word in ambiguouscases, e.g., "sucht"/['zu:xt] (a verb
with stem "such") and "sucht"/['zuxt](anoun with stem "sucht"),
since all different readings together with their possibly different
pronunciationare passed on to the sentenceanalysis.

• Due to the fully declarative nature of the entire grapheme-to-
phoneme mapping it is possible to reverse the grapheme-to-
phoneme conversion into a phoneme-to-graphemeconversion by
simply exchanging the graphemic and the phonemic representa¬
tions in the lexiconsand by exchanging the morphographemicand
the morphophonemic rules.

• Morphological decomposition of words, stress assignment, stem
origin and stem boundarydetection based on the analysis of spe¬
cific consonant Clusters, and grapheme-to-phonemeconversion are

all done in parallel. It is therefore not necessaryto decideon the
order of the different conversion steps, which proved to be a prob¬
lem in classical rewrite rules as stated in [Kla87, p. 772] (order of
stress assignment and phoneme prediction, left-to-right or right-
to-left processing). However, some ofthese problems are converted
into problems of the assignment of suitable penalty values in the
SVOX stem grammar.
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4.5 Summary

From Chapter 3 and from the previous sections in this chapter it be¬
comes clear that the entire grapheme-to-phonememapping, be it for
regulär words, for abbreviations, for numbers, or for novel words, is
performed in the same uniform scheme: a lexicon provides all possi¬
ble pronunciation variants of the parts of which a respective item (a
"word") is composed, and then a grammar which reflects the internal
structure of the item selects possible sequences of these pronunciation
forms. Where necessary, allowedsequences are further ordered accord¬
ing to a numeric quality criterion, and the best Solution is taken as the
final result.

Not all of the possibilities shown in this chapterhave been realizedin
the SVOX system so far, but all given examples work in the described
manner. The aim of this chapter has mainly been to show possible
Solutions to well-known problems which fit smoothly into the overall
frameworkof the morpho-syntacticanalysis of the SVOX system.



Chapter 5

Accentuationand
Prosodic Phrasing

5.1 Introduction

Accentuation and prosodicphrasing, i. e., the relative degrees of promi¬
nence of syllablesin an utteranceand the subdivision of an utterance
into speech groups, largely depend on the semanticsof an utterance, as

has already been pointed out in Chapter 2. The semantic content of
an utterance is only partly reflected in its lexical and syntactic struc¬
ture. However, the approach taken in the SVOX system closelyfollows
approaches to the derivation of accentuationand phrasing from the

syntactic structure of an utterance, which are expressedfor examplein

[CH68, Sel84] and especially for German in [Kip66, Bie66]. The algo¬
rithms for accentuationand phrasing currently applied in the SVOX
System, which will be described in this chapter, are actually adapted
versions ofthe algorithmspresentedin [Kip66, Bie66].

Accentuation and phrasing currently clearly belong to the weakest
points in the SVOXsystem (if countingthe number of "errors"), and a

redesign ofthe algorithmsin closeconnectionwith a redesign of the sen¬
tence grammarwill become necessary in future. Not too much emphasis
will therefore be laid on the present solutions.

121
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5.2 Syllabification

Avery important preparatorystep for all subsequentprosody processing
modules is the syllabification of the phonetic transcription, i.e., the

assignment of a syllable boundary between each pair of neighboring
syllable nuclei (vowels or diphthongs).

Some morphologicallymotivated syllable boundaries are alreadyset

by the morpho-syntacticanalysis, but the remaining boundaries must
be assigned accordingto phonetic criteria, as given in, e.g., [Dud74].

The following rules are applied in the SVOX syllabification(in the

given order):

1. If a syllable boundary is already set between two nuclei, this

boundary is the resulting boundary.

2. A boundaryis set directly between two nuclei if no consonants are

present.

3. A boundary is set between two identical consonants.

4. A boundaryis set before the specialconsonants or consonant clus-
ters [pfl], [pfr], [tsv], [tsj], [fei], [fpr], [ftr], [bl], [br], [dr], [gl], [gn],
[gr], [fl], [kn], [kr], [kv], [pj, [pl], [pr], [fl], [fr], [JI], [fr], [jm], [fn],
[jp], [ft], [fv], [ts], [tr], [|], [h], if the Clusters immediately precede a
syllable nucleus. The consonantgroupbefore a nucleusis searched
for the Clustersin the given order. (Some of these Clustersactually
represent German stem-initialClusters, and the boundaries before
these stems should rather be set by the morphological analysis
already. In future, this might be corrected.)

5. A boundaryis set before the last consonant in the consonant group
between the nuclei.

For example, the above rules would syllabify "Verbesserungsvorschlag"
[fe,elb£S9ruris"fo:i2jla:k]as [fe,e-lbe-s9-rurjs-"fo:'B-Jla:k] whichis the correct
syllabification in this case. Accent markers that occur in the phonetic
transcription are ignoredby the above rules, but the resulting syllable
boundaries are set before any accent markers.
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Thesyllabification procedure is one ofthe few ad-hoc Solutions in the
SVOX System. Not all accessible informationabout the morphological
structure of words is currently being exploited (e.g., obligatory syllable
boundaries before stems and prefixes). In future, the syllabification
might well be formulated in the form of a collectionof two-level rules.

5.3 Accentuation

5.3.1 Introduction

Accentuation in a phonological sense distinguishes different meanings
of different utterances with the same segmental content by means of
assigning different levels of prominence to syllables. For example, the
Germanwords "umfahren" ("to run down") and "umfahren" ("to drive

around") are distinguished by different stress patterns, which result in
different syllable prominence patterns if the words are uttered.

It is very common in phonology to denote the primary accent of an

utterance by T, the secondary accent by '2', the tertiary by '3' etc. (A
different notation is used in, e.g., [Sel84]).

If a single word is uttered in isolation, the primary accent of this
utterance is put on the main stress position of the word. For example,
the afore-mentionedaccent distinctionis realized as

1 1
umfahren vs. umfahren

When severalwords together forman utterance, their prominence, i. e.,
the prominence of the syllables carrying the main word stress, is mutu-

ally weighted depending on the semanticsand the syntax of the utter¬
ance. For example, the sentence "ich bin gekommen" / "I have come", if
uttered as a simple piece of new information, receives the accentuation

1
ich bin gekommen

whereas in the more complex sentence "ich bin nach Hause gekommen"
/ "I have come home" the accentuationwould be

1 2
ich bin nach Hause gekommen
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The presenceof the prepositional phrase "nach Hause" causesa shift of
the main accentofthe utterancefrom the word "gekommen" to the word
"Hause", that is, "Hause" in the second utteranceis equally prominent
to the word "gekommen" in the first utterance. The word "gekommen"
in the second utteranceis clearly less prominent than the same word in
the first utterance, and it is also less prominent than "Hause". These
relativelevels of prominence are expressedby the accent values.

Semantic differences in syntactically and lexically identical utter¬
ances may result in entirely different accentuationpatterns. For ex¬

ample, the sentence "Peter fliegt nach Paris" ("Peter flies to Paris") is
accented as

2 3 1
Peter fliegt nach Paris

if it is uttered "out of the blue", that is, as a completely new piece of
information. If, however, the sentence should point out the fact that
Peter does not drive to Paris but that he takes the plane, or that it is
not John who flies to Paris but Peter, the correspondingaccentuation
Patternswould be

3 1 2
Peter fliegt nach Paris

1 3 2
Peter fliegt nach Paris

In such contrastive accentuationpatterns, every word of an utter¬
ance can receive the primary accent in an appropriatesemantic context.

However, what is usually investigated is a "neutral" accentuationpat¬
tern, i. e., the patternwhich requires the least specific semantic context

and which can more or less reliably be derivedfrom the syntactic struc¬
ture of a sentence. This neutral accentuationon a sentence-by-sentence
basis is normally applied in today's TTS Systems.

5.3.2 Accentuation Principles

The accentuationalgorithm given in [Kip66], from whichthe algorithm
in the SVOXsystem was derived, is based on the following assumptions:

• Somewordsremain completelyunaccented (mostlyso-calledfunc¬
tion words, such as articles, prepositions, and pronouns), other
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words are accentable (mostly so-called content words like nouns,
verbs, adjectives, and adverbs). All accentable word categories
initially receive a primary accent on their word stress position,
which correspondsto the accentuationofthese words if uttered in
isolation.

• The actual accentuationprocedure works in cyclic fashion, i.e.,
from the leaves ofthe morpho-syntactictree to the sentence node.
In each cycle, the subconstituents of one node are combined to¬

gether, and the accentuationpatternwithin this new constituent
is determined accordingto two rules:

1. Each constituent category of the morpho-syntactic tree is
defined to be either left-accented or right-accented, which
means that either the leftmost or the rightmost of the 1-
accents in the new constituent retains its primary accent,
whereas other primary accents are reduced to 2, which in
turn reduce all 2-accents to 3, and so on. This rule is known
in the Ünguistic literature as the nuclear stress rule, due to
whichthe nucleus of a constituent remains primary-accented,
whereas all other accents are reduced.

2. For each cycle, some accent patterns are changed according
to a general rhythmic stress shift rule: The pattern 3 2 1

(with arbitrary intervening unstressed syllables) is changed
to 2 3 1, and the pattern 1 2 3 is changed to 1 3 2.

After the application of the cyclic accentuationrules, the whole sen¬

tence contains one primary accent, the sentence accent.

Although Kiparsky'swork may seem very old already, the nuclear
stress rule and the rhythm rule presentedabove are still a vital part of
much newer accentuationtheories, for instance [Sel84].

5.3.3 Accentuation Algorithmin SVOX

The accentuationscheme accordingto Kiparsky has been adapted by
RuthRothenberger and the author to the special needs and the special
syntax tree generated in the SVOX system [TR88]. The following is a

description of this SVOX accentuationalgorithm.



126 Chapter 5. Accentuation and Prosodic Phrasing

Word Accent Pattern

For each word in the syntax tree, a numeric accent patternis extracted
from its phonetic transcription. To this end, all accent marks (') are

counted which occur to the left of each syllable nucleus (up to the next
nucleusor the beginningof the word) and the number of accent marks

directly denotes the accent strength.

If there is more than one primary accent (1) in the word, only
the leftmost primary accent remains whereas other primary accents
are changed to secondary accents (2). This corresponds to the usual
left-accentuation in German words. In [Kip66], the accentuationof in¬
dividual words is treated by cyclic accentuationrules which operate on
the morphologicalstructure of the words. Since the morphemes are no

longer separatedafter the application of the morphophonemic two-level
rules in the current morpho-syntacticanalysis in SVOX, the cyclic ac¬

centuationrules cannot be applied to Single words and the accentuation
for most Compoundwords is obtained by the afore-mentionedad-hoc

principle. For more complicatedwords such as numbers, the word ac¬

centuationpatternis generatedby the word grammar already, as shown
in Chapter 4.

According to the above rules, the word [lba:n-b9-'|am-t,B] will pro¬
duce the accentuationpattern 10 2 0.

Initial Sentence Accents

Some word categories (articles, prepositions, personalpronouns, coordi-
nation particles, and others) are declared to be unstressed. The accent

patternofthese words is changed such that the primary accent becomes
a very weak accent (99 in the current System), and secondary and ter¬

tiary accents become correspondinglyweaker accents (100, 101, etc.).
The reason for this treatment will become clear in Section5.5.

All other word categories are accentable and retain the accent value
1 on the primary word accent. All other accents within these words
are increased by 2, such that the strongest non-primary accent gets
the value 4. For example, the pattern 10 2 0 will become 10 4 0.
The decreasing of minor word accents is done in order to prevent these
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ng vp
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Figure 5.1: Initial accentuation tree for the sentence "das kleine Kind
sieht die Blumenbeete" ("the Utile child sees the flower beds").

accents from interferingwith the overallsentenceaccentuation.

Cyclic Accentuation Rules

The cyclic accentuationrules work on a modified syntax tree, in which
the leaves, i.e., the graphemic/phonemicrepresentation of words, are

initially replaced by the correspondingword accentuationpatterns. All
leaves of this accentuation tree are accent values of one syllable of the
utterance.

For the sentence "das kleine Kind sieht die Blumenbeete" ['das
'klai-na 'kint 'zi:t 'di: 'blu:-man-"be:-t8]("the little child sees the flower
beds"), a possible initial accentuationtree is shown in Figure 5.1.

The accent values in this tree are modified by traversing the tree
from the leavesto the root and by applyinga set of accentuation patterns
for the constituents encountered in this traversal. These accentuation
patterns all specify a possible subtree of the syntax tree (i. e., a possible
constellation from the current constituent toward the leaves) and an
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action to be carried out if the pattern matches the given syntax tree.

For each constituent type, a collectionof accentuationpatterns may
be specified, which are compared with the syntax tree in the order of
declaration,and if a patternmatches the syntax tree, the corresponding
action is carried out, and no other patterns are applied any more for
the same constituent. If a pattern matchesthe tree in several places,
only the first (from left to right) place is considered. If no patternfor a

specific constituent type can be applied, some patterns are used which
hold for any constituent type. If still no match is found, nothing is
changed in the accentuationtree.

Accentuation patterns have the structure of ordinary accentuation
trees, but additionally,four wildcard symbols may be used and actions
may be specified together with the tree nodes. Although desirable, no
feature specificationsare currently possible in the nodes of the accen¬

tuation patterns.

The patternwildcard symbols are:

•*•: matches any (possibly empty) sequence of nodes on the same tree
level.

•*: like '*', but is stronger if it occurs together with '*', in that it
matches as many nodes as possible.

+: matches exactly one arbitrary node of the tree.

++: matches a (possibly empty)sequence of nodes on a top-downpath
in the tree.

Accentuation patterns must always fully match all subconstituentsof
specified nodes, so that wildcard symbols must be used frequently to
match all subconstituents.

In the present accentuationalgorithm, there is only one action that
can be specified:

accl, m, acc2: matches an accent value accl and marks it ('m') with
the new value 'acc2'.
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ng ** +

vp VC * ++

l,m,l l,m,l
1

* l,m,l *

** ng *

* ++ *

l,m,l

Figure 5.2: Examplesofpossible subtreepatterns for use in the SVOX
accentuation algorithm.

The meaning of this action is that it usually marks the nucleus of a

constituent for the subsequent application of the nuclear stress rule.
If the accent pattern permits (indicated by a flag associated with the
whole pattern), the stress reductionprinciple ofthe nuclear stress rule
is applied after the matching of a pattern(i. e., once for each constituent
or cycle). The stress reductionhas been implementedas in [Kip66]: If
a marked accent is set to the new value 'acc2', all other accents of level
'acc2' withinthe same constituent are numericallyincreased by 1, then
so also are all accents of level 'acc2' + 1, 'acc2' + 2, etc., until a gap in
this sequence of accent levels is encountered.For example, if the stress
reductionprincipleis applied to the accents (2, 1, 4, 1, 99) startingwith
the marked new value 1 (not includedin the list), the resulting accents
will be (3, 2, 4, 2, 99).

Examples of accentuationpatterns are shown in Figure 5.2. The
first two patterns realize the simple right- and left-accentuation of the
constituents 'vp' and 'vc' accordingto [Kip66]. The third patternstates
that withina noun group ('ng') with a noun ('n') at the end, the primary
stress remains on the noun and all other accents (e. g., on adjectivespre-
ceding the noun) will be reduced by the subsequent application of the
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r
ng vp

_L

art

99

adj ng

art

99 1 0

Figure 5.3: Resulting accentuation tree for the sentence "das kleine
Kind sieht die Blumenbeete" after the cyclic application of accentuation
patterns.

reductionprinciple. The fourth pattern states that within a sentence
('s'), the rightmost noun group ('ng') below some undefined subcon¬
stituent (+) at the right end of the sentencewill receive the sentence
accent. (This is, of course, done only if the noun group contains an

accentable word at all, i.e., if the noun group is not representedby a

pronoun. Otherwise,the patternwould not be applicable.)

Applied to the initial accentuationtree given in Figure 5.1, the appli¬
cation ofthe above patterns for 'ng', 'vp', and 's' yield the accentuation
tree shown in Figure 5.3. This accentuationis derived from the initial
accentuationin the cyclic steps

Initial accents:

ng pattern:
vp pattern:
s pattern:

((<99> <1 0> <1>) (<1> «99> <1 0 4 0>)))
((<99> <2 0> <1>) «1> (<99> <1 0 4 0>)))
((<99> <2 0> <1>) (<2> <99> <1 0 4 0> ))
( <99> <3 0> <2> <3> <99> <1 0 4 0> )

where words are indicated by angulaxbrackets and higher constituents
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by parentheses.

In addition to the nuclear stress rule, there is a rhythmic stress shift
rule, which is usually applied at the end of each accentuationcycle. Due
to this rule, some accent constellationsare changed to new ones. These
changes are

321 —>231

221 —>231

123 —? 1 32

122 —? 132

In these patterns, weaker accents (value 0 or greater than 3) may
intervene, whichremain unchanged. In [Kip66], the patterns containing
two accents of level 2 are not treated because they do not occur if the
nuclear stress rule is applied to binarysyntax trees only, as is the case

in that work. In the current SVOX System, however, rather flat trees
can be generated which lead to accent patterns with more than one

secondaryaccent, for whichtherhythmic stress shift (or rather rhythmic
stress reduction in that case) shouldbe applied as well.

The stress shift rule is applied for all constituents except for some

constituent types given in a special list. Currently, all main and sub-
ordinate clause constituents are excluded from the application of the
stress shift rules.

Postcyclic Accentuation Rules

Some accent rules are executed after the traversal of the syntax tree.
These postcyclic rules are again given as accentuationpatterns, which
are always applied to the root node of the sentence. Unlike the cyclic
patterns, the postcyclic patterns are applied in all positions where a

match can be found. As in the case of the cyclic patterns, a flag indicates
whether the stress reduction principleshould be applied.

In the SVOXsystem, postcyclic patterns are currently used to lower
the accent strength on finite verbs. These are usually too strongly
accented by the application of the nuclear stress rule, because in the
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syntactic structure generated in SVOX the finite verb of a sentence
is a direct descendent of the sentence node. This often results in a

secondary accent on the finite verb. The postcyclic accentuationrules
change accent values of 2 and 3 on all finite verbs below main clause
constituents in the sentence to a value of 4. Other accents remain
as before, that is, the accent reductionprinciple is not applied in the
postcyclic accentuationrules.

Example of SVOXAccentuation

For the sentence "ein grosses atlantisches Sturmtiefverlagert sich heute
nach Osten" ("a large Atlantic cycloneis moving towards the east to-

day"), the current SVOX system generates the syntax tree shown in

Figure 5.4. The accentuationof the sentence is derived in the steps
shown in Figure 5.5.

5.4 Prosodic Phrasing

5.4.1 Introduction

Prosodic phrasing is the division of an utteranceinto several speech
groups, or phrases. The boundaries betweenthese groups are phoneti-
cally realizedby pauses, by special melodic patterns, and/or by length-
ening of the syllable(s) before the boundary. The prosodic phrasescor¬

respond, to a certain degree, to syntactic phrases, but they are not
always identical with syntactic phrases.

It is often easier to say which phrasingsare incorrect (i. e., ungram-
matical) than to say which phrasings are allowed and appropriate in
specific contexts. For example, for the sentence "my brotherhas given
me a nice birthdaypresent", phrasingssuch as

*(my) (brother has) (given me a) (nice birthday) (present)
are easily recognizedas ungrammatical(indicated by '*'). To provide
correct phrasingsis more difficult. For the sentence "Jane gave the book
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ks

ng

ngm

artu "ein" '"<aln"

adj "grosses" "'gro;s6s:
ag

adj "atlantisches" "<at'lanti56s"

ngn

n "Sturmtief '"5t2rm'tl;f"
v "verlagert" "f3r'la;g6rt"
ref "sich" '"zic"

an

avg

adv "heute" '"hq7t6"
an

Pg

praep "nach" '"na;x"
ng

ngn

n
" osten" '"<qst6n"

Figure 5.4: Syntax tree generated by SVOX for the sentence "ein
grosses atlantisches Sturmtiefverlagert sich heute nach Osten", which
serves as the main informationfor the accentuation procedure. The
tree is shown in indentation form, down to the full-word level only and
withoutshowing any features.
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Initial accents:
((<99> <1 0X0 1 0 0> <1 4>) <0 1 0> <99> <1 0> (<99> <1 0>))

Right-accented NGM:
((<99> <2 0X0 2 0 0> <1 4>) <0 1 0> <99> <1 0> (<99> <1 0>))

Rhythmic stress reduction on NGM:
((<99> <2 0X0 3 0 0> <1 4>) <0 1 0> <99> <1 0> (<99> <1 0>))

Right-accented PG (no change):
((<99> <2 0X0 3 0 0> <1 4>) <0 1 0> <99> <1 0> (<99> <1 0>))

Accenton last NG in KS:
( <99> <3 0X0 4 0 0> <2 5> <0 2 0> <99> <2 0> <99> <1 0> )

Rhythmic stress reduction not allowed for KS (no change):
( <99> <3 0X0 4 0 0> <2 5> <0 2 0> <99> <2 0> <99> <1 0> )

Postcyclic accent reduction on verb V:
( <99> <3 0><0 4 0 0> <2 5> <0 4 0> <99> <2 0> <99> <1 0> )

Figure 5.5: The SVOX accentuation algorithmapplied to the sentence
"ein grosses atlantisches Sturmtiefverlagert sich heute nach Osten".
Word accent patterns are enclosed in angular brackets, and higher con¬

stituents are indicated by parentheses if they govern more than one sub¬
constituent (NGM, PG, and KS in the example).
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to Mary", Selkirk [Sel84, p.293] gives the following correct phrasings1:
1: (Jane gave the book to Mary)

2: (Jane) (gave the book to Mary)
3: (Jane gave the book) (to Mary)
4: (Jane gave) (the book) (to Mary)
5: (Jane) (gave the book) (to Mary)
6: (Jane) (gave) (the book) (to Mary)

The number of phrasesinto which an utterance is divided depends
on the fiuency and rapidity of the speaking style. Example 6 given
above may represent a slow dictation style, whereas Example 1 occurs

in a fluent conversation.

5.4.2 Phrasing Principles

The phrasing algorithm given by Bierwisch in [Bie66] is used in the
SVOXsystem with only slight modifications. The algorithmuses some
informationon the accentuationof the sentence and is based on the
following principles:

• Initially, all leaves of the syntax tree are temporary phrases.
• Temporary phrases are combined with neighboring temporary
phrases into longer phrases in cyclic fashion, i. e., from the leaves
of the syntax tree to the root, accordingto the following criteria:

— Clitic elements, i. e., completelyunaccented words (function
words) are enclosed in that neighboringphrase to which they
are syntacticallymore closely bound.

— Temporary phraseswhichdo not contain a minimum number
of accentedwords or a minimumnumber of syllables may not
remain independent and are combinedwith that neighboring

¦"•Selkirk actually only discusses international phrasing, i.e., the division of an

utterance into melodic groups. In the SVOX system, however, no distinetion is
currently made between melodicand rhythmic phrases.
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phrase to which they are syntacticallymore closely bound.
The minimum number of syllables and accents necessary for
a phrase to be independent is determined by a tempo param¬
eter: A larger parameter value leads to longer phrases.

— After the main accent of a sentence, no phrase boundaries
occur.

The algorithmformulatedin [Bie66] does not directly operateon the
syntax tree, but in the following way:

• An initial phrase boundary is set between each pair of adjacent
words of a sentence. Thestrength of this boundarycorrespondsto
the level of the first commonancestor node ofthe two words in the
syntax tree. Syntactically closely connected words are therefore
separatedby a weak initial boundary, loosely connected words by
a strong boundary.

• Phrase boundaries are then deleted cychcally accordingto certain

criteria, i.e., by going from weaker boundary levels to stronger
boundary levels and, within the same level, from left to right,
and deleting a boundaryif certainconditions based on accent and

syllable counts are satisfied.

• A postcyclic rule deletes all phrase boundaries after the main ac¬

cent of the sentence.

The boundaries that remain undeletedby this process are then defined
to be the actual phrase boundariesof the sentence.

5.4.3 Phrasing Algorithmin SVOX

In the SVOX algorithm, the phrasing algorithmwas implementedas
described in the following paragraphs. Phrase boundaries are denoted
by #n in this section. n indicates the Separation strengthof a boundary,
with 0 being the strengest Separation and 1, 2, etc. being successively
weaker separations. (In the phonological representation described in
Section 5.6, phrase boundaries will be denoted by #{n}.)
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Initial Phrase Boundaries

Initial phrase boundaries are set around the füll sentence and between
each pair of adjacent words accordingto the rules given below. Where
several rules apply, only the strengest boundary is maintained (i.e.,
the boundary with the least numeric index). Generally, #0 and #1
are undeletable boundaries and will produce a pause in the phonetic
Interpretation of the phrase boundaries. The boundaries with index
> 2 are deletable, but #2 is only produced by special initializations
(see below). Based solely on the syntactic structure, #3 is the strengest
sentence-internal initial boundary.

1. #0 is set before and after the whole sentence.

2. A boundary#n is set between each pah of words, where n is the
level of the closest common ancestor node of the two words in the
syntax tree. The level of the root of the syntax tree is defined to

be 3, and the level number is increased by 1 with each new tree
level toward the leaves.

3. Special boundaryindexes are set aroundsome constituent types.
Thesespecial cases are given by patterns which describe the con¬

stituent type and the left and right boundary index to be used.
Additionally, a direct predecessor constituent type is specified
which must be present in order for the specialindexesto apply.

4. For each punctuation character in the Orthographieinput sen¬

tence, a boundary #1 is set.

An example of a special phrase boundaryindex pattern (initializa-
tion rule 3) used in the SVOX system is the pattern '(v, ks, 2, 100)',
which means that around a finite verb (V) which is located directly
below a main clause node ('ks') the boundaries 2 (left) and 100 (right)
are set. The value 100 is simply used to denote the absence of any spe¬
cial initialization. The effect of this rule is to set a strenger boundary
before the finite verb than after it. This initialization, which conforms
to observations of natural speech, would automaticallybe set by initial¬
ization rule 2 if a classical grammarrule of the form 's —»• np vp' were

applied in the SVOX sentence grammar. Since this is currently not the
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case, a special initialization pattern is used to initialize the stronger
boundaryto the left of the finite verb.

Similar patterns are currently used to set the boundary before coor-

dinations ("und"/ "and", "oder"/"or"and others) to the index 2.

Cyclic Deletion of Phrase Boundaries

Some of the initial phrase boundaries are deleted in a cyclic fashion,
i. e., from higher indexesto lower ones. Unlike the originalalgorithmin

[Bie66], the SVOX algorithm uses two complete cyclic applications of

boundarydeletions,a first one to combine unaccented (clitic) words with
one of their neighboringtemporaryphrases, and a second one, in which
temporary phrasesare combinedwith larger phrases based on rhythmic
criteria (accent and syllable count and a speaking rate parameter).

In each ofthe cyclic procedures, indexesare treated from the highest
occurring index down to index 2, and for each index, all boundaries of
this index are treated from left to right. For each boundary, a decision
is made whether it can be deleted or not. A boundary is deleted by
Converting it into an ordinaryword boundary.

In order to evaluate the decision criteria, the following characterizing
features are computed for each boundary:

ind; and indr: next boundary index to the left and right of the current

boundary

nsylj and nsylr: number of syllables betweenthe current boundaryand
the next boundary to the left and right

nacq and naccr: number of accentedwordsbetween the current bound¬
ary and the next boundary to the left and right; accented words
are those whichhave beenjudged accentable by the accentuation
rules and which carry an accent value smaller than the special
weak accent level of unaccentablewords (i.e., < 99)

In the first cyclic phrase boundary deletion (melting of clitic words),
a boundary#n is deleted if at least one of the following conditions is
satisfied:
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• nacQ = 0 and n > ind;

• naccr = 0 and n > indr

In the second cyclic phrase boundary deletion (rhythmic melting of
temporaryphrases), a boundary #n is deleted if at least one of the

following conditions is satisfied:

(n > lowind or p > 2) and n > ind; and n > indr and nacQ < q,
where

p + 1 if nsylj < 2

q= { p if 2 < nsylj < 5

p — 1 if nsylj > 5

• (n > lowind or p > 2) and n > indj and n > indr and naccr < q,
where

p + 1 if nsyL. < 2

q = { p if 2 < nsyL. < 5
p — 1 if nsyL > 5

In both cases, 'lowind' is the lowest deletable boundary index (2), and
p is a parameter defining the desired degree of phrasing. Usually, p = 1
or p = 2 is appropriate. Higher values of p delete more, lower values
delete fewer boundaries.

Postcyclic Deletion of Phrase Boundaries

The postcyclic phrase boundary deletion has been implemented in
SVOX in the following way: within each domain delimited to the left
and right by #0 or #1 (and not containing #0 or #1 itself), all phrase
boundaries after the main accent are deleted. The main accent in this
context is defined as the rightmostof all accents of the strongest level
(i.e., lowest numeric value) withinthe domain.

The phrase boundaries that remain after this postcyclic deletion
procedure are the actual phrase boundaries of the sentence.
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Example of SVOX Phrasing

Figure 5.6 shows the syntax tree which is generated by the current
SVOX system for the sentence "ein Tief, das über dem nahen Atlantik
liegt, verlagert seinen Schwerpunkt morgen nach Frankreich" ("a low
which lies above the near Atlantic will move its center to France to-

morrow"). Figure 5.7 depicts the application of the phrasing algorithm
for this sentence. The accentuationshown in Figure 5.7 is the pattern
generated by SVOX, but the special weak accent level for "accentless"
words (99) is replaced by 0.

5.5 Accent Normalization

The accentuation algorithm presented in Section 5.3 may lead to a

very large numberof different accent levels withinlonger sentences and
within highly structured trees. In accordance with two principles given
in [Bie66], a normalizationof the accent values is done in SVOX after
the phrase boundaries have been determined. Thesetwo principles are:

• Accentuation by accent reduction (nuclear stress rule) should be
done separately within each subordinateand main clause of a sen¬

tence in order to limit the number of accent levels to a phonetically
interpretable ränge.

• In [Bie66], a phonologicalrepresentation of the intonation (the
sentence melody) is derived from the accentuationand phrasing
informationby picking out the two main accent levels withineach
phrase and associating accents of these levels with major pitch
movements. The last accent of the highest accent level within
each phrase is associated with the "anchorpoint" ofthe intonation
patternofthe phrase, whichmay be non-terminal("progredient"),
or terminal.

In the SVOX System, no phonological representation of the intonation
is explicitly generated (the sentence melody is directly derived fromthe
accentuationpattern). The above considerations are therefore realized
as the following reordering of the accentuation levels:
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3 4 5 6 7 8 9 10 11 12
s
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ngm
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Figure 5.6: Syntax tree generated by SVOXfor the sentence "ein Tief,
das über dem nahen Atlantik liegt, verlagertseinenSchwerpunkt morgen
nach Frankreich". The tree is shown in indentation form down to the
full-word level and without features. The levels in this tree structure,
which are indicated at the top, are the basis of the phrasing algorithm.
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Initial boundaries according to tree levels:
#0 <0> #6 <3> #5 <0> #6 <0 0> #8 <0> #10 <5 0> #10 <0 2 0> #6 <4>
#4 <0 4 0> #4 <0 0> #6 <2 0> #4 <2 0> #4 <0> #6 <1 0> #0

Specialboundary beforeverb:
#0 <0> #6 <3> #5 <0> #6 <0 0> #8 <0> #10 <5 0> #10 <0 2 0> #6 <4>

#2 <0 4 0> #4 <0 0> #6 <2 0> #4 <2 0> #4 <0> #6 <1 0> #0
Punctuation boundaries:
#0 <0> #6 <3> #1 <0> #6 <0 0> #8 <0> #10 <5 0> #10 <0 2 0> #6 <4>

#1 <0 4 0> #4 <0 0> #6 <2 0> #4 <2 0> #4 <0> #6 <1 0> #0

Cyc 1, after deletion level 10:
#0 <0> #6 <3> #1 <0> #6 <0 0> #8 <0> <5 0> #10 <0 2 0> #6 <4>

#1 <0 4 0> #4 <0 0> #6 <2 0> #4 <2 0> #4 <0> #6 <1 0> #0

Cyc 1, after deletion level 8:
#0 <0> #6 <3> #1 <0> #6 <0 0> <0> <5 0> #10 <0 2 0> #6 <4>

#1 <0 4 0> #4 <0 0> #6 <2 0> #4 <2 0> #4 <0> #6 <1 0> #0

Cyc 1, after deletion level 6:
#0 <0> <3> #1 <0> <0 0> <0> <5 0> #10 <0 2 0> #6 <4>

#1 <0 4 0> #4 <0 0> <2 0> #4 <2 0> #4 <0> <1 0> #0

Cyc 2, after deletion level 10:
#0 <0> <3> #1 <0> <0 0> <0> <5 0> <0 2 0> #6 <4>

#1 <0 4 0> #4 <0 0> <2 0> #4 <2 0> #4 <0> <1 0> #0

Cyc 2, after deletion level 6:
#0 <0> <3> #1 <0> <0 0> <0> <5 0> <0 2 0> <4>

#1 <0 4 0> #4 <0 0> <2 0> #4 <2 0> #4 <0> <1 0> #0

Cyc 2, after deletion level 4:
#0 <0> <3> #1 <0> <0 0> <0> <5 0> <0 2 0> <4>

#1 <0 4 0> <0 0> <2 0> #4 <2 0> <0> <1 0> #0
Result:
#0 ein Tief #1 das über dem nahen Atlantik liegt #1 verlagert seinen
Schwerpunkt#4 morgen nach Frankreich #0

Figure 5.7: TheSVOXphrasing algorithmapplied to the sentence "ein
Tief, das über dem nahen Atlantik liegt, verlagert seinen Schwerpunkt
morgen nach Frankreich": Initial phrase boundaries between words are

set according to the syntactic connection strengths, and some of the
boundaries are then deleted in two cyclic deletion procedures. Words
are denotedby the word accent patterns in angular brackets, and phrase
boundariesby '#n'. Onlythose steps which modify the temporary phras¬
ing are shown.
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• Within each phrase, the rightmost accent of the strengest level
within the phrase is reset to a primary accent (level 1), i.e., it
becomes the phrase accent. This is done even if the strengest
level is the specialweak level for "accentless" words (99).

• All other accents are strengthenedas much as possible while main-
taining their relative prominences (stronger/weaker/equal). This
is, however, done only for the strongest accent withineach word,
and only for accented words (main accent level < 99). Within
each word, the exaet relative accent levels are maintained in this
step.

• The accent levels are then further restricted to the levels 1... 4
and 0, which are phonetically interpretable levels. All remaining
weaker accents in the ränge from 5 up to the special level for
unaccented words (99) are set to level 4, and all levels greater or

equal to that special level are set to 0.

For the examples given in Sections 5.3 and 5.4 ("ein grosses atlantis¬
ches Sturmtiefverlagert sich heute nach Osten" and "ein Tief, das über
dem nahen Atlantik hegt, verlagert seinen Schwerpunkt morgen nach
Frankreich"), the accentuationand phrasing generated by the SVOX
algorithms are

#0 <99> <3 0X0 4 0 0> <2 5> #2 <0 4 0> <99> <2 0> <99> <1 0> #0

#0 <99> <3> #1 <99> <99 0> <99> <5 0> <0 2 0> <4> #1
<0 4 0> <99 0> <2 0> #4 <2 0> <99> <1 0> #0

By the accentnormalizationprocedure, the accentuationof these two
examples is changed to

#0 <0> <2 0X0 3 0 0> <1 4> #2 <0 3 0> <0> <2 0> <0> <1 0> #0

#0 <0> <1> #1 <0> <0 0> <0> <3 0> <0 1 0> <2> #1
<0 2 0> <0 0> <1 0> #4 <2 0> <0> <1 0> #0

If an utterance only consists of a single unstressed word (like "er"
or "ihnen"), the word stress position ofthis "unaccented" word, which
is at the special weak level for unaccented words, is set to a primary
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accent by the above normalizationprocedure, as happens in natural
utterances.

5.6 PhonologicalRepresentation

The results of accentuation, prosodic phrasing, and accent normaliza¬

tion, together with the phonetic transcription of the words of an utter¬

ance form the phonological representation of this utterance, which will
be interpreted phonetically and acoustically by the phono-acoustical
model described in Chapter 6. For the examples of Sections 5.3 and
5.4, the following phonologicalrepresentations are obtained in the cur¬

rent SVOX system:

#{0} (P) |ain [2]gro:-s3S |at-[3]lan-ti-Jas [l]Jtorm-[4]ti:f #{2} (T)
fer-[3]la:-gart zig [2]hoy-ta na:x [l]|os-tan #{0}
("ein grosses atlantisches Sturmtiefverlagert sich heute nach

Osten")

#{0} (P) |ain [l]ti:f #{1} (P) das |y:-b3r de:m [3]na:-an
|at-[l]lan-tik [2]li:kt #{1} (P) fer-[2]la:-gart zai-nan

[l]Jve:r-purjkt #{4} (T) [2]mor-gan na:x [l]frag-kraig #{0}
("ein Tief, das über demnahen Atlantik liegt, verlagert seinen

Schwerpunktmorgen nach Frankreich")

In this representation, the following specialsymbols appear:

#{n} Stands for a phrase boundary, with '#{0}' denoting the sentence
break before and after the sentence, '#{1}' denoting a sentence-
internal pause, and '#{n}' with n > 1 denoting other phrase
boundaries (without pause). If not explicitly set, '#{0}' is auto¬
matically assumed before and after the sentence.

(X) is a phrase type mark, which is set at the beginning of a phrase.
'(P)' denotesa phrase with non-terminaland '(T)' a phrase with
a terminal intonation pattern. Question phrase types have not



5.6. Phonological Representation 145

yet been defined in SVOX. If a phrase type is omitted, it is set to

'(T)' in the last phrase of the utterance and to '(P)' in all other
phrases.

[n] Stands for an accent of level n on the following syllable, with the
intended Interpretation of the accent levels being as follows:

[1] denotes the main phrase accent, which is the anchor point of
the phrase intonation pattern.

[2] denotesa pitch accent, i. e., an accent with a majorpitch move¬
ment if it Stands before the main phrase accent. Otherwise,
it denotes a stressed syllable but without major pitch move¬

ment.

[3] denotes a non-pitchaccent on the main stress syllable of a

word.

[4] denotesthe weakest accent, which usually occurson secondary
and tertiaryword stress syllables.

[0] denotes completely accentless syllables. This value is set for
all syllables without explicit accent mark.

Althoughthe phonological representation shouldbe aminimal repre¬
sentation, there is some redundancy in the above accentuationscheme,
as far as its phonetic Interpretation is concerned. It could be mapped
onto the more phonetically motivated accentuationscheme of Kohler
[Koh91] without losing any phoneticinterpretabilityas follows:

[1] —> [+fstress, -t-dstress]

[2] before [1] —? [+fstress, +dstress]
[2] after [1] —*¦ [—fstress,-l-dstress]
[3] —> [—fstress,-Hdstress]
[4] —? [—fstress, -|-dstress]
[0] —> [—fstress, —dstress]

with 'fstress' denoting an accent associated with a major pitch move¬

ment and 'dstress' denotingan accent realizedby durational lengthening
of the syllable, and with + and — denoting the presenceor absence of
the specified feature.
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Chapter 6

The Phono-Acoustical
Model

6.1 Introduction

This chapter presents a brief overview of the phono-acousticalmodel
of the SVOX System. The task of this System stage is to phonetically
and acousticallyinterpret (or realize) the abstract, speaker-independent
phonological representation that was explainedin Chapter 5, that is,
to map the symbolic phonological representation onto the continuous-
valued speech signal. The main components of the phono-acoustical
model are duration control, fundamental frequencycontrol, and speech
signal generation. The phono-acoustical model was designed and real¬
ized in large part by Hubert Kaeslin [Kae85, Kae86] and Karl Huber
[Hub90, Hub91]. The author's contributions he in the design of funda¬
mental frequency control,which will be discussed in detail in Chapter
7, and in implementing the TD-PSOLA method (cf. Section 6.6).

The first aim ofthe phono-acoustical model in the SVOXsystem was

to mimic one specific Speaker and one specific speaking-style as closely
as possible. In contrast to the rule-based symbolic processingmethods
applied in the transcription stage of the SVOX System, the approaches
taken for the phono-acousticalrealizationare based on Statistical meth-
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ods (duration and Fo control) and on the direct combination of data ex¬

tracted from natural speech (diphone synthesis). All these methods are

in a certain sense "trainable" for their specific tasks, and they proved to
be very effective for the mapping of symbolic data onto speaker-specific
continuousphysical data. Moreover, they are comparativelysimplerto
establish and use than rule-based methods.

Despite the fact that the SVOX system currently only produces
one voice and one speaking style, the methods applied in the phono-
acoustical model could, of course, be used to realize other voices and
speaking styles as well.

6.2 Segmental Phonology-to-Phonetics
Mapping

Some symbolic processing is done at the beginning of the acoustic real¬
izationof the phonologicalrepresentation. This processing should cover

the phonology-to-phoneticsmapping of speech segments (summarized
as coarticulationin Chapter 2), whichcomprises a number of segmental
reductionand assimilation phenomena, which depend on the speaking
style and speaking rate. For example, the word combination [hat dox],
which contains a combination of two homorganic plosives, is reduced to
[hatox] in fluent speech.

In the current SVOX system, however, the segmental phonology-
to-phonetics mapping only comprises the reductionof unstressed long
vowelsand the Substitution of certain phonemes, to aecount for the lim¬
ited capabilitiesof the current speech generationcomponent, as shown
in the following sections.

6.2.1 Reductionof Long Vowels

According to the Standard transcription given in [Dud74], vowels in
many function words are long, e.g., "der"/[de:i?] or "für"/[fy:ie]. This
pronunciationis appropriateif these words are uttered in isolation, but
in the context of longer utterances, the vowels are often reduced in



6.2. SegmentalPhonology-to-Phonetics Mapping 149

length and in quality. For example, the above [fy:«] may become [fye]
or [fVe].

Although no systematicinvestigationswere carried out on this sub¬
ject, the following ad-hoc rule was incorporatedin the SVOX system,
which improved the fluency of the synthetic speech in many cases:

Long vowels are reduced to short vowels of the same quality if they
are located in a completelyunstressed syllableand if this syllable
is in one of the following positions

... Boundary RSyl $ RSyl $ AccSyl...

... Boundary RSyl $ RSyl AccSyl ...

... Boundary RSyl $ AccSyl...
with

Boundary = word boundary or phrase boundary
$ = word boundary
AccSyl = accentedsyllable (accent value ^ 0)
RSyl = unaccented syllablewhere long vowels are shortened

This rule statesthat long vowels in unstressed syllables are converted
to short vowels if the syllable does not lie at the end of a phrase and if
the syllable is followed by at most one other unstressed syllable.

6.2.2 Phone Substitutions

Some phone substitutions are necessaryto map the Standard phonetic
transcription onto the (more restricted) transcription that is needed to
drive the diphone synthesis (see Section 6.5):

• The current speech signal generation(diphone synthesis) was de¬
signed for a Swissusage of German only. The vocalic allophoneof
the /r/ phonemeand syllabicconsonants were not used in the cor¬

responding phonetic transcription. Therefore, the following sub¬
stitutionsare carried out:
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H - [ar], fe] - M, [1] - M, [m] - [an], [n] -> [an]
• Affricates and diphthongs are treated like two separatesounds by

the diphone synthesis. This is expressedby the substitutions

[au] -> [au], [ai] -» [ai], [oy] - [oy], [ts] - [ts], [tj] -> [tj],
[Pj - M

• Foreign (mainly French) sounds are convertedinto German ap¬
proximations:

[ä] -? [an], [ä:] -> [an], [e] -? [en], [e:] -» [en], [de] -» [cen],
[de:] -+ [cen], [6] -» [on], [5:] -+ [on], [i] -? [j], [o] -+ [o],
fe] - M, [y] - M, fe] - [tj], [ds] - [tj], [3] - LA

6.3 Diphonizationand DurationControl

Duration control and, closely connected with it, diphonization, map
the phonologicalrepresentation of an utterance(after the modifications
described in Section 6.2) onto a sequence of basic synthesis units and
corresponding duration values. In the case of the SVOX system, the
synthesis units are diphones, i. e., phonetransitionelements (see Section
6.5).

Duration control and diphonizationhave been designed and imple¬
mented by Karl Huber, and they are described in detail in [Hub91,
Hub90]. Duration control uses a Statistical model, namely, a general-
ized linear model, to assign durationvalues to the synthesis units, based
on several factors which are known to influence the duration of speech
segments. These factors, which can all be extracted from the phono¬
logical representation of an utterance, include, among other things, the
identities of the current segment and of its left and right neighbors, the
position of the current segment in the syllable, in the foot (a rhythmical
unit extending from one accented syllable to the next), in the phrase,
and in the sentence, and the degree of accentuationof the current syl¬
lable. Duration control is schematically shown in Figure 6.1.

The coefficients used in the linear model were obtained from auto-
matic Statistical estimationprocedures, in whichthe model was trained
to optimally map phonologicaltranscriptions of natural-speech utter¬
ances onto the corresponding durationdata.
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Figure 6.1: Duration control by means of a generalized linear model:
several input factors (segment identities, positional factors, and oth-
ers) are used in a linear expression to predict the duration of a speech
segment. In the current SVOX system, the predicted duration values
are triphone durations, which are then converted to the durations of
semi-diphones or diphones.



152 Chapter 6. The Phono-Acoustical Model

The actual realizationof durationcontrol is such that duration val¬
ues are not predicted for diphone elements, but for triphones, where a

triphoneis an entirephone surrounded by two neighboringhalf-phones.
These durationvalues of (overlapping) triphones are then convertedinto
the durationvalues ofdiphones or semi-diphones. Semi-diphones are di¬
phones split into two adjacent parts, when this Splitting can be done

reliably enough, as for instance in the case of voiced/unvoiced tran¬
sition diphones. In the subsequent signal synthesis process, the units

(semi-diphonesor diphones)are stretched linearly in order to reach the
specifiedduration values.

Besides the duration values of individual basic synthesis units, du¬
ration control also yields the time marks needed to synchronizeFq gen¬
eration with duration control. These time marks are the beginning, the
middle, and the end of each syllable of the utterance. The middle of
the syllable is defined as the time reached after the diphone that leads
into the nucleusof the syllable (e. g., the time reached after the diphone
[ba] in the syllable [ba:n]).

The following exampleillustrates input and output of the duration
control process. Given the phonological representation

(T) |es [2]re:-gnat |m [I]jtr0:-m9n.
for the sentence "es regnet in Strömen" ("it's pouring with rain"), the
following unit/durationsequence is generated

(/e, 76), (es«, 44), (es6, 36), (sr, 76), (re, 92), (Te, 14), (e>, 40),
(gna, 50), (gn6, 22), (na, 46), (a>, 62), (|/, 6), (t>, 45), (|/, 18),
(/., 48), (in, 40), (nf0> 59), (nf6, 43), (J>, 45), (|/, 21), (tr, 77),
(r0, 79), (T0, 15), (0m, 74), (ma, 45), (an, 67), (n/, 99)

Most units denote diphones, with '/' denoting silence and '>' denoting
the transition into a short pause, 'f denotes sustainment of a sound.
Some diphones are split into semi-diphones (indicated by the subscripts
a and b) in orderto allow a finer control ofthe durationofthe individual
parts.

Duration control also generates the syllabletimes (in msec)

(0, 76, 194), (194, 338, 378), (378, 496, 609), (609, 675, 774),
(774, 1054, 1091), (1091, 1173', 1339)
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which are passed on to Fo control.

6.4 Fundamental FrequencyControl

The fundamental frequency (Fo) control component of the phono-
acoustical model generates an F0 contour, based on the phonological
representation of an utterance(after the modifications describedin Sec¬
tion 6.2). In the SVOX system,this is achieved in a Statistical manner
and quite analogouslyto the method used for duration control, but in¬

stead of a trainable linear model, a non-linear model, i.e., an artificial
neural network,is applied. As in the case ofduration control,the neural
network has been trained with natural-speech data in order to learn the

mapping of phonological representations onto Fo contours.

Fo control is discussed in detail in Chapter 7. The result of Fo
control is a contourin the form of a simple list of time/valuepairs. For
the phonological representation given as an example in Section 6.3, the
current Fo control yields the contour

(0.00, 117.5), (0.04, 117.5), (0.08, 116.1), (0.12, 113.7),
(0.16, 110.8), (0.20, 110.4), (0.24, 111.0), (0.28, 113.2),
(0.32, 113.9), (0.36, 113.3), (0.40, 112.8), (0.44, 112.2),
(0.48, 110.7), (0.52, 106.4), (0.56, 101.8), (0.60, 98.7),
(0.64, 95.9), (0.68, 91.1), (0.72, 86.7), (0.76, 84.3),
(0.80, 86.2), (0.84, 88.8), (0.88, 91.9), (0.92, 94.1),
(0.96, 95.3), (1.00, 95.8), (1.04, 92.80), (1.08, 87.1),
(1.12, 80.6), (1.16, 76.8), (1.20, 74.6), (1.24, 73.1),
(1.28, 72.6), (1.32, 72.8)

where the first value of each pair is the time in seconds, and the second
value is the predicted Fo value in Hertz. Thetime values are fully based
on the syllable time marks (beginning, middle, and end) obtained from
durationcontrol. For the actual signal synthesis, Fo values between the
time points given in the contour are obtained fromlinear interpolations
between neighboringcontour points. (Of course, the predicted Fo val¬
ues are applicable only in voiced sections of synthesized speech signals;
unvoiced segments remain unvoiced.)
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6.5 Speech Signal Generation

The unit/duration list as output by the duration control component
and the Fo contour generated by the Fo control component form the
complete information that is needed to drive the actual speech signal
synthesis of the SVOX system, which will be explainedin this section.

6.5.1 DiphoneSynthesis

Different approaches to the generation of synthetic speech signalshave
been presented in Section 2.2.1. The SVOX system applies diphone
synthesis, which is currently the most commonlyused concatenative
synthesis scheme. Diphone synthesis consists of concatenatingnatural-
speech phone transition elements (i.e., diphones) accordingto a given
phone sequence, such that a new, synthetic utterance is constructed.
Diphones cover the ränge from the middle of one phone to the middle
of the next, thus preserving a high degree of naturalness in the per-
ceptually very important spectral transitions from one speechsound to
the next. For example, the word [haus] can be synthesized from the

diphones [/h], [ha], [au], [us], and [s/], which might be extractedfrom
the natural-speech carrier words "hoch"/[ho:x], "behalten"/[bahaltn],
"kaufen"/[kaufn], "Müsse"/[mu:sa],and "Biss"/[bis], respectively.

Two major problems arise with any concatenative synthesis ap¬
proach: first, the extraction of basic synthesis units (such as diphones)
from natural speech and the concatenationprocess should be such that
the resulting spectral discontinuities at unit boundaries become min¬
imal. Second, a method must be found to independently change the
duration and pitch of the synthesis units without changing the spectral
envelope (i. e., the shapes and positions of the formants). The following
sections will briefly present the Solutions to these problems adopted in
the SVOX system.

6.5.2 DiphoneSynthesisin the SVOX System

The diphone inventory used for signal synthesis in the SVOX system is
due to Hubert Kaeslin [Kae85, Kae86]. The diphones were extracted
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fromstressed syllablesof polysyllabic Germanwords wherever possible.
The optimal diphone boundaries were obtained by means of so-called

phone centroids, where a centroid was a typical, averaged spectrum of
a specific speech sound, represented as a set of LPC (linear predictive
coding) coefficients. The left and right boundaries of a diphone were

set at the points of minimal spectral distance (the log-area distance)
between the carrier word and the respective centroids. For example,
to extract the diphone [fi] from the word "erschienen" /[eejiinan], the
distance contours between this carrier word and the centroids for the

[)] and the [i] sound were measured, and the left and right diphone
boundarieswere (manually)set at the points of minimal distance to the

[f] and the [i] centroid.

Phone centroids were established for all sustainable speech sounds.
For diphones starting or ending in plosives ([p], [t], [k], [b], [d], and [g]),
the respective diphone boundary was set at the beginning of the pre-
plosive pause (i. e., at the beginningof the silent or near-silentinterval
precedingthe sound burst).

In order to solve the problem of modifying pitch and duration of
diphones, Kaeslin applied the LPC (linear predictive coding) method
[Mak75, Kae85]. LPC, which was originally used as a data reduction
method for speech signals, makes it possible to re-synthesize speech
signals with different duration and at different pitch while preserving
the original spectral shape of the signal. LPC therefore permits the
easy manipulation of the prosodic parameters of concatenative speech
synthesis units. However, this is achieved at the cost of a degradation
of voice quality. Section 6.6 discusses theTD-PSOLA method, a newer

and considerably better approach to prosody modifications in speech
signals, whichhas been integrated in the SVOX system by the author in
order to improve the quality of the synthetic speech. The SVOXsystem
currently allows speech synthesis using either LPC or TD-PSOLA.



156 Chapter 6. The Phono-Acoustical Model

6.6 The TD-PSOLAMethod for Prosody
Modifications

6.6.1 Introduction

TD-PSOLA (time-domain pitch-synchronous overlap-add, [CM89,
MC90]) is a new method for the modification of pitch and duration
of speech signals, which has gained much attention during the past few

years and which has become a Standard method for speech prosody
manipulations.1 The method yields considerably better results than

LPC, and, moreover, it is quite simple and requires only very little
computation power (much less than LPC, for instance). The most crit¬
ical point of the method is a carefullabeling of the pitch periods of the

original speech signal (individual periods of the pseudo-periodicparts
of the signal, which correspond to single cycles of the vocal fold Vi¬

bration). In applications such as speech synthesis, this labeling must
be done only once for each new speech unit inventory, and if a good
automatic labeling procedure can be used, the amount of preparatory
processing becomesmarginal.

The following sections further describe the method as it was imple¬
mented by the author in the SVOX system.

6.6.2 Preparatory Speech Signal Labeling

TD-PSOLA, as indicated by its name, operates fully in the time domain
of the speech signal, i.e., on its waveform. The major prerequisite for
its application is a labeling of unvoiced sections and of all periodsof the
speech signal in voiced parts, as shown in Figure 6.2.

All period labeling in the SVOX diphone signals was done manu-

ally by the author, based only on a speech waveform display. (For the
90 seconds of speech in the diphone inventory, this work took about
three days, which is a small effort compared with the semi-automatic
extraction of the diphones from carrier words.)

1The TD-PSOLA methodhas been patentedby FranceTelecom,which prohibits
its unlicensed use for commercial applications. For research purposes, however, the
method can be applied freely.
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Figure 6.2: Marking of pitch pulses and labeling of pitch periods ('p')
and unvoicedsections ('u') in the waveform of a part of the utterance
"sechs" ("six"), as required for the application of TD-PSOLA.

The unvoiced parts of the speech signal must be split into short

pieces for theTD-PSOLA treatment. In the SVOXsystem, all unvoiced
speech segments lasting longer than 10 msec were split up into pieces
with a duration of 5 msec.

For the sake of simplicity, both the genuine periods of voiced signal
parts and the short pieces of unvoiced signal parts will hereafter be
called "periods".

6.6.3 Signal Analysis

In order to modify the prosody of a speech signal, the signal is first
analyzed as a sequence of short-term signals by successively extracting
overlapping segments consisting of two adjacent (unvoiced or voiced)
periods and multiplying these double periods with a windowfunction
(see Figure 6.3). Usually, a Hanning window (raised cosine function)
is applied for this purpose, with the maximumof 1 at the pitch mark
(beginning of a pitch period) and a decay to 0 toward the neighboring
pitch marks. More precisespecificationsof the window function applied
in the SVOX system will be given in Section 6.6.5.

In the present implementation,a double period is defined as being
voiced or unvoiced depending on the voiced/unvoiced characteristics
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Figure 6.3: Schematic representation ofthe analysis of speech signals
as sequencesof short-termsignals by extracting double periods and mul-
tiplying them with the window function. 'u' and 'p' denote unvoicedand
voiced periods, respectively.
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of its right hand part. Thus, a double period at an unvoiced/voiced
transition is treated as voiced, a double period at a voiced/unvoiced
transition is treated as unvoiced.

The signal analysis need not be done in a separate step. In the
present implementation,the analysis of a doubleperiod (extraction and
appücation of the window function) is donejust before it is needed in
the resynthesis process.

6.6.4 Signal Resynthesiswith Modified Prosody

Basically, the TD-PSOLA speech signal resynthesis consists of simply
adding together short-term signalsobtained from the analysis process.
If all short-term signals are added together at their original locations
and if an appropriatewindow function is applied, the original signal is
completely reconstructed by the resynthesis process. Modifications of
prosody can be achieved as follows:

• In order to raise or lower the fundamental frequency of voiced
speechsegments,the distance between pitch pulses (the centers of
the double periods) is shortened or lengthened before adding the
short-term signals together. In general, to set the fundamental
frequencyto the value fo, the distance d between the pitch pulses
must be set to d = [/s//o+0.5j samples, wherefs is the sampling
frequencyof the signal.
Pitch modifications also change the duration of the original sig¬
nal. This must be compensated, if necessary, by corresponding
durationmodifications.

• Duration modifications are effectedby omittingor repeating indi¬
vidual double periods, which leads to a shortening or lengthening
of the original duration. The repetition of voiced double peri¬
ods causes no problems. Unvoiced double periods, however,may
not simply be repeated, because this leads to a stränge voicing
effect (at least if the unvoiced periods are of equal length). A
feasible way to solve this problemis to simply time-reverse every
odd repetition of an unvoiced double period (i.e., the first rep¬
etition is reversed, then the third, etc.). Using this procedure,
duration Stretches of unvoiced signal parts up to a factor of 2 do
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not generate any undesirable sound effects, and the voicing effect
arisingfrom the application of higherstretching factors is reduced.
For speech synthesis purposes, however, factors greater than 2 are

hardly ever necessary.

Using the above scheme, duration modifications betweenfactors of
0.5 and 2 are possible with hardly audible changes in the signal quality.
Fo changes are more problematic, but in the factor ränge 0.7 to 1.4
(lowering or raising of Fo up to 6 semitones, which is about the ränge
needed for speech synthesis),a fairly good quality of the speech signal
can be maintained.

Modifications of duration and pitch can be carried out simultane-
ously in order to obtainthe desired Fo and duration values at every lo¬
cation in the speech signal. Figure 6.4 schematically summarizesthese
TD-PSOLA prosody modifications.

6.6.5 ImplementationDetails

Window Function

In the SVOX implementation of TD-PSOLA, the best signal quality
was achieved using asymmetric Hanning-like Windows. The window
durationsto the left and right of the current pitch pulse, Wi and Wr,
are defined as Wt = mm(Ti,T() and WT = mm(Tr,T{), where Ti and
Tr are the original period durations of the left and right part of the
double period, and T{ and T'r are the new period durationsinduced by
the F0 modifications. If the current pitch mark is set at time t = 0, the
analysis window function therefore becomes

|(1 + cos(t^)) for -Wi <=t<=0
w(t) = { |(1 + cos(t^)) for 0 <= t <= Wr

0 otherwise

The minimization of the window lengths with the original period
durationensures that no part of the neighboringpitch pulses is included
in the current double period, and the minimizationwith the new period
lengths ensures that the influence of one double perioddoes not extend
into further periods.
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Original signal (doubleperiods)

Raising pitch Lowering pitch

10 12

Slowing down(doubleperiods2 and 4 unvoiced,6 and 8 voiced)

Speeding up

Figure 6.4: Duration and pitch changes of speech signals using the
TD-PSOLA method. Double periods are schematically indicated by the
analysis window function. The arrow indicates the original time axis,
which is reversed in repeated unvoiced double periods.
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In the SVOX System, asymmetric Hanning-likeWindows as defined
above are usually applied. However, hardly any difference can be heard
in the synthesized speech when triangulär Windows are applied instead.
The advantage of triangulär Windows is that they can be computed
much faster, i. e.,

1 + ^ for -Wi <=t<=0
w(t) = { 1 - ^ for 0 <= t <= Wr

0 otherwise

The TD-PSOLA computations in the SVOX system are currently
done in fixed-point arithmetic, which may considerablyincrease the
synthesis Performance on some Computers. The fixed-point Operations
can be used safely and without loss of accuracy due to the small num¬
ber of Operations necessaryon each sample, namely, one multiphcation
with the windowfunction value and one addition with a sample of the

(previous or next) overlappingdouble period.

Treatment of Long Phones

In certain cases in the SVOX diphone synthesis, it is necessaryto sustain
a sound for a rather long time. For example, the [f] and the [a] in

[auf-fa:-ran] are long phones. The diphone sequence generated for the
whole word by the SVOX diphonizationis [/a], [au], [uf], [tf], [fa], [ja],
[ar], [ra], [an], [n/], with [/] denoting the empty phone (silence), and
with [tf] and [ta] denoting special sustaining units betweendiphones.

In the SVOX system, voiced sustaining units are realized by sim¬
ply repeatingthe last period of the diphone preceding the sustaining
unit as long as is necessaryto aecount for the duration of the sustain¬
ing element. In the case of sustained unvoiced sounds, however, the
sustaining elements are actually realized like diphones, i.e., as speech
units extracted from natural speech.

The reason for the different treatment of voiced and unvoiced sus¬

taining sounds lies in the fact that unvoiced speech signals should not
be stretched by more than a factor of 2, and that, on the other hand,
no more spectral gaps than are necessary (i.e., no more speech units
than are necessary) should be used when synthesizing a speech signal.
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Period Types

It is possible, in theSVOX implementation of TD-PSOLA diphone syn¬
thesis, to prescribe for each period (and thereby for the corresponding
double period, ofwhichthe respective periodforms the right hand part)
whether it can be omitted, repeated or pitch-modified. Moreover, it is

possible to assign a nominal fundamental frequency value to each pe¬
riod (instead of the regulär Fo value computed from the periodlength).
Thesespecial characteristicsare all encodedas parts ofthe period label
names.

Basically, all periods are labeled as either'u' (unvoiced) or 'p' (voiced
period). The following markers can be used to specifyfurther properties:

'd': period cannot be deleted
V: periodcannot be repeated
'f': periodcannot be pitch-modified
<nnn>: integer number to denote the nominal Fq value of a period

For example, the period label 'prl09' indicates that this is a voiced

periodwhich must not be repeated and which has a nominal Fo value
of 109 Hz.

These special characterizations of periods might be useful in the
future to achieve a better synthesis quality, especially in boundary con¬

ditions (voiced/unvoicedtransitions,plosive bursts, and others). Up to

now, however, none of these specificationshave been used.
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Chapter 7

Neural-Network-Based
FundamentalFrequency
Control

7.1 Introduction

The correct courseofthe fundamental frequency(Fo), that is, the pitch
of the speech signal, is one of the most important factors for both nat¬
uralness and intelligibility of synthetic speech. Up to now, most of the
research on TTS prosody has therefore been devoted to Fo control.

In the Standard German intonation, as described in [Ess56, Bie66],
the Fo contour is strongly related to accents and to phrase boundaries.
Strong accents before the main accent of a phrase are marked in natural
utterances by an F0 rise or fall at a gradually decreasing general level.
(Weaker accents are primarily marked by lengtheningof the accented
syllable.) After the main accent in a non-terminal phrase, Fo stays
at a high level and may even rise slightly towards the phrase boundary.
After the boundary, Fo starts at a low level. Withinthe syllable carrying
the main accent of a terminal phrase (i.e., before the utteranceend),
Fq drops to a low level and remains low thereafter. Figure 7.1 shows
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Figure 7.1: Fo contour of the natural-speech utterance "Touristikbul¬
letin der schweizerischen Verkehrszentrale St. Gallen", with Fq values
computed every 15 ms. Fo movements due to accents ('a') and an Fq
drop at a phrase boundary ('p') are indicated.

the Fo contour of the utterance "Touristikbulletin der schweizerischen
Verkehrszentrale St. Gallen" ("tourist information report ofthe Swiss
Central Tourist Office in St-Gall") in which the main Fo movements

corresponding to phonological properties are marked.

Figure 7.1 also shows the gradualdowndrift of the Fo contour from
the beginning towards the end of an utterance, which is known as decli-
nation. Declination is a universal phenomenon of spoken utterances

[CCt82]. In longer utterances, the declination is "reset" at certain
phrase boundaries, that is, the general Fo level is raised, and the decli¬
nation downdriftstarts again [Adr91, RM94].

The Fo contour in Figure 7.1 is interrupted at unvoiced parts of the
signal. In voiced parts, the Fo contour shows micro-melodicpatterns,
which are caused by properties ofthe segments of whichthe utteranceis
composed. Examples of such influencesare the facts that plosive bursts
raise the Fo value of a subsequent voicing onset, and that certain vowels
tend to be realized at much higher Fo values than others, i. e., they have
a higher intrinsic pitch (e. g., the German vowels [y:] and [i:]).

By no means all Fo movements in Fo contoursare perceptuallyrel¬
evant [Col90], and Fo generators in TTS Systems usually try to gener-
ate the important movements only. In German, these most important
movements are the general declination behavior, and superimposed on

it, rises and falls of F0 at strongly accented syllables and at phrase
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Figure 7.2: Fo contours can be described as movements between two

declination lines, a base and a top line, which are reset to higher levels
at certain points.

boundaries.

Fo contours for different languageshave been characterized as move¬

ments that occur between a base and a top line, which limit the Fo
excursions [Adr91, Col91]. These lines both show a declining behavior
with possible resetting points. This characterization is schematically
shown in Figure 7.2.

Some authors prefer the concept of downstepping over declination,
i. e., a downstepping of Fo levels with each pitch accent instead ofa con-

stantly falling Fo level that is independent of the accentuationpattern
[Koh91].

Fo generation in TTS Systems is usually done in an explicit, rule-
based manner (e.g., [Pie81, AHK87, Col91]). For German, an excellent
rule system for Fo generation has been established by Kohler [Koh90,
Koh91]. A famousquantitative model for the description of Fo contours
of many languageshas been presentedby Öhman and Fujisaki [Öhm67,
Fuj81]. In this model, Fo contours are generated by means of impulse
and step responses of second-orderlinear Systems, which are driven by
"accent" and "phrase" commands. An application of this model for
German utterances has been described in [MPH93].

7.2 F0 Generation in SVOX

Several methods have been tried for the generationof Fo contours in
the ETH TTS project. The most successfulof these attempts were two

implicit modeis of Fq production, which were directly derivedfrom a
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corpus of natural-speechdata. A concatenative approach has been de¬
scribed in [Tra90, Tra92], in which averaged natural Fo patterns were

concatenated in such a way that they formedthe Fo contour of new ut¬
terances accordingto their phonologicalrepresentation. This method is
very similar to the approach taken in [Aub90, Aub92]. The production
of Fo contours from phonologicalrepresentations by means of recur-

rent neural networks has also been reported in [Tra90, Tra92]. This
neural-network-basedapproach to Fo generationproved to be the most
successful,and it is the method currently applied in the SVOXsystem.
The remainder of this chapter will be devoted to the description of this
approach.

The basic idea of the application of neuralnetworks to Fo synthesis
was to train neuralnetworks to imitate the human processof generating
F0 contoursfromphonologicalrepresentations. Insteadof applying gen¬
eral rules to produce Fo contours, such neuralnetworks should mimic
one specific Speaker and one specific speaking style only.

Other attempts to automaticallylearn to produce Fo contours from
natural-speechdata can be found in [LF86] (using hidden Markov mod¬
eis), [SG89, Sag90] (using neuralnetworks,but in a different way than
that presentedin this chapter), and [EMC92] (Statistical and symbolic
learning procedures).

7.3 A NeuralNetworkArchitecturefor Fo
Prediction

Artificial neuralnetworks,or simply neuralnetworks (henceforth NN),
are assemblies of relatively simplecomputational units (so-callednodes),
which collectively perform an overallOperation. NNs are realizationsof
the "parallel distributed processing" paradigm [RM86]. Good introduc-
tions to neural networks can be found in, e.g., [RM86, Lip87].

There are a number of highly different NN architectures, which are

suitable for different tasks. In the NNs applied in the present report,
the nodes typically sum up values Coming from other nodes, perform
a non-linear function on this input sum, and send out the resulting
value to other nodes. The links between nodes are associated with
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a weight, by which the values transferred on them are multiplied, and
which can be adjustedby learning procedures such that a specific task is
fulfilled optimally. By training NNs through the use of an exampleset
of input-to-output correspondences, an internal representation of this
input-to-output mapping is derived, which is also expected to predict
"reasonable" Outputs for new inputs.

The idea of applyingNNs to the mapping of phonologicalpatterns
onto F0 contourswas originallyinspired by the NETtalk system [SR86,
SR87], in which a NN is used to predict the phonetic transcription of
a sentence from its graphemic representation. The type of NN applied
therein is a so-called multi-layerperceptron (MLP), in whichthe weights
are adapted by error backpropagation[SR86, RHW86]. This network
architecture is probably the most often used type for the mapping of
input patterns onto output patterns.1

The first concept of a NN for the prediction of Fo contourswas to
use the NN to predict Fo values relative to a base and a top line. Base
and top lines would have had to be set up by a separate procedure.
Moreover, it was intended that the Fo values be categorized into some
few levels, such that the output of the NN would be used to select
the most likely level category. The feasibility of such an approach for
the prediction of artificial, rule-generated Fo contours was verified in

[MK88]. However, the measurementof base and top lines in natural Fo
contoursand the prediction ofthese lines in TTS synthesis,which would
have been necessary for the realizationof this first concept, proved to
be a great problem in itself.

The successful F0 algorithmapplied in the CNET TTS system for
French [LEM89], in which absolute F0 values from a natural-speech
databasewere combinedinto synthetic F0 contours, then led to the idea
of simply lettingthe NN predict the absolute course of Fo directlyfrom
the phonological representation of an utterance, by mapping continuous-
valued Outputs of the NN onto Fq values in an appropriateinterval.

1While the NETtalk system is of high relevance to studies of automatic and
human learning abilities, the Performance of NN-based methods for grapheme-to-
phoneme mapping in practical TTS Systems is far inferior to the application of
dictionaries and purely symbolic computations, as has been pointed out in [CCL90].
In the author's personal view, a morepromisingplace for the appücationof NNs in
speech processing Systems is the mappingof symbolic data onto Statistical numeric
data, or vice versa.
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Figure 7.3: An Elman-type recurrent neural network with one hidden
layer. Such networks were used for the task of predicting Fo contours

from phonological representations. Some Outputs of hidden nodes are

fed back to the input layer upon the next step of an input sequence. At
the beginning, the feedback input values must be providedexplicitly. The
"nodes"ofthe input layer (squares) simply distribute incoming values to
the outgoing links, whereas the other nodes (circles) compute a sigmoid
transfer function.

Since utterances can be of arbitrary length, only a part (a window)
of the phonologicalrepresentation should be presentedto the network
in order to predict a corresponding portion of the entire Fo contour.
This seemed reasonabledue to the fact that the relative course of Fo
is influenced only by a small accentuationand phrasing context. How¬
ever, some additional mechanism had to be used in order to handle the
more general declination,whichextends over rather long Stretches in an
utterance.

A recurrent network of Elman type [Elm90] was therefore applied
for the prediction of Fo contours. Recurrent NNs of this type comprise
a fully connected feed-forward part as in the case of multi-layer percep-
trons, and, additionally,some internalnode Outputs emerging from one
input presentation are stored and fed back to some special input nodes
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when the next input is presented. (These special nodes of the input
layer are also called context units, since they provide the wider context
of the current input.) The structure of such networks is depictedin Fig¬
ure 7.3. Ehnannetworks can be used to map entire sequencesof inputs
onto sequencesof Outputs, where the recurrent links serve as a "short-
term memory". According to [Lip87], MLPs with two hidden layers
are (theoretically) able to handle more complex problems than MLPs
with one hidden layer only. Experiments were therefore conducted with
networks having one or two hidden layers, with feedback links fromthe
first or second hidden layer to the input layer.

The NN architecture shown in Figure 7.3 was used to predict a

portion of the entire Fo contour of an utterance from a portionof the
phonological representation of this utterance. By shifting the input
window through the entire input, the füll F0 contourwas obtained. The
füll contoursimply consisted ofthe concatenationof all predicted partial
contours. In the experiments described in this chapter, the output of
one step always represented the F0 contour of a Single syllable.

Preliminarytests with networks of the type presentedin Figure 7.3
showed that these networks were well capable of memorizingindivid¬
ual Fo contours and that they could learn declination-likebehavior. It
could therefore be hoped that the networks would be capable of de-
veloping internal representations from examples of the phonology-to-Fo
mapping and that they would predict appropriateF0 contours for new
phonological representations.

All NNs used in the F0 prediction experiments had the following
characteristics:

• Theweightsof all links between nodes were allowedto be arbitrary
real values.

• Before the training, all weights were initialized randomly with
values between -0.3 and +0.3 (uniform distribution).

• As usual, input "nodes" (represented as Squaresin Figure 7.3) did
not perform any specific transfer function but simply distributed
input values to all outgoing links.

• All nodes with indices k of hidden layers and of the output layer
performed the following sigmoid transfer function (shown in Fig-



172 Chapter 7. Neural-Network-BasedFq Control
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Figure 7.4: The sigmoid function usedfor NN nodes in all Fq predic¬
tion experiments.

ure 7.4):
pxk

yk = 1 + e~Xk eXk + 1

where Xk is the weighted sum of input values to node k, i. e.,

xk = 2_j Wkiyi
i

whereu>ki is the weight of the link from node i to the current node
k, and y* is the output value of node i.

• As usual, an adaptable bias on the input of the sigmoid function
(i.e., an adaptable shift of the transfer function with respect to
the argument axis) was realized by a weighted link from every
hidden and every Output node to a dummy node in the previous
layer, which constantly emitted the value 1.

7.4 The TrainingCorpus

7.4.1 Text Material

Since neural networks learn from examples, the task of Fo prediction
from phonological representations required a corpus of natural Fo con¬

tours together with correspondingphonologicalrepresentations. Such a

corpus of natural-speech data was established in the following way: a
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Figure 7.5: Overlayplot of a natural Fo contour (dots) and the man-

ually corrected and piece-wise linearized contour.

trained male Speaker (the same Speakerfrom whose voice the diphones
used in the SVOX System had been extracted) read 186 sentences in
a "neutral" news-reader style. The sentences were taken from 11 dif¬
ferent texts (news, weather forecasts, tourist information), which had
been extracted from newspapers. The sentences were of highly varying
length: the number of syllables in a sentenceranged from 1 to 147, with
an average of 35.4 syllables per sentence.

7.4.2 Fo Treatment

The sentences were LPC-analyzed, and Fo values were computed every
15 ms using a pitch detection program developed by the ETHspeech
processing group. This was based on the autocorrelation function of
the speech signal and applied a voicing decision adaptable to individ¬
ual Speakers. The raw computed Fo contours were manually corrected
and linearized. This piece-wise linearization very closely followed the
original contour, but unvoiced signal sections were assigned Virtual F0
values by a linear interpolation between the neighboringvoiced sections.
Figure 7.5 shows an overlay plot of an originaland a corrected and lin¬
earized Fo contour. The piece-wise linearization,whichwas stored (like
the originalcontour) in the form ofequidistant Fo samples (15 ms apart)
was close enough to be perceptually indistinguishable from the original
contour, if imposedon the LP-codedsentences.

The intention of the NN-based Fq generationwas to operatesyllable-



174 Chapter 7. Neural-Network-BasedFq Control

Demi-syllable Demi-syllable

1 Syllable

Figure 7.6: Extractionof 8 Fo values (circles) for each syllable: The
syllable is segmented into two demi-syllables,and each demi-syllable is

further segmented into two parts of equal length. Representative Fq
values are given by the intersection points of the segment boundaries
with linear regression lines throughthe given stylized Fq contour (dashed
line).

wise, i.e., to produce an Fo contour for one syllable in each step. This
procedure required a constant amount of Fo samples per syllable (cor¬
responding to a constant number of NN output nodes). To this end,
all sentences were manually segmented into demi-syllables, mainly by
Consulting the signal intensity contoursand by listeningto the resulting
demi-syllable segments. The middle ofthe syllable, i.e., the Separation
between two demi-syllables, was set at the earliest intensity maximum
in the syllablenucleus. Each of the demi-syllables was then again auto¬

matically split into two parts of equal length. For each of the resulting
four segments of a syllable, the linearizedFo contourwas approximated
by a linearregression line, and the F0 values at the intersectionpoints of
the regression line with the segment boundarieswere taken as Fo values
to be predicted by the NN, i.e., 8 time values and 8 corresponding Fo
values were stored for each syllable of an utterance. This extraction of
Fo values is schematically displayed in Figure 7.6.

The original Fo contour of an utterance is verycloselyapproximated
by the 8 Fo samples per syllable. It would be possible to indistinguish-
ably approximate Fo contours by fewer values (1 or 2 values, as for
instance in [d'A93]) but the simple and "safe" method presented in
this section was chosen in order not to lose any accuracy in any of the
preparatory steps.
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7.4.3 PhonologicalTranscription

Apart from Fo values,which were the desired output of the NN for Fo
prediction, phonological representations of the sentences in the training
corpuswere needed as input to the NN. Theserepresentations were ob¬
tainedby a manualtranscription ofthe speech signal. This transcription
was done only by the author in order to guarantee consistency over the
entire corpus and in order to obtain a transcription which was similar
to the kind of representation produced by accentuationand phrasing in
the TTS process. (It would have been desirable to have been able to
use the SVOXsystem to automatically generate the phonologicalrepre¬
sentation ofthe sentences in the Fo corpus, but this method was judged
insufficiently reliable.)

For the segmentaltranscription,the Standardphonetic transcription
of the words in the sentences was used, rather than a close phonetic
transcription of the uttered segments, because differences between the
Standard and a close phonetic transcription were of minor importance
to the problem of Fo prediction, and because a close segmental tran¬
scription would have required much more work.

Two typesof phraseboundary were transcribed: one for pauses (de¬
noted as #{1} in the phonological representation) and one for all other
perceived sentence-internal phraseboundaries (#{2}). #{0} was auto¬
matically assumedbefore and after each sentence.

Three types of accent were transcribed in a first step: pitch accents
(accents associated with a major pitch movement), non-pitch accents
on the main stress position in words, and secondary or tertiary word
accents. All other syllables were judged unaccented. In a second step,
thistranscription was convertedinto the accent values used in the SVOX
phonological representation as follows: The last pitch accent in each
phrase was denoted as [1], other pitch accents within the phrase as

[2]. Non-pitch accents on the main stress positions of wordsin a phrase
before [1] were denoted as [3], and after [1] as either [2] or [3], depending
on which value seemed appropriate in the context of the frameworkof
the automatic accentuationprocedure in the TTS process. Secondary
and tertiary accents on words were denoted as [4], and all unaccented
syllablesas [0].

Some of the sentences of the F0 corpus are given in Appendix C in
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Orthographieform together with the phonologicaltranscription of the
correspondingutterances.

7.5 Input and Output Coding

7.5.1 WindowTechnique

As already mentioned, Fo contoursin the prediction experiments were

generatedfor each syllableof an utterance. The Fo contour of a syllable
depends on a relativelywide phonologicalcontext as far as accentua¬
tion and phrasing information is concerned, whereas the influence of
segmentalproperties on the Fo contour of a syllableis much more local.

Theseconsiderations led to the following NN inputtreatment,which
is depicted in Figure 7.7: From the phonologicalrepresentation of an
utterance, two different aligned streams of symbolswere extracted. Each
symbolin the first stream represented the accent value of a syllable, a

phrase boundary, or a word boundary (denoted as '$'). For each symbol
of this first stream, a vector of binary features of segmental properties
(i.e., a "segmental property symbol") was put to the second stream.
For accent symbols in the first stream, these properties representedseg¬
mental properties of the correspondingsyllable. For boundary symbols
in the first stream, some dummy feature vector was put to the second
stream.

From each of the two streams, a windowcontaining several symbols
of the stream was extractedand, after a binaryencoding, fed into the
NN. The window in the first stream was usually larger than the win¬
dow of the second. Of course, the symbol for which output had to be
produced (the "focus" symbol) always had to be representedin both
streams, i.e., the Windows always overlapped by at least one symbol.
By shifting both Windows symbol by symbol and in parallel through
bothstreams, the Fo contour was generated for the entire phonological
representation. For input symbols not representing a syllable (i.e., for
boundarysymbols), the NNs were trained to produce dummyFo values
(cf. Section 7.5.3).

Due to the window technique applied to the input streams, some
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Figure 7.7: Input and output treatmentfor the NN for Fo predic¬
tion. From the phonological representation of an utterance, two symbol
streams are extracted, and Windows of different size are taken from both
streamsand fed into the NN. The output of the NN is the Fq contour of
the symbol in the "focus" ofbothWindows. By shifting both Windowsone
symbol at a time and Computing the functionrepresented by the NN, the
Fo contourfor the entire symbol stream is generated. 'V in the second
stream Stands for (different) vectors of syllable properties; 'F' in both
streams denotes window filier symbols. The eight outputFq values are

interpreted as start and end points offour linearpieces which constitute
the Fo contour of one syllable, correspondingto the treatment of the
syllable contoursin the Fq corpus.
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filier symbols had to be set before and after both streams in order to
enable the first and the last stream symbols to appear in the window
focus position.

At the start of the computation of an entire Fo contour, those input
nodes of the NN that corresponded to feedback links had to be initial¬
ized with specific values. From the second input symbol presentation
onward, these values were taken from the stored Output values of hidden
nodes of the previousinput symbol presentation.

7.5.2 Input Coding

Different binary codings of the phonologicalinformationwere used in
the development of the NN-based Fo control. For the training of the
NN which is currently used in the SVOX system,the input coding was
as follows:

Stream 1: (each symbol represented by 5 bits)

#{0} starting a (P)-type phrase —? 0, 1, 0, 0, 1

#{0} starting a (T)-typephrase —? 0, 0, 0, 0, 1

#{0} at the end of an utterance —? 0, 0, 1, 1, 1
#{1} starting a (P)-type phrase —> 0, 1, 0, 1, 0
#{1} starting a (T)-typephrase —? 0, 0, 0, 1, 0

#{2} starting a (P)-type phrase —? 0, 1, 0, 1, 1
#{2} starting a (T)-type phrase —? 0, 0, 0, 1, 1
#{n} with n > 2 treated like #{2}

$ (word boundary) —? 0, 1, 1, 1, 1

0 (accent) —? 1, 0, 0, 0, 0
1 (accent) —? 1, 0, 0, 0, 1
2 (accent) —? 1, 0, 0, 1, 0
3 (accent) —? 1, 0, 0, 1, 1
4 (accent) —? 1, 0, 1, 0, 0

window filier symbol —? 0, 0, 0, 0, 0
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Stream 2: (each symbol represented by 4 bits)
Each symbol was composed ofthe bits 'ShortV, 'HighV, 'LUC,
'RUC, with

ShortV= 0 if syllable contains diphthong or long vowel

(i. e., a vowel with lengtheningsymbol)
ShortV= 1 otherwise

HighV= 1 if the syllable nucleus was a vowel with generally
high F0 ([y], [y], [i], [i], [u], [0], [ce] in the F0 corpus)

HighV= 0 otherwise(including diphthongs)

LUC = 0 if no consonant oecurred to the left of the syllable
nucleusor the consonant to the left of the nucleus
was voiced and quasi-stationary
(fi], [1], [m], [n], [rj], [r], [v], [z], [y], [i], [u], fe])

LUC = 1 otherwise

RUC like LUC, but for the consonant to the right
of the syllable nucleus

Bit settings for boundary symbols in the first stream: 0, 0, 0, 0

Bit settings for window filier symbols: 0, 0, 0, 0

Feedbacks: all feedback inputs were initialized to 0

All binary inputs to the NNs were realized as the real values 0.0 and
1.0 at the input nodes.

Input Coding Example

Fromthe phonologicalrepresentation

#{0} (P) [l]mor-g9n #{2} (T) [3]komt |ain ga-[l]vi-t3r #{0}
the two streams of symbols
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#{0} 1 0 #{2} 3 $ 0 $ 0 1 0 #{0}
and

(0,0,0,0) (0,0,0,0) (1,0,0,0) (1,0,1,0) (0,0,0,0) (1,0,1,0) (0,0,0,0)
(0,0,1,0) (0,0,0,0) (1,0,1,0) (1,1,0,0) (1,0,1,0) (0,0,0,0) (0,0,0,0)

are extracted.

Assuming a window with 3 left and 6 right context symbols on the first
input stream, and a window with 1 left and 1 right context symbol
on the second, the binary coding of these streams (including the filier

symbols) is

(0,0,0,0,0) (0,0,0,0,0) (0,0,0,0,0) (0,1,0,0,1) (1,0,0,0,1) (1,0,0,0,0)
(0,0,0,1,1) (1,0,0,1,1) (0,1,1,1,1) (1,0,0,0,0) (0,1,1,1,1) (1,0,0,0,0)
(1,0,0,0,1) (1,0,0,0,0) (0,0,1,1,1) (0,0,0,0,0) (0,0,0,0,0) (0,0,0,0,0)
(0,0,0,0,0) (0,0,0,0,0) (0,0,0,0,0)

and

(0,0,0,0) (0,0,0,0) (1,0,0,0) (1,0,1,0) (0,0,0,0) (1,0,1,0) (0,0,0,0)
(0,0,1,0) (0,0,0,0) (1,0,1,0) (1,1,0,0) (1,0,1,0) (0,0,0,0) (0,0,0,0)

Assuming 10 feedback links, a NN for this configuration must therefore
have

n = nrFeedbacks

+ SymLenl* (WinLeftl + WinRightl+ 1)
+ SymLen2* (WinLeft2 + WinRight2+ 1)

= 10 + 5* (3 + 6 + 1)+ 4* (1 + 1 + 1)
= 72

input nodes.

For the first symbolapplied to theNN (the initialboundarysymbol),
the füll vector of 72 network input values (feedback initializations and
binarized window contents of the first and the second stream) would
therefore be

[0,0,0,0,0,0,0,0,0,0, 0,0,0,0,0, 0,0,0,0,0, 0,0,0,0,0, 0,1,0,0,1,
1,0,0,0,1, 1,0,0,0,0, 0,0,0,1,1, 1,0,0,1,1, 0,1,1,1,1, 1,0,0,0,0,

0,0,0,0, 0,0,0,0, 1,0,0,0]
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7.5.3 Output Coding

The output of the NN was 8 continuous values between 0.0 and 1.0,
which were linearlymapped onto the interval [50 Hz ... 200 Hz], which
was an appropriateränge for the Fo corpus used in the experiments.
Correspondingly,the desired Fo values were mapped onto the interval
[0.0... 1.0] for the training of the NNs. The 8 output values corre-

sponded to the 8 Fo samples for each syllable in the Fo contour, as

described in Section 7.4. For boundaryinput symbols, desired dummy
output Fo values for training were obtained from a linear connection
between the last value of the precedingsyllable and the first value of
the subsequent syllable. In prediction mode, Output Fo values corre¬

sponding to input boundary symbols were simply ignored.

7.6 NN Training

7.6.1 TrainingAlgorithm

Feed-forwardnetworks with nodes of the type discussed in this chap¬
ter are trained by error backpropagation[RHW86,Lip87]. In this well-
knownlearning procedure, the deviations between desired output values
and the output values actually produced by the network (i.e., the Out¬
put errors) are propagated back to nodes in previous layers, and weights
associated with links between nodes are changed accordingto their rela¬
tive contribution to the error that occurs at the node at whichthe links
end. The effect of these weight changes is a gradient optimizationof
the overallprediction error.

In order to train the recurrent networks used for F0 prediction, a

variant of the error backpropagation scheme for sequencesmust be ap¬
plied. This is described in, e.g., [RHW86] and especially in [Wer90].
The backpropagation for sequences operates by treating the time axis
as a spatial dimension: for a sequence of n input symbols and n cor¬

responding output symbols, the recurrent network is regarded as being
"unfolded" into a large, partially connected feed-forward network, in
which the feed-forward part of the recurrent NN is repeated n times
with identical weight matrices, and these n networks are connected by
the recurrent links (see Figure 7.8).
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Figure 7.8: Computation and training of a recurrent neuralnetwork by
regarding it as "unfolded" into a large, partially connectedfeed-forward
network with repeated weightmatrices. The repetitionfactor corresponds
to the length of the input/outputsequence.
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Because in this view the recurrent links simply transfer node Output
values to the input layer of the next subnet, and because the nodes of
this input layer simply distribute these values, the nodes with outgoing
recurrent links in subnet k can be thought of as being directly connected
to all nodes of the first hidden layer of subnet k + 1, with connection

weightsto be adapted during the training procedure.

The imaginary large network produces the entire sequence Output
from the entire sequence input in one feed-forwardcomputation. Ac-

cordingly, the large network can be trained by error backpropagation
from the Output layer of the last sequence output to the input layer of
the first sequence input.

In a practicalimplementation of a training step, the entire sequence
with inputs i\ to in is feed-forward computed using the same small

network,and all feedbackvalue vectors f\ to /n_i are stored, where fk is
the output vector ofnodes with outgoingrecurrent links in computation
step k. For the error backpropagation for the entire sequence from step
n back to 1, the feed-forward computation with ik and fk-i at the input
of the network in backwardstep k is done again, and the error between
the produced output and the desired output of step k is propagated
back to the input layer of the network (not only to the nodes of the
first hidden layer as in the ordinaryMLP backpropagation).The error

signal thus produced at the input nodes must then simply be added to
the error signal occurring at the nodes with outgoing recurrent links in

step k—1. The error signal at these nodes therefore consists of a part
Coming from the output error of step k — 1 and a part from the error

propagated back to the input layer in step k. Weight changes must be
carried out accordingto the required change accumulated over the n
backwardsteps.

In the author's first naive experiments on Fo prediction with recur¬

rent networks, the networks were not trained using the above "correct"

training procedure, but simplyby using the ordinaryerror backpropaga¬
tion algorithm. The additional errors occurringat nodes with outgoing
recurrent links were therefore simply ignored. This meant that errors

were not propagated from the end of a sequence back to the begin¬
ning. In other words, the NN could access informationfrom previous
computations in the sequence which were done anyhow, but a specific
element of a sequence could not influence the nature of these earlier
computations. Nevertheless, as had been verified in preliminarytests,
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this training still allowednetworks to learn, to a certain degree, sequen¬
tial behavior such as declination, i. e., sequencesof graduallydecreasing
values,which cannot simply be predicted from the input but require an

internal memory.

The NN used in the current SVOX system, which is described in
detail in [Tra95b], is one of the networks trained in this wrong mode
since it has not yet been outperformed in its Fo synthesis quality by
newer and correctly trained networks. The SVOXnetwork is a network
with two hidden layers, with 20 nodes in the first and 10 nodes in the
second hidden layer and 10 feedback links fromthe second hidden layer
to the input layer. The input and output coding and window sizes are

as described in Section 7.5. (It should be noted here that, unlike in the
SVOXnetwork, if networks with two hidden layers were trained with the
correct backpropagation for sequences, feedbacksfrom the first hidden
layer produced better results than feedbacksfrom the second hidden

layer.)
Correctly trained networks which come very close in their Perfor¬

mance to the SVOX network are networks with two hidden layers of
about 20 and 10 nodes in the first and second hidden layers respec¬
tively, 10 feedback ünks from the first hidden layer to the input layer
and with input and Output coding and window sizes as described in
Section 7.5. The difference to the SVOX network lies only in the fact
that they produce slightly less lively Fo contours.

Where not otherwisestated, the results provided in the subsequent
sections were obtained by applying the correct backpropagation for se¬

quences.

7.6.2 Training Experiments

In all experiments for F0 prediction, the error at the output of the net¬
work was defined as the mean square error between the actual network
output and the desired encodedFo values. A more perception-oriented
error criterionwould, of course, have been desirable but was not at hand.
Usually, the first 100 sentences of the Fo corpus were used as training
material, and the remaining 86 for evaluation purposes. Different in¬

put and output coding schemes were used, but the coding described in
Section 7.5 was applied to all networks for which resultsare reportedin
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Figure 7.9: Typical course of the mean square error for the training
set (solid line) and for the evaluation set (dotted line) as produced by
a network with two hidden layers with 20 and 10 nodes in the first and
second hidden layers respectively, and 10 feedback links from the first
hidden layer. The abscissa indicates the number of training epochs,
i. e., the number of füll presentations of all sentences in the training
set.

this thesis.

Figure 7.9 showsthe courseofthe meansquare error on the training
and on the evaluation set (averaged over all training and evaluation
examples,respectively) for a network with two hidden layers of 20 and
10 nodes, 10 feedback links from the first hidden layer to the input,
and input and output coding and input window sizes as describedin
Section 7.5. The learning rate in this examplewas 0.02, i. e., the weight
changes were 0.02 times the magnitudeof the change given by the raw

weight correction value of the backpropagation algorithm. The error

courseshown in Figure 7.9 is typical for such trainings: the error of the
training examples continuouslydecreases, while the prediction error of
the evaluation examples decreases in a first phase, reaches an optimum,
and then increases again. The usual explanationfor this behavior is
that, in the first phase, the network learns to generalize and to develop
an internal representation of the input-to-output mapping, but in the
second phase the network more and more simplymemorizes the specific
examples of the training set, and thereby loses some of the ability to

generalize.
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7.7 Results

Experiments were conducted with different input and output codings
and with different configurations for the hidden layer(s) of NNs. The
difficulty of choosing a good network for Fo prediction lies in the fact
that the simplemean Square distance measurebetween natural and pre¬
dicted F0 contours is not a good indicator of the perceivednaturalness
of the generated contours. The networks had to be judged mainly by
listeningto synthesized Fq contours.

Some of the best networks found in the experiments were networks
with two hidden layers with about 20 nodes in the first and 10 nodes in
the second hidden layer, 10 feedback links from the first hidden layer,
input and output codingand input windowsizes as describedin Section
7.5, and trained on the first 100 sentences of the Fo corpus. Slightly
better acoustic resultswere achievedwith two hidden layers than with
only one, and for networks with two hidden layers, better results were
obtainedwith feedback links from the first rather than from the second
hidden layer.

Figure 7.10 displays the original linearized Fo contours and NN-
predicted contours of average quality for three of the sentences in the
evaluation set of the Fq corpus. (Of course, these predictions were

not obtained from the füll TTS synthesis, but started from the manual
phonological transcription of the sentences.)

These networks produce quite acceptableFo contours, i. e., contours
without disturbing "errors". However, the contours are usually less
lively than natural utterances. Some particular problems that occur

with the networks are:

• Longer utterances consisting of several phrases usually sound
much more acceptable than short one-phrase or one-word utter¬
ances. The reason for this might be that the training corpus was

established with the aim ofproducing good Fo contoursespecially
for longer utterances and therefore containedmany long sentences,
which received more importance in the applied training procedure
because of their higher number of syllables.

• Main phrase accents ([1]) on the last syllable of an utterancewhich
should be realized as Fq hüls within this last syllablehardly show
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Figure 7.10: Original linearized (dotted lines) and smoothed
NN-predictedFo contours (solid lines) for three different sentences of
the Fq evaluation set, obtained from a network with two hidden layers,
with 20 nodes in the first and 10 nodes in the second hidden layer and
10 feedback links from the first hidden layer. The network was trained
until the point of optimal prediction of all Fo contours in the evalua¬
tion set. The prediction quality of the shown examples in terms of the
mean square distance corresponds to the average prediction quality on

the entire evaluation set of 86 sentences.
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any such Fo movement. There seems to be a conflict between
realizingthe accent and realizing the usually low F0 value on the
last syllable, which is very constant for unstressed last syllables.
The second rule seems to be strenger in this case.

• The Fo rise in accented syllables with long vowels and, especially,
diphthongs often starts earlier than in natural utterances.

[Tra95b] lists the weights of the network currently used for Fo pre¬
diction in the SVOX system and presents the füll algorithmfor its ap¬
plication as an F0 generator.

7.8 Formal Quality Evaluation

7.8.1 Experiment

In order to evaluate the quality of F0 prediction, two small formal lis-
teningexperiments were conducted with naive subjects and with some
members of the speech processing group. Fo prediction in these ex¬

periments started from the manual phonologicaltranscription of nat¬
ural sentences, which means that the experiments tested the Fo pre¬
diction alone, without the (possibly erroneous) automatic accentuation
and phrasingprocedure of the füll TTS synthesis.

In the first experiment,the subjects had to listen to 40 pairs of LP-
coded natural sentences (sampling rate 10kHz). In each pair, one of
the sentences carried the natural Fo contour, the other carried the Fo
contour predicted by the NN currently used in the SVOX system. The
natural and the synthetic version of the Fo contour were presented in
randomorder withineach pair, and the subjects had to find out which
one was the natural contour.

In the second, more difficult experiment,the subjects were presented
40 individual sentences which randomly carried either the natural or

the synthetic F0 contour predicted by the SVOXnetwork. The subjects
had to indicate whether they believed to have heard the natural or the
synthetic contour.
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The 80 test sentences were taken from the evaluation set of the Fo
corpus. These sentences were randomized, and the first 40 sentences of
the randomizedset were used for experiment 1, the second 40 sentences
for experiment 2. In bothexperiments,the test sentences were presented
in 4 groups of 10 Stimuli (pairs or single sentences), with a short pause
of about 1 minutebetween the groups. Each group was announcedby a

soundsignal. A pause of 3 secondswas inserted after each Stimulus, and
a pause of 1 secondbetween the two sentences of each pair in experiment
1. All Stimuli were presentedonly once. The averagedurationof the 80
sentences of both experiments was 7.06 seconds, the minimum sentence
durationwas 0.54 seconds, the maximumduration 21.4 seconds.

Both experimentswere carried out in one session. The totaltime for
both experiments was approximately 20 minutes. In order to overcome

some of the quality loss of the LP-coding, the Stimuli were played back
over a loud-speakerin a middle-sized room. The subjects were prepared
for the experiment in the following manner: First, the subjects listened
to some LP-coded sentences of a text in order to become familiär with
the quality degradation of LP-codedspeech. Second, different manipu-
lations of the Fo contour of two natural sentences were presentedand
explainedin order to direct the subjects' attention to speech melody.
Third, several paus of sentences were presentedas in the subsequent
experiment 1, but always playing first the natural, then the synthetic
version of the F0 contour. (Of course, these preparatory pairs did not
occur in the actual test.)

In the actual experiments,the subjects had to indicate their judg-
ments on answer sheets which displayed the first word of each sentence.

7.8.2 Results and Discussion

Both experimentswere carried out with two groups of subjects. In both
groups, the majority of the members were naive subjects (i. e., subjects
not involved in speechprocessing or linguistics andwith hardlyany prior
exposure to synthetic speech), but for comparison purposes the groups
also included some members of the speech processing group. For the
first group ofsubjects, sentences 1-40 of the randomized set of sentences
were used in experiment 1, and sentences 41-80 in experiment 2. For
the second group of subjects, the sentences used for experiment 1 and
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Subject Naive Recogn. Rate Recogn. Rate
Exper. 1 [%] Exper. 2 [%]

1 yes 70.0 75.0
2 yes 72.5 67.5
3 yes 72.5 65.0
4 yes 70.0 67.5
5 yes 57.5 52.5
6 yes 85.0 72.5
7 yes 70.0 62.5
8 yes 82.5 80.0
9 yes 82.5 85.0

average 1-9 73.6 69.7

10
11
12

no

no

no

average 10-12

92.5
52.5
65.0
70.0

80.0
50.0
55.0
61.7

Table 7.1: Recognition rates in two experimentsfor the evaluation

of the quality of NN-predicted Fq contours. The experiments are ex¬

plained in the text. For both experiments, the table shows the recognition
rates of 9 naive and 3 non-naivesubjects and the correspondingaverage
recognition rates. Random answers in both experimentscorrespondto a

recognition rate of 50 %.

2 were exchanged. In the following, only the results of the first group
of subjects will be shown since the results for the second group turned
out to be nearly identical.

Table 7.1 shows the "recognition rates" ofthe individual subjects on
both experiments (i.e., the number of correct answers divided by the
total number of answers in per cent) and the averagerecognition rates.
Table 7.2 shows the results if only long sentences are considered(i.e.,
sentences with a durationabove the averageof7.06 seconds, whichis the
case for nearly half of the sentences). The experiments were designed
such that completelyrandom answers would result in a recognition rate

of50%.

Thefirst conclusion that must be drawn from the resultsgiven in Ta¬
bles 7.1 and 7.2 is that the ability to judge the naturalness of the melody
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Subject Naive Recogn. Rate Recogn. Rate
Exper. 1 [%] Exper. 2 [%]

1 yes 64.7 75.0
2 yes 76.5 80.0
3 yes 70.6 65.0
4 yes 64.7 65.0
5 yes 64.7 65.0
6 yes 82.4 75.0
7 yes 70.6 60.0
8 yes 88.2 80.0
9 yes 82.4 85.0

averagel-9 73.9 72.2

10
11
12

no

no

no

100.0
47.1
64.7

85.0
35.0
60.0

average 10-12 70.6 60.0

Table 7.2: Recognition rates in the two Fq evaluation experiments
when only sentences with a duration above average (i. e., longer than
7.06 seconds) are considered.

of sentences in the described experimentalsetup varies considerably be¬
tween different subjects, even between the members of the speech pro¬
cessing group and even if the synthetic Fo contour is presentedtogether
with the natural contour. Therefore, only the best results should be
used for a judgmentof the quality of the Fo prediction.

If random answers are assumedin experiment 1 in cases where the
synthetic contours appear completelynatural, the best naive recognition
rate of 85 % in Table 1 suggests that about 2 * (100 - 85) % = 30% of
the synthetic contours sound as natural as to be confused with natural
contoursif presentedto naive listeners. If presentedto a trained listener
(subject 10), this is the case for about 15 % of all sentences, and for none
ofthe long sentences (Table 7.2). As expected, experiment 2 proved to
be more difficult, and the best results for experiment 2 in Tables 7.1 and
7.2 (85%) suggest that about 30 % of all synthetic Fo contours sound
highly natural if presentedin isolation.

These results show that it is possible to produce highlynaturalFq
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contours by means of the NN method presentedin this chapter, based
on rather restricted phonologicalinformation. However, the results
also show that much remains to be done in order to obtain completely
natural-soundingFo even for the limited pragmatic context of neutral
informationcommunication.

7.9 Generalization Behavior

It is difficult to investigate what rules a NN has actually learned. Look-
ing at weight values seems nearly hopeless. The Figures 7.11...7.15
therefore simply present NN responsesto some rather special, unnatural
inputs, which might serve as indicators of the internal rule representa¬
tion that may be developed in networks of the type presentedin this

chapter. All responses are produced by a network with one hidden layer
of 30 nodes, 10 feedback links, the usual input and output coding and
input window sizes, and trained until the point of optimal prediction on

the evaluation set. (This point in training is, however, not the best as

far as the overallacoustic impressionof this NN is concerned.)
Most of the figures are given with a syllable count abscissa, i.e.,

one unit corresponds to one syllable. Where not otherwisestated, the
syllable properties were constantly set to those of an input syllable [a:].

Despite the "correct" generalizations shown in Figures 7.11...7.15,
many Fo patterns producedby trained NNs still seem to be attributed
to specific input patterns only, and, in general, the networks seem to

have learned fewer useful generalizations than might be suspectedfrom
the given examples. This is not surprising if one considers the fact that
the input space (represented by 72 bits) is extremely sparsely filled by
the few training examples. Future research might attempt to compress
the input space in order to force NNs to learn more abstract concepts.

7.10 Fo Postprocessing

The raw Fo Outputs from NNs are somewhat ragged curves. In the
SVOX system, the Fo contours are therefore slightly smoothed before
they are applied to the synthetic signal. In order to do so, the network
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Figure 7.11: Fo contourproduced for the accentuation and phrasing
input #{0} 000000000000000000000#{0}, i. e., for a

sequence of completely unstressed syllables in one phrase. The resulting
Fo contour resembles a "declination base line". The contour indicates
that the recurrent links are actually used, since the declination occurs

even in the input ränge where the beginning and end of the utterance are

not visible in the input window, and the input remains constant from
one syllable to the next (i. e., after the third syllable and before the last
syllable but six).
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Figure 7.12: Fo contour produced for the accentuation and phrasing
pattern #{0} 002000000200000200000#{0}, t. e., a

sequence of unstressed syllables and some syllables with accent [2]. The
contour is actually a downstepping pattern of Fq hüls of the type that
would be expected in natural speech.
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Figure 7.13: "Declination resetting" in the Fo contour produced for
the accentuation and phrasing pattern #{0} 000000000000
0 #{1} 00000000 #{0}, i. e., a sequence of unstressed syllables
interrupted by a phrase boundary. The "declination line" is reset to a

slightly higher level after the boundary.
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Figure 7.14: Overlay plot of two Fo contours produced for the same

accentuation and phrasing pattern #{0} 00001000000#{0},
but once with the accented syllable [1] declared to contain a vowel of
low intrinsicpitch (solid line) and once a vowel of high intrinsic pitch
(dotted line). As expected, the vowel with high intrinsicpitch produces
a larger Fq excursion.
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Figure 7.15: Overlay plot of two Fo contours predicted for the same
corpus sentence of the evaluation set, once with the feedbacks enabled
(solid line) and once with the feedback values artificially set to their ini¬
tialization values for each sequencestep (dotted line). The differencein
the contours suggests that the recurrent links are mostly used to control
the general level of Fo whereas the more local phenomena are controlled
by the direct input to the network.

150

±. 100
iP

50
0.0 2.0 4.0

Time [s]

Figure 7.16: Raw Fo contour as produced at the output of the neural
network (dotted line) and the Fq contour after a slight smoothing (solid
line). The smooth contour is used in the actual signal synthesis.
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output Fo contours (with 8 time/value pairs per syllable) are sampled
at constantintervalsof 40 ms, and a moving averagefilter with window
size 3 is applied once to the sampled contour. Figure 7.16 displays
an example of the raw NN-generated contour and the Fo contour after
smoothing.

7.11 Conclusions

The best Fo generatorfor the SVOX system was realized by using a

recurrent neuralnetwork as Fo predictor. This approach requiredonly
a limited human effort in order to obtainan Fo generatorof high qual¬
ity. It was much more important to know what phonologicalproperties
control the phoneticrealizationof intonation than how these properties
are realized quantitatively. The qualitative part of the task of building
an Fo predictor was therefore based on well-known linguistic (especially
phonetic) research results. The quantitative part, however, was derived
automaticallyby optimizingthe parameters of a non-linear model for
the prediction of Fq contours, based on given Statistical data. The
advantage of this approach lies in the fact that a high quality of Fo gen¬
eration was reached with only little research on naturalFo production.
Disadvantages of this approach are that little insight is gained into the
actual rules that govern the phonetic-acoustic realization of intonation,
and, connected with this problem, that it is rather difficult to effect a

given desired change of the behavior of the resulting Fo generator.

One ofthe most useful prerequisitesfor future research on Fo predic¬
tion by means of neuralnetworks would be a perceptually appropriate,
computablemeasureof the deviation of synthetic contoursfrom natural
contours. Such a measure could be used for the training as well as for
the evaluation of Fo predictors.

The author has experienced many objections and skeptical com¬

ments conceming the application of neural networks. They were for
instance entitled "black magic". It would in fact be black magic if a

neuralnetwork wouldpredict Fo contoursfrom, e. g., Orthographieinput
text. However, since the symbolic phonologicaldata (accents, phrase
boundaries)and the physical data (Fo contour) are rather tightly cou-

pled, the NN training plays the role of an estimationprocedure for the
parameters of a non-linear Statistical model. SuchStatistical parameters
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occur in any Fo predictor, even in rule-based Systems. The question is
therefore not if, but how far the Statistical method should go, i. e., how
closely related the input ofthe Statistical model shouldbe to the Fo con¬

tour. In the case of the direct prediction of Fo from accents and phrase
boundaries, as in the SVOX system, the Statistical method admittedly
goes very far. In future, there might well intervene an intermediate
rule-based step for the prediction of a symbolic representation of the
intonation from accents and phrase boundaries. The Statistical method
would then have to map a symbolic description of the intonation of an
utterance onto physical Fq values, which could possibly be done even

better than the mapping described in this chapter.



Leer - Vide - Empty



Chapter 8

Summary:A Simple
Text-to-SpeechSystem

The first aim of the ETH TTS project was not to build a small real-time

system (which should fit within 640kByte of Computer memory, as in

many other projects). The aim has rather been to build a linguisticaUy
motivated System using general approaches to the different problems
occurring in TTS synthesis. This led to a prototype system of tremen-
dous size. The SVOX Systempresentedin this thesis is still very large
due to the fact that it is still more a research instrument than a "naked"
TTS program. Despite its size, the SVOX System consists of relatively
simple building blocks, which have been presentedin this report and
which will be summarizedbriefly in the following sections.

SomeTTS projects have attempted simplicity by applyingthe same
formalism (such as, e.g., the Delta rule development system [HKK85])
all over the entire synthesis system. The ETH TTS project developed
along a different line: the basic philosophywas to apply Solutions which
seemed most appropriate and promising for the individual partialprob¬
lems. This approach is most obviously expressedin the different natures
of the methods used in the transcription and in the phono-acoustical
model.

The SVOX TTS system Starts with a morphological and syntactic

199
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analysis of input words and sentences, as explainedin Chapter 3. This
analysis was implementedin the concise form of definite clause gram¬
mars, which are based on production rule Systems. Such production
rule grammars are well-known to both linguists and Computer scien-
tists. (The fact that the formalism is simple and easy to understand
does not, of course, imply that it is easy to write a grammar for a nat¬
ural language. However, a concise formalism such as DCGsmay help
to avoid unnecessary complicationsof this task.) The two-level rules,
whichwork in connectionwith the morphologicalanalysis,serve to keep
the lexicons and the word grammar small and general.

Chapter 4 showed how abbreviations, numbers, and novel words
can be converted into pronunciationform in the general framework of
the morpho-syntactic analysis, without extending the formalism and
without adding new parsing methods. Whereas other Systems start by
an explicit preprocessing stage with separate conversion procedures for
these special grapheme-to-phonememapping problems,the SVOX Sys¬
temintegrates the entiregrapheme-to-phonememapping withinthe "or¬
dinary" morpho-syntactic analysis. The special grapheme-to-phoneme
mapping of abbreviations, numbers, and novel words could therefore be
realized as a "by-product"of the morpho-syntacticanalysis.

Accentuation and prosodic phrasing, presented in Chapter 5, are

strongly based on works in generative phonology. Accentuation is
mainly based on the nuclear stress rule, which reduces non-nuclear
stresses withineach constituent,and on a rhythmic stress shift rule. The
phrasing algorithmbuilds largerphrases from small temporaryphrases
according to the syntactic structure of a sentence and according to a

criterion for the minimum length of an independent phrase, based on

accent and syllable counts. The accentuationand prosodic phrasing
scheme are probably the most language-specific and least general parts
of the SVOX system. Unlike for the other parts of the synthesis System,
it is not clear if and to what extent these methods could be applied to

languages other than German.

Thephono-acousticalmodeldescribed in Chapters 6 and 7 interprets
the phonologicalrepresentation of an utterance in terms of phonetics
and acoustics. Other TTS Systems, e.g., the MITalk system [AHK87]
or theKTH system [CG76],apply sophisticated explicit rule Systems for
this Interpretation,which required many years of research to establish.
In the SVOX System, implicit, trainable methods, which directly map
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the phonological informationonto acoustic parameters, are appliedfor
the same purpose. For duration control, a generalized linear model is
used, and Fo control is achieved by applying a neural network. The
synthetic speech signalis generatedby the concatenationof diphone el¬
ements whichhave been extracted from natural speech, and the prosody
parameters are imposed on the synthetic speech signalby using the sim¬
ple but very effective TD-PSOLA method. The implicit approaches in
the phono-acoustical model proved to be very successful and probably
required less eflbrt than the establishment of explicit rule Systems. The
majordrawbacks of these approachesare that they are less flexible than
explicit rule Systems and that they do not providemuch insightinto the
underlyingphonetics.

Most parts of the SVOX system are based on very general and
language-independent methods. Ad-hoc Solutions can currently be
found in the syllabification procedure (Chapter 5), the coarticulation
rules (segmentalphonology-to-phoneticsmapping, Chapter 6), and in
some parts ofthe accentuationand prosodicphrasingalgorithms(Chap¬
ter 5).

The SVOX system is currently regarded as one of the best TTS
Systems for German. But, of course, all parts of the System could be
further improved, especially as far as the linguistic knowledge bases in-
corporatedin the System are concerned. Apart fromsuch improvements
to the TTS synthesis of German, a future application of the SVOX Sys¬
tem to another language could reveal the generality and the Iimitations
of the SVOX architecture.
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AppendixA

ASCII-Representation
of German IPA Symbols

The SVOX system uses an ASCII representation of the IPA (Inter¬
national Phonetic Association) phonetic symbols used in the German
language. These ASCII forms frequently occur in the main part of this
thesis. The follwing table displays the IPA symbols, the corresponding
ASCII coding and the graphemic and phonetic representation of a word
that contains the corrspondingphone, as given in [Dud74, p. 14].

Usually, upper- and lowercase letters in the ASCII coding of the
IPA symbols are treated as equal in the SVOX system. In the lexicons
of Chapters 3 and 4, however, upper- and lowercaseletters are dis-
tinguished: Lowercase letters are used for ordinary IPA symbols, and
uppercase letters represent special symbols used, for instance, in the
two-level rules.

IPA ASCII Example

a a hat ['hat]
a: a; Bahn ['ba:n]
¦B 4 Ober ['|o:be]
¦e ~4 Uhr PM
ä ~a Pensee [pä'se:]
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Appendix B

Formalisms in the
Morpho-Syntactic
Analysis

This appendix presents the exaet definitionsof the format of all knowl¬
edge bases used in the SVOX morpho-syntacticanalysis.

Basic Symbols

AnyChar : ~* ... (any character >= ' ').

Letter :== "A" | ... | "Z" I "a" | ... 1 "z"

Digit :== "0" \ ... | "9".

Special * =S " —" ] It It I MgM

AlphaNuni :== Letter | Digit I Special.

Character :== "'" AnyChar.
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NullCharacter :== "Q".

Ident :== Letter {AlphaNum}.

Varldent :== "?" {AlphaNum}.

String :== "" {AnyChar}

Number :== [ "-" I "+" ] Digit {Digit}.

Remarks

• Basic symbols may not contain any blanks except where 'Any¬
Char' occurs.

• Upper- and lowercasecharacters are equivalent in identifiers.

Comments

LineComment :== "!" {AnyCharButEOL} EOL.

RangeComment :== "[" {AnyCharButSqBrackets | RangeComment} "]".

Remarks

• Commentsmay be used like blanks between basic symbols.
• Strings are delimitedby double quotes; to include double quotes

in a string, "" must be used for each double quote character.

• Within a comment started by '!', all characters on the same line
are ignored, including ' [' and ']'; i. e., a ränge commentmay not
be started withina line comment, unless it is finished on the same
line.

• Within a ränge comment of any nesting depth, all characters ex¬

cept ' [' and ']' are ignored, including '!'; i. e., a line commentmay
not be used to delete a ränge commentstart or a ränge comment
end.
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CommonDefinitions

Atom :== Ident.

Variable :== Varldent.

TermTuple :== "(" [Term {"," Term}] '¦)".

Term :== Atom I Variable I TermTuple.

Quality :== Number.

ConsDeclaration :== ":C0NS" ConsName [ConsDescr] [Features]
[AddFeatures] "*".

Features

Feature

AllowedValues

== ":FEAT" Feature {Feature}.

== FeatureName [FeatureDescr] [AllowedValues]

== "{" { Value [ValueDescr] } "}".

AddFeatures

FeatValPair

ConsName

ConsDescr

FeatureName

FeatureDescr

Value

ValueDescr

:== ":AND" FeatValPair {FeatValPair}.

:== »<" FeatureName Term ">".

:== Ident.

:== String.

:== Ident.

:== String.

:== Atom.

:== String.

ConsAndFeatures :== ConsName [TermTuple]

Remarks
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• The empty feature list can be expressedby '()' or by completely
omittingthe feature list parentheses.

Syntax of Lexicon DescriptionFiles

LexionDescr :== {ConsDeclaration}.

Remarks

• Lexicon description files should be used to störe permanent com¬
mentsand constituent declarations. Since lexicon files may be cre-

ated automatically(without any comments), these optional files
providea means to prevent documentation comments from being
overwritten. Currently, there may be one description file associ¬
ated with each lexicon.

Syntax of Lexicons

Lexicon :== {ConsDeclaration I LexEntry}.

LexEntry :== ConsAndFeatures GraphString PhonString
[Quality].

GraphString :== String.

PhonString :== String.

Remarks

• A lexicon consists of any number of lexicon entriesand constituent
declarations. Each lexicon entry consists of a constituent name

and a feature term tuple, the graphemic string and a correspond¬
ing phonemicstring.

• If the quality value is omitted, a minimal penalty value (= 1) is
assumed.
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Syntax of Grammars

Grammar :== {ConsDeclaration I GrammarRule}.

GrammarRule :== Head "==>" Tail "*" [Quality] [Invisibility].

Head :== ConsAndFeatures.

Tail :== {ConsAndFeatures}.

Invisibility :== ":INV".

Remarks

• A grammar consists of production rules in DCG-like form and
constituent declarations. Each production rule consists of a head
(a constituent with a tuple of features) and a (possibly empty)
tail, which is a list of subconstituents with features. Each rule
is terminated by a quality number, which is added to the overall
quality of a syntactic derivation when the rule is applied, and
possibly an invisibility marker, whichdetermines whether the rule
will produce a node in the parse tree or not.

• If the quality value is omitted, a minimal penalty value (= 1) is
assumed.

Syntax of Two-LevelRules

TwoLevelRules :== [Alphabet] {Automaton}.

Alphabet :== ":ALPHABET" {LexSurfPair} "*".

LexSurfPair :== LexChar ["/" SurfChar].

LexChar :== Character | NullCharacter.

SurfChar :== Character | NullCharacter.

Automaton :== ":AUTOMATON" AutName InputClasses
Transitions "*".
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AutName :== String.

InputClasses :== ":DEFAULTCLASS" Number
{":CLASS" Number ":IS" {LexSurfPair}}.

Transitions :== StateTrans {StateTrans}.

StateTrans :== ":TRANS" StateNumber ":T0"
StateNumber {StateNumber}.

StateNumber :== Number.

Remarks

• If 'SurfChar' is not specifiedin 'LexSurfPair', the surface character
is the same as the lexical character.

• The pair @/@ is not allowed.

Syntax of Data Collections

DataCollection :== {DataSection}.

DataSection

GrammarType

LexiconType

TLType

Remarks

":GRAMMAR" GrammarType Grammar ":END" I
":LEXIC0N" LexiconType Lexicon ":END" I
":TW0LEVEL" TLType TwoLevelRules ":END".

:== Ident.

:== Ident.

Ident.

• GrammarType may be 'SENTGRAM' or 'WORDGRAM'

• LexiconTypemay be 'FULLLEX', 'MORPHLEX',
or 'SUBMORPHLEX'.

• TLType may be 'MOGRAPH' or 'MOPHON'.
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Syntax of System Parameter Collections

SysParams :== {ParameterSetting}.

ParameterSetting :== ":PARAM" ParamName ParamValue.

ParamName :== Ident.

ParamValue :== String | Number I ".•TRUE" I ":FALSE".

Syntax of Lexicon Editor Descriptions

LexEdDescription :== Grammar.

Lexicon editor descriptions basically obey the same syntax as gram¬
mars, but all grammarrules must be of the form:

EDCONS(<ConstituentName>,<ConstituentDescr>)==> ...

where 'ConstituentName'refers to the lexicon constituent to be edited,
and 'ConstituentDescr' is an atom which describes the constituent and
which may be used to subcategorize the main constituent. The body
of the grammarrule usually contains the main constituent and possibly
additional constituents (like inflection endings). Each rule (interpreted
as generating grammar rule) is used to produce an entry in the word
form display field of the editor (in the order of appearance in the editor
description file).

Current restrictions:

•

•

The body of a grammar rule must either be empty or consist of
the constituent to be edited followed by one additional constituent
(usually an inflection constituent).
All features of the constituent to edit must be variable (the mini¬
mum number of features is 1), and exactly one of these variables
must occur inthe right-handadditional constituent; the remaining
features of the additional constituent may be variables or atoms.
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• All rules belonging to the same constituent to edit must occur

together in one sequence, and also all additional constituents of
the same type must occur together in sequence.

Example

The following code defines the editing of the constituent 'NS' (noun
stem). The constituent declaration is not necessary if defined elsewhere
(e. g., in the morphemelexicon or in a lexicon description file). To allow
the user to check the appropriate selection of the singular and plural
inflection category ('SC and 'PC'), a display of füll forms consisting
of the edited noun stem followed by the inflection endings (nominative,
genitive, dative, and accusative case) will be produced.

:C0NS NS "Noun stem11

:FEATURES SC "Sing.cl." {SKO SKI SK2 SK3 SK4 SK5 SK6
SK7 SK8 SK9 SK10 SK11}

PC "Plur.cl." {PKO PK1 PK2 PK3 PK4 PK5 PK6
PK7 PK8 PK9 PK10 PK11}

G "Gender" {F "Fem" M "Mas" N "Neu"}
S "Surf.cat. " {N "Noun"}

EDCONS(NS,NOUN_STEM) ==> NS (?SC,?PC,?G,?S) NES (?SC,N,S3) *

EDCONS(NS,NOUN_STEM) ==> NS (?SC,?PC,?G,?S) NES (?SC,G,S3) *

EDCONS(NS,NOUN_STEM) ==> NS (?SC,?PC,?G,?S) NES (?SC,D,S3) *

EDCONS(NS,NOUN_STEM) ==> NS (?SC,?PC,?G,?S) NES (?SC,A,S3) *

EDCONS(NS,NOUN_STEM) ==> NS (?SC,?PC,?G,?S) NEP (?PC,N,P3) *

EDCONS(NS,NOUN_STEM) ==> NS (TSC.TPC.TG.TS) NEP (?PC,G,P3) *

EDCONS(NS,NOUN_STEM) ==> NS (?SC,?PC,?G,?S) NEP (?PC,D,P3) *

EDCONS(NS,NOUN_STEM) ==> NS (?SC,?PC,?G,?S) NEP (?PC,A,P3) *

If the constituent description atom (second feature in 'EDCONS'
head) changes in the list of production rules, a new editable category
will be started. For example,

EDCONS(VS,Regular_Stem) ==> VS(?INFL,?TYPE) VE(?INFL,S1,PRES) *

EDCONS(VS,Regular_Stem) ==> VS(?INFL,?TYPE) VE(?INFL,S2,PRES) *

EDCONS(VS,Regular_Stem) ==> VS(?INFL,?TYPE) VE(?INFL,S3,PRES) *

EDCONS(VS.Regular.Stem) ==> VS(?INFL,?TYPE) VE(?INFL,S1,PAST) *
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EDCONS(VS,Past_only_stem)==> VS(?INFL,?TYPE)VE(?INFL,S1,PAST) *

EDCONS(VS,Past_only_stem)==> VS(?INFL,?TYPE)VE(?INFL,S2,PAST) *

EDCONS(VS,Past_only_stem)==> VS(?INFL,?TYPE)VE(?INFL,S3,PAST) *

allows to edit verb stems VS of two different typesseparately, although
they belong to the same morphemecategory. The first stem type is the
regulär verbstem, for which some present tense and past tense inflection
forms are displayed, and the second type is the past tense form of an

irregulär verb stem, which is shown with past-tense inflection forms
only.
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Appendix C

F0 Network Training
Corpus

186 sentences from 11 texts were used to train and test the neural
networks for F0 control. Some ofthese sentences (1... 10 and 181... 186)
are given below in Orthographieand phonological form.

The segmental transcription in the phonological representation
(given in ASCII form as described in AppendixA) is not a close phonetic
transcription of the actual utterances, but the Standard form according
to [Dud74] (except for [1], [m], [n], fe], and [«], which are replaced by
[al], [am], [an], [ar], and [rj, respectively). Theglottal stops before word¬
initial vowels are not includedin the transcription.

001
Friedliche Massenkundgebung in Peking

[2]FR1;T-LI-C6 [1]MA-S6N-[4]K2NT-GE;-B29 IN [1]PE;-KI9.

002
Beteiligung von Passanten
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B6-[1]TA1-LI-G29 FQN PA-[1]SAN-T6N.

003

Peking, 27. April.

[1]PE;-KI9 #{1} [2]Z1;-B6N-<2NT-[3]TSVAN-TSIK-ST6RA-[1]PRIL.

004
Trotz massiven Drohungen der chinesischen Führungsind am Donnerstag wieder
Zehntausendevon Studenten von der Peking-Universität zum Platz des
Himmlischen Friedens marschiert, um für mehr Demokratie zu demonstrieren.

[2]TRQTS MA-[3]S1;-V6N [l]DRO;-2-96N DE;R K1-[3]NE;-ZI-56N[1]F7;-R29
#{1} [3]ZINTAM [1]DQ-N6RS-[4]TA;K [3]V1;-D6R[2]TSE;N-[3]TAU-Z6N-D6
FQN 5TU-[1]D3N-T6N FQN DE;R [1]PE;-KI9-[4]<U-N1-V3R-Z1-[3]T3;T#{1}
TS2M [2]PLATS D3S [3]HIM-LI-56N [1]FR1;-D6NS MAR-[3]51;RT#{1} 2M F7;R
[2]ME;R [4]DE-MO-KRA-[l]Tl; TSU [4]DE-MQN-[3]STR1;-R6N.

005
Sie erhieltenbei ihrem Zug durch die Strassen Zulauf von Pekinger Bürgern.

Zl; 3R-[1]H1;L-T6N BAI 1;-R6M [1]TSU;K D2RC Dl; [1]5TRA;-S6N #{1}
[1]TSU;-LAUF FQN [2]PE;-KI-96R[1]BYR-G6RN.

006
Trotz scharfen Warnungender chinesischen Staats- und Parteiführung haben die
Studenten in Peking am Donnerstag eine weitere Massenkundgebung abgehalten.

[2]TRQTS [2]5AR-F6N [1]VAR-N2-96N DE;R K1-[3]NE;-ZI-56N[2]5TA;TS 2NT
PAR-[1]TA1-F7;-R29 #{1} [2]HA;-B6N Dl; 5TU-[1]D3N-T6N IN [1]PE;-KI9 AM
[1]DQ-N6RS-[4]TA;K #{1} A1-N6 [2]VA1-T6-R6 [1]MA-S6N-[4]K2NT-GE;-B29
[3]AP-G6-[4]HAL-T6N.

007
Die Disziplinder Studenten und das massvolle Verhalten der Polizei- und
Militäreinheiten sorgten dafür, dass der über 30 Kilometerlange Marsch,an dem
neben rund 50'000 Hochschülernauch einige zehntausendSympathisanten
teilnahmen, friedlich verlief.

Dl; [4]DIS-TS1-[1]PL1;NDE;R 5TU-[1]D3N-T6N 2NT DAS [2]MA;S-FQ-L6
F3R-[1]HAL-T6N DE;R [4]PO-Ll-[l]TSAl 2NT
[4]M1-L1-[1]T3;R-[4]<A1N-HA1-T6N #{1} [1]ZQRK-T6N DA-[3]F7;R #{1} DAS
[2]DE;R [3]7;-B6R [2]DRAl-SIC [4]Kl-LO-[2]ME;-T6R [3]LA-96 [1]MAR5 #{1}
AN [2]DE;M NE;-B6N [3]R2NT [2]FYNF-TSIC-[3]TAU-Z6NT
[l]HO;X-[4]57;-L6RN#{1} AUX [2]A1-NI-G6[2]TSE;N-[3]TAU-Z6NT
[4]ZYM-PA-T1-[1]ZAN-T6N[3]TA1L-[4]NA;-M6N #{1} [1]FR1;T-LIC
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F3R-[3]L1;F.

008
Dialogsignal

[4]D1-A-[1]L0;K-ZIG-[4]NA;L.

009
Nachdem die von beiden Seiten befürchtete Konfrontation vermieden worden war,
signalisierte die Regierungbedingte Verständigungsbereitschaft.

NAX-[2]DE;M Dl; FQN [3]BA1-D6N [3]ZA1-T6N B6-[2]FYRC-T6-T6
[4]KQN-FRQN-TA-[l]TSJO;NF3R-[1]M1;-D6N [3]VQR-D6N [3]VA;R#{1}
[4]ZIG-NA-L1-[2]Z1;R-T6Dl; RE-[1]G1;-R29 B6-[2]DI9-T6
F3R-[1]5T3N-DI-G29S-B6-[4]RA1T-5AFT.

010
Ein Sprecher des Staatsrats, den das Fernsehenin den Abendnachrichtenzitierte,
bot den Studenten einen Dialog an.

A1N [2]5PR3-C6R D3S [1]5TA;TS-[4]RA;TS#{1} [2]DE;NDAS
[2]F3RN-[4]ZE;-6NIN DE;N [2]A;-B6NT-[4]NA;X-RIC-T6N TS1-[1]T1;R-T6#{1}
[2]BO;TDE;N 5TU-[1]D3N-T6N#{1} A1-N6N[4]D1-A-[1]L0;K[3]AN.

181
Nacheigenen Angabenwollen die Militärs ein bis zwei Jahre an der Macht bleiben.

NA;X [2]A1-G6-N6N [1]AN-[4]GA;-B6N#{1} [2]VQ-L6N Dl; [4]M1-L1-[1]T3;RS
#{1} [2]A1N BIS [3]TSVA1 [2]JA;-R6 AN DE;R [1]MAXT [2]BLAl-B6N.

182
Johannesburg.

JO-[l]HA-N6S-[4]B2RK.

183
Bei neuen Unruhenin verschiedenen südafrikanischen Städten sind drei Schwarze
ums Leben gekommen.

BAI [1]NQ7-6N [2]2N-[4]RU;-6N IN F3R-[2]51;-D6-N6N
[4]Z7;T-<A-FR1-[3]KA;-NI-56N[1]5T3;-T6N#{1} ZINT [2]DRA1 [2]5VAR-TS6
2MS [1]LE;-B6NG6-[2]KQ-M6N.

184



220 AppendixC. F0 Network Training Corpus

Bei Protesten gegen das Verkehrschaos in Karatschi sind neun Menschengetötet
worden.

BAI PRO-[l]T3S-T6NGE;-G6N DAS F3R-[2]KE;RS-[4]KA;-QS IN
KA-[1]RA;-T51 #{1} ZINT [2]NQ7N [2JM3N-56N G6-[1]T0;-T6T [2]VQR-D6N.

185
Über hundertwurden verhaftet.

[2]7;-B6R [1]H2N-D6RT [3]V2R-D6N F3R-[1]HAF-T6T.

186
Neues Bulletin ab 10 Uhr 45.

[1]NQ7-6S [4]B7L-[2]T39 #{1} AP [2]TSE;N [3]U;R [4]FYNF-<2NT-[1]F1;R-TSIC.
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SVOX Synthetic Speech
Demonstration

This appendix presents a German text as it can be entered into the
SVOX TTS system in order to produce synthetic speech. The corre¬

sponding speech signals are available via a world-wide web (WWW)
page. Currently, all sentences must be terminated by '.', '?', or '!'.
Empty sentences, that is, individual füll stops, produce pauses of 500
msec duration. As is shown in the weather forecast text (the second
section of the text below), upper- and lowercase letters are not distin-
guished, and 'ä\ 'ö', and 'ü' can be replaced by 'ae', 'oe', and 'ue'.

Nordwind und Sonne.

Einst stritten sich Nordwind und Sonne, wer von ihnen beiden wohl
der Stärkere wäre, als ein Wanderer, der in einen warmenMantel
gehüllt war, des Weges daherkam. Sie wurden einig, dass derjenige für
den Stärkerengelten sollte, der den Wanderer zwingen würde, seinen
Mantel abzunehmen.Der Nordwind blies mit aller Macht, aber je
mehr er blies, desto fester hüllte sich der Wanderer in seinen Mantel
ein. Endlich gab der Nordwind den Kampfauf. Nun erwärmtedie
Sonnedie Luft mit ihren freundlichen Strahlen, und schon nach
wenigen Augenblicken zog der Wanderer seinen Mantel aus. Da
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müsste der Nordwind zugeben, dass die Sonne von ihnen beiden der
Stärkere war.

erster Wetterbericht von 5 Uhr 30 .

allgemeineläge.
mit nordwestlichenwinden wird heute maessig feuchte luft gegen unser

land gefuehrt und an den alpen gestaut.
Prognosen hier heute donnerstag.
alpennordseite, wallis und graubuenden, im flachland wechselnd
bewoelkt mit aufhellungen. am alpennordhang staerker bewoelkt.
noch einzelne schauer, temperaturen am nachmittag um 22 grad.
nullgradgrenzegegen 3000 meter hoehe. in den bergen und zum teil
auch im flachland maessigernordwestwind, alpensuedseite, ziemlich

sonnig, den alpen entlangzum teil bewoelkt.
tageshoechsttemperaturenum 27 grad.

wetteraussichten bis naechsten montag abend.
am freitag und samstag, im osten weiter abklingendeschauerneigung
und von westen her zunehmend sonnig, im westen ziemlich, im sueden

sogar vorwiegend sonnig, am sonntag und montag: schoen und
sommerlich warm, im norden einzelne abendgewitter.

Schneewittchen.

Es war einmal mitten im Winter, und die Schneeflockenfielen wie
Federn vom Himmel herab, da sass eine Königin an einem Fenster, das
einen Rahmen von schwarzem Ebenholz hatte, und nähte. Und wie sie
so nähte und nach dem Schnee aufblickte,stach sie sich mit der Nadel
in den Finger, und es fielen drei Tropfen Blut in den Schnee. Und weil
das Rote im weissen Schnee so schön aussah, dachte sie bei sich: Hätt
ich ein Kind so weiss wie Schnee,so rot wie Blut und so schwarz wie
das Holz an dem Rahmen.
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Bald daraufbekam sie ein Töchterlein, das war so weiss wie Schnee, so

rot wie Blut und so schwarzhaarigwie Ebenholz und wurde darum
Schneewittchengenannt. Und wie das Kind geboren war, starb die
Königin.

Über ein Jahr nahm sich der König eine andere Gemahlin. Es war eine
schöne Frau, aber sie war stolz und übermütig und konnte nicht
leiden, dass sie an Schönheitvon jemand sollte übertroffen werden. Sie
hatte einen wunderbarenSpiegel, wenn sie vor den trat und sich darin
beschaute, sprach sie: "Spieglein, Spieglein an der Wand, wer ist die
Schönste im ganzen Land?", so antworteteder Spiegel: "Frau Königin,
Ihr seid die Schönste im Land." Da war sie zufrieden, denn sie wusste,
dass der Spiegel die Wahrheitsagte.

Schneewittchenaber wuchs heran und wurde immer schöner, und als
es sieben Jahre alt war, war es so schön wie der klare Tag und schöner
als die Königin selbst. Als diese einmal ihren Spiegel fragte:
"Spieglein, Spieglein an der Wand, wer ist die Schönste im ganzen
Land?", so antworteteer: "Frau Königin, Ihr seid die Schönste hier,
aber Schneewittchen ist tausendmal schöner als Ihr."

Da erschrak die Königin und ward gelb und grün vor Neid. Von Stund
an, wennsie Schneewittchen erblickte, kehrte sich ihr das Herz im Leib
herum, so hasste sie das Mädchen. Und der Neid und Hochmut
wuchsen wie ein Unkraut in ihrem Herzenimmer höher, dass sie Tag
und Nacht keine Ruhe mehr hatte. Da rief sie einen Jäger und sprach:
"Bring das Kind hinaus in den Wald, ich will es nicht mehr vor meinen
Augen sehen. Du sollst es töten und mir Lunge und Leber zum
Wahrzeichen mitbringen."
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