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You gotta make something explode to really understand it. You gotta
examine all those tiny particles while they’re still on fire.

– Charles Bushman in “Sling Blade”

Memphis: Whatcha doin’ there, boy?
Baby Mumble: I’m happy, Pa!
Memphis: Watcha doin’ with your feet?
Baby Mumble: They’re happy, too!

– from the motion picture “Happy Feet”





Abstract

Fluid flow phenomena are encountered at all length scales: from hurricanes,
the wakes of aircraft, down to blood flowing through our capillaries – bio-
logical tissues themselves can behave like fluids. In biological systems flow
happens in an environment that moves, grows and reacts. Addressing such
flows computationally requires methods that are capable of representing,
handling and evolving complex, deforming interfaces. In this thesis we de-
velop technologies based on and relating to particle methods, technologies,
which taken together provide a framework for the simulation of growing
tissues and aircraft wakes alike.

We first establish the foundation of Hybrid Particle-Mesh Methods, ad-
dressing issues pertaining to the representation of complex geometries and
their evolution. Novel multiresolution particle methods are then introduced
as a robust and e!cient tool to tackle transport problems that feature a
broad spectrum of length scales.

Using these techniques we demonstrate the robustness, versatility and
e!ciency of our approaches, by considering a set of applications ranging
from massively-parallel simulations of vortex rings, to advanced models of
Sprouting Angiogenesis, the growth of new blood vessels networks in the
context of tumor growth.





Zusammenfassung

Strömungsphänomene finden sich im Orkan, in den Wirbeln hinter Flugzeu-
gen, im Blut - das durch unsere Kapillaren fliesst und darüber hinaus
sogar im Verhalten biologischer Gewebe; in biologischen Systemen finden
Strömungen in einem Umfeld statt, welches sich bewegt, wächst und reagiert.
Die numerische Behandlung solcher Strömungen erfordert Methoden die
fähig sind komplexe sich verformende Geometrien darzustellen und zu be-
handeln.

In der vorliegenden Dissertation entwickeln wir Technologien rund um die
Partikel Methode, welche zusamengenommen ein Framework für die Sim-
ulation wachsender Gewebe und Flugzeugströmungen zugleich bilden. In
dem ersten Teil befassen wir uns mit dem Fundament dieser Arbeit: den
Hybriden Partikel Methoden und bearbeiten Probleme der Darstellung und
Entwicklung komplexer sich verändernder Geometrien. Anschliessend en-
twickeln wir neuartige Multiresolution Partikel Methoden, die ein robustes
e!zientes Werkzeug zur Handhabung von Transport Problemen darstellen.
Im weiteren demonstrieren wir die Robustheit, Versatilität sowie E!zienz
der entwickelten Methoden anhand von Anwendungen, die von der massiv-
parallelen Simulation von Wirbelringen, bis zur Modellierung von tumor-
bedingter Angiogenese sowie dem Wachstum neuer Blutgefässe reicht.
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Chapter 1

Introduction

Flow
Flow phenomena pervade our world: weather, flight, and a beating heart
are all depending on the dynamics of liquids. Fluid flow has persistently
remained one of the focal points of scientific endeavor. Firstly, due to its
ubiquity, and the resulting relevance for engineering applications, and sec-
ondly, because it manages to captivate; fluid flow can be described by very
simple physical laws, the complexity arising from this simple foundation,
however, puzzles mathematicians and engineers to the day. This discrep-
ancy have made it an early target for numerical calculation.

One of the grand challenges of fluid flow is the phenomenon of turbu-
lence. Turbulent flows are encountered when the inertial forces in the fluid
dominate, and dissipative forces are weak. The ratio between the two is
quantified by the Reynolds number. The higher the Reynolds number the
greater the range of length- and time scales that we encounter in the flow
field. In order to accurately capture the evolution of any flow, we must be
able to adequately represent all length scales in the numerical simulation.
Crudely put, we have two possibilities: either we resolve all scales (Direct
Numerical Simulation, DNS), or we formulate models, which account for
the e"ect of the small scale on the large ones, and resolve only the latter
(Large Eddy Simulation, LES).

LES is designed to predict the evolution of energy carrying scales, the
large eddies. This approach leads to considerable savings in both memory
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and computation time, compared to resolving all scales with a DNS. Conse-
quently, much higher Reynolds number flows can be addressed with LES. It
however hinges on the accuracy of the subgrid scale model to the particular
flow at hand, e.g. appropriate models close to solid walls are a subject of
ongoing debate.

In the meantime, DNS remains a valuable albeit costly tool for the study
of turbulent flows. Using the largest computing architectures available to
date, brute force simulations of turbulent flows can reach Reynolds numbers
in the order of the ten thousands. Many engineering applications that would
greatly benefit from more detailed knowledge about their flows, e.g. ship or
aircraft design, have Reynolds numbers that reside in the millions. In order
to reach these, we not only depend on the accustomed increase of computing
power [75], but also need to device smarter algorithms, that can exploit some
of the characteristics of turbulent flow. In the present work we propose and
validate methods, that are designed in this spirit.

Growth
All life depends on the assembly of simple building blocks into a structured
bigger entity. Lipids, proteins and acids, are congregated into viruses, bac-
teria and cells. A cell has the ability to multiply and to specialize and as
such to function as a piece of a complicated macroscopic machinery; creating
form and function through the intricate interplay of biochemical reactions,
mechanical forces and genetic transformation.

Cancer is a striking example of the delicacy of the orchestration of control,
regulation and function. Cancer is our own body, losing control of a few
cells. Due to a genetic defect, these cells become insensitive to signals that
otherwise control their reproduction, and homeostasis. Furthermore, they
evade programmed cell death, and override a cell-internal program that
limits the replication of individual cells [60].

Being a part of our body, cancerous cells “fight” for their survival like
any other organism. As long as these cells have su!cient access to nutrient,
they will replicate and form tumors. As soon as their environment changes,
e.g. nutrient is depleted, they will try to adapt, e.g. by migrating into re-
gions where nutrient levels are higher. By releasing growth factors they can
also recruit nearby blood vessels to grow towards them and thus gain direct
access to the nutrient supply system. However, due to the inherent detri-
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Figure 1.1: Zooming out on the description scale of cell clusters: from cells with adhesion
molecules, membranes and nuclei, to immiscible incompressible liquids, confined by surface
tension.

ment of homeostasis in this system, the vasculature that they establish in
this manner is in general tortuous and leaky. Through this defective vessels
migrating tumor cells can enter a transport high-way that can propel them
to remote and still una"ected regions of the body (metastasis).

In this thesis we develop methods and models, which allow us to study
the growth dynamics of several systems related to tumor growth on a scale,
which spans from the mesoscopic to the macroscopic level of description.
However, how is this related to flow?

Growth and Flow
The interior of a mammalian cell consists to a great part of water. The
extents of the cell are defined by a semipermeable membrane. Cells stick to
each other through adhesion molecules located on their membranes. This
adhesion can be di"erential, so that cells of the same type bind more strongly
to each other, and less so to cells of a di"erent type. As we increase our
scope and reduce the level of detail, we see cells forming clusters, which are
confined by the cumulative action of intercellular adhesion. As a collective,
these cells behave like a drop of a viscous liquid, held together by its sur-
face tension. Clearly, this analogy (see Figure 1.1), is not applicable to
all cells in all environments, e.g. consider red blood cells, which are freely
suspended in the blood plasma, and only form clusters in pathological condi-
tions, or osteocytes, which are embedded in the mineralized organic matrix,
that they themselves produce. However, it bears validity for a broad range
of systems, some of which we will consider in detail in this thesis. When
we investigate cellular dynamics, we must be aware that we might mistake
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al., 2002; Serini et al., 2003). Matrigel, which is obtained from
mouse tumors, contains most of the growth factors the
endothelial cells would normally encounter in vivo, while the
cell culture model excludes interactions with additional cell
types and the influence of remote guidance cues. The
extracellular macromolecules and growth factors in the
Matrigel stimulate HUVEC cells to elongate and form net-
works resembling vascular networks in vivo (Fig. 1), where
cords of endothelial cells surround empty lacunae. The
HUVEC cells do not penetrate into the Matrigel, forming
instead a quasi-two-dimensional vascular-like pattern. Thus,
our in vitro model compares best to in vivo quasi-two-
dimensional vasculogenesis, e.g., in the avian or murine yolk
sac (Gory-Fauré et al., 1999; LaRue et al., 2003).

Developmental biology classically aims to understand how
gene regulation leads to the development and morphogenesis of
multicellular organisms. Tissue mechanics is an essential
intermediary between the genome and the organism: it translates
patterned gene expression into three-dimensional shapes
(Brouzés and Farge, 2004; Forgacs and Newman, 2005). We
aim to understand how genetically controlled cell behaviors
structure tissues. What cell behaviors are essential? How do cell
shape changes structure the tissue? After identifying these key
mechanical cell-level properties, we can separate genetic from
mechanical questions. Which genes or gene modules influence
the cells’ essential behaviors and shapes? How do genetic
knock-outs modify cells’ behaviors? How do these modifica-
tions affect tissue mechanics, producing knock-out phenotypes?

Cell shape is an important determiner of tissue mechanics.
Cells can change shape passively, due to mechanical strain,
differential adhesion, or as a result of chemotactic migration by
other cells, or actively by cytoskeletal remodeling. Such active,
genetically controlled cell shape changes are ubiquitous in
development, as Leptin and Wieschaus first demonstrated in
the early nineties for Drosophila. Apical constriction of
epithelial cells in early Drosophila embryos drives epithelial
folding during ventral furrow formation. Numerous genes
control these shape changes, including twist and snail (Leptin
and Grunewald, 1990) and concertina (Parks and Wieschaus,
1991). In this example, active cell shape changes control
morphogenesis by inducing stresses and strains in the ventral
furrow. Cell shape can bias chemotactic cell migration by
setting a preferred direction of motility. This synergy occurs,
for example, during convergent extension in zebrafish, where
slb/wnt11-controlled, oriented, bipolar shape changes aid
persistent, directional cell migration (Ulrich et al., 2003).

Endothelial cells dramatically change shape during angio-
genesis and vasculogenesis; in response to growth factors
including VEGF-A and VEGF-C, intracellular-store-based
calcium entry remodels the cells’ actin cytoskeletons, changing
their shape from rounded to elongated and bipolar (Cao et al.,
1998; Drake et al., 2000; Moore et al., 1998). These calcium-
induced shape changes drive the formation of intracellular gaps
in confluent rat pulmonary arterial endothelial cell (RPAEC)
cultures (Moore et al., 1998), gaps which are similar to the
lacunae in HUVEC cultures and in the yolk sac (Gory-Fauré et
al., 1999; LaRue et al., 2003).

Computational models of cell aggregates provide important
insights into the self-assembly of cells into tissues. They show
how relatively simple cell-like behaviors, including cell shape
changes, chemotaxis, haptotaxis, cell adhesion, differentiation or
induction can produce biological patterns and shapes. Ex-
planatory models of biological morphogenesis address situations
ranging from the formation of bacterial (e.g., Budrene and Berg,
1995) and mesenchymal cell (Kiskowski et al., 2004) ag-
gregation patterns and Dictyostelium morphogenesis (e.g.,
Vasiev and Weijer, 1999) to avascular tumor growth (Drasdo
and Hohme, 2003), limb patterning (Hentschel et al., 2004) and
gastrulation (Drasdo and Forgacs, 2000; Peirce et al., 2004).
Many of these models treat cell aggregates as continua or treat
cells as points or rigid spherical particles, thus ignoring the role
of cell morphology in tissue shape changes. Glazier and Graner’s
(1993) Cellular Potts Model (CPM) is a simulation technique
which describes cell surfaces mesoscopically, allowing for
detailed, yet computationally efficient tissue modeling. Glazier
and Graner’s model has provided useful insights into a range of
developmental mechanisms (reviewed in Merks and Glazier,
2005a), including Dictyostelium morphogenesis (Marée and
Hogeweg, 2001), convergent extension during gastrulation
(Zajac et al., 2003), epidermal patterning (Savill and Sherratt,
2003) and tumor invasion (Turner and Sherratt, 2002), but no
studies have used the CPM explicitly to assess the role of cell
shape changes in tissue morphogenesis. Ultimately, the utility of
these models depends on their ability not only to reproduce but
to predict experimental phenotypes, e.g., due to gene knock-outs.

Several in silico models have reproduced in vitro vessel-like
patterns (Ambrosi et al., 2004; Gamba et al., 2003; Manoussaki
et al., 1996; Murray, 2003; Namy et al., 2004; Serini et al.,
2003). These models generate static patterns resembling those of
the initial stages of the vascular network, but the papers did not
compare the development of the in silico network to experimen-
tal results. Additionally, patterning in these models is transient:

Fig. 1. Typical time sequence of in vitro vasculogenesis at 4 h (h), 9 h, 12 h, 24 h and 48 h after incubation. Scale bar is 500 Am.
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Fig. 1. Typical time sequence of in vitro vasculogenesis at 4 h (h), 9 h, 12 h, 24 h and 48 h after incubation. Scale bar is 500 Am.

R.M.H. Merks et al. / Developmental Biology 289 (2006) 44–54 45
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(a) (b)

(d )

(e)

( f )

(c)

Figure 4. Still images taken during the impact of di!erent drops, under similar conditions as in
figure 1. (a) Initial splashing. (b) Continuous ethanol sheet. Note the bubble under the drop. (c)
Breakup of ethanol sheet. (d) Ethanol sheet breaks up into filaments. (e) Formation of holes.
Notice the thicker edge. (f ) Network of liquid filaments. Images are not to the same scale.

The very large edge velocity of the thin film, across the patches, is around 35 times
higher than the viscous velocity Vµ = !/µ ! 0.5 m s"1. This suggests that the mixing
of the ethanol with the crown liquid must have significantly reduced the viscosity of
these thin films, as Oh ! 20 in this case, based on the crown viscosity.

Figure 4 shows higher-resolution still images of some stages of the breakup process.

a b

c

Figure 1.2: a) In vitro vasculogenesis after 4 hours of initiation, and b) after 24 hours (both
pictures are taken from [99]). c) Formation of liquid filaments during the impact of a drop
on an ethanol sheet [138].

morphological similarity for physical equivalence. Especially when we trans-
form insights found through simulation back to the microscopic biological
level. That notwithstanding, we can find striking samples that corrobo-
rate the analogy: Figure 1.2 a) and b) depict in vitro vasculogenesis - the
formation of blood vessel networks through endothelial cells that connect
and stretch. Panel c) of Figure 1.2 shows liquid filament networks, that
emerge due to the thinning of a liquid film. Likewise, we observe similar
dynamics in the embryonic formation of a lung, and the viscous fingering
of Hele-Shaw flow. This fluid-like behavior of cells in certain systems, al-
lows us to model them using continuum formulations, and thus enables the
e!cient tackling of macroscale growth problems, such as tumor growth of
blood vessel formation.
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Figure 1.3: a) Morphogenesis of the lung of a mouse embryo [130]. b) Flow in a Hele-Shaw
cell (Photograph by T. Hamida).

The tools
In classical fluid dynamics applications, the equations governing the system
are known beforehand, and the di!culty lies in finding the correct solution
to them. Conceiving applications for biology goes hand-in-hand with a siz-
able amount of modeling. The governing equations may often be unknown,
or at least subject to refinement. This has a thorough e"ect on the require-
ments on the tools we employ to tackle those systems. The tool set we
employ needs to be very versatile and for instance cannot have the design
of a specialized code for solving the Navier-Stokes equations. The choices
we made in developing this tool set hinge on the requirements versatility,
robustness, and e!ciency.

Robustness Particle methods, when applied to the solution of convection-
di"usion equations in the context of Vortex Methods and Smooth Particle
Hydrodynamics, enjoy an automatic adaptivity of the computational do-
main as dictated by the flow map. The field quantities can always be re-
constructed by a linear superposition of the individual fields carried by the
particles. In smooth particle methods - as opposed to point particle methods
- each particle is associated with a smooth core function, or ‘blob’ enabling
the smooth representation of the field quantities and e!cient discretizations
of the governing equations.

The Lagrangian form of particle methods avoids the explicit discretization
of the convective term in the governing transport equations and the associ-
ated stability constraints. The particle positions are modified according to
the local flow map, making the method self-adaptive and robust. Addition-
ally, bypassing the discretization of the convective term makes it possible
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to study transport systems at the border between macro and mesoscopic
description [44].

Efficiency The self-adaptivity comes at the expense of the regularity of
the particle distribution as particles move in order to adapt to the gradients
of the flow field. Particle regularity is best guaranteed by remeshing the
particle locations on a regular grid. Regularity in the particle resolution
in general imposes a severe restriction on the overall adaptivity of particle
methods. For example in blu" body flows the boundary of the body is the
source of vorticity in the flow and it is important to discretize adequately
the boundary layer region near the surface of the body. This requirement
dictates the size of the particle cores. However for constant size particles,
as the vorticity gradients decay in the wake, it is clear that the flow is
discretized using unnecessarily large numbers of computational elements.
This deficiency of constant size particle methods clearly detracts from the
adaptive character of the method.

In this thesis we develop particle methods with extended spatial adap-
tivity; particle methods which adapt to the functions they represent by
employing fine sized particles in spatial regions that require high resolution,
and employing coarser sized particles where the functions are smooth.

Versatility Particle methods were first conceived for solving the inviscid
incompressible Navier-Stokes equations [115]. They were later extended to
applications like blu"-body flows [85, 112, 27] and successfully used to simu-
late interface dynamics [68], and flow-structure interactions [26, 67]. In this
thesis, we demonstrate how the combination of particles and meshes as com-
putational elements can lead to an e!cient modeling and simulation frame-
work, which complements the versatility and flexibility of finite-di"erence
discretizations with the robustness of particles. We present simulations of
problems as diverse as crystal growth, vortex ring decay, and the formation
of new blood vessels.

Chapter 2: Particle Methods
In this chapter we summarize the foundation of smooth particle methods.
We cover basic function and operator approximation using particles and
review advantages and drawbacks of describing solutions in a Lagrangian
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frame. In that context, we also introduce a set of high-order particle-mesh
interpolation kernels. We conclude the chapter by surveying the advantages
of the hybrid particle-mesh approach employed throughout this thesis.

Chapter 3: Evolving Geometries
In this chapter we will be concerned with representing and evolving ge-
ometries. In the context of the Lagrangian Particle Level set approach, we
discuss reinitialization pertaining to particles and introduce a conservative
formulation for solving partial di"erential equations on moving and deform-
ing geometries. Furthermore, we describe concepts for handling boundary
conditions on complex geometries, e.g. the immersed interface approach and
jump-corrected finite di"erences.

Chapter 4: Adaptive Global Mappings & Adap-
tive Mesh Refinement for Particle Methods
In this chapter we introduce two dynamically adaptive particle methods.
The Adaptive Global Mappings Particle method employs a mapping from a
reference space where particles have uniform sizes, to the “physical” space,
where particles have sized, which are adapted to the length scales of the
problem at hand. This mapping is in turn represented by particles and
evolves such as to ascertain an e!cient representation of all scales. The
Adaptive Mesh Refinement-based Particle Methods employs a multilevel
representation, where patches of fine-sized particles are adaptively placed
in regions that require high resolution. The e"ectiveness of both approaches
is displayed by numerical illustrations, which consider the one-dimensional
Burgers’ equation and the inviscid axisymmetrization of an elliptical vortex.
Additionally, we demonstrate how the Adaptive Global Mappings Particle
Method can be used as an e!cient particle level set method.

Chapter 5: Wavelet-based Particle Method
Wavelets are widely recognized for their ability to e!ciently compress data
with localized small-scale structures. By virtue of this property they have
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been used to solve partial-di"erential equations for more than a decade.
In this chapter we present a novel dynamically adaptive particle method
that combines the compression properties of wavelets with the strength of
particles methods: solving advection e!ciently. We demonstrate the versa-
tility of this adaptive method by considering benchmark interface tracking
problems, as well as simulations of crystal growth.

Chapter 6: Computing Flow
In this chapter we present large-scale calculations vortical flows in an incom-
pressible fluid. The hybrid character of the particle methods we employ in
this thesis allow for e!cient parallelization and enable simulations on thou-
sands of CPUs. We study the transition of vortex rings from their linear
phase of instability to the nonlinear phase and elucidate on the mechanics
of the secondary vortical structures found in this flow. Furthermore, we
perform DNS calculations of aircraft wake vortices using a billion vortex
particles.

Chapter 7: Computing Growth
In this chapter we first employ the techniques developed in Chapter 3 to
perform reaction-di"usion simulations on growing geometries. In a second
part we shift our focus to the simulation of avascular tumor growth. There a
sharp-interface approach using hybrid Lagrangian particle level sets is used
to calculate the evolution of the boundary between cancerous and healthy
tissue. We present results of three-dimensional simulations and assess the
challenges and problems of our approach. In the third part of this chap-
ter we consider sprouting angiogenesis, the tumor-induced growth of blood
vessels. We formulate a novel continuum-based model, which explicitly
incorporates e"ects of the microenvironment of the vessels on their mor-
phology and present simulations, which capture some of the characteristics
of in vitro sprouting angiogenesis.
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Hybrid Particle Methods





Chapter 2

Particle Methods

2.1 Particle function representation
Particle methods are a natural way of modeling flow problems as the La-
grangian advection is what physical particles actually do; flowing water
consists of the motion of water molecules, obeying Newton’s laws of mo-
tion.

Earliest calculations of fluid flow using a particle description where done
by Rosenhead [115]. He considered the evolution of a vortex sheet by rep-
resenting it by vortex particles and calculated its evolution by hand.

The Point Particle Approximation is based on the integral identity

q(x) =
!

!(x! y) q(y) dy , (2.1)

where ! is the Dirac delta measure. This integral equality is discretized
using particles as quadrature points:

qh(x) =
"

p

Qp !(x! xp) , (2.2)

where Qp denote the particle weights, e.g. Qp =
# xp+h/2

xp!h/2 q(x) dx where h

is the inter-particle spacing. This simple approximation has the drawback,
that qh cannot be evaluated in-between particle locations. However, it was



14 Chapter 2. Particle Methods

shown to possess some intriguing properties in homogenization [44]. Al-
though interesting mathematically, the practicality of this kind of represen-
tation is limited. Chorin [22], Leonard [90] and Raviart [113] introduced the
smooth particle scheme, which starts with the same integral equality (2.1),
but then applies a filter to it. In other words, the Dirac delta measure is
replaced by an appropriately constructed mollification, yielding:

q!(x) =
!

"!(x! y) q(y) dy , (2.3)

where "! = #d "(x), for x " Rd. This approximation introduces an error of
size

#q ! q!#L! $ C #r# $rq

$xr
#L! , (2.4)

given that the mollified kernel satisfies
!

"(x)x" dx = 0" , 0 $ % < r , (2.5)

and

#f#L! = sup |f | .

Discretization is performed in the same way as for the point particle ap-
proximation (2.2), by using particles as quadrature weights and quadrature
points combinations:

q!,h(x) =
"

p

Qp "!(x! xp) . (2.6)

For a su!ciently smooth " the error of this quadrature is given by

#q! ! q!,h#L! $ C (h
! )m # $mq

$xm
#L! , (2.7)

where m depends on the smoothness properties of ". What do we learn
from this error bound? Particle kernels need to be at least in C0 and
smooth particles must overlap, i.e. h

! < 1. Note however, that # is only a
characteristic kernel size, so we either need to set it to a well-defined size
(especially in the case of “small kernels” [140] or we actually need to set
# % h", with % < 1 to ascertain convergence.
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2.2 Operator approximations
In order to solve general transport problems using particle methods, we
additionally need a means to evaluate di"erential operators on the function
using particles. A simple way to do this is to apply the exact operator to
the function approximation [50]. For the case of the Laplacian operator:

#q!,h =
"

p

Qp #"!(x! xp) . (2.8)

Apart from not being conservative, the approximation (2.8) poses an addi-
tional problem: all di"erential operators act as high-pass filters. Thus the
sampling of# "! using particles is potentially much worse than the sampling
of "!.

A conservative and accurate approximation of the Laplace operator was
developed by Degond and Mas-Gallic [38, 39]. In this work, they did not
use the paradigm of exact operators but approximate ones; the method of
particle strength exchange (PSE), approximates di"erential operators by
suitable integral operators, e.g. the Laplacian:

#!q = #!2

! $
q(y)! q(x)

%
&!(x! y) dy . (2.9)

The accuracy of this approximation can be derived by assuming that & is
local, we can expand q(y) a x and find

#! q = #!2

! "

"

(x! y)" $"q

$x"
&!(x! y) dy (2.10)

and with the same argumentation as for the function approximation we
obtain an r-th order approximation of #if

!
&(x) x" dx = 0 , for % = 1 and 2 < % < r + 2 , (2.11)

and & is scaled such that
!

&(x)x2 dx = 2 . (2.12)
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Analogous to the function approximation using particles, the integral (2.9) is
now approximated with particle locations as quadrature points and particle
strengths as quadrature weights:

$
#!,hq

%
(xp") = #!2

"

p

$
Qp !Qp"

vp

vp"

%
&!(xp" ! xp) , (2.13)

where vp is the particle volume associated with the particle p.

2.2.1 Can you build better finite difference schemes with
Particle Operators?

The PSE method allows us to evaluate di"erential operators on scattered
particles sets. However, what does PSE amount to if the particles lie on a
regular lattice?

Assume particles lie on equidistant grid locations with a grid spacing of
1, and let us choose & as the following kernel:

&(x) =

&
2 (1! 1

2 |x|) |x| $ 2
0 otherwise

(2.14)

Evaluating (2.9) with above & (assume # = 1) and particles as equispaced
quadrature points we obtain:

#!,h=1q = (qi!1 ! qi) + (qi+1 ! qi)
= qi!1 ! 2 qi + qi+1 ,

(2.15)

which is equivalent to the centered second-order finite di"erence approx-
imation of# . Note however, that

#
& x2 dx = 8/3 &= 2. With “small”

kernels like (2.14) we need to resort to discrete normalization, e.g. instead
of condition (2.12) we require

"

i

&(i) i2 = 2 , (2.16)

which is indeed satisfied by the choice (2.15).
Doing this for other kernels, e.g. the Gaussian or a higher order B-spline

gives rise to finite di"erence approximations, which can be more isotropic
and have more regularizing properties compared to the minimal support
standard finite di"erence approximations. In some applications isotropy
and regularity properties can be crucial: e.g. calculating curvature from
level sets to model surface tension [96] (see also Section 7.2).
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2.3 The Lagrangian frame and remeshing
Particle methods have been extensively used to discretize transport equa-
tions in the Lagrangian frame. This bypasses the discretization of the con-
vection term, which is associated with stability issues and excessive numer-
ical di"usion for schemes such as finite di"erences and finite elements. One
possible way to derive the equations for the particle quantities is to go back
to the original integral form of the transport equations and consider them
in the Lagrangian frame, i.e. a frame that moves with the local flow field u,
i.e. dx/dt = u. Let us consider the following convection di"usion problem
in Rd:

$q

$t
+' · (q u) = 0 . (2.17)

Equation (2.17) states that the conserved quantity
#

q dx is convected in
the flow field u, i.e.

d

dt

!

V (t)
q dv =

!

V (t)

$q

$t
dv +

'

#V (t)
q

dx

dt
da

=
!

V (t)

$q

$t
dv +

'

V (t)
q u dv

=
!

V (t)

$q

$t
+' · (q u) dv

= 0 .

(2.18)

So if we initialize particle strengths as
#

Vp(t=0) q(x, 0) dv, or simply as
hd q(xp(t = 0)), and advect the particles with the local flow field, i.e. solve

dxp

dt
= u(xp, t) ,

dQp

dt
= 0 ,

(2.19)

then we obtain the solution of Equation (2.17) at x and t by reconstructing
q!,h as

q!,h(x, t) =
"

p

Qp(t) "!
$
x! xp(t)

%
. (2.20)



18 Chapter 2. Particle Methods

However, as particles follow the flow field, the locations of the particles
can become distorted and the overlapping condition can be violated. The
reconstruction (2.20) breaks down because "! is not well-sampled anymore
and the method fails to converge.

Many approaches that address this problem of Lagrangian distortion have
been formulated (see [25, 9], and references therein). The approach that is
most e!cient and commonly used in the context of smooth particle methods
is called “remeshing” and amounts to periodically interpolating particle
strengths onto a regular grid and creating a new set of particles at the grid
point locations:

Q̃p =
"

l

Ql M(x̃p ! xl) ; (2.21)

the old particles are discarded, and the grid points x̃p become the new
particles. The interpolation or remeshing kernel M is chosen, such that it
conserves the discrete moments of Ql, i.e. such that

"

p

Q̃p x̃"
p =

"

l

Ql x
"
l for 0 $ % < r̃ . (2.22)

Note that the number of particle is not necessarily the same for the new
and old set of particles. In multidimensions M is usually chosen as a tensor
product of one-dimensional kernels, i.e.

M(x) =
d(

i=1

B({x}i) , (2.23)

where {x}i is the i-th component of x. Examples of B(x) include B-splines
and extrapolations thereof [102]. In other numerical methods, which op-
erate on scattered point sets[11], the measure of accuracy of a kernel is
usually defined in terms of its capability to reproduce polynomials exactly.
Replacing (2.21) into (2.22), for the 1D case, and x̃p = i h we obtain

"

i

"

p

Qp M(i h! xp)(i h)" =
"

p

Qp x"
p , (2.24)

now for simplicity consider Qp = !0 p, then (2.24) becomes
"

i

M(i h! x0)(i h)" = x"
0 , (2.25)

in other words: the requirement for polynomial reproduction.
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2.3.1 Remeshing frequency
We need to employ a remeshing step in order to ascertain overlap of the
particles. We can find a rule for the frequency at which this remeshing is
performed by investigating the evolution of the inter-particle distance in
time. For the 1D case, let di(t) represent the distance between particle i+1
and i.

d(t) ( xi+1 ! xi . (2.26)

n the beginning (or right after remeshing), this distance has the value h.
The overlapping condition requires that the particles do not move more
than C h apart – where C is a constant which depends on the support of
the kernel, i.e.

!t |ḋi| < C h , (2.27)

that is

!t |ḋ| = !t |ẋi+1 ! ẋi|
= !t |ui+1 ! ui|
) !t d |'ui| ,

(2.28)

and thus !t < C #'*u#!1
L! , where the operator * denotes the outer prod-

uct. Using the definition LCFL ( !t#'*u#!1
L! , the remeshing period must

be chosen such, that

LCFL < C . (2.29)

If remeshing is performed at every time step, (2.29) represents a stability
constraint on the time step size. This constraint also shows that for linear
advection or solid body motions, particle methods can be employed with
arbitrarily large time steps, as the deformation in these flows are zero.

2.3.2 A selection of Particle-Mesh interpolation kernels
The remeshing kernel should be chosen based on the nature of the problem
that we want to solve, e.g. in Direct Numerical Simulations of turbulent
flows, it is crucial to employ a kernel which is interpolating, so that the
amount of numerical di"usion that is introduced is minimal, however in
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compressible flows, that feature discontinuities in the density or velocity,
such a kernel can lead to spurious shock waves, and smoothing remeshing
kernels should be used. For the application of the smooth particle method
to incompressible flow the kernel of choice is usually a tensor product of
the M "

4 function. This kernel was derived in [102] as an extrapolation of a
fourth-order B-spline kernel:

M "
4(x) =

3
2

)
B4(x) +

x

3
$B4

$x

*
, (2.30)

its explicit form is:

M "
4(x) =

+
,-

,.

1
2 (|x|! 1)(3 |x|2 ! 2 |x|! 2) |x| < 1
! 1

2 (|x|! 1)(|x|! 2)2 1 $ |x| < 2
0 2 $ |x| .

(2.31)

This kernel is nominally third order accurate, is interpolating and has a
support of 4, and was used for the first time for vortex methods in [86].

For high-order calculations we derived the M """
6 and the M#

6 kernel func-
tions:

M """
6 (x) =

+
,,,-

,,,.

! 1
88 (|x|! 1)(60 |x|4 ! 87 |x|3 ! 87 |x|2 + 88 |x|+ 88) |x| < 1

1
176 (|x|! 1)(|x|! 2)(60 |x|3 ! 261 |x|2 + 257 |x|+ 68) 1 $ |x| < 2
! 3

176 (|x|! 2)(4 |x|2 ! 17 |x|+ 12)(|x|! 3)2 2 $ |x| < 3
0 |x| + 3 .

(2.32)

The first 6 moments of this kernel vanish, it is interpolating, it has even
parity, and the first derivative is zero x = ±3.

The M#
6 function nominally fourth-order accurate and has a support of 6:

M#
6 (x) =

+
,,,-

,,,.

! 1
12 (|x|! 1)(24 |x|4 + 38 |x|3 ! 3 |x|2 + 12 |x|+ 12) |x| < 1

1
24 (|x|! 1)(|x|! 2)(25 |x|3 ! 114 |x|2 + 153 |x|! 48) 1 $ |x| < 2
! 1

24 (|x|! 2)(|x|! 3)3(5 |x|! 8) 2 $ |x| < 3
0 3 $ |x|

(2.33)
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Figure 2.1: Spectra for the following kernels M !
4 (!), M !!!

6 (!!), M"
6 (· !· ), and the

autocorrelation of Daubechies’ scaling function of order 4 (·!!· , see Section 5.5).

This kernel was derived by requiring: M#
6 " C2(R3), interpolation (or delta-

Kronecker property),

M#
6 (i) =

&
1 , i = 0 ,

0 , i &= 0 ,
, i " Z ,

polynomial reproduction up to fourth order, even parity, and vanishing first
and second derivatives at the end points (x = ±3).

Figure 2.1 depicts the spectra of the kernels: evidently, the higher-order
kernels introduce less small scale features, as the amplitude for higher wave
numbers is smaller than for the M "

4.
The M#

6 kernel is in fact a special instance of a family of kernels:

M$
6 =

+
,,,,,,,,,,-

,,,,,,,,,,.

! 1
744 (|x|! 1)(40 |x|4 ' + 20 |x|4 ! 60 |x|3 ' ! 61 |x|3

+20 |x|2 ' ! 951 |x|2 + 744 |x|+ 744)
|x| < 1

1
1488 (|x|! 1)(|x|! 2)(40 |x|3 ' + 20 |x|3 ! 180 |x|2 '

!183 |x|2 + 260 |x|' ! 459 |x|! 120 ' + 1614)
1 $ |x| < 2

! 1
1488 (|x|! 2)(|x|! 3)2(8 |x|2 ' + 4 |x|2 ! 36 |x|'
!49 |x|+ 40 ' ! 42)

2 $ |x| < 3

0 3 $ |x| .
(2.34)
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This family has the same properties as M#
6 ( M$=153/4

6 , except that only
M#

6 is in C2. This family may be useful for implicit LES applications of
particle methods in the spirit of [3, 66].

2.3.3 Renormalization
The kernels in Section 2.3.2 conserve d + 1 moments and they reproduce
polynomials up to dth order. The conservation property is ascertained also
in the discrete sense independent of the distortion of the particle locations.
Polynomial reproduction, however, is in general lost. A side e"ect of this loss
are small scale oscillations in the representation of the solution. One way to
remedy this spurious errors is to renormalize the kernel after interpolation,
e.g.

qrenorm.
i =

/
"

p

h M(i h! xp)

0!1 "

p

Qp M(i h! xp) . (2.35)

However, with (2.35) the moment conservation is lost.
A simple rule for particle methods is to not renormalize when solving

conservation laws, i.e. $tc + $x(uc) = . . . and to renormalize in the case of
advection equations of the form $tc+u $xc = . . ., which appear for instance
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in level set applications Section 3.1, because there, the transport of the value
of c is at the focus, and not the transport of an integral measure of c.

2.4 Hybrid particle methods

2.4.1 The advantages of structure
On a structured grid physical neighborhood and logical neighborhood (in
memory, access) usually coincide. Compare the following evaluation of# q
in 2D at a given point (on a particle, on a grid point, respectively):

1: #h=1q ) (qi+1,j + qi!1,j + qi,j+1 + qi,j!1 ! 4 qi,j)
5 load operations, 1 store operation, 8 additions, 1 multiplication

Algorithm 2.1: Laplacian on the grid

1: for p" = 1, Nneighbors(p) do
2: l = NeighborIndex(p")
3: (#!,hq)p"+ = &(xp ! xl) (ql ! qp)
4: end for

>10 load operations, 1 store operation, >12 additions, >4 multiplications

Algorithm 2.2: Laplacian on particles: the operation count is stated for the smallest possible
kernel, which uses 4 neighboring particles, this count is not including the operations involved
in evaluating the kernel.

Evidently, the minimal size, direct access evaluation on the grid is more
e!cient and in general leads to less cache misses than the particle evaluation.
Additionally, the grid-based evaluation is much easier to program as it does
not require auxiliary data structures such as verlet lists, or cell lists.

2.4.2 Evaluation of differential operators
The first class of hybrid Particle-Mesh methods was introduced with the
Particle-In-Cell (PIC) method of [61]. There velocities were evaluated on
a coarse regular grid while densities or charges were carried using parti-
cles. Our hybrid particle mesh methods have a one-to-one relation between
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particles and the mesh. Thus we can make use of the e!ciency of the eval-
uation of di"erential operators on a regular grid by interpolating particle
quantities onto the grid (P , M), evaluating the operators (M , M) and
interpolating the result back onto the particles (M, P):

(1) P , M qi =
1

p Qp M(ih! xp)
(2) M , M ri = (#h,FD q)i

(3) M , P (#q)(xp) =
1

j M(xp ! j h) rj

Together this yields

(#q)(xp) =
"

i

M(xp ! ih)(#h,FD)
2"

p"

Qp"(ih! xp"

3
, (2.36)

or

#hq = MT D M Q . (2.37)

The initial invention of this method avoided costly Particle-Particle inter-
actions. The presence of the grid has been further exploited in this thesis
in order to develop multiresolution particle methods (see Chapter 5) and
immersed interface techniques (see Chapter 3).

2.4.3 Efficient implementation of Particle-Mesh interpo-
lation

The e!ciency gain of hybrid particle methods hinges on the e!cient imple-
mentation of Particle-Mesh and Mesh-Particle interpolations. As we have
seen before, the P , M interpolation has the form

qi =
"

p

Qp M(ih! xp) . (2.38)

The most straightforward way to implement (2.38) is a verbatim translation
of the expression into code, i.e. to sum over all particles and evaluate the
kernel function M . Clearly, this is very ine!cient due to the locality of the
kernel M . A more e!cient approach would be to use cell lists an loop over
cell lists located around the target grid point i. Still this involves calculating
distances of particles to i, resulting in additional operations.

The key to an e!cient implementation of (2.38) lies in realizing that the
operation is usually performed for a whole grid, i.e. a set of grid points i,
and then to flip the loops as illustrated by Algorithm 2.3.
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1: for p " P do
2: x̂ = xp h!1

3: i1 = INT(x̂); i0 = i1! 1; i2 = i1 + 1; i3 = i1 + 2
4: x1 = x̂! REAL(i1); x0 = x1! 1.0; x2 = x1 + 1.0; x3 = x1 + 2.0
5: a0 = M(x0); a1 = M(x1); a2 = M(x2); a3 = M(x3)

/* In these kernel evaluation statements we can exploit the fact that the kernel M is

usually a piecewise polynomial, and that we a-priori know which interval of the kernel

x0, x1, etc. fall into; this saves us from using any conditionals. */

6: q[i0[0], i0[1], i0[2]] = q[i0[0], i0[1], i0[2]] + Qp a0[0]a0[1]a0[2]
7: q[i0[0], i0[1], i1[2]] = q[i0[0], i0[1], i1[2]] + Qp a0[0]a0[1]a1[2]
8: . . .
9: q[i3[0], i3[1], i3[2]] = q[i3[0], i3[1], i3[2]] + Qp a3[0]a3[1]a3[2]

10: end for

Algorithm 2.3: P# M interpolation; in this 3D example we assume that the computational
domain starts at the origin, the indices start at zero, and that we are using a kernel with
support 4. The index i is a symbolic abbreviation for i, j, k, e.g. i1[1] $ j1.

2.4.4 The Parallel Particle Mesh library
Writing scalable and e!cient parallel hybrid particle codes can be a chal-
lenging endeavor; the presence of both grids and particles requires careful
partitioning of the computational domain. The Lagrangian transport of
particles from one part of the domain to an other, necessitates dynamic
load balancing. Particle operations, such as P , M interpolations (Sec-
tion 2.4.3), demand specialized and highly-optimized implementations. The
parallel particle mesh library (PPM) is a an attempt to tackle these chal-
lenges on the road to state-of-the-art computing with particles.

The PPM was developed with the following design goals in mind: easy-
to-use parallelism, e!cient implementations of common particle operations,
enabling general particle-only, mesh-only, and hybrid calculations in two
and three space dimensions.

The library core provides several adaptive domain decomposition schemes,
multiple processor assignment methods, load balance monitoring, dynamic
load balancing, data mapping (sending, receiving), update of overlap re-
gions, parallel file I/O, optimized inter-processor communication (using Viz-
ing’s approximate solution of the minimal edge coloring problem [148]),
neighbor lists (cell lists and Verlet lists [146]), routines for building trees
(binary trees, quad-trees and oct-trees of particles, meshes, volumes or any
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combination of the three), and particle-to-mesh as well as mesh-to-particle
interpolation. This core infrastructure is supplemented with commonly used
numerical methods such as field solvers (FFT and geometric multigrid),
evaluation of di"erential operators on particles [45], and multi-stage ODE
integrators. Moreover, the PPM library provides bindings for the external
libraries fftw, MathKeisan FFT (NEC, Inc.), and METIS (graph partition-
ing for load assignment [77, 78]).



Chapter 3

Evolving Geometries

3.1 Representing complex geometries

Not all problems happen in a unit box. Many interesting problems across
disciplines happen within or around complex geometries, e.g. the swim-
ming of fish, flows past airplanes, the growth of crystals. In order to be
able to tackle the e"ects introduced by the geometric complexity of these
problems, we need to e"ectively represent those complex geometries, and
flow/structure interfaces. Thinking particles, the first approach that comes
to mind is to represent the surface of the geometry as a set of points in
space. This surface can be deformed by simply moving these points with
a given velocity. A simple query however, such as deciding whether we are
within the geometry or outside calls for a notion of connectivity between the
points, requiring that we perform a triangulation of this point set. When
the geometry is subject to large deformations, one needs to resort to remesh-
ing techniques, introducing new points in expansion zones, and removing
points in compression zones [95]. When the geometries undergo topological
changes, however, one needs to resort to heuristics. Methods that follow
this line are called interface tracking or front tracking methods, they have
been successfully applied to problems as diverse as multiphase flow [142],
drop breakup dynamics [29], or solidification [76].

The level set method represents a complementary approach that was in-
troduced by Osher and Sethian [107]. In the level set method a geometry$
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is described as the zero isosurface of a level set function (, i.e.

$ = {x | ((x) = 0 } . (3.1)

This level set function is chosen such that it represents a signed-distance
function, defined by

|'(| = 1 . (3.2)

The interface $ can be moved and deformed by making it subject to a simple
advection equation, which is often called the “level set equation”:

$(

$t
+ u ·'( = 0 . (3.3)

Surface properties can be retrieved directly from (, e.g. the surface normal
is given by

n = '(|! , (3.4)

and the mean curvature by

) = ' · n|! = #(|! . (3.5)

Level set methods have enjoyed great popularity and have been successfully
applied to a wide range of problems (see the textbook [108] and references
therein). Most level set methods solve Equation (3.3) in an Eulerian frame
using finite-di"erence discretizations. A drawback of this approach is the
inherent numerical di"usion associated with the discretization of the con-
vection term in Equation (3.3). This numerical di"usion leads to the loss
of small scale features in the geometry or interface that is represented by
the level set. Several remedies have been proposed, most prominently the
hybrid “Particle Level Set Method” introduced by Enright et al. [47]. This
formulation employs an Eulerian representation of the level set function on a
grid, and additionally uses marker particles, which are scattered around the
interface and carry subgrid-scale information to maintain and reconstruct
the interface. In [68] a truly Lagrangian particle level set method was intro-
duced, which enjoys the characteristically small numerical di"usion errors
introduced by the particle approach.
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Equation (3.3) can be discretized using a particle scheme:
d(p

dt
= 0 ,

dxp

dt
= u(xp, t) ,

dvp

dt
=

$
vp' · u

%
(xp, t) ,

(3.6)

and the function can always be reconstructed as

((x, t) =
"

p

vp (p M
$
x! xp(t)

%
, (3.7)

where vp denote the particle volumes. Basically, we would have to evolve
the particle volumes as well in order to reconstruct (, this however, is
unnecessary if we perform renormalizations of the kernel M as described
in Section 2.3.3, because the renormalization factor is equal to the particle
volume:

"

p

h M(x! xp) = v(x) .

3.1.1 Level set reinitialization
The signed-distance property (3.2) of the level set brings the following ad-
vantages: the distance to the interface can always be assessed in O(1) op-
erations, which can be crucial for immersed interface applications (e.g. Sec-
tion 7.2). The property (3.2) is also a condition on the regularity of the
gradient, which can be crucial for stable computation of curvature and other
higher-order surface properties (not because (3.5) requires |'(| = 1, we can
easily generalize (3.5) to ) = ' ·' ((/|'(|)).

The equation for the evolution of the signed-distance property, M (
1
2 |'(|2 can be derived using (3.3) and results in

$M
$t

+ u ·'M = !2Mn ·
$
'* u

%
n , (3.8)

so as soon as there is some deformation in the flow in normal direction, M
derails exponentially from unity. Reinitialization is the periodically applied
process of healing this divergence from the signed-distance property. There
are many di"erent approaches to this, they can however be classified into two
broad categories: fast marching type methods, and PDE-based methods.
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Fast marching type methods The fast marching method for reinitializa-
tion has been introduced by Sethian in [123] (see [124] for a comprehensive
review). These methods solve the Eikonal equation |'(| = 1 by discretizing
the ' operator using one-sided finite di"erences and updating grid point by
grid point in an iterative fashion. This method has a nominal computational
cost of O(N log N), as it requires the grid points to be sorted based on their
(-value. There exist improvements, like the group marching method [82],
which reduces the operational cost to O(N). However, the drawbacks of this
class are twofold. The first drawback is that solving the Eikonal equation
with one-sided di"erences leads to rough solutions, i.e. the error introduced
is not smooth. As a consequence, the computation of operators that involve
high-order derivatives leads to rather noisy results – this may necessitate
regularized operators, e.g. for curvature-driven flows. The second drawback
is that fast marching methods require a “kicko"” procedure: as fast march-
ing methods solve the Eikonal equation grid point by grid point, we require
at least two grid points at the interface for which the correct value of ( is
known to start o" the process. Chopp [21] presented a kicko" procedure
which is designed to provide a signed-distance function in a h neighborhood
of the interface. The method relies on a level set function with the sole
property of ((x) > 0 outside of $and ((x) < 0 inside. The method then
constructs bi/tricubic polynomials in each grid cell which is intersected by
the interface (sign change in (), and computes the distance of every grip
point bounding this cell by finding the closest point on $ using a Newton
method.

This method produces layers of grid points |((xi)| $ h with correct
signed-distance level set values with second order accuracy. The method
works e!ciently in situations where the level set is well-resolved. If the
level set is locally under-resolved the Newton method fails to converge and
the method breaks down. Under-resolved situations will always arise when-
ever the interface undergoes topological changes, e.g. drop break-up. We
therefore suggest to locally switch to a lower order approximation of the
interface in this cases, e.g. from bi/tricubic to bi/trilinear. This switch will
introduce the necessary numerical dissipation to regularize the problem.

PDE-based methods An alternative to fast marching methods was in-
troduced by Sussmann, Smereka, and Osher [136], were the following PDE
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is solved to steady state:

$(

$*
= S((o) (1!|' (|) ,

((x, * = 0) = xo(x) ,
(3.9)

where S(() a h-mollified sign function. High-order solutions can be ob-
tained by using a WENO scheme in conjunction with TVD RK integrators
[74]. Choosing WENO over ENO schemes results in smooth errors which
is desirable if we require to compute high-order derivatives of (. These
methods have the drawback that they are very expensive because (3.9)
needs to be solved to steady state. As we shall see later (Section 7.2.4), the
more grave drawback is that in general (3.9) perturbs the interface location.
Remedies for the latter have been proposed [135], however, being costly, we
have not implemented them in the course of our work.

Lagrangian reinitialization? In the context of particle level set methods
Cottet and Maitre [26] employ the following procedure to ascertain a signed-
distance property: when the signed-distance to zero level set is required, it
is obtained by evaluating ((x)/|'(| in place of ((xv). Hence

4444
(

|'(|

4444 =
4444
'(

|'(| !
(('*'()'(

|'(|3

4444 . (3.10)

which is equal to 1 at ((x) = 0. An other way of expressing this idea is to
Taylor expand ( around the interface as

((x) = ((x!)± |x! x!|
$(

$n
+O(|x! x!|2) ,

and thus
)

(

|'(|

*
(x) = ±|x! x!|+O(|(|2) .

Above reinitialization technique is very simple and very e!cient but only
accurate very close to the interface [68, 46].

As mentioned above, the PDE-based approach (3.9) is computationally
expensive and if reinitialization is performed at every time step, its heavy
use of WENO technology essentially challenges the use of particle methods
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Figure 3.1: Optimal choice for the reinitialization velocity for a level set function carried by
particles.

in the first place, as the biggest part of the computational expense will be
spent on reinitialization. Thus we may want to find a reinitialization scheme
that inherits the Lagrangian e!ciency for advection problems. Revisiting
Sussman and Osher reinitialization:

$(

$*
+ sign((o) (|'(|! 1) = 0 .

Replacing |'(| by |'(|2 we can rewrite this Hamilton-Jacobi form into

$(

$*
+'( (sign((o)'() = sign((o) .

This equation now consists of an advection and a “reaction” term, and the
advection velocity is given as

usussman = sign((o)'( .

It is noteworthy that we can replace sign((o) by an arbitrary odd function,
it could be ( for that matter. But in the context of Eulerian discretization
of convection the sign choice appears to be the best. As illustrated in
Figure 3.1, there should be a choice for the “reinitialization velocity”, that
is more pertaining to the Lagrangian frame.

In this thesis we propose a novel scheme, namely

$(

$*
+ (

$
1!|' (|!1

%
|'(| = 0 .
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What is hidden in this Hamilton-Jacobi form is the following equivalent
“advection” form:

$(

$*
+

$
(!|' (|!1 (

%
n ·'( = 0 .

There are no “reaction” terms in this formulation anymore, and the con-
vection velocity is given as

unew =
$
(!|' (|!1 (

%
n .

This formulation has not been tested yet, and while the accuracy of a WENO
discretization may be higher, it may still serve as a good “preconditioner”
for (3.9).

3.2 Conservation laws on complex geometries
Bertalmio et al. [14] introduced a method to perform di"usion calculations
on geometries that are represented by level sets in three dimensions. Xu
and Zhao [158], and Adalsteinsson and Sethian [2] later independently pro-
posed a level set method for the transport of surface-bound substances on
a deforming interface. Both works employed a non-conservative formula-
tion based on level set interface capturing and showed results of passive
advection of an interface with an associated surfactant. Here we present
a conservative, particle formulation of surfactant transport with reactions,
allowing the simulation of PDEs on 3D deforming geometries.

3.2.1 Reaction diffusion systems on general geometries
A general reaction di"usion system for NS species on a smooth surface
$ - % . R3 can be written as,

$cs

$t
= Fs(c) +'!

2
D

s
'!cs

3
, (3.11)

where s = 1, 2, . . . , NS and c (= (c1, c2, . . . , cNs); Fs represents the reaction
terms for species s and D

s
denotes the di"usion tensor associated with

species s. For simplicity of presentation we will only consider homogeneous
isotropic di"usion in the following, i.e.

D
s

= Ds 1 , s = 1, 2, . . . , NS , (3.12)
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where Ds is a constant. Equation (7.1) then simplifies to

$cs

$t
= Fs(c) + Ds#!cs , (3.13)

The operator# ! is called the Laplace-Beltrami operator on$.
We now consider a geometry that changes in time, i.e.

$(t) = {x!(t)} , (3.14)

with

dx!

dt
= un(x, c, $) . (3.15)

Using Equation (3.15) we rewrite Equation (7.1) as

$cs

$t
+'! · (cs u) = Fs(c) + Ds #!cs , (3.16)

which can be rewritten as

$cs

$t
+

$
(1! n* n)'

%
(cu) = Fs(c) + Ds' ·

$
(1!n*n)'cs) , (3.17)

see [131] for details of the derivation. In order to solve this problem with
particle methods it is more suitable to write Equation (3.17) as a conserva-
tion law:

$cs

$t
+' · (cs u) = (u · n)

$cs

$n
+ cs n* n'u

+ Fs(c) + Ds' ·
$
(1! n* n)'cs)

(3.18)

The reformulation from (3.17) to (3.18) necessitates the extension of both
cs and u from $ to %. The primary requirement on this extension is that it
be di"erentiable. However, inspecting the first two terms on the right-hand
side of Equation (3.18), we realize that if we extend cs and u such, that

$cs

$n
= 0 , and

$(n · u)
$n

= 0 , (3.19)

we can simplify Equation (3.18) to

$cs

$t
+' · (cs u) = Fs(c) + Ds' ·

$
(1! n* n)'cs

%
. (3.20)
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In other words, ignoring the reaction terms, an extension satisfying (3.19),
allows us to view a conservation law on a deforming geometry as a conser-
vation law in the embedding space %.

Given that the surface itself is advanced by the level set equation (3.3),
the particle discretization of Equation (3.20) particles leads to the following
system of ordinary di"erential equations:

dxp

dt
= u(xp, t) ,

dCp

dt
= vp F (c) + vpD'h ·

$
(1! n* n)'hc

%
,

dvp

dt
= vp' · u .

(3.21)

As we are solving the conservation law formulation (3.20) we need to
extend both the concentrations c and the velocities u o" the interface$,
requiring that this extension satisfies the requirements (3.19). As we are
only interested in the concentrations on $ it su!ces to extend the quantities
into a narrow band around the level set, which we define as

$e =
5

x
44 |((x)| $ +

6
. (3.22)

where the narrow band thickness is chosen such that it is greater than the
support of the P , M kernel employed. All calculations are restricted to
this narrow band. We periodically extend the concentrations by solving the
following PDEs [20, 109]:

$cs

$*
+ sign((o)'( ·'cs = 0 ,

$uv

$*
+ sign((o)'( ·'u = 0 ,

(3.23)

which leads to #cs
#n = 0 and #u

#n = 0.

3.3 Boundary conditions on complex geome-
tries

In order to be able to calculate transport problems within or around com-
plex geometries, we need to be able to impose boundary conditions on these:
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simulating blood flow through an aorta, requires imposing a no-slip bound-
ary condition on the velocity at the aortic wall. The growth velocity of a
crystal is given by the jump in the temperature flux across the boundary
boundary between the liquid phase and the solid phase.

In the context of particle methods, several di"erent particle approaches to
handle boundary conditions on complex geometries have been introduced
(see [112, 25]). Most of these approaches have been devised for the pri-
mary application of particle methods at the time, the incompressible Navier-
Stokes equations in vorticity form.

Recently, particle methods have been applied to simulation of di"usion
processes in complex geometries [119]. There a homogenous Neumann
boundary condition was imposed on the di"using function by using the
method of images [159, 12, 112]. The order of accuracy attainable with this
approach has not been established in general [112], and its application to
complex 3D geometries is not straightforward.

The Immersed Boundary Method was introduced by Peskin [111]. In this
work he simulated fluid flow in a heart, which was modeled by an immersed
boundary. By extending the fluid to a rectangle containing the original
domain and its interior, Peskin modeled the boundary conditions as sin-
gular forces exerted onto the fluid by the interface. Peskin’s key idea was
to model these forces by a mollified delta function, such that an appropri-
ate amount of force is spread onto the grid points, thus also confining the
corrections to computational elements in a narrow neighborhood of the im-
mersed boundary. The drawbacks of Peskin’s mollified delta approach are
that it is limited to delta singularities (i.e. continuous solutions), and that
it is only first order accurate. For more detail we refer to the review [101],
and to [67] for its application in the context of particle methods.

Immersed Interface Methods The immersed interface method was intro-
duced by Leveque and Li [92], as a method for solving elliptic equations with
discontinuous coe!cients or singular sources that are located on a possibly
complex interface. Similar to the immersed boundary approach, the inter-
face is “immersed” in a regular grid. In the immersed interface technique,
finite di"erence stencils are modified if they intersect the boundary. The re-
quirements on the geometry representation are therefore di"erent from the
immersed boundary method: while we require an explicit representation
of the boundary with surface elements in the immersed boundary method,
the immersed interface method needs information on the distance of grid
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points close to the boundary. While we can envision a purely particle-based
immersed boundary method, the immersed interface method relies on grid
representations and its design pertains to hybrid particle-mesh methods
only.

For a thorough introduction to the immersed interface method we refer
to the original article [92], and to works inspired by it [48, 153].

In the following we will illustrate the concepts of the method by consid-
ering two simple examples.

Assume we wish to evaluate

dcp

dt
=

$
#h c

%
(xp, t) ,

As we have seen in section Section 2.4.2, this involves three steps: P, M in-
terpolation, the evaluation of# hc on the grid, and the interpolation back
onto particle locations, M , P. The evaluation of# hc on the grid is done
using finite di"erences, say a standard five-point stencil in 2D. Assume fur-
thermore, that we need to satisfy a Dirichlet boundary condition or a jump
condition on an immersed interface $ represented by a level set function (.
As a five-point stencil only uses directly neighboring grid points, i.e. i± 1,
we can apply the standard stencil for all points i for which |(i| + h. Stencils
at points for which |(i| < h possibly intersect the interface and need to be
corrected.

We will limit this exposition to two di"erent cases:

c! = g , and (3.24)
[c]! = J , (3.25)

i.e. a Dirichlet condition (3.24) and a jump condition (3.25) across the
interface.

For the Dirichlet case we follow Chen et al. [20]: assume the interface
intersects the stencil between xi,j and xi+1,j . We can determine the inter-
section point up to second-order accuracy as

% =
(i,j

(i.j ! (i+1,j
.

Thus, the interface intersects [xi,j ,xi+1,j ] at xi+",j . Now in order to find
the second derivative in x-direction we can construct a second-order polyno-
mial that interpolates [ci!1, ci, g] at [xi!1,j ,xi,j ,xi+",j ] and take the second
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Figure 3.2: A function c with a jump discontinuity at x = x!.

derivative of this polynomial. Other di"erential operators are adjusted ac-
cordingly.

For the case of a known jump discontinuity at$ , we follow Mayo [98] and
consider a “jump corrected” Taylor expansion of c(xi+1,j) around c(xi,j)
(see Figure 3.2):

ci+1,j = ci,j + h c"i,j + 1
2h2 c""i,j

+ [c]! + (1! %)h [c"]! + 1
2 (1! %)2 h2 [c""]! .

(3.26)

Let us assume that [c"]! = [c""]! = 0. If we construct a standard three-point
approximation of# c at xi we obtain:

#h c ( h!2 (ci!1 ! 2 ci + ci+1) =# c +O(h2) + h!2 [c]! , (3.27)

and we make a O(h!2) mistake. We therefore need to correct the stencil as

#h
corr c ( h!2 (ci!1 ! 2 ci + ci+1)! h!2 J = # c +O(h2) . (3.28)

In this way we can also solve Poisson problems with jump conditions using
standard fast Poisson solvers (FACR, FFT, MG), because the jump correc-
tions can be precomputed and added to the right-hand side of the Poisson
equation [98, 92, 152, 153]



Part II

Multiresolution





Chapter 4

Adaptive Global Mappings
& Adaptive Mesh
Refinement for Particle
Methods

4.1 Introduction

Particle methods, when applied to the solution of convection-dominated
problems in the context of Vortex Methods and Smooth Particle Hydro-
dynamics, enjoy an automatic adaptivity of the computational domain as
dictated by the convective map. The field quantities can always be re-
constructed by a linear superposition of the individual fields carried by the
particles. In smooth particle methods - as opposed to point particle methods
- each particle is associated with a smooth core function, or ‘blob’ enabling
the smooth representation of the field quantities and e!cient discretizations
of the governing equations.

The Lagrangian form of particle methods avoids the explicit discretization
of the convective term in the governing transport equations and the asso-
ciated stability constraints. The particle positions are modified according
to the local flow map, making the method self-adaptive. This adaptation
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comes at the expense of the regularity of the particle distribution as par-
ticles move in order to adapt to the gradients of the flow field. Particle
regularity can be enforced by remeshing the particle locations on a regular
grid. An important particular case where remeshing and self-adaptivity can
be enforced together is when the topology of the solution can be tracked
and accounted for during the computation. This is the case for inviscid flow
calculations of vortex sheets (see for instance [97, 95]). In those examples
remeshing can be done along filaments or sheets of vorticity which guaran-
tees the accuracy of the computations for a minimal cost, as computational
elements are identified with the vorticity support.

For more general cases, regularity in the particle resolution in general im-
poses a severe restriction on the overall adaptivity of particle methods. For
example in blu" body flows the boundary of the body is the source of vortic-
ity and it is important to discretize adequately the region near the surface
of the body. This requirement dictates the size of the particle cores. How-
ever for constant size particles, as the vorticity gradients decay in the wake,
it is clear that the flow is discretized using unnecessarily large numbers of
computational elements. This deficiency of constant size particle methods
clearly detracts from the adaptive character of the method and its capabil-
ity to accurately resolve strong gradients while remaining computationally
e!cient.

Hence, beyond adaptivity as dictated by the flow map it is often neces-
sary to employ particle methods with di"erent resolution requirements as
dictated by the physics of the problem. In this case particle methods with
variable size particles have been developed in the context of vortex methods
for incompressible flows.

In [71] Hou proved the convergence of vortex methods with variable core
sizes for the Euler equations. In [24] Cottet, Koumoutsakos and Ould-Salihi
formulated a convergent variable core size vortex method for the Navier-
Stokes equations by using mappings from a reference space with uniform
blobs to the “physical” space with blobs of varying size in conjunction with
an anisotropic di"usion operator. This method was extended in a domain
decomposition framework to handle several mappings corresponding to dif-
ferent zones and grid-size requirements in the flow. In [112] this method
was used for the simulation of wakes with variable, albeit prescribed parti-
cle resolution.

All these methods require a priori knowledge of where the flow field should
be refined, and the refinement strategy is not of adaptive nature. Here
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we propose and validate for one-dimensional model problems two classes
of techniques that allow to refine dynamically the computational domain
and adapt accordingly its particle discretization. Both types of methods
can be viewed as extensions of the methods proposed in [24]: one uses a
global adaptive mapping, while the other is based on combinations of several
local mappings. They also relate to adaptive Eulerian methods. The first
class pertains to r-Adaptive finite element methods while the second one is
reminiscent of finite-di"erence Adaptive Mesh Refinement (AMR) methods.

The concept of r-adaptivity originated in the realm of finite elements and
amounts to moving the computational elements into areas of the compu-
tational domain where increased resolution capability is needed. The first
finite element method that achieved improved accuracy by adaptively mov-
ing the nodes of the triangulation has been presented by Miller in [100].
The equations of motion of the nodes have been determined by minimizing
a global error functional with respect to the weights of the finite element
basis functions and the positions of the nodes simultaneously. Since then,
many variations of this concept have been produced. For instance in [73] the
minimization of the error functional has been replaced by so called “Moving
Mesh Partial Di"erential Equations” (MMPDE) which can be derived from
node equidistribution principles.
One can argue, that particle methods are inherently r-adaptive due to their
Lagrangian character. This is true in the sense that computational elements
are moved into areas where increased capability of resolution is required.
Unlike the finite element method, the characteristic length scale of these
elements remains unaltered and it is usually uniform. Thus, the analog for
r-adaptivity in particle methods is to employ particles with varying core
sizes which adapt with the evolution of the solution they represent.

AMR methods have been first proposed by Berger and Oliger [13] in the
context of finite-di"erence methods. The idea here is to define blocks of
uniform grid-sizes, that are defined dynamically based for instance on a
posteriori error estimates. Blocks with di"erent grid-sizes communicate by
exchange of boundary conditions as in domain decomposition methods. We
revisit this class of methods in the context of particle methods by merely
extending the variable-blob techniques introduced in [24] for the case of
several local mappings. Our method is heavily based on overlapping of the
sub-domains and particle remeshing in the overlapping zones play the role
of interface boundary conditions in finite-di"erence AMR methods.
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In our two classes of techniques, one can expect that rephrasing in terms
of particle methods concepts inherited from adaptive finite-element or finite-
di"erence methods may lead to methods that will keep the essence of parti-
cle methods, namely its robustness when dealing with convection dominated
problems or problems involving complex physics, while optimizing their ac-
curacy.

4.2 Particle method with variable core sizes
We present the variable core method as it is applied to convection-di"usion
problems of the form

$q

$t
+' · (u q) = , #q . (4.1)

Using the particle discretizations described in Chapter 2, Equation (4.1)
can be solved by integrating the following ODEs for the particle positions,
volumes and strengths:

dxj

dt
= u(xj , t) ,

dvj

dt
= ' · u(xj , t) vj ,

dQj

dt
=

,

#2

"

k

7
Qk vj !Qj vk

8
&!(|xj ! xk|)

(4.2)

for j = 1, . . . , N .
In order to resolve problems with variable resolution requirements particle

methods with variable core sizes have been introduced in [71] and [24]. They
utilize a smooth map f : %̂ , %, which maps a “reference” space %̂ . Rd

with uniform core sizes #̂ onto a “physical” space% . Rd, so that

x = f(x̂) , x̂ = g(x) ,
5
!

6
ij

=
$x̂i

$xj
and |!| = det! (4.3)

and the cores in physical space become anisotropic and of the order of

# %
)

1
|!|

* 1
d

. (4.4)
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As shown in [24] the Laplacian can be written in reference space as

# q = |!| $

$x̂i

)
bij

$q

$x̂j

*
, (4.5)

with

bij =
1
|!|

$x̂i

$xk

$x̂j

$xk
. (4.6)

The operator in reference space is generally of anisotropic nature. An ap-
proximation of the kind of (2.13) for the anisotropic case has been developed
in [38] and we can approximate (4.5) as

# q ) |!|
#̂2

!
-!

ij(x̂! ŷ)
)

mij(x̂) + mij(ŷ)
2

* 7
q(ŷ)! q(x̂)

8
dŷ , (4.7)

with

mij = bij !
1

d + 2
!ij !kl bkl , (4.8)

and

-ij(x) = xi xj .(x) , (4.9)

with a spherically symmetric . which has to obey
!

"
x4

i .(x) dx = d + 2 . (4.10)

Like in the uniform core size method (4.2), we convect the particles in
physical space, but di"usion is performed in reference space, so that with
N particles, located in {xj(t)}N

j=1 = {f(x̂j)}N
j=1 we find an approximate

solution to (4.1) by integrating the following set of ODEs:
dxj

dt
= u(xj , t) ,

dQj

dt
=

,

#̂2

"

k

-!̂
pq(x̂j ! x̂k)

2mpq(x̂j) + mpq(x̂k)
2

3
[v̂jQ̂k ! v̂kQ̂j ] ,

dv̂j

dt
= '̂ ·

$
!u

%
(xj , t) v̂j .

(4.11)

In the above equation Qj and Q̂j denote the particle strength in physical
and reference space, respectively, related by

Q̂j = Qj |!|(xj) .
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Fig. 1. Illustration of an invertible adaptive mappings algorithm.

3. Particle method with adaptive global mapping. The framework intro-
duced in section 2.1 involves analytical maps for which the Jacobian is readily avail-
able. If the mapping is invertible, it can be changed at any time during a simulation.
The particles are convected in physical space, and remeshing and di!usion are per-
formed in reference space, so that one can envision the following adaptive algorithm
(see Figure 1): given a map f and an inverse map g and particles in ",

1. transfer particles to "̂ using an adapted inverse map g̃;
2. remesh particles in "̂ and perform di!usion;
3. transfer particles to " with adapted map f̃ .

Like that, analytic, invertible maps could be dynamically adapted to the flow field.
For instance, this could be done by adjusting their parameters: if f(x̂) = c1e!c2x̂ was
used as a map to resolve a 1D boundary layer, we could adjust c1 and c2 to account
for the growth of the layer. However, in order to have a map that is general enough to
provide heterogeneous flexible adaptation, it is desirable to use a finite-dimensional
map. Such a map could be described by a particle representation as

x(x̂, t) = f(x̂, t) =
M!

j=1

!(t)j!j(x̂).(3.1)

In the present method we introduce such a map, and we require that the basis func-
tions C2("̂) ! !j(x̂) = !(x̂ " "j) be positive and have local support. Positivity
is desirable, as it assures that monotonicity of the nodes {"j}Mj=1 and node values

{!j}Mj=1 leads to monotonicity of the map. The parameters in the map that are

changed in the process of adaptation are the node values {!j}Mj=1. Due to the lack
of simple invertibility we require that !j(t) # C1([0, T ]) for all j = 1, . . . ,M , i.e.,
that the adaptation of the nodes be continuous and di!erentiable. Using a map as
described in (3.1) makes it impossible to leap back and forth from physical to refer-
ence space. However, its di!erentiability enables us to cast the governing equations
into reference space and solve the problem there, without the need of the inverse map
g : x $ x̂, i.e., without the need of invertibility.

Figure 4.1: Illustration of an invertible adaptive mappings algorithm

4.3 Particles with Adaptive global mapping

The framework introduced in section 4.2 involves analytical maps for which
the Jacobian is readily available. If the mapping is invertible it can be
changed at any time during a simulation. In the present method, particles
are convected in physical space, remeshing and di"usion are performed in
reference space, so that one can envision the following adaptive algorithm
(see Figure 4.1): Given a map f and an inverse map g and particles in%,

1. transfer particles to %̂ using an adapted inverse map g̃

2. remesh particles in %̂ and perform di"usion

3. transfer particles to %with adapted map f̃

In this method, analytic, invertible maps could be dynamically adapted
to the flow field. For instance, this could be done by adjusting their param-
eters: if f(x̂) = c1 e!c2x̂ was used as a map to resolve a 1D boundary layer,
we could adjust c1 and c2 to account for the growth of the layer. However,
in order to have a map that is general enough to provide heterogenous flex-
ible adaptation, it is desirable to use a finite dimensional map. Such a map
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could be described by a particle representation as

x(x̂, t) = f(x̂, t) =
M"

j=1

!(t)j (j(x̂) . (4.12)

In the present method we introduce such a map and we require that the
basis functions C2(%̂) / (j(x̂) = ((x̂ ! "j) be positive and have local
support. Positivity is desirable as it assures that monotonicity of the nodes
{"j}M

j=1 and node values {!j}M
j=1 leads to monotonicity of the map. The

parameters in the map that are changed in the process of adaptation are
the node values {!j}M

j=1. Due to the lack of simple invertibility we require
that !j(t) " C1([0, T ]) for all j = 1, . . . ,M , i.e. that the adaptation of the
nodes be continuous and di"erentiable. Using a map as described in (4.12)
makes it impossible to leap back and forth from physical to reference space.
However its di"erentiability enables us to cast the governing equations into
reference space and solve the problem there, without the need of the inverse
map g : x , x̂, i.e. without the need of invertibility.

4.3.1 The one-dimensional convection-diffusion equation
We can express the governing equations of the problem in reference space
by virtue of the C1 regularity of the map adaptation. We illustrate this by
considering the one-dimensional problem (4.1) as example:

Let R 0 % ( %̂ = [0, 1], f : x̂ 1, x be the map with f " C1([0;T ])2C2(%̂),
metric &= #x̂

#x , u : %2 [0, T ] , R and q : %2 [0, T ] , R governed by

$q

$t
+

$
$
u q

%

$x
= ,

$2q

$x2
, (4.13)

and assume without loss of generality periodic boundary conditions. Given
an arbitrary map adaptation with the above described regularity properties,
we set

U ( $f

$t
=

M"

j

d/j

dt
(t) (j(x̂) , (4.14)

with

q̂(x̂(t), t) = q
$
f(x̂(t), t), t

%
(4.15)
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and with
$q

$t
=

$q̂

$t
! &

$q̂

$x̂
U , (4.16)

$q

$x
= &

$q̂

$x̂
, (4.17)

$2q

$x2
= &

$

$x̂

2
&

$q̂

$x̂

3
, (4.18)

the problem (4.13) can be cast into reference space yielding:

$q̂

$t
! &U $q̂

$x̂
+ &

$
$
û q̂

%

$x̂
= , &

$

$x̂

2
&

$q̂

$x̂

3
. (4.19)

In order to get (4.19) into conservative form we divide it by & and with

$

$t

2 q̂

&

3
=

1
&

$q̂

$t
+ q̂

$U
$x̂

, (4.20)

we can write (4.19) as

$q̂"

$t
+

$
$
q̂" ũ

%

$x̂
= ,

$

$x̂

)
&

$
$
& q̂"

%

$x̂

*
, (4.21)

with q̂" ( q̂/& and mapped transport velocity

ũ = &
$
û! U

%
. (4.22)

Now with,

Q̂ =
!

V̂
q̂" dx̂ and v̂ ( |V̂ | ,

we rewrite (4.21) in a Lagrangian form as

dx̂

dt
= ũ ,

dq̂"

dt
= ,

$

$x̂

)
&

$
$
& q̂"

%

$x̂

*
,

d/i

dt
= Ui = U(0i) , i = 1, . . . ,M ,

(4.23)



4.3. Particles with Adaptive global mapping 49

which solves (4.13). We now have two convective elements in this system:
convection of the map (adaptation) with arbitrary velocity U(x̂, t) and con-
vection of the particles with velocity u in physical and&

$
û!U

%
in reference

space. With,

Q̂j =
!

V̂j

q̂" dx̂ ,

and v̂j ( |V̂j | we can discretize above system using N particles initially
uniformly distributed in %̂ with positions x̂j = j #x̂, #x̂ = |"̂|

N and strengths
Q̂j for j = 1, . . . , N . The particle solution to the transport problem (4.21)
is obtained by numerically integrating the following ODEs:

dx̂j

dt
= ũj ,

dQ̂j

dt
=

,

#̂2

"

k

&k + &j

2
[Q̂kv̂j&k ! Q̂j v̂k&j ] &!̂(x̂j ! x̂k) ,

dv̂j

dt
=

1
#̂

"

k

[ũj + ũk]'̂" !̂ v̂k v̂j ,

d/i

dt
= U(0i) , i = 1, . . . ,M ,

(4.24)

where v̂j is the volume of the particles which is usually initialized as v̂j(0) =
#x̂ and we have set [ · ]j ( [ · ](x̂j) to keep things short.

4.3.2 Multi-dimensional Case

The equations for a multi-dimensional convection-di"usion equation can be
found using similar derivations [147].

Let Rd 0 % ( %̂ = [0, 1]d, f : x̂ 1, x be the map now with f "
C1([0, T ]) 2 C2(%̂), metric tensor {!}ij = #x̂i

#xj
, |!| its determinant, u :

%2 [0, T ] , Rd and q : %2 [0, T ] , R governed by

$q

$t
+' · (u q) = , #q , (4.25)
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again with periodic boundary conditions and for simplicity we assume ' ·
u = 0. With the map adaptation velocity given as

U =
M"

j

d!j

dt
(t) 1j(x̂) , (4.26)

and with

q̂" = (|!|)!1 q̂ , (4.27)

the convection-di"usion equation (4.25) becomes

$q̂"

$t
+ '̂ · (ũ q̂") = ,

$

$x̂i

)
bij

$

$x̂j
(|!| q̂")

*
, (4.28)

with bij from (4.6). The composite convection velocity in reference space ũ
is given by

ũ = ! (û! U) . (4.29)

This leads to the following set of ODEs for the particle locations, strengths
and map-nodes:

dx̂j

dt
= ũj ,

dQ̂j

dt
=

,

#̂2

"

k

-!̂
pq(x̂j ! x̂k)

2mpq(x̂j) + mpq(x̂k)
2

3
[v̂jQ̂k|!|k ! v̂kQ̂j |!|j ] ,

d!i

dt
= U("i) , i = 1, . . . ,M .

(4.30)

4.3.3 Choice of map adaptation
We limit our presentation to convection-dominated problems. There the
map adaptation can be chosen based on physical reasoning which we will
illustrate for the one-dimensional case, or by a numerical procedure such as
the Moving Mesh Partial Di"erential Equations (MMPDEs) for the adap-
tation velocity.
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For convection-dominated problems a reasonable suggestion for the map
adaptation U is

U % û . (4.31)

This choice has the e"ect that particles give in to the deformation forces
acting upon them; from U % û follows that

d#

dt
=

d

dt

2
#̂

1
&

3
= #̂

$U
$x̂

% #
$u

$x
,

which means that the core size in the physical space is being deformed in
the same way the volume is deformed by the flow. This relation between
volume deformation and particle deformation does not exist in non-adaptive
particle methods. Of course in dimensions higher than one, if the flow is
incompressible not the magnitude of the volume adapts, but merely its
shape gives in to the deformation.

As r-adaptive methods do not perform an actual scale decomposition like
for instance multi-resolution-analysis based methods or the AMR based
method described hereafter do, they cannot remove the ‘multiscale’ charac-
ter from a problem. Nonetheless, r-adaptivity can distribute the multiscale
character between the solution of the problem in reference space q̂" and the
map f . The question of an optimal map - in terms of minimizing the ap-
proximation error in a given norm - is deeply hidden in the approximation
error of the function approximation and the approximated operators. The
choice (4.31) for the adaptation is made based on physical reasoning and
is not guaranteed to minimize discretization errors. Furthermore, as the
conservation of volume implies that if a particle volume is compressed other
particles must be expanded, there is a point where increasing the adapta-
tion will lead to a bigger error. This is the case in particular if a number
of particles is used which is able to fully resolve the finest length scales of
the problem without adaptivity. Although in higher dimensions the parti-
cles are typically not compressible, the statement is still valid as too high a
degree of anisotropy will also lead to increased error. This “sharing” of the
multiscale character has the e"ect that if we set U = û, convection will not
generate any small scales in q̂"(x̂, t) but the map will become increasingly
multiscale which in turn will lead to increased error. We therefore set

U = + û , (4.32)



52 Chapter 4. Adaptive Mappings & Adaptive Mesh Refinement

where + + 0 is a robust parameter of the method which typically would be
chosen small if #x̂

%phys
is small, !phys being the smallest characteristic length

scale in the flow.
In the multi-dimensional case the choice (4.32) will lead to an increasingly
anisotropic map f and accurate computation of the metric ! becomes dif-
ficult. For this case we suggest a di"erent strategy: we require that the
map adaptation velocity satisfies a MMPDE, a technique commonly used
in grid-based r-adaptive methods. The MMPDEs can be derived by re-
quiring equidistribution of a monitor function which determines where in
the computational domain an increased amount of map nodes is required.
Specifically we adopt the methodology introduced in [17] and set

U % '̂ ·M(x̂, t)'̂
$
f(x̂, t)

%T
. (4.33)

The monitor function M(x̂, t) is a positive measure which takes large values
where numerical resolution should be increased and is usually expressed as

M(x̂, t) =
9

1 + % |Dmq̂"|2 (4.34)

where Dm is a di"erential operator in %̂ of order |m| + 0, e.g. M =:
1 + % |'̂q̂"|2 to resolve steep gradients of q̂" and the adaptation parameter

% takes the role of the parameter + above. We refer the reader to [17] for a
more detailed derivation.

4.3.4 Map regularization
If there are no dissipative forces present in the adaptation of the map, it is
necessary to actively ascertain that the regularity of the map be maintained.
Our numerical experiments suggest that the method can handle great values
of ! - i.e. great particle compression ratios - without becoming numerically
inaccurate or unstable. But especially when adaptation acts very locally,
that is in regions where |'̂(|!|)| is big, it is necessary to keep the map
smooth. Like in most methods that are based on r-adaptivity we alleviate
this problem by continuously smoothing the map in an adaptive manner:
In 1D we replace the map {!j}M

j=1 at every time step by its regularization
{!̃j}M

j=1 computed as:

/̃j =
/j + |) #$

#x̂ |
2 (/j!1 + /j+1)

1 + 2 |) #$
#x̂ |2

, (4.35)
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with 0 < ) 3 1 being a smoothing parameter that can be chosen indepen-
dent of M or N . In two dimensions this regularization takes an according
shape; assuming that the map is defined on a grid and node j corresponds
to grid point m,n:

!̃m,n =
!m,n + |) '̂(|!|)|2 (!m,n!1 + !m,n+1 + !m!1,n + !m+1,n)

1 + 4 |) '̂(|!|)|2
,

(4.36)

This smoothing can also be seen as a di"usion step with a di"usion constant

,r =
1

#t

2
#0 |) '̂(|!|)|

32
,

where# 0 is the map node spacing. Clearly, after each such regularization
step, the adaptation velocity U must be corrected by the amount the !j

have moved due to regularization.

4.4 Adaptive Mesh Refinement
The method we describe here is also in the spirit of the variable-blob method
[24], but while the method presented above is based on a adaptive global
map, we employ a combination of simple local mappings.

In [24] di"erent mappings were used in di"erent parts of the computa-
tional domain, leading to di"erent grid-sizes. Typically, for a flow around
obstacles, one can think of local mappings adapted to a fine resolution of
each boundary layer while another mapping could be used in intermediate
zones with a stretched resolution away from the obstacles. These meth-
ods can be viewed as non-conforming domain decomposition methods with
domain overlapping.

We propose here a method along the same lines but with piecewise con-
stant grid-sizes adaptively adjusting to the solution. At every time-step
blocks with grid-sizes, say, of the form h2!l are defined and discretized by
particles with corresponding blob-sizes. As in the method proposed in [24],
the overlapping of the blocks is essential to allow particles around the block-
interfaces to exchange information and maintain a consistent approximation
at the desired resolution everywhere. The exchange of information is done
by interpolation at the remeshing stage that in our particle algorithms is
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done at every time-step. In the sequel we detail this procedure for a one-
dimensional advection problem, and then describe how to handle di"usion
and variable time-steps.

4.4.1 The one-dimensional advection equation
To describe more precisely the algorithm, we focus on equation (4.1) and
we consider the case of two given blocks% c and% f :

%c =]!4, a[ , %f =]b, +4[

with a > b. %c and% f are respectively coarse and fine resolution zones,
with particle sizes H and h.

We will denote by xn
c,i (resp xn

f,i) the locations of particles in the coarse
(resp. fine) block at time tn = n!t, and by Qn

c,i (resp Qn
f,i) their strengths. A

complete time-step of the algorithm alternates particle motion and remesh-
ing. Particles are pushed in both zones in the same way as in a single-
resolution method. We assume that, after particles have moved they provide
a consistent approximation of the solution q, at the corresponding resolu-
tion, in both domains. We denote by x̃n+1

c,i and Q̃n+1
c,i the particle locations

and weights after advection in the coarse grid domain, with similar nota-
tions in the fine resolution domain. The goal of the remeshing step that
follows is to make sure this this assumption will still be valid at the next
time-step. For this purpose we need to extend% c and% f , such that there
is a region of overlap. We thus define

%c =]!4, a + l1[ , %f =]b! l2,+4[

We also set

;%c =]!4, a! l3[ , ;%f =]b + l4,+4[

with li > 0 such that a!l3 > b+l4, so that ;%c and ;%f overlap (see sketch on
Figure 4.2). The remeshing step will remesh existing particles x̃n+1

c,i , x̃n+1
f,i

at regular locations xn+1
c,i , xn+1

f,i respectively in ;%f and ;%c, and create new
particles in %c ! ;%c and %f ! ;%f . More precisely, the remeshing algorithm
proceeds as follows:

1. particle weights of fine-size particles in% f are interpolated to give
values for particles at regular locations on a fine grid in ;%f .
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!̄f !f !̃f

!̃c
!̄c

!c

a + l1aa! l3

b! l2 b b + l4

1

2

3 4

Figure 4.2: Sketch of coarse-fine domain decomposition. Arrows indicate how particles at
the end of advection contribute to remeshed particle values in the di!erent domains. Particles
in grey (resp. in black) obtain their strength after remeshing from the domain with di!erent
resolution (resp. the same resolution). Numbers refer to the di!erent stages in the remeshing
algorithm.

2. particle weights of coarse-size particles in% c are interpolated to give
values for particles at regular locations on a coarse grid in ;%c.

3. coarse-size particles in ;%c are used to compute values for particles at
regular locations on a fine grid in %f ! ;%f

4. fine-size particles in ;%f are used to compute values for particles at
regular locations on a coarse grid in %c ! ;%c

The remeshing in steps 1, 2 and 3 above are done by interpolation with the
M "

4 kernel. Steps 3 and 4 can be either done simultaneously with steps one
and two, or follow these stages. In that case, stage 4 is just a sampling of
the values obtained in stage 2.

Some remarks are in order to clarify these steps, and check their consis-
tency. First, it is important to observe that the fine-size particles in ;%f

do not su!ce to give consistent remeshed values throughout ;%f , unless a
one-sided interpolation formula was used near the domain interfaces. We
did not consider that option, as it would add some algorithmic complexity.
On the other hand, using information from the coarse-grid domain, as pre-
scribed in step 3 above, is consistent, provided the stencil needed for the
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interpolation remains in% c. Similarly, in order for the remeshing from% f

to ;%f to be consistent, we need that the stencil centered at the boundary
of ;%f does not extend outside% f . These observations also give us overlap-
ping rules that the domains%, ;%, and % must obey. Let k be the number
of points in each direction involved in the interpolation function used to
remesh particles (k = 2) for the M "

4 used here.

consistency of stage 1 above requires l4 + (k ! 1)h

consistency of stage 2 above requires l3 + (k ! 1)H

consistency of stage 3 requires that b!l4+kH " %c, that is a!b!l4 >
kH

consistency of stage 4 requires that a!l3!kh " %f , that is a!b!l3 >
kh

Denoting by ! = b ! a the width of overlapping between the two domains,
these conditions can be rewritten

hk $ l4 < ! ! kH , Hk $ l3 < ! ! kh (4.37)

We deduce from these conditions that ! must satisfy

! > k(H + h) (4.38)

Under the conditions (4.37) and (4.38), given the fact that particles x̃n+1
c,i

x̃n+1
f,i with weights Q̃n+1

c,i and Q̃n+1
f,i were a consistent discretization of% c

and% f , remeshed particles xn+1
c,i xn+1

f,i with weights Qn+1
c,i and Qn+1

f,i provide
a consistent discretization of %c and %f at the corresponding resolution. It
remains then to ensure that the next advection step will keep consistent
particle values in% c and% f . If #u#$ denotes the maximum advection
velocity, a su!cient condition is clearly

l1 + #u#$!t , l2 + #u#$!t (4.39)

4.4.2 Diffusion, domain adaptation and variable time-step
The handling of a di"usion term in the context of multiresolution particle
methods does not pose additional di!culties. In our particle algorithms,
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di"usion is solved at the end of the remeshing step, by a PSE scheme with
discrete normalization as discussed in Section 2.3, using particles on a finite-
size stencil. Second order, three-point stencils are routinely used. In that
case, di"usion returns consistent approximations in the domains %c and %f ,
except for the last particles. As a result, the conditions (4.39) on l1 and l2
for the particles Qn+1

c,i and Qn+1
f,i to yield consistent approximations after

convection-di"usion have to be modified into

l1 !H + #u#$!t , l2 ! h + #u#$!t (4.40)

Condition (4.40) assumes that the domains do not change in time. In a
fully adaptive method, coarse and fine blocks are updated at every time
step. This must be accounted for in the choice of l2 and l4: if% n

c,f and
%n+1

c,f denote fine and coarse blocks at times tn and tn+1 and if 2 is a
positive number such that

d(%n
c ,%n+1

c ) $ 2 , d(%n
f ,%n+1

f ) $ 2

then condition (4.40) becomes

l2 ! h + 2 + #u#$!t , l1 !H + 2 + #u#$!t (4.41)

In our implementations of this method we have chosen to adapt the resolu-
tion such that it obeys a criterion based on the gradients. In all cases it is
possible to estimate at every time-step 2 in terms of !t and the coe!cient
u and its derivatives.

As already mentioned in Section 2.3.1, in particle methods for advection
equations the choice of the time-step is dictated by the need to prevent
particle paths from crossing. This gives the condition

!t $ C

#$u/$x#$
(4.42)

where C depends on the time-stepping scheme.
For non-linear problems, the velocity is part of the computation and it is

likely that fine-size particles will be used in zones where |$u/$x| is large. It
is therefore desirable to be able to adapt the time-step accordingly. In our
algorithm, this option turns out to be rather simple to implement. Assume
that !tc and !tf are the time steps used respectively in %c and %f , for
instance based on (4.42), with

!tc > !tf , !tc/!tf = K " N (4.43)
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Our multi-level method can be implemented as follows, where the subscript
refers to iterations at the coarse-grid level and, for simplicity we assumed
that the coarse and fine grid domains do not change in time:

coarse-size particles xn
c,i, originating in %n

c are advected with their
local velocities for a time-step !tc, to give locations x̃n+1

c,i .

By linear interpolation, particles locations are determined at inter-
mediate time-steps corresponding to multiples of !tf . We denote by
x̃n+l/K

c,i these locations, for 1 $ l $ K.

Simultaneously, we advance fine size particles originating in %f with
time-step !tf .

At the end of the K!1 first fine time-steps, we use coarse-size particles
x̃n+l/K

c,i and fine-size particles x̃n+l/K
f,i to remesh new particles in %f

(stages 1 and 3 in the remeshing algorithm), that are subsequently
advected for the next substep !tf .

After K substeps, we finally use both fine and coarse-size particles
x̃n+1

c,i , x̃n+1
f,i in stages 2 and 4 of the remeshing algorithm to get coarse-

size particles at regular locations in %c.

In a particle method, a substantial part of the computational time is
devoted to the interpolation formulas in the remeshing steps (in 3D, the
computational complexity of this step is of order 64N for N particles). By
adapting the remeshing frequency to the local strain in the flow, the present
method allows to keep this e"ort to its minimal requirement.

4.5 Numerical illustrations

4.5.1 One-dimensional Examples
To illustrate the two adaptive methods described above, we use the viscous
Burgers’ equation as a test case. In order to give an idea of the overall
e!ciency of the particle schemes for hyperbolic conservation laws, we first
show comparisons of these schemes with classical ENO schemes in the case
of uniform grids and then turn to comparisons with our adaptive methods.
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We consider the following non-linear conservation law: We consider a
non-linear conservation law in the interval % = [0, 1]:

$u

$t
+

$
$
u2

%

$x
= ,

$2u

$x2
, (4.44)

with initial and boundary conditions

u(x, 0) = uo(x) ,

u(0, ·) = u(1, ·) ,

where , = 0 for the inviscid case, and , = 10!3 for the viscous one. We
have used two types of initial conditions: a sine leading to a steady shock:

uo(x) = sin(23x) , (4.45)

and an asymmetric function leading to a moving shock:

uo(x) = sin(23x) + 1
2

$
1! cos(23x)

%
. (4.46)

Inviscid Case

Following section 2, the particle approximation of above system consists of
writing

u(x, t) 5
"

j

vjuj"
!(x! xj) , (4.47)

where vj are the particle volumes, and uj the particle strengths. Setting
$j = vjuj , (4.2) yields the following set of ODEs:

dxj

dt
= uj , (4.48)

d$j

dt
=

,

#2

"

k

[vj$k ! vk$j ] &!(xj ! xk) , (4.49)

dvj

dt
=

1
#

"

k

[uj + uk]'̂"!(xj ! xk) vk vj , (4.50)
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In our implementation of the method, each time step is made of a Runge-
Kutta iteration for the motion of particles followed by remeshing and by
di"usion. Di"usion is performed on particles lying on a uniform grid. Thus
(4.49) can be reduced, for a piecewise linear kernel &, to a classical 3-point
finite-di"erence scheme. Likewise, for the motion of particles (4.48),(4.50)
with a second order Runge-Kutta scheme, half a step is done to advance
volumes, then velocities are recovered by$ j/vj and particles are pushed
with these velocities for one time-step. Since at the beginning of the time-
step particles are on a uniform grid, the formula (4.50) also reduces to a
standard finite-di"erence formula. Finally our numerical discretization was
completed by an artificial viscosity model [23], which is based on an anal-
ysis of the discretization error in particle methods. For Burgers’ equation,
it consists of a non-linear di"usion of von-Neumann type acting only in
compression zones:

d$j

dt
= C

"

k

<
(uj ! uk).

(xj ! xk)
|xj ! xk|2

=

!
[vj$k ! vk$j ] &!(xj ! xk) , (4.51)

Again, since di"usion acts on particles lying on a uniform grid, the above
formula can be implemented as a finite-di"erence 3-point formula. To illus-
trate the accuracy of the method, we show comparisons with third order
weighted ENO schemes [127].

Figure 4.3 is a comparison for low resolution (N = 25 grid-points or
particles) of the particle method with third order WENO schemes based
either on Lax-Friedrichs or Engquist-Osher flux evaluations at time 0.2 for
these initial conditions. Although particle methods could use larger time-
steps, for simplicity the same time-step was used for all simulations, viscosity
was set to 0, and the coe!cient C in the artificial viscosity model (4.51)
was set to 0.5. Figure 4.4 shows discrete relative L2 norms of the error
in a refinement study based on the second initial condition for the WENO
and particle schemes. A tentative conclusion of these tests is that particle
methods as we implement them can be considered in terms of accuracy for
shock capturing as intermediate between third order WENO schemes based
on Lax-Friedrichs and Engquist-Osher numerical fluxes.
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Figure 4.3: Comparison of third order WENO schemes using Lax-Friedrichs flux
(empty squares with dotted line), Engquist-Osher flux (empty circles with dotted line) and
non-adaptive particle method (filled circles with dotted line) with initial condition (4.45), up-
per picture, and (4.46), lower picture.
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MULTILEVEL ADAPTIVE PARTICLE METHODS 17

64 256 1024
N

10-3

10-2

10-1

100

re
l. 

L2 
 E

rr
or

Fig. 4. Refinement study for N = 50 to N = 800 points for WENO schemes using the Lax–
Friedrichs flux ( , white squares), the Engquist–Osher flux ( , white circles), and the particle
scheme ( , black circles) at time t = 0.2 with initial condition (5.3).

and for i = 1, . . . ,M we have

d!i

dt
= U("i)(5.12)

!i !
!i + |#!!("i)

!x̂ |2(!i!1 + !i+1)

1 + 2|#!!("i)
!x̂ |2

(5.13)

for the map. The same kernels and time-stepping technique as described in the inviscid
case have been used for the particles and the map, with the only di!erence being that
the map nodes have been pushed using two Euler steps of size 1

2"t per time step.
Additionally, we have not used an artificial viscosity model for this method—as it
requires some modifications to (5.8) which have yet to be developed. The particles
have been initialized on a uniform grid, and the map was initialized as the identity
map, i.e.,

!i = "i, i = 1, . . . ,M.

We have used two di!erent parameter setups in our experiments. In one the
number of map discretization points M was held constant, independent of the number
of particles N (RADA2), and in the other it was set equal to N (RADA1). The scaling
of the map adaptation velocity was set to be $ = 0.7 and the smoothing parameter
# = 10!3, both independent of N or M . These choices gave good results, but the
fact that the same parameters were used for a broad range of N emphasizes that
they are indeed of robust nature, and we will not present any parameter studies in
the following. We now present convergence studies of the method in the case of the
moving “shock” (5.3) and compare against a nonadaptive scheme laid out as described
in section 5.1.1 with artificial viscosity coe#cient C = 0.1.

Although the system is viscous, a nonadaptive numerical solution with N<"2000
is still underresolved. Figure 5 shows the solutions at t = 0.2 with N = 50 for both

Figure 4.4: Refinement study for N = 50 to N = 800 points for WENO
schemes using Lax-Friedrichs flux (empty squares with solid line), Engquist-Osher flux
(empty circles with solid line) and particle scheme (filled circles with solid line) at time t =
0.2 with initial condition (4.46).
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Global adaptive mapping-based method

Setting $̂j = ûj

$j
v̂j we readily obtain the discretization of the viscous version

(, = 10!3) of (4.44) for the N particles j = 1, . . . , N :

dx̂j

dt
= ũj , (4.52)

d$̂j

dt
=

,

#̂

"

k

&k + &j

2
7
$̂kv̂j&k ! $̂j v̂k&j

8
&!̂(x̂j ! x̂k) , (4.53)

dv̂j

dt
=

1
#̂

"

k

[ũj + ũk]'" !̂ v̂k v̂j , (4.54)

where again

ũj = &j

$$j

v̂j
$̂j ! U(x̂j)

%
,

and for the M map nodes i = 1, . . . ,M we have

d/i

dt
= U(0i) (4.55)

/i 6
/i + |) #$(&i)

#x̂ |2(/i!1 + /i+1)

1 + 2 |) #$(&i)
#x̂ |2

, (4.56)

for the map. The same kernels and time stepping technique as described
in the inviscid case have been used for the particles and the map. In the
viscous case the only di"erence is that the map nodes have been pushed
using two Euler steps of size 1

2!t per time step. Additionally, we have not
used an artificial viscosity model for this method as the assumptions made
to derive (4.51) do not hold in reference space. The particles have been
initialized on a uniform grid and the map was initialized as the identity
map, i.e.

/i = 0i i = 1, . . . ,M .
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Figure 4.5: Reference solution (solid line) with N = 100,000, adaptive so-
lution using RADA1 (filled circles with dotted line) and non-adaptive solution
(empty circles with dotted line), both with N = 50 at t = 0.2.

We have used two di"erent parameter setups in our experiments. In one
the number of map discretization points M was held constant independent
of the number of particles N (RADA2), and in the other it was set equal to N
(RADA1). The scaling of the map adaptation velocity was set to be + = 0.7
and the smoothing parameter ) = 10!3, both independent of N or M .
These choices gave good results but the fact that the same parameters were
used for a broad range of N emphasizes that they are indeed of robust nature
and we will not present any parameter studies in the following. We now
present convergence studies of the method in the case of the moving ‘shock’
(4.46) and compare against a non-adaptive scheme laid out as described in
section 4.5.1 with artificial viscosity coe!cient C = 0.1.

Although the system is viscous, a non-adaptive numerical solution with
N<%2000 is still underresolved. Figure 4.5 shows the solutions at t = 0.2
with N = 50 for both the adaptive (RADA1) and non-adaptive method.
Figure 4.6 illustrates the adaptation of the particle core sizes across the
computational domain at time t = 0.2. The biggest cores are up to one
order of magnitude larger than the smaller cores. This distribution has
been taken from RADA1 runs and therefore the maximum amount of the
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Figure 4.6: Distribution of core size ratio "(x)/"̂ across the computational do-
main. Results are shown for N = 50 (empty circles with solid line) and N = 400
(filled circles with solid line) where only 1/6 of the particles are shown for clarity.

ratio depends on the number of particles used because as M = N the
resolution of the adaptation increases with N .

Figures Figure 4.7 and Figure 4.8 show the convergence behavior of RADA1,
RADA2 and the non-adaptive scheme measured in discrete, relative L2(%) and
H1(%)-semi norms. The latter gives some idea of the resolvedness of the
solution. The wiggles in the non-adaptive case can be clearly connected to
the non-resolution of the shock. Also the RADA2 scheme shows some degree
of irregularity of convergence. The reason for this behavior is the same as
for the non-adaptive scheme: as the number of map nodes is kept constant
and fairly small the shock cannot be tracked as accurately as with RADA1.

The greater convergence rate of RADA1 is also expected: With growing
number of particles N not only the resolution capability of the particles
is increased but also the map is able to refine to smaller structures as the
number of map nodes increases accordingly.
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Figure 4.7: L2 error versus number of particles N for RADA1 (filled circles with solid line),
RADA2 (filled squares with dotted line) and non-adaptive (empty circles with solid line).
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Figure 4.8: H1-seminorm error versus number of particles N for
RADA1 (filled circles with solid line), RADA2 (filled squares with dotted line) and non-adaptive
(empty circles with solid line).
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Figure 4.9: Reference solution (solid line), non-adaptive particle solution
(empty circles with dotted line) and adaptive particle solution (coarse domain part:
filled squares with dotted line, and fine domain part: filled circles with dotted line) with
degree of refinement H/h = 4.

AMR-based method

The AMR particle method described in section 4 has been implemented for
the Burgers’ equation with initial condition (4.46) and viscosity , = 10!3.
For both adaptive and non-adaptive methods, the artificial viscosity co-
e!cient was set to 0.1. For that example the adaptation technique was
designed to follow the shock: at every time step the location of the max-
imum velocity gradient is computed. Since in this computation the shock
is established rather quickly, we designed the fine-resolution domain to ex-
tend to a constant number of coarse mesh sizes on each side of the shock.
The level of grid-refinement, that is the ratio H/h was varied from 2 to 20.
The overlapping parameters were chosen according to the equations (4.37),
(4.41). Figure 4.9 shows a comparison of the non-adaptive method and the
adaptive method with N = 50 particles and the adaptive method with the
same coarse resolution H = 0.02 and H/h = 4. The gain o"ered by the
adaptive method in capturing the shock is clear.

In Figure 4.10 we plot the relative discrete error for the non-adaptive
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method and for the adaptative method as a function of the number of par-
ticles. For the adaptive method the number of particles is determined as
the number of uniformly sized particles that would be required to attain
the finest inter-particle spacing of the adaptive result. For the adaptive
method, the coarse inter-particle spacing was kept constant with H = 0.02.
Every point on the curve thus corresponds to a di"erent ratio H/h, ranging
from 2 to 20. The fine-resolution zone had a width of 3 coarse-grid sizes
for N = 50 to N = 500 then this width has been increased to 10 coarse-
grid sizes. The reason for that is that if the width of the fine-zone is kept
constant, beyond a certain level of refinement, the error in the coarse-grid
zone becomes predominant. Thus, to avoid a saturation of the error level,
it is necessary either to allow more than 1 level of refinement, a possibility
that we have not implemented, or to increase the size of the fine-resolution
domain.

In Figure 4.10 one can observe that the two curves are very close. This
proves that the adaptive method retains the overall accuracy of the fine-
resolution domain. In other words, the interpolation around the interfaces,
involved at every time-step to exchange information between fine and coarse
interparticle-spacing domains does not deteriorate the expected accuracy at
the finest level of refinement.

4.5.2 Inviscid 2D Vortical Flows
The simulation of the inviscid evolution of an elliptical vortex patch is used
to illustrate the capabilities of the present method in multi-dimensional set-
tings. This particular case has already been investigated in detail using a
non-adaptive vortex method in [86]. The governing equations for this flow
are the 2D incompressible Euler equations in a vorticity-velocity formula-
tion:

$4

$t
+' · (u 4) = 0 ,

'2 u = 4 ,

' · u = 0 .

(4.57)

Using the compact vorticity profile (Figure 4.11)

4I(z) = 20(1! exp(!(2.56085/z) exp(1/(z ! 1)))) ,
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Figure 4.10: L2 error reference study and comparison of non-adaptive method
(empty circles with dotted line) with N ranging from 50 to 1000 and adaptive method
(filled circles with solid line) with H/h ranging from 2 to 20. For the adaptive method,
N corresponds to the number of particles that would be needed in a non-adaptive method
with particle size h.
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Figure 4.11: Compactly supported vorticity profile used for the initial condition of the vortical
flow.

the initial condition is constructed as

4o(x, y) = 4I
29

(x/0.8)2 + (y/1.6)2
3

, (4.58)

and the velocity satisfies

lim
|x|%$

u(x) = 0 .

As an integral diagnostic measure we compute the error in the evolution of
the enstrophy as

rel. Enstrophy Error = E(t)/E(0) ,

where the enstrophy is defined as

E(t) (
!!

4(x, t)2 dx . (4.59)

Additionally we compare the evolution of the palinstrophy of the present
adaptive methods with respect to a high-resolution reference calculation.
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The palinstrophy is defined as

P(t) =
! !

|'4(x, t)|2 dx .

Adaptive Global Mapping-based Method

The discretized equations for Equation (4.57) read:

dx̂j

dt
= ũj ,

d$̂j

dt
= 0 ,

d!i

dt
= U("i) ,

(4.60)

with

ũ = ! (û! U) . (4.61)

The velocities û are computed in physical space using the Fast Multipole
Method (FMM) [16] and we used the same time-stepping technique as for
the one-dimensional examples. The map adaptation velocity U has been
computed using the MMPDE (4.33) and as monitor function we chose

M(x̂, t) =
9

1 + %|B 4̂|2 , (4.62)

where B is a B-Spline based high-pass filter which detects small structures
in the vorticity field. No map smoothing has been used and the particles
are remeshed every time step in the reference space. Figure 4.12 depicts
the evolution of the enstrophy-error from t = 0 to t = 3 for a non-adaptive
calculation and for the adaptive global mappings-based method. Particle
sizes have been chosen such, that they discretize the initial condition with
approximately the same amount of particles. It is evident that at early times
the adaptive method is able to resolve scales that the non-adaptive method
cannot (see Figure 4.12). Around t = 1.2 - as the amount of small scales
in the vorticity field increases - also the adaptive method fails to resolve all
scales and begins to show an enstrophy decay similar to the non-adaptive
method. Due to the dynamic adaptation of the smallest numerical length-
scale the adaptive method is also able to follow the evolution of the vorticity
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Figure 4.12: Evolution of relative enstrophy error for a non-adaptive method (dashed line)
and the adaptive global mappings-based method (solid line).

gradients more closely than the non-adaptive method. This is illustrated in
Figure 4.13 which shows the evolution of palinstrophy. Figure 4.14 displays
the numbers of particles used in this calculation. As expected, the adaptive
method is more e!cient in representing the scales in the flow. The number
of particles for the adaptive method levels o" around 16,000 as the map
adapts and expands to account for the growing support of vorticity.

Figure 4.15 depicts the adaptive mapping at t=1.5 and illustrates how the
MMPDE (4.33) is able to attain high compression ratios while maintaining
a regular map. Figure 4.16 depicts the comparison between the adaptive
solution and the reference solution at time t=1.5. It is a well known fact,
that vortex methods are often capable of representing correct flow physics
even in under-resolved cases due to their inherent filtering properties [25].
The characteristics of the adaptive method regarding this property are a
subject of ongoing investigations.



4.5. Numerical illustrations 73

0 0.5 1
time

2 x 10
3

5 x 10
3

1 x 10
4

P
a

lin
s
tr

o
p

h
y

Figure 4.13: Evolution of palinstrophy for a non-adaptive method (dashed line), the adaptive
global mappings-based method (solid line) and a high-resolution reference calculation (dotted
line).
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Figure 4.14: Number of particles used in the course of the simulation for the non-adaptive
method (dashed line) and the adaptive global mappings-based method (solid line); The high-
resolution reference calculation used an average of 670,000 particles (not shown).



74 Chapter 4. Adaptive Mappings & Adaptive Mesh Refinement

Figure 4.15: Adaptive mapping at t = 1.5; Adaptation to small scale structures using a
high-pass filter in the monitor function.
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Figure 4.16: Vorticity contours for the high-resolution reference calculation at t = 1.5 with
N = 60’800 (left) and the corresponding contours for the adaptive global mappings based
method with N = 15’100 (right).

AMR-based method

The discretized evolution equations for this case are

dxj

dt
= uj ,

d!j

dt
= 0 .

(4.63)

In order to simplify the treatment of particles of di"erent sizes in the over-
lapping zones in the Fast Multipole Method, we have chosen to compute
velocities based on the circulation of the coarse-size particles everywhere.
The velocities at the locations of fine-size particles have been interpolated
using the M !

4 interpolation formula.
The coarse/fine domains have been generated as follows: The same indi-

cator for small scales as for the adaptive global mappings-based method is
applied to the vorticity field as

Ij(t) = |(B!)(xj , t)| , (4.64)

and 5% of the particles with the highest values of Ij(t) are selected. These
selected particles are fed into a clustering algorithm [37]. This algorithm,
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designed for AMR finite-di"erence methods, generates a set of rectangu-
lar domains which encompass the selected coarse-size particles and where
fine-size particles are spawned. In this example we have used one level of
refinement with a refinement factor H/h of 4. As the domains are selected
anew in every time step, it is eventually necessary to generate fine par-
ticles in previously unrefined areas of the computational domain. This is
accomplished by interpolation of coarse-size particles using the M "

4-kernel.
In Figure 4.17 we observe the same decay characteristics for the enstrophy

decay of the AMR-based method as for the method based on adaptive global
mappings. The adaptive method is able to maintain the initial enstrophy
level for longer times until the solution becomes under-resolved. Figure 4.18
suggests that the adaptive method is able to capture high vorticity gradi-
ents slightly longer than the non-adaptive method. As we are only using
one level of refinement this behavior is expected due to the rapid develop-
ment of small scales in this inviscid problem. The coarse particle size for the
AMR-based method has been chosen to be H = 0.0372, such, that it yields
the approximately same number of particles as the non-adaptive method
with H = 0.02 (Figure 4.19). However, more particles are necessary for the
same accuracy if compared to the adaptive global mappings-based method.
Clearly, the e!ciency of the AMR-based method could be significantly im-
proved by allowing multiple levels of refinement, an option we have not yet
implemented.

Figure 4.20 displays the dynamic distribution of domains of refinement
generated by the clustering algorithm at t = 1.5.

Like the adaptive global mapping-based method the AMR-based method
is also capable of capturing the correct dynamics of the ellipse (Figure 4.21).
The filtering characteristics are far more obvious for this method as the filter
size is piecewise constant across the computational domain.

4.5.3 Geometry-guided adaptivity with AGM

If we consider q in Equation (4.1) to be a level set function ( representing an
interface$ , we can apply the methods presented above to interface capturing
problems. For these problems possible choices for the monitor function are

M(x̂, t) =
:

1 + %/((̂(x̂))|'̂(̂|2 (4.65)



4.5. Numerical illustrations 77

0 1 2 3
time

-0.015

-0.010

-0.005

0.000

re
l.
 E

n
s
tr

o
p
h
y
 E

rr
o
r

Figure 4.17: Evolution of relative enstrophy error for a non-adaptive method (dashed line)
and the AMR-based method (solid line).
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Figure 4.18: Evolution of palinstrophy for a non-adaptive method (dashed line), the AMR-
based method (solid line) and a high-resolution reference calculation (dotted line).
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Figure 4.19: Number of particles used in the course of the simulation for the non-adaptive
method (dashed line) and the AMR-based method (solid line); The high-resolution reference
calculation used an average of 670,000 particles (not shown).

for surface capturing using color functions, or

M(x̂, t) =
:

1 + %/((̂(x̂))|#̂(̂|2 , (4.66)

when the level set is a signed-distance function. The function / is a smooth
indicator function, which is zero for |(̂| > C ĥ. The choice (4.66) will lead
to adaptation to the curvature of the geometry. Note that if ( is chosen to
be a signed-distance function, then it has this property in reference space,
i.e. |'̂(̂| = 1. This is done for two reasons: (i) standard reinitialization
techniques can be used without the need to map them, and (ii) the distance
information is more meaningful in reference space as it often serves to define
a narrow (computational) neighborhood [1] around the interface, or to apply
boundary conditions in immersed interface methods.

In order to assess the e"ectiveness of our geometry-guided adaptivity we
consider the following level set benchmark problem: a sphere of radius 0.15
and centered at (0.35, 0.35, 0.35) is placed inside unit cube [0, 1]3. The
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Figure 4.20: Dark (fine grid) areas depict domains of fine-size particles at t = 1.5.



80 Chapter 4. Adaptive Mappings & Adaptive Mesh Refinement

Figure 4.21: Vorticity contours for the high-resolution reference calculation at t = 1.5 with
N = 60,800 (left) and the corresponding AMR-based contours (solid lines correspond to
refinement areas, dashed lines correspond to coarse areas) with N = 20,500 (right).

sphere is then deformed by a divergence-free flow field proposed by [91]:

u =

!

"
2 sin2 (! x) sin (2! y) sin (2! z)
! sin (2 ! x) sin2 (! y) sin (2! z)
! sin (2 ! x) sin (2! y) sin2 (! z)

#

$ . (4.67)

For this case we use the monitor (4.65), leading to fine sized particles where
the flow field thins out the interface the strongest. We deform the interface
until t = 1.0 and compare the adaptive solution to non-adaptive simulations
of increasing resolution. The solution at t = 1.0 consists of two “horns” and
a thin, flat sheet.

Not resolving all the length scales of the problem leads to holes in the
sheet. Although the non-adaptive method produces competitive solutions
[68] when compared to equally simple Eulerian level set methods, it requires
a resolution of h = 1/300 – equivalent to a 300 " 300 " 300 grid for an
Eulerian method – to produce a faultless sheet. We used a reference spacing
of ĥ = 1/64 and the maximum e!ective resolution for the adaptive case was
found to be he! = 1/372 (Figure 4.22). Additionally, we ran a case with
ĥ = 1/128 and maintained a faultless interface up to t = 1.2. The maximum
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Figure 4.22: The bottom figures depict the solution of the deformation benchmark at t = 1.0
for the non-adaptive method. From left to right: h = 1/64, h/100, h = 1/150, h = 1/200.
The adaptive method with geometry-guided refinement yields an immaculate interface with
a reference space resolution of ĥ = 1/64.

e"ective resolution at that time was he% = 6.63 10!4, corresponding to a
15092 15092 1509 grid for a non-adaptive method (Figures 4.23 and 4.24
depict the discretization of this case).

4.5.4 Comparison of the two methods

Generality The AMR-based method seems to be applicable to a broader
range of problems as areas of refinement can be generated on demand,
whereas the method based on adaptive global mappings can only adapt
transiently and must adapt smoothly to the problem.

Accuracy In terms of accuracy our findings from the 1D cases are appli-
cable to the multi-dimensional case: The method based on adaptive global
mappings can easily attain high particle size ratios while remaining ac-
curate. However, there exists an optimal adaptation, which in general is
unknown, as too high particle size ratios can lead to increasing error. The
AMR-based method can achieve high particle size ratios by employing a se-
quence of levels of refinement and our results show that near-optimal error
can be achieved. However, as the particle sizes are piecewise constant it
is necessary to prevent aliasing e"ects by using a step wise transition from
coarse size to fine size scales. The same situation is in general the case in
grid-based AMR.
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Figure 4.23: Deforming sphere bench-
mark. Solution at t = 1.2; the interface
becomes very thin, a fact also reflected
by the adaptation of the map (depicted
as grid) in that region.

Figure 4.24: Illustration of the di!erent
particle sizes in physical space; coarse
particles carry the smooth parts of the
geometry while the finest sized particles
are used to represent the flat sheet.

Computational Cost In our implementations most of the CPU time was
spent in the Fast Multipole Method for the evaluation of particle velocities.
The computational cost of all algorithmic elements other than the solution
of the Poisson equation comprise 12% for the non-adaptive method, 18% for
the AMR and 21% for the adaptive global mappings-based method and thus
represent modest additional cost. Note however, that the AMR framework
makes it possible to envision the use of multilevel grid-based Poisson solvers,
leading to methods in the spirit of Vortex-In-Cell methods and to substantial
savings in the velocity evaluations.

Ease of Implementation E!cient implementation of the AMR-based method
is clearly more challenging than the implementation of a adaptive global
mappings based method as the latter is still a one-scale particle method in
reference space. However, solving the resulting ODEs is more complicated
especially when multi-stage integrators are used as the map and the particle
quantities are coupled.



Chapter 5

Wavelet-based Particle
Method

The work presented in Chapter 4 has demonstrated how hybrid particle-
mesh (PM) descriptions can lead to schemes with adaptive spatial resolu-
tion using Adaptive Mesh Refinement (AMR) and adaptive global map-
pings. The use of AMR-based PM interpolation techniques requires that
we postulate an indicator function to guide the refinement. For example in
shock capturing schemes, gradients may serve as suitable indicators, while
in level set capturing [68] curvature is a suitable choice. In order to develop
a general and robust framework for particle adaptation we introduce a Mul-
tiresolution Analysis (MRA) based on interpolating wavelets to guide the
adaptation of particle and grid sizes.

For more than a decade, wavelets have been used to e!ciently solve PDEs
that exhibit multiscale solutions [94, 64, 145, 121, 80]. The e!ciency of
these schemes hinges on the locality of wavelets and on the sparse repre-
sentation of operators or functions in the wavelet basis. The adoption of
wavelet representations in particle simulations provides a method that uses
a scale decomposition to dictate refinement, rather than a problem-specific
error indicator, while retaining the characteristics of the underlying particle
framework. We present the theoretical foundations of this novel particle-
wavelet formulation, we extend it to level set applications, and finally test
its convergence on a number of representative problems and demonstrate
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how it outperforms several state-of-the-art techniques.

5.1 Wavelet-based Adaptation for Particle-Mesh
techniques

In the present framework we implement tensor-product wavelets -l,µ and
scaling functions 1l on a sequence of L + 1 dyadically refined grids with
mesh spacings {hl}L

l=0 = {h0 2!l}L
l=0 and grid points k " {Kl}L

l=0. The
scaling functions and wavelets are related as:

1l
j =

"

k

H l
j,k 1l+1

k , -l,µ
j =

"

k

Gl,µ
j,k 1l+1

k , (5.1)

where µ = 1, . . . , 2d ! 1. The discrete filters H l
j,k and Gl,µ

j,k depend on the
specific choice of employed wavelets. Using these bases a function q(x) is
expressed as

q(x) =
"

k&K0

c0
k 10

k(x) +
L!1"

l=0

"

k&Kl

2d!1"

µ=1

dl,µ
k -l,µ

k (x) . (5.2)

The scaling coe!cients cl
k and detail coe!cients dl,µ

k can be e!ciently com-
puted using a Fast Wavelet Transform. In areas where the function q(x)
is smooth the detail coe!cients of fine levels l will tend to be small, and
a compressed representation of q(x) is obtained by discarding detail coef-
ficients for which |dl,µ

k | < #. The error introduced by this compression is
bounded by

#q(x)! q'(x)#$ $ C1 # $ C2NP/d , (5.3)

where P is the order of the wavelets and N is the number of active coe!-
cients.

It is important to note that each detail coe!cient is associated with a
grid point on the next finer grid, as illustrated in Figure 5.1. Hence, the
compressed representation q' is inherently linked with an adapted grid,
composed only of the grid points whose detail coe!cients are significant,
i.e. |dl,µ

k | + #.
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Figure 5.1: Each detail coe"cient dl,µ
k , with µ = 1, . . . , 2d ! 1 corresponds to a specific

grid point on the next finer level.

More specifically, let child(k, µ) be the grid point associated with dl,µ
k and

let ancs(k) denote the set of grid points k" needed to reconstruct the value
cl
k from values cl!1

k" and detail coe!cients dl!1,µ
k" of the next coarser level.

An adapted grid is constructed by discarding all grid points whose |dl,µ
k | are

smaller than a prescribed threshold, i.e.

K> = K07
>

k" = child(k, µ)7 ancs(k")
444 |dl,µ

k | > # , l " [0, L!1]
?

. (5.4)

Note that that ancs(k") are added to maintain proper nestedness of the
grids (see [144] for details).

5.2 PMW: Particle-Mesh algorithms with Wavelet-
based adaptation

In PM techniques particle locations adapt with the velocity of the flow map
and a remeshing procedure is introduced in order to ensure particle overlap
and alleviate spurious structures introduced by particle distortion [87]. The
present wavelet-based MRA of the remeshed particle properties, enables an
enhanced multiresolution particle function representation. In order to allow
for the emergence of small scales between two remeshing steps we follow the
conservative approach of Liandrat and Tchamitchian [94] and additionally
activate all children of the active grid points.

We will now discuss the computational steps (P , M, M , M, M , P)
that take place between two remeshing steps in the light of the present
method (see Figure 5.2 for the case of a two-step ODE integration scheme).
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K>(t + 1

2
!t)K>(t) K>(t + !t)

M ! M

P ! M M ! P

Figure 5.2: Particles are created on the adapted grid K>(t) and advected. In the context of a
two-step ODE integration scheme, the particle function representation is evaluated (P# M)
on an intermediate grid K>(t+ 1

2 #t) and the right-hand sides that are evaluated on this grid
(M # M) are interpolated back onto the particles (M # P). At the end of the time step
the particles are remeshed onto a mesh K>(t + #t) on which the next MRA is performed.

5.2.1 Particle-Mesh interpolation and Wavelet MRA
In classical PM techniques, a key aspect is the interpolation of quantities
from the mesh onto the particle locations (M , P). This interpolation
procedure needs to be adjusted to allow for the nested and sparse structure
of the grids.

In order to be able to perform this M , P operation and to evaluate dif-
ferential operators (M , M) on the active grid points Kl

> we need to create
bu"er layers around Kl

>. Values of these bu"er grid points are interpolated
from coarser levels which is always possible due to the nestedness that we
have ascertained earlier.

For P , M interpolation the situation looks di"erent. Particles reside
on di"erent levels of refinement. When evaluating the particle function
representation on a grid point i, we must therefore make sure that there
are particles everywhere in the support of the interpolant "h(· ! i). We will
now present two ways of dealing with this requirement and highlight their
close relation to the convection of small-scale information.

5.2.2 P ! M : The ‘Eulerian’ approach
This approach can be seen as a simplified version of a multilevel interpo-
lation procedure that we have introduced in Chapter 4 in the context of
an AMR-based particle method. The procedure works as follows (see Fig-
ure 5.3):
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Figure 5.3: The ‘Eulerian’ way: (a) Active grid points Kl
> selected by MRA; (b) Kl

> is

extended by Kl
>,CFL to account for the convection of small scales, a bu!er Bl is added

and particles are created; (c) particles are convected; (d) particles are interpolated onto grid
points k " Kl

>,ext.

1. We start with a set of activated grid points {Kl
>}L

l=0 selected by the
adaptation procedure (5.4),

2. we then expand this set by 8CFL9 grid points on each level creating
an extended set Kl

>,ext ( Kl
> 7Kl

>,CFL; this extension will serve to
capture level l-scale information that is convected out of Kl

>. Around
this set we create a bu"er band Bl. We will derive the required size
of Bl below.

3. Now we create particles on grid points k " Bl 7K>,ext and convect
them.

4. Particle quantities are interpolated onto the grid points in K>,ext.

In order to have a su!cent number of particles in the support of the inter-
polation kernel, the Bl must be chosen as

Bl =
>

k"
444 min

k&Kl
>,ext

|k" ! k| $ 8 1
2 supp(") + CFL9

?
. (5.5)

This approach bears two disadvantages: firstly, it requires the extension of
the set of active grid points to capture convected small scales and secondly,
the size of both the extension and the bu"er band depend on the CFL
number. For particle methods, where situations with CFL: 1 are possible,
this can severely detract from the e!ciency of the method.
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Figure 5.4: The ‘Lagrangian’ way: (a) Active grid points Kl
> selected by MRA; (b) Kl

> is

extended by a bu!er Bl, an indicator (5.6) is assigned and particles are created; (c) particles
are convected - they carry the indicator function values alongside; (d) particle quantities
and the indicator function are interpolated onto the grid and a new set Kl

> is obtained as
{k | $l

k > 0 }.

5.2.3 P ! M : The ‘Lagrangian’ approach
The second approach, inherits from the Lagrangian character of the under-
lying particle method (see Figure 5.4):

1. we again start from the set of active grid points {Kl
>}L

l=0 selected by
the preceding MRA.

2. Around this set we create a bu"er band Bl on each level. Additionally,
we introduce an indicator function /l defined as

/l
k =

&
1 , k " Kl

>

0 , k " Bl .
(5.6)

3. We convect the particles, now carrying the particle quantities and
alongside the indicator function /l.

4. Particle quantities and the indicator function are interpolated onto
the underlying grid points and grid points on which the interpolated
indicator function /̃l

k > 0 are selected# to constitute the new set Kl
>.

In order to have a su!cient number of particles in the support of the inter-
polation kernel, the Bl must be chosen as

Bl =
>

k"
444 min

k&Kl
>

|k" ! k| $ 8 1
2 supp(") + LCFL9

?
, (5.7)

"Another possibility is to set $l
k = 1 for all particles. After remeshing one then selects

the new Kl
> as {k " Kl | $l

k > 1 ! "PM}, where "PM represents the tolerance for the
error introduced by the interpolation.
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Figure 5.5: In order to interpolate a point on the boundary (black circle) of the set Kl
>

we require a band of 1
2 supp(%) particles outside of Kl

>. However, strain may compress this
band and a safety margin of LCFL grid points needs to be added.

where the addition of LCFL accounts for the e"ects of deformation as illus-
trated in Figure 5.5. Using this technique, the scale distribution {Kl

>}L
l=0 is

naturally convected with the flow and we obtain an adaptation mechanism
which is independent of the CFL number - and consequently of the grid
size - while remaining e!cient, as LCFL is bounded due to the stability
constraint (2.29).

5.3 PMW for Level Sets
The present formulation enables an e!cient implementation of level set
interface capturing techniques, as we extend the adaptation mechanism (5.4)
to adopt a narrow band representation of the level set.

5.3.1 Narrow band formulation

Another aspect of level sets is that we are in general only interested in
a narrow neighborhood of the interface. Restricting all computations to
a narrow band around the interface can greatly enhance the e!ciency of
the computations [1]. The adaptivity of the present method automatically
enables the implementation of a narrow-band level set method: let &(s) be
a mollification of the Heaviside function, specifically

&(s) =

+
,-

,.

1 , |s| $ 5

(|s|! +)2 (2|s|+ + ! 35) (+ ! 5)!3 , 5< |s| $ +

0 , |s| > +

, (5.8)
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where 5 and + are parameters controlling the size of the narrow band. We
now smoothly truncate the detail coe!cients of the MRA like

dl,µ
k 6 dl,µ

k &
$
( (hl+1)!1

%
. (5.9)

This truncation leads to a grid, which is only refined close to$( t) and thus
results in a level set (, which is confined to a narrow band around$( t) on all
levels except the coarsest, which in general is very inexpensive to compute.

5.3.2 Surfactant dynamics
If we want to solve PDEs on level set surfaces (see Section 3.2), we will need
to represent two things in a multiresolution setting: the surface itself and the
quantities (concentrations, momenta, etc. ) that are defined on it (surface-
bound quanities). It does not su!ce to perform an MRA of the level set,
as the geometry may be very simple, e.g. planar, but the function defined
on it may have small scales. The error of the approximation will consist of
both the deviation of the approximated geometry from the exact one, and
the deviation of the solution surface-bound quanity from the exact one. In
order to investigate this error we must formulate an error norm, of which
there exist several possibilities. Instead we employ heuristics and assume a
linear combination of the errors so that we measure the detail as a linear
combination of the detail coe!cients of the surface-bound quantity and the
level set. Let us denote surface-bound quantities by cs, s = 1, . . . , Ns, then
a wavelet has significant detail if

@AAB
Ns"

s=1

|d(cs)l,µ
k |2 + |d(()l,µ

k |2 . (5.10)

Note however, that with this heuristic we lose the error bound (5.3), and we
are currently missing a theory for functions on level sets that could provide
us with a substitute.

5.4 Reliability of Prediction
The MRA is suitable to adjust a grid to e!ciently represent a function
with a certain range of length scales. By virtue of the estimate (5.3) we
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are guaranteed that all scales are represented by our adapted grid with a
precision of #. As our solution evolves from one time step (t) to the next
(t+!t), however, the scale distribution may change, small scales may emerge
and the grid of the prior time step (K>) may not be able to capture the new
scale distribution with # accuracy. Let us assume that K> can represent
the scales k " [0, k>] with # accuracy – k being a wave number. We need
to extend K> such that it is able to represent k " [0, k> + !k], where !k
are the additional small scales that we expect to emerge between t and
t + !t. Following Liandrat and Tchamitchian [94], Vasilyev and Bowman
[145] define an adjacent zone of grid points, which are added to K>. This
zone is given by grid points k" " Kl" for which

|l ! l"| $ Cv ; |2l"!lk ! k"| $ Ch , k " K>

i.e. the grid is both horizontally and vertically extended. The constants Cv

and Ch are parameters of their simulations. The horizontal extension allows
for the convection of small scales. This extension is not necessary in our
Lagrangian method, as the method (Section 5.2.3) inherently accounts for
this convection. Note however, that the bu"er particles introduced earlier
also represent a horizontal extension, which is needed due to the support of
our kernels. For convection di"usion problems, L = 1 is in general su!cient
[94], and even conservative. In order to obtain a less conservative heuristic,
we examined the evolution of the detail coe!cients for the case of a 2D
advection problem: consider 4 evolving as

$4

$t
+' · (4 u) = 0 . (5.11)

The detail coe!cient at a certain location (assume at the origin), at a
certain level l is defined as

dk =
C
-̃k,4

D
, (5.12)

where -̃k is the dual wavelet, and <f, g= =
#

f · g dx. The evolution of dk
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a b c

a b c

d e f

Figure 5.6: a)-c) Evolution of the energy spectrum without extending K>: a) at time t
all scales are represented with "-accuracy. b) at time t + #t small scales have emerged but
they are not captured by K>(t): c) not capturing these scales can lead to backscatter or
aliasing. d)-f) Evolution of the energy spectrum with extending K>: d) at time t all scales are
represented with "-accuracy, however, we extend K> in order to account for the possibility of
small scales emerging in-between time steps. e) small scales have emerged but are captured
by the extended K>. This leads to a consistent "-accuracy representation at t + #t.

in time is given by,

ddk

dt
=

E
$-̃k

$t
,4

F
+

G
-̃k,

$4

$t

H
+

'
-̃k 4 uk · da

= !
C
'-̃k,4 uk

D
!

C
-̃k,' · (4u)

D
+

!
'

2
-̃k 4 uk

3
dv

= uk

C
-̃k,'4

D
!

C
-̃k,'(4 u)

D

(5.13)

The resulting expression can be computed by performing an MRA on '4
and on ' · (4 u), it is however not very practical as such, due to the compu-
tational cost of the d + 1 additional wavelet transforms, and because of the
second term, which requires a possibly expensive evaluation of velocities.

5.5 Kernels, scaling functions and wavelets
The wavelets and scaling functions we used to conduct the numerical exper-
iments in the next section are interpolating wavelets [41, 64], based on the
iterative interpolation scheme introduced by Deslauriers and Dubuc [40].

This choice of wavelet construction implies a vertex-centered grid, and
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Figure 5.7: Vertex-centered adapted grid (empty circles), and cell-centered adapted-grid
(gray circles).

scaling coe!cients represent the vertex values of the function that is ap-
proximated.

Average-interpolating wavelets This vertex-centered choice is not the
most pertaining one for solving conservation laws with particle methods,
as there is no volume element directly associated with the vertex. In that
context we would like to have a decomposition of space into volumes which
are associated with particles, such that

I

k,l

V l
k = % . (5.14)

Consequently the MRA would operate on particle weights directly, that is
on

Cl
k =

!

V l
k

c(x) dv .

Wavelets that pertain to this scenario are called average-interpolating wavelets
and were introduced by Donoho [42]. For the 1D case assume that we are
given particle weights C0

k of an unknown function c(x), i.e.

C0
k =

! k+1

k
c(x) dx .

A scheme of m-th order can be derived by searching for the unique m!1-th
order polynomial for which

C0
k+i =

! k+i+1

k+i
p(x) dx , >i " [!m/2 + 1,m/2] ,
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and defining

C1
2k =

! (2k+1)/2

2k/2
p(x) dx , and

C1
2k+1 =

! (2k+2)/2

(2k+1)/2
p(x) dx .

This process leads to a linear system for the coe!cients of the polynomial
which is readily inverted. Like before (Equation (5.1), left), subdivision can
be written as

Cl+1
k =

"

j

Hk!2j Cl
j .

For the quadratic case the filter coe!cients are given by

Hj = [!1/8, 1/8, 1, 1, 1/8,!1/8] .

Choice of wavelets The optimal combination of particle kernel and wavelets/scaling
functions would be to use the scaling function 1 as a particle kernel and em-
ploy it for P , M, and M , P interpolation. However, 1 is based on an
iterative interpolation scheme, i.e. there is no explicit form for 1(x), and
thus it cannot be used for P , M. We also looked for a particle kernel
the could be used as a scaling function for a wavelet basis. However, to the
best of our knowledge, the only functions that are suitable for this purpose
are B-splines, as they are refinable, and these functions would only conserve
the first two moments when used for P , M and M , P. In other words,
currently there are no refinable high-order particle kernels, and neither are
there explicit smooth high-order wavelet scaling functions.

We therefore retain the interpolating wavelets, and use a particle kernel
which is similar to the scaling function. This similarity can be assessed by
looking at the scalar product of the particle kernel M with the dual wavelet
-̃: for the scaling function, <1, -̃= = 0. So M should be chosen such that
<M, -̃= is su!ciently small. If this is not the case it will cause P , M to
introduce spurious small scales, which will then be picked up by the MRA,
and this spurious refinement will detract from the e!ciency of the method.

For our numerical experiments we employed wavelets based on an iter-
ative interpolation scheme of order P = 4, which is also known as the
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autocorrelation of Daubechies’ scaling function of order 4. In order to find
an appropriate particle kernel for this choice we set up the following ex-
periment: we created a Gaussian bump as initial condition and performed
an MRA on it. We then advected this function with a constant velocity
and measured the increase in active particles. Optimally, the number of
activated grid points/particles should remain constant, as no small scales
are generated by the problem. Through this experimentation we observed,
that using the M "

4 as a particle kernel leads to a large number of numerical
small scale artifacts. We therefore resorted to the higher-order M """

6 kernel,
which is comparatively smoother than the M "

4 (see Figure 2.1) and at the
same time of higher order.

For the interpolation of the indicator function (5.6) we use an inexpensive
bi-/trilinear kernel.

5.6 Convergence studies and Benchmarking
In order to illustrate the Lagrangian adaptivity of our method we have
focused on the 2D advection of a scalar with a prescribed velocity field.
We solve the problem of a passive scalar subject to a single vortex in two
frames: Once, as a plain advection problem, for which the exact solution is
known, and once in a level set frame, where we restrict our interest to the
development of an interface. The velocity field is given by [91]

u(x, t) = 2 cos(3t/T )
)
! sin2(3 x) sin(3 y) cos(3 y)
sin2(3 y) sin(3 x) cos(3 x)

*
. (5.15)

The factor cos(3t/T ) causes the scalar to return to the initial condition at
time T . Clearly, a bigger T leads to an increasing maximum deformation
of the scalar at time T/2. The computational domain in all 2D cases is
% = [0, 1]2 with doubly-periodic boundary conditions, the grid spacing of
the coarsest grid is h0 = 32!1 and we employ a standard fourth-order
Runge-Kutta for the ODEs.

5.6.1 Advection of a passive scalar
We consider two choices for T in (5.15): T = 2.5 and T = 8.0. These
choices let us compare the performance of the method in a well resolved
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The factor cos(! t/T ) causes the scalar to return to the initial condition at time T .
Clearly, a bigger T leads to an increasing maximum deformation of the scalar at time
T/2. The computational domain in all 2D cases is ! = [0, 1]2 with doubly periodic
boundary conditions, the grid spacing of the coarsest grid is h0 = 32!1, and we employ
a standard fourth-order Runge–Kutta for the ODEs.

7.1. Advection of a passive scalar. We consider two choices for T in (7.1):
T = 2.5 and T = 8.0. These choices let us compare the performance of the method
in a well-resolved (T = 2.5) and an underresolved regime (T = 8.0). The initial
condition for both cases consists of a “blob” centered at (0.5, 0.75) and is given by

q(x, 0) =
1!

i=!1

1!

j=!1

"
2

2 erf
"
c1(c2 !

#
(x! 0.5 + i)2 + (y ! 0.75 + j)2 + 1

$
,(7.2)

with c1 = 21.269446 and c2 = 0.16811704. The time step size is set to "t = 0.025 for
the case T = 2.5 and "t = 0.08 for the case T = 8.0.

We first investigate the e"ect of varying the maximum number of levels Nlev =
L + 1 and the truncation parameter # on the accuracy and compare it against a
nonadaptive simulation with h = hL. The error is computed as

e = (q(x, T ) ! q(x, 0)) "q(x, T )"!1
# .

Figure 7.1 displays the L# and L2 norms of the error against the square root of the
number of active grid points. For the nonadaptive case the number of active coef-
ficients scales as N = (h)!2. The results suggest that the multiresolution method
presented herein displays the same convergence property as without adaptation: the
case T = 8.0 is clearly underresolved. This, however, does not detract from the per-
formance of the method, which can be appreciated by comparing to the corresponding
nonadaptive simulations. In the case with T = 2.5 the problem is well resolved and
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Fig. 7.1. Scaled norm of error in the L2 and L! norm for increasing numbers of levels
Nlev = L ! 1. N denotes the average number of active grid points/particles. Left: Case T = 8.0
with ! = 10"3 ( ), ! = 10"4 ( ), ! = 10"5 ( ), and nonadaptive ( ) for L = 2, . . . , 5.
Right: Case T = 2.5 with ! = 10"4 ( ), ! = 10"5 ( ), ! = 10"6 ( ), and nonadaptive
( ) for L = 2, . . . , 5. Triangles represent fourth-order convergence.

Figure 5.8: Scaled norm of error in the L2 and L# norm for increasing numbers of levels
Nlev = L!1. N denotes the average number of active grid points/particles. Left: Case T =
8.0 with " = 10$3 (filled circles with dashed line ), " = 10$4 (filled circles with solid line
), " = 10$5 (empty circle with dashed line ) and non-adaptive ( (0.0,0.1)(0.4,0.1) ) for
L = 2, . . . , 5. Right: Case T = 2.5 with " = 10$4 (filled circles with dashed line ), " = 10$5

(filled circles with solid line ), " = 10$6 (empty circle with dashed line ) and non-adaptive (
(0.0,0.1)(0.4,0.1) ) for L = 2, . . . , 5. Triangles represent 4th-order convergence.

(T = 2.5) and an under-resolved regime (T = 8.0). The initial condition for
both cases consists of a ‘blob’ centered at (0.5, 0.75) and is given by

q(x, 0) =
1"

i=!1

1"

j=!1

(
2

2 erf
2
c1(c2 !

9
(x! 0.5 + i)2 + (y ! 0.75 + j)2 + 1

3
,

(5.16)

with c1 = 21.269446 and c2 = 0.16811704. The time step size is set to
!t = 0.025 for the case T = 2.5 and !t = 0.08 for the case T = 8.0.

We first investigate the e"ect of varying the maximum number of levels
Nlev = L + 1 and the truncation parameter # on the accuracy and compare
it against a non-adaptive simulation with h = hL. The error is computed
as

e = (q(x, T )! q(x, 0)) #q(x, T )#!1
$ .

Figure 5.8 displays the L$ and L2 norms of the error against the square-
root of the number of active grid points. For the non-adaptive case the
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Fig. 7.2. !-refinement study for the case T = 2.5: the data points correspond to ! = 2!p!10!3

for p = 0, . . . , 10. The triangle represents second-order convergence.

fourth-order convergence is fully recovered. In addition to the error, we computed the
maximum CFL number as

CFLmax = max
t"[0,T ]

hL/!t !u(x, t)!#1
! .

We found CFLmax = 12.8 for T = 2.5 and CFLmax = 40.7 for T = 8.0. This result
clearly demonstrates the advantage of the Lagrangian adaptation introduced in this
work.

We note, however, that for nonlinear problems areas of high strain could limit the
time step of this method. We are presently working to circumvent this di!culty by
employing time steps that are commensurate with the level of refinement and strain
while enforcing the compatibility between advected quantities across di"erent levels
of resolution.

Figure 7.2 displays an "-refinement study of case T = 2.5. The number of levels
employed is Nlev = 5 for all " and " = 2#p " 10#3 for p = 0, . . . , 10. We find that we
achieve the expected convergence order of N#2.

7.2. Level set front capturing. We first show the e"ect of the narrow-band
truncation (5.3) by applying it to the two problems described in the precedent section.
Comparison of the distribution of active grid points, Figure 7.3 vs. Figure 7.4 reveals
how the adaptation is restricted to a small neighborhood around the interface.

The first problem we consider here is a circle deformed by the single vortex (7.1)
with T # $, a well-established benchmark test case for level set methods. The
initial condition consists of a circle centered at (0.5, 0.75) with radius 0.15. We have
employed the multiresolution narrow-band formulation described in section 5.3 with
tube radii # = 1 and $ = 3, Nlev = 5, and " = 10#6. We have chosen a time step
of !t = 1

30 . Figure 7.5 depicts the solution at t = 3.0. We compare two di"erent
reinitialization frequencies: reinitialization is performed every 5 time steps (TRI=5)
and every 18 time steps (TRI=18), respectively. The di"erence between the two final
solutions can only be seen at the sharp tip of the interface, where the more frequent
reinitialization TRI=5 leads to a longer, more regular tip. On the other hand, the
location of the interface is as expected less accurate than TRI=18, which can be seen

Figure 5.9: "-refinement study for the case T = 2.5: the data points correspond to " =
2$p % 10$3 for p = 0 , . . . , 10. The triangle represents 2nd-order convergence.

number of active coe!cients scales as N = (h)!2. The results suggest that
the multiresolution method presented herein displays the same convergence
property as without adaptation: the case T = 8.0 is clearly under-resolved.
This however, does not detract from the performance of the method, which
can be appreciated by comparing to the corresponding non-adaptive simula-
tions. In the case with T = 2.5 the problem is well resolved and fourth-order
convergence is fully recovered. In addition to the error, we computed the
maximum CFL-number as

CFLmax = max
t&[0,T ]

hL/!t #u(x, t)#!1
$ .

We found CFLmax = 12.8 for T = 2.5 and CFLmax = 40.7 for T = 8.0.
This result clearly demonstrates the advantage of the Lagrangian adaptation
introduced in this work.

We note, however that for non-linear problems areas of high strain could
limit the time step of this method. We are presently working to circumvent
this di!culty by employing time steps that are commensurate with the level
of refinement and strain while enforcing the compatibility between advected
quantities across di"erent levels of resolution.

Figure 5.9 displays an #-refinement study of case T = 2.5. The number of
levels employed is Nlev = 5 for all # and # = 2!p 2 10!3 for p = 0 , . . . , 10.
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Figure 5.10: Advection of a passive scalar: distribution of active particles at time t = 1.25
for the case T = 2.5 (left) and t = 4.0 for the case T = 8.0 (right).

We find that we achieve the expected convergence order of N!2.

5.6.2 Level set front capturing
We first show the e"ect of the narrow-band truncation (5.8) by applying it
to the two problems described in the precedent section. Comparison of the
distribution of active grid points, Figure 5.10 vs. Figure 5.11 reveals how
the adaptation is restricted to a small neighborhood around the interface.

The first problem we consider here is a circle deformed by the single vortex
(5.15) with T , 4, a well-established benchmark test case for level set
methods. The initial condition consists of a circle centered at (0.5, 0.75) with
radius 0.15. We have employed the multiresolution narrow-band formulation
described in section 5.3.1 with tube radii 5 = 1 and + = 3, Nlev = 5 and
# = 10!6. We have chosen a time step of !t = 1

30 . Figure 5.12 depicts the
solution at t = 3.0. We compare two di"erent reinitialization frequencies:
Reinitialization is performed every 5 time steps (TRI=5), and every 18 time
steps (TRI=18), respectively. The di"erence between the two final solutions
can only be seen at the sharp tip of the interface, where the more frequent
reinitialization TRI=5 leads to a longer, more regular tip. On the other hand,
the location of the interface is as expected less accurate than TRI=18 which
can be seen by comparing with a well-resolved reference solution without
regularization. The two cases used 13,502 (TRI=5) and 10,093 (TRI=18)
active grid points on average and 25,007 (TRI=5) and 22,601 (TRI=18) at
t = 3.0 and yielded a CFLmax of 17.1.

In order to quantify the accuracy of the method as extended to narrow-
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Figure 5.11: Propagating interface: distribution of active particles at time t = 1.25 for the
case T = 2.5 (left) and t = 4.0 for the case T = 8.0 (right).
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Figure 5.12: Right: Final solution of level set test case at t = 3.0. Left: close-ups of the tip
of the final solution (interface - bold line, and {0.0025, 0.0050, 0.0075} contours; a) adaptive
method, level set reinitialized every 5 time steps, b) adaptive method, reinitialized every 18
time steps, c) reference calculation without reinitialization.
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by comparing with a well-resolved reference solution without regularization. The two
cases used 13,502 (TRI=5) and 10,093 (TRI=18) active grid points on average and 25,007
(TRI=5) and 22,601 (TRI=18) at t = 3.0 and yielded a CFLmax of 17.1.

In order to quantify the accuracy of the method as extended to narrow-band
level sets we now consider the case T = 8.0. Here the interface returns to the initial
condition at t = 8.0; thus the final solution is again a circle with radius 0.15. The
parameters of this simulation are again Nlev = 5, ! = 1, " = 3, and #t = 0.08. We
reinitialize the level set every 5 time steps.

Following [8] and [5] we compute the area enclosed by !(t = 8.0) and compare
with the exact solution. The full simulation requires 29 seconds for an accuracy
of 10!4 on a 2GHz PowerMac G5. The results of this comparison are depicted in
Figure 7.6, demonstrating the high-order convergence of the present method.

We next demonstrate the applicability of the present method to problems that
are not convection dominated. We consider the growth of dendrites in a supercooled
liquid according to the sharp-interface model. The governing equations are given by

$T

$t
= ! · (k!T ) ,

T |!! = T!!,

T |" = T",

u|" = "n [k!T · n]",

$%

$t
+ u ·!% = 0,

! = { x | %(x) = 0 },

(7.3)

where T is the temperature, " is the computational domain, ! = $"r is the phase
boundary, n is the outward normal on !, and k is the thermal conductivity. The
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Fig. 7.6. Plot of relative error of the area enclosed by !(t = 8.0) against the number of
particles/active grid points: Hieber and Koumoutsakos [8] ( , N = number of particles at time
t = 0), Enright et al. [5] ( , N = total number of degrees of freedom at time t = 0 and ,
N = number of grid points), and the present method ( , N = number of active grid points at
time t = 0 and , N = number of active grid points at time t = 8.0).

Figure 5.13: Plot of relative error of the area enclosed by !(t = 8.0) against the number
of particles/active grid points: Hieber & Koumoutsakos [68] (filled circles with dashed line ,
N = number of particles at time t = 0), Enright et al. [47] (filled squares with dashed line ,
N = total number of degrees of freedom at time t = 0 and empty squares with dashed line ,
N = number of grid points) and present method (filled circles with solid line , N = number
of active grid points at time t = 0, empty circles with solid line , N = number of active grid
points at time t = 8.0).

band level sets we now consider the case T = 8.0. Here the interface returns
to the initial condition at t = 8.0, thus the final solution is again a circle
with radius 0.15. The parameters of this simulation are again Nlev = 5,
5 = 1, + = 3 and !t = 0.08. We reinitialize the level set every 5 time steps.

Following [68] and [47] we compute the area enclosed by$( t = 8.0) and
compare with the exact solution. The full simulation requires 29 seconds for
an accuracy of 10!4 on a 2GHz PowerMac G5. The results of this compar-
ison are depicted in Figure 5.13, demonstrating the high order convergence
of the present method.

We next demonstrate the applicability of the present method to problems
that are not convection dominated. We consider the growth of dendrites in
a super-cooled liquid according to the sharp-interface model. The governing
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equations are given by

$T

$t
= ' · (k'T ) ,

T |#" = T#" ,

T |! = T! ,

u|! = !n [k'T · n]! ,

$(

$t
+ u ·'( = 0 ,

$ = { x | ((x) = 0 } ,

(5.17)

where T is the temperature, % is the computational domain, $= $%r is the
phase boundary, n is the outward normal on$, k is the thermal conductivity.
The temperature at the interface is given by the Gibbs-Thomson relation

T! = !6c)! 6v un , (5.18)

where ) denotes the curvature on the interface, 6c is the surface tension
coe!cient and 6v the molecular kinetic coe!cient. We focus on a mathe-
matically unstable example from [56] that gives rise to small-scale features
and demonstrates the regularizing properties of the particle level set formu-
lation: % = [!1.5, 1.5]2, k = 1.0, 6c = 6v = 0, and the initial conditions for
T and the interface are given by

%r = [!0.1, 0.1]2 [!0.1, 0.1]

T (x, t = 0) =

&
!0.5 , x " %\%r

0.0 , else .

(5.19)

For this simulation h0 = 3/32 and Nlev = 5. We compare two cases: in
one case # = 10!4 and in the other # = 10!7. Figure 5.14 depicts the
propagation of the phase boundary for the two cases. It is evident that with
bigger # the 45)- symmetry, respectively the anisotropy, is more pronounced.
This expected symmetry break is caused by the MRA and other grid e"ects.

In order to demonstrate the feasibility of the application of the present
method to 3D problems we simulated the curvature driven collapse of a 3D
dumbbell [122] governed by

$(

$t
+ ) n ·'( = 0 , (5.20)
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Fig. 7.7. Dendritic growth in a pure melt. Left: ! = 10!7; right: ! = 10!4. Contours represent
the temporal evolution of the phase boundary.

temperature at the interface is given by the Gibbs–Thomson relation

T! = !!c"! !v un,(7.4)

where " denotes the curvature on the interface, !c is the surface tension coe!cient,
and !v is the molecular kinetic coe!cient. We focus on a mathematically unstable ex-
ample from [6] that gives rise to small-scale features and demonstrates the regularizing
properties of the particle level set formulation " = [!1.5, 1.5]2, k = 1.0, !c = !v = 0,
and the initial conditions for T and the interface are given by

"r = square with side length 0.2 centered in 0.0,

T (x, t = 0) =

!
!0.5, x " "\"r,

0.0 else.

(7.5)

For this simulation h0 = 3/32 and Nlev = 5. We compare two cases: in one case
# = 10!4 and in the other # = 10!7. Figure 7.7 depicts the propagation of the
phase boundary for the two cases. It is evident that with bigger # the 45"- symmetry,
respectively, the anisotropy, is more pronounced. This expected symmetry break is
caused by the MRA and other grid e#ects. Figure 7.8 illustrates the distribution of
active particles in the early and final stages of the simulation.

Fig. 7.8. Active grid points/particles at two di!erent times of the simulation of dendritic growth.

Figure 5.14: Dendritic growth in a pure melt. Left: " = 10$7; right: " = 10$4. Contours
represent the temporal evolution of the phase boundary.

Figure 5.15: Active grid points/particles at two di!erent times of the simulation of dendritic
growth.
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Fig. 7.9. Curvature driven collapse of a 3D dumbbell. Plots show a cut through the centerline
of the dumbbell at times (a) t = 1.00 ! 10!5, (b) t = 1.139 ! 10!2, (c) t = 1.141 ! 10!2, and
(d) t = 1.80 ! 10!2.

Finally, in order to demonstrate the feasibility of the application of the present
method to three-dimensional (3D) problems we simulated the curvature driven col-
lapse of a 3D dumbbell [18] governed by

!"

!t
+ #n ·!" = 0,(7.6)

where # = ! · n is the curvature of the interface and n = !" |!"|!1 is the outward
normal on the interface. The grid size at the coarsest level is 32 " 16 " 16 and
Nlev = 5. Figure 7.9 depicts the evolution of the interface on a plane cutting through
the middle of the dumbbell. Figure 7.10 shows the distribution of active particles at

Fig. 7.10. Evolution of a curvature driven 3D dumbbell; distribution of active particles across
the computational domain. We have added a jitter to the particle positions for visualization purposes.
The snapshots show the dumbbell at (a) t = 1.00!10!5, (b) t = 1.139!10!2, (c) t = 1.141!10!2,
and (d) t = 1.80 ! 10!2.

Figure 5.16: Curvature driven collapse of a 3D dumbbell. Plots show a cut through the
centerline of the dumbbell at times a) t = 1.00 % 10$5, b) t = 1.139 % 10$2, c) t =
1.141% 10$2 and d) t = 1.80% 10$2.

where ) = ' · n is the curvature of the interface and n = '( |'(|!1 is
the outward normal on the interface. The grid size at the coarsest level is
32216216 and Nlev = 5. Figure 5.16 depicts the evolution of the interface
on a plane cutting through the middle of the dumbbell. Figure 5.17 shows
the distribution of active particles at times corresponding to Figure 5.16.
Darker regions denote a higher density of particles corresponding to more
active particles.

Finally, we performed an MRA on a surface-bound quantity, which con-
sists of a Gaussian peak on the surface. Figure 5.18 depicts the quantity and
the corresponding adaptation: for the case of the sphere, which represents
a simple and regular geometry, the adaptation is restricted to areas of small
scale features in the surface-bound quantity. For the case of a non-regular
geometry, here a box, the MRA adapts both to small scales in the level set,
notably the singularities of the curvature at box edges and corners, and to
the small scale features present in the surface-bound quantity.
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Figure 5.17: Evolution of a curvature driven 3D dumbbell; Distribution of active particles
across the computational domain. We have added a jitter to the particle positions for visualiza-
tion purposes. The snapshots show the dumbbell at a) t = 1.00!10!5, b) t = 1.139!10!2,
c) t = 1.141! 10!2 and d) t = 1.80! 10!2.

Figure 5.18: MRA adaptation to surface-bound quantities. (Left) Because the sphere is
a very smooth geometry it can be represented by coarse levels, whereas the surface-bound
quantity features small scales that need to be resolved. (Right) The box has singularities in
the curvature at the edges and corners, therefore both the small scales of the surface-bound
quanity, and the level set need to be resolved by finer levels.
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Applications





Chapter 6

Computing Flow

High-Reynolds number flows are computationally challenging, because of
the broad spectrum of length and time scales inherent to the flow. This
spectrum becomes wider with increasing Reynolds numbers. The curse of
this complexity has been tackled using two complementary approaches: (i)
increasing the computational power by moving to massively-parallel archi-
tectures and vector supercomputers, in order to resolve all scales of turbulent
flow (Direct Numerical Simulation (DNS)), and (ii) by formulating models
that emulate the e"ect of the small scales that are not considered in the
simulation on the large scales that are (Large Eddy Simulation (LES)).

While Reynolds-averaged Navier-Stokes methods [55] have dominated CFD
in industry, the LES methodology has gained increased acceptance in its ap-
plication to engineering problems, especially as these types of simulations
have gradually become more feasible with the rapid increase of computing
power. However, details of the implementation of LES methods, such as
the the subgrid stress models and the handling of solid boundaries are still
subject to debate.

Direct Numerical Simulation of turbulent flows The size of the smallest
scales in a turbulent flow are given by the Kolmogorov scale 2:

2

L
%

2 ,

L3 U3

31/4
= Re!3/4 ? 2 % Re!3/4 , (6.1)
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where L is a measure for the largest scales, U is a characteristic velocity
and , is the viscosity of the fluid. The Reynolds number at the Kolmogorov
scale is

Re' =
2 u'

,
= 1 ,

where u' is the velocity at the Kolmogorov scale and can be expressed
in terms of the dissipation # % U3/L and the viscosity as u' = (# ,)1/4.
Thus the Reynolds number at the Kolmogorov scale is su!ciently small
for the dissipation to be e"ective. The impact of the Kolmogorov scale on
the numerical simulation of turbulence can be seen in the following exam-
ple: consider a computational domain of [0, 1]3, such that L = 1. Assume
we employ 3003 = 27, 000, 000 computational elements, a size which to-
day can be tackled on a workstation. In this case, 2 ) 300!1, as smaller
scales cannot be represented. Following the estimate (6.1), the maximum
Reynolds number that can be addressed using DNS in this setting is about
2,000. Most flows of engineering interest have a Reynolds number that
is several orders of magnitude higher than that. By using state-of-the-art
super-computing architectures, and highly scalable code, Reynolds numbers
in the ten-thousands can be achieved.

The structure of turbulence Turbulent flow consists of large scale mo-
tions, which get transfered into slender, swirling circulations in the flow.
These coherent swirling “blobs” of fluid are called eddies. These eddies are
Lagrangian structures, which travel with the flow, stretching themselves
into extended tubes or sheets as they follow the flow induced by the vortex
filaments that pierce them. These vortical structures comprise the “sinews
and muscles of fluid motions” [88].

In spite of scaling of required computational elements with the Reynolds
number, another characteristic of turbulent flow may lead to a loophole for
breaking the complexity of high-Reynolds-number flow with simulation; al-
though the size of vortical structures in turbulent flow extend over many
scales, they are distributed inhomogeneously in both space and time. This
inhomogeneity is called intermittency. This intermittency has been quan-
tified in recent space-time adaptive calculations of 2D turbulence [79]. For
2D turbulence, the number of computational elements required to resolve
the Kolmogorov scales is proportional to Re. By considering the intermit-
tency vortical structures, the scaling is weakened to Re0.7. Although it is



109

Figure 4: Intense-vorticity isosurfaces showing the region where |!| > !̄ + 4"; ! is the vorticity, and !̄ and
" are the mean and standard deviation of |!|, respectively. The size of the display domain is (59842 ! 1496)#,
periodic in the vertical and horizontal directions. # is the Kolmogorov length scale and R$ = 732 (see Table 3).

14

 
Figure 5: A closer view of the inner square region of Fig. 4; the size of the display domain is (29922 ! 1496)!.

15

 
Figure 6: The same isosurfaces as in Fig. 4; a closer view of the inner-square region of Fig. 5. The size of the

display domain is (14962 ! 1496)!.

16Figure 6.1: Snapshots of the simulation of isotropic homogeneous turbulence by Yokokawa
et al. [160]. The figures depict increasing close-ups of coherent vortical structures which
appear to be strongly intermittent.

well known that 2D turbulence is inherently di!erent from 3D turbulence
– there is no vortex stretching in 2D – this result leaves some room for
optimism regarding the scaling in 3D. The state-of-the-art calculations of
3D homogeneous isotropic turbulence of Yokokawa et al. [160] hint at the
possibility of exploiting this intermittency in numerical simulation (see Fig-
ure 6.1).

Exploiting intermittency Vortex methods use particles to solve the vor-
ticity form of the Navier-Stokes equations in the Lagrangian frame. This
approach has the advantage, that vorticity has in general a more compact
support than velocity. This can be seen in the mathematical relations be-
tween vorticity and velocity: in an unbounded domain

!(x) = (!" u) (x) , u(x) =
1
4!

!
!(x!)" x# x!

|x# x!|3 dx! ,

i.e. vorticity is a local function of velocity, however velocity is a global func-
tion of vorticity. Furthermore, in an incompressible fluid with constant den-
sity, vorticity is only created at solid boundaries. By discretizing vorticity,
and following its advection by the local flow field, vortex methods are able
to represent vortical flows with an economic amount of particles (see Fig-
ure 6.2 for an illustration of the localization of vorticity in certain flows).
Another advantage of solving the incompressible Navier-Stokes equations
in vorticity form is that the condition of incompressibility (! · u = 0) is
automatically satisfied, because the velocity is obtained through the vor-
ticity as u = #! """1u. Thus, no projection schemes are needed. This
however, requires solving a vector Poisson equation, and determining the
correct boundary conditions is more involved than in the velocity-pressure
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Figure 6.2: Generation of vorticity at solid boundaries: Left: flow past a cylinder, middle:
vorticity created at the body of a swimming fish, and right: trailing vortices of an aircraft.

formulation of the incompressible Navier-Stokes equations. As we go to free
high-Reynolds number flows, the advantages of the vorticity formulation of
the Navier-Stokes in a Lagrangian frame will outweigh the disadvantages to
an increasing degree, as the locality of the vortical structures increases.

In this work we demonstrate the feasibility and the e!ciency of this La-
grangian, vorticity-based approach by considering two archetypal vortical
flows: in the first flow, the decay of a vortex ring, we perform DNS calcula-
tions to shed light on the decay mechanisms of turbulent vortex rings. The
second flow problem considers the instability of trailing aircraft vortices in
the first billion particle simulation of incompressible flow.

6.1 Hybrid vortex methods
The 3D incompressible Navier-Stokes equations can be written in vorticity
form as

$#

$t
+ u ·'# = # ·'u + Re!1 ## (6.2)

#" = !# (6.3)
u = '2" . (6.4)

Although the velocity form and the vorticity form are formally equivalent,
they lead to quite di"erent discretizations. One advantage of the vorticity
form is the support of #: in general, vorticity has a more local support
than the velocity, this is a physical fact (as vorticity is only created at
solid boundaries), and it can also be seen in the relation between vorticity
and velocity, # = ' 2 u. The local support can lead to an increase of
computational e!ciency, as we will see later on. Another advantage is that
the constraint of incompressibility (' · u = 0) is inherently satisfied. The
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advantages of a velocity-pressure formulation: simple boundary conditions
at solid interfaces, and we only need to solve one Poisson equation instead
of three (6.3).

There are many ways to solve Equations (6.2)-(6.4) with particles (see
[25] and references therein). In the following we restrict the exposition to
aspects characteristic of the hybrid approach and limit ourselves to methods
and techniques that are implemented in this client application.

Equation (6.2) is discretized using particles, yielding a set of ODEs for
particle strengths, and particle locations,

d#p

dt
=

$
# ·'hu

%
(xp, t) + Re!1

$
##

%
(xp, t) , (6.5)

dxp

dt
= u(xp, t) , (6.6)

where again p " P = [1, . . . , N ].
We solve this system using Williamson’s low-storage third order Runge-

Kutta scheme number 7 [155]. We chose this scheme for the following rea-
sons: its high-order limits the numerical dissipation introduced into the
flow, and it is memory e!cient, requiring only one N additional storage per
variable. The overall procedure is illustrated by Algorithm 6.1.

1: Set up, initial conditions, etc. , t = 0
/* Particle quantities will be stored in arrays, e.g. vorticity: ! & R3#N . For the ODE

solver we will need two temporary variables: u0, and d!0 */

2: while t $ T do
3: for l = 1 to 3 /* stages of the ODE solver */ do
4: Interpolate # onto the grid (# , #ijk)
5: Compute velocity uijk from #ijk

6: d#ijk 6 Compute stretching and dissipation from uijk and #ijk

7: d# 6 Interpolate d#ijk onto the particles
8: u0 6 u + %l u0; d#0 6 d# + %l d#0 /* " = (0,! 5

9 , 153
128 ) */

9: x 6 x + !t5 l u0; # 6 # + !t5 l d#0 /* # = ( 1
3 , 15

16 , 8
15 ) */

10: end for
11: end while

Algorithm 6.1: Overall procedure of a hybrid vortex method using Williamson’s Runge-Kutta
scheme no. 7.
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Velocity evaluation The velocity evaluation involves solving the Poisson
equation (6.3) and computing the curl of the resulting stream function ".
In the following we will be dealing with unbounded or periodic flows only.
In these cases we use FFT-based Poisson solvers. As we do not require the
stream function as such, but only its curl, we can perform the curl also in
Fourier space. Thus the velocity evaluation takes the form: (i) Transform
vorticity into Fourier space, (ii) evaluate velocity as û(k) = k2#̂ |k|!2, (iii)
transform velocity into physical space. In the case of unbounded domains
we also use FFTs and apply the technique introduced by Hockney and
Eastwood in [69].

Stretching and dissipation The stretching and the dissipation are com-
puted in physical space on the grid as

'h · (ux #) + Re!1 #h 4x

'h · (uy #) + Re!1 #h 4y

'h · (uz #) + Re!1 #h 4z ,

where 'h is the fourth-order finite di"erence approximation of ', and# h

is the fourth-order finite di"erence approximation of the the Laplacian. As
the velocities are spectrally accurate using fourth-order di"erences here is
beneficial if the flow is well resolved, and leads to more accurate results.

6.2 DNS of vortex rings at Re$ = 7,500
Vortex rings are one of the archetypal structures of fluid dynamics phenom-
ena critical to the fluid mechanics of fish swimming to oil drilling (the reader
is referred to [125] for a comprehensive review). The instability of vortex
rings, a primary mechanism for their destruction, has been the subject of
several theoretical and experimental studies (see review [125] and [126]).
The works of [151] and [150] identified an instability mechanism due to
small sinusoidal perturbation of the vortex ring centerline. They quantified
the number of waves around the perimeter of the ring and demonstrated
qualitative agreement with their experimental measurements of vortex rings
in air. Shari" et al. [126] performed finite-di"erence calculations of the lin-
ear and early nonlinear stage of rings of varying Reynolds number. They
reproduced the azimuthal instability and observed the amplification of mean
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Figure 6.3: Initial setup; R denotes the vortex ring radius, ! is the ring thickness and Z
locates the position of the maximum of vorticity.

swirl in the early nonlinear stage. Beyond the nonlinear stage, Weigand and
Gharib [149] performed PIV measurements of the decay of a Re! = 7, 500
vortex ring and found that the circulation of the core decays in a stepwise
manner. They attributed this behavior to a periodic ejection of vortices
into the wake of the vortex ring. Dazin et al. presented experimental in-
vestigations of the linear [35], and nonlinear stage [36] of vortex ring decay.
In these studies, they characterize the instability during the nonlinear stage
using laser cuts through the vortex and by performing a Fourier analysis on
the azimuthal velocity. This analysis suggests a transfer of energy from the
unstable modes of the linear stage to its second harmonics.

The goal of the present computational study is to clarify the 3D vortex
dynamics during the nonlinear stage and determine the structure of the
wake in the turbulent stage.

6.2.1 Setup
Following [126], we use a Gaussian ring as initial condition:

4((x, t = 0) =
$

3 '2
e!(s/$)2 , (6.7)

with s2 = (z!zc)2+
$
|(x, y)!(xc, yc)|!R

%2, and R = 1.4 cm (see Figure 6.3).
Unless stated otherwise, variables are dimensionless and they have been
transformed as

t =
$
R2

t̃ , x =
1
R

x̃ and # =
R2

$
#̃ .
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1

2

Figure 6.4: Left: Dye visualization of the secondary structures in the experiment (reproduced
from [36]). Right: Vorticity magnitude in the present simulation (1: outer dipoles, 2: inner
dipoles).

We superimpose a secondary vortex ring with a Gaussian of opposite vor-
ticity as in [126] in order to make the total vorticity field vanish at the
ring axis. We have used two di"erent values for ': ' = R/2.4232 (ring A),
and ' = R/3.523 (ring B), corresponding to a ###$(t = 0) of 69 s!1 and
156 s!1, respectively. The centerline of the ring is randomly perturbed with
an amplitude of 0.01. We perform a Helmholtz projection step after the per-
turbation to enforce a divergence-free vorticity field. The circulation-based
Reynolds number is Re! = $/, = 7, 500, and , = 10!6 m2s!1. The size of
the computational domain [H,H, L] is set to H = 5.57 and L = 22.29 sub-
ject to periodic boundary conditions in all directions. The ring was initially
centered in xc = (H/2,H/2, 0.0). The simulations employed 131 million
(A) and 256 million (B) particles, respectively. This corresponds to a grid
size of 3212 3212 1281 (A) and 4012 4012 1601 (B), respectively.

6.2.2 Secondary Vortices
The main instability mechanism of vortex rings is an azimuthal instabil-
ity, often referred to as the Tsai-Widnall instability, Widnall instability,
or azimuthal instability. This instability leads to an extensive bending of
the initially circular vortex lines. Experimental studies of vortex rings, at
moderate Reynolds numbers, report the onset of the formation of secondary
vortical structures, identified in spanwise laser cuts as dipoles on the outer
and inner ring circumference (Figure 6.4).

In order to investigate the development of the instability – from primary
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to secondary vortex structures – we have followed an approach proposed in
[36]: we perform an XY -cut through the center of the ring and measure 4z

on circles concentric with the ring. We then perform a Fourier transform of
these data and measure the amplitudes of the first 30 modes. Even at this
early stage of the evolution of the vortex ring the notion of the “center”
and core of the ring are subject to interpretation. We therefore measure the
modes at three di"erent Z slices (z, z ± 0.011) and at three di"erent radii
(0.96, 1.00, 1.11). Figure 6.5 (right) depicts the evolution of the amplitude
of the modes for ring B: streamwise vorticity appears with the onset of the
Widnall instability which is apparent in the excitation of the linear unstable
mode m = 8. With evolution of the secondary vortex structures, energy
is transferred to the second and third harmonics m = 16 and m = 24.
With the transition to turbulence we observe an amplification of the low
order modes. These observations are in agreement with the findings in
the experimental study of [36]. Additionally, Dazin et al. observe a mean
azimuthal velocity in their experiments. This is a phenomenon, which was
the focus of study in [103], where either a m = 0, or m = 1 mode was
observed, depending on the initial perturbation of the ring. In both of our
simulations we observe an m = 1 mode, while the m = 0 mode was found
to be at least one order of magnitude weaker throughout the course of these
simulations.

The spectra of the thicker ring (A) show a qualitatively identical behav-
ior (see Figure 6.5, left). However, the linear unstable modes are found
to be m = 6 and m = 8; this is attributed to the thickness of the ring.
Additionally, the amplification of the third harmonics is less apparent.

By inspection of the evolution of the 3D topology of vorticity isosurfaces
we discern the following mechanism leading to the secondary vortical struc-
tures displayed in Figure 6.6: (a) the streamwise rims of the saddles are
areas of increased streamwise vorticity (4z); (b) this 4z is amplified due
to local stretching leading to more pronounced streamwise structures. (c)
Eventually pairs of oppositely signed streamwise structures that emanate
from adjacent saddles approach each other and form streamwise dipoles.
These dipoles are stretched downstream by the large-scale velocity field
induced by the ring, leading to a marked streamwise alignment. (d) The
dipoles eventually lose coherence due to axial instability, or due to the dom-
inance of one pole as indicated by the arrows in Figure 6.6. As established
in Figure 6.7, the dipoles that can be identified in the inner circumference
of the ring (Figure 6.4) are part of the very same structure as the outer
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Figure 6.5: Left: ring A, right: ring B; development of the first 30 harmonics. The three
di!erent shades represent three di!erent measuring planes z!0.011, z, z +0.011. Error bars
indicate variation in the radial direction. The corresponding !z structures are depicted on the
right-hand side of the spectras. The three white circles represent the three measurement radii.
Times are t = 92.75, 125.7, 141.7, 167.0 for ring A, and t = 66.66, 84.68, 92.45, 115.2 for
ring B.
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a b c d 

Figure 6.6: Emergence of the secondary vortical structures (a-d): the Tsai-Widnall, or short-
wavelength instability leads to the formation of a dipole which is stretched and convected in
the streamwise direction.

dipoles. However, they are formed by streamwise vorticity structures ema-
nating from the same saddle. Figure 6.8 depicts a volume rendering of the
secondary vorticity of ring A. Figure 6.9 depicts a simplified representation
of the structure of the vortex rings during the nonlinear stage for the case
where m = 8 is the dominant linear mode.

6.2.3 Decay of Circulation
The stepwise decay of circulation during the turbulent evolution of a vortex
ring has been first reported in experiments by [149]. In Figure 6.10 we
report the temporal evolution of the circulation of the vortex rings A, B
along with the experimental results [149]. The circulation was computed in
the y = H/2-plane as

$ = 1
2

!!

A+
4y dx dz ! 1

2

!!

A$
4y dx dz ,

with A+ = [H/2,H]2L and A! = [0,H/2]2L. In [149] the circulation was
computed as the line integral of the velocity along the 4y ± 0.065 contour,
not including structures in the wake. We can therefore only qualitatively
compare these results; as we compute the circulation in the whole domain,
i.e. including the wake, we expect the measurement to present a somewhat
attenuated representation of the circulation dynamics of the “core” regions.
Additionally, the present simulations were performed at a slightly lower
Reynolds number: if we computed the circulation as in [149] we estimate
that we would obtain a Reynolds number around Re! = 7, 300 for ring A,
and Re! = 7, 400 for ring B, respectively. We observe a circulation decay
with stepwise character similar to the experimental measurements, albeit



118 Chapter 6. Computing Flow

2

1

3

2

1

3

c d

a b

Figure 6.7: Insets a and b depict how the two dipole structures observed in spanwise laser
cuts are part of the same structure. The numbers 1, 2 and 3 denote three di!erent tubular
structures with alternating sign of !z . Insets c and d represent the underlying vortex lines
structure for a quarter of the ring.

Figure 6.8: Volume rendering of the secondary structures of ring A: orange colors represent
areas of high |!|, and blue ones areas of low |!|, respectively.
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less pronounced. For the ring A we can identify an agreement of the decay
“frequency” (arrows in Figure 6.10). Additionally, we calculated

d%
dt

=
d$
dt
! viscous terms ,

=
!

(4y ux ! 4x uy)x=H/2,y=H/2 dz ,
(6.8)

which represents the inviscid contribution to the circulation decay [90].
From Equation (6.8) we obtain %(t) through numerical integration. We
compare this inviscid decay of circulation to the full circulation$( t) in
Figure 6.11, and observe that the initial decay of circulation, before the ini-
tiation of the turbulent stage, is completely viscous. On the other hand, the
subsequent stepwise decay of the circulation must be completely attributed
to inviscid mechanisms.

To quantify the strength of vortical structures in the wake we first define
the wake domain as

Aw = A+\{[H/2,H]2 [Z ! 3
2R,Z + 3

2R]} ,

and introduce the following measures:

'y =
!!

Aw
|4y| dx dz , (6.9)

and

'z =
!!

Aw
|4z| dx dz . (6.10)

Figure 6.12 depicts the evolution of these quantities compared to the decay
of circulation for ring A. We observe a burst-like increase in' z and' y

concurrent with the decay of circulation. We also find that starting with
the nonlinear phase,' z becomes the dominant compared to' y. We take
crosscuts of 4y and 4z (A: Figure 6.13 top, and B: bottom), and we observe
an increased number of streamwise structures when the rings start decay-
ing. This streamwise vorticity consists of axial structures shed along the
wake of the ring and larger-scale vortex structures that are still attached to
the inside of the rings. In Figure 6.14 (left) we examine the isosurface of
the strength of vorticity at the beginning of the turbulent phase and iden-
tify the above mentioned attached structures as large-scale hairpin vortices,
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2

1

Figure 6.9: Schematic illustration of
the main vortex line structure of vortex
B during the nonlinear stage: depicted
are inner, core, and outer vortex lines,
giving rise to the secondary vortices (1:
outer dipoles, 2: inner dipoles).
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Figure 6.10: Half-plane circulation:
ring A (solid line), ring B (dashed line),
and experiment [149] (connected cir-
cles). The experimental data have been
shifted to match the time of the on-
set of the decay. Arrows indicate decay
plateaus.

which are remainders of the secondary vortical structures. As these hairpin
vortices are convected into the wake they form ring-like structures at their
tip (see Figure 6.14, right). These structures are then shed in into the low-
speed area o" the center axis of the ring. At later times the shed vortices
become more small scale and we observe a clear separation of wake areas
(including the inside of the ring) characterized by high |4z|, and ring areas,
characterized by high |4y| in Figure 6.13. This separation is less pronounced
for the ring A due to its thicker ring radius.

The above observations of the structure of vorticity, together with the
measurements of' y and' z corroborate the theory that the stepwise decay
of circulation is a reflection of the periodic shedding of hairpin vortices into
the wake area.

We have recorded the z location of the ring across the simulation; we
identify the ring location with the location of the maximum of |#| = 4$.
This is a reasonable definition as long as the ring has not gone turbulent.
Due to the di"erent 4$ of the rings A and B, they assume di"erent maxi-
mum translation velocities of 15.68 and 19.60, respectively. The 4$ of ring
B has been chosen such, as to attain the same translation velocity as the
ring in [149]. Figure 6.15 (left) shows a comparison of the trajectories of
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Figure 6.11: Evolution of "(t) (thin
solid line), which represents the inviscid
decay of ! (bold solid line), for ring A.

160 180 200 220 240 260
0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

t

!
/!

0
,
"

y
/!

0
,
"

z
/!

0

1

Figure 6.12: Evolution of wake vortic-
ity for ring A: x-vorticity (6.9) (empty
circles), z-vorticity (6.10) (filled cir-
cles), circulation ! (solid line) and
(2!! 1) (squares).

A, B and [149]. The trajectory of A has been scaled to match the same
maximum translation velocity. In the initial phase we observe reasonable
agreement with the experiment, although we find sublinear trajectories for
the computations, following the law

z % t0.925 .

This deviation may be attributed to the e"ect of the periodic images of the
rings. Incidentally we find z % t1.05 to fit the data of [149] more reliably
than z % t. It must be noted however, that the definition of the center of
the core of the ring is arguable even during the linear phase. The maximum
error in the e"ective viscosity [157] of simulation B was found to be 5%
at t ) 111.0. This fact together with the slightly premature transition to
turbulence may indicate that the simulation of ring B is not fully resolving
all scales at all times.

We measured the vorticity-centroid velocity as given by [117]:

U c =
1
2

d

dt

!
x2 #

|I|2 · I dv . (6.11)

As we are only interested in the z component of the centroid velocity, the
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t = 12.31 t = 114.89 t = 134.10 t = 147.09 t = 161.16 t = 181.83 t = 238.91

t = 5.78 t = 82.42 t = 89.91 t = 102.82 t = 108.32 t = 120.37 t = 132.91 t = 145.60

Figure 6.13: Streamwise cuts through the center of ring A (top) and B (bottom). The
upper part shows &y , that is vorticity perpendicular to the paper plane. Contour lines denote
&y = ±0.065 (A) and &y = ±0.146 (B), respectively. The lower part shows the streamwise
vorticity &z and contour lines denote &z = ±0.065 (A), and &z = ±0.146 (B), respectively.

Figure 6.14: Left: Isosurface of |!| = 1.7 for ring B at t = 108.29 (viewed from behind).
The surface is colored by the strength of streamwise vorticity, where white regions denote
high |&z | and dark ones weak |&z | respectively. Arrows denote hairpin vortices shed from the
inside of the turbulent core. Right: Isosurface of |!| = 0.41 for ring B at t = 120.53. Arrows
denote the ring-like structures in the wake of the vortex. The top row shows the position of
the point of view of the bottom figure.
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Figure 6.15: Left: Temporal evolution of the ring position, measured as the location of the
maximum of |&|. Circles denote the experiment [149], the solid line corresponds to the ring
A (scaled), and the dashed line to ring B, respectively. Right: Uc

Z of ring A (thin solid line),
and ! (bold solid line). The values of ! have been scaled to allow a qualitative comparison
of the decay.

above expression is reduced and rewritten as

U c
Z =

1
2

J!
x4y ! y 4x

I
uz dv ! 1

2

!
u2

x + u2
y ! u2

z

I
dv

K
. (6.12)

The velocity (6.12) for ring A is plotted in Figure 6.15 (right), together with
the decay of the circulation$ . We observe a series of bumps in the decaying
velocity with the same frequency as the stepwise drops of circulation: these
bumps are not very pronounced as the centroid velocity (6.12) also accounts
for the contribution of the wake.

6.3 Aircraft wake vortices
Aircraft wake vortices consist of long trailing vortices that can subject the
following aircraft to a large downwash. This e"ect imposes stringent safety
requirements on distances between aircrafts limiting the landing and take-o"
capacities of airports. Several research e"orts have focused on the identifi-
cation of the governing physical mechanisms of wake evolution that would
lead to design of vortex wake alleviation schemes. Such schemes include
the modification of the lift distribution to enhance sensitivity to instabil-
ities [31, 43, 57, 106] and the introduction of suitable perturbations[32].
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Flight realistic conditions involve turbulent flows (Re % 106) in unbounded
domains for which DNS reference data is still lacking. State of the art simu-
lations [133] have been limited to DNS of up to Re=2000 with large domain
sizes, or alternatively with Re=5000 but with limited domain sizes [156]
that do not allow resolution of medium or long wavelength instabilities.
In these works Large Eddy Simulations and simulations employing hyper-
viscosity have been used to model the evolution of turbulent flows. The
present simulations enable state of the art calculations of vortex wakes at
Re=6000 and with domain sizes that enable the unprecedented resolution of
long wavelength instabilities. These simulations constitute the largest DNS
ever achieved for a vortex element method.

6.3.1 Platform
The code is run on an IBM Blue Gene/L solution with dual cores nodes
based on the PowerPC 440 700Mhz low power processor. Each node has
512MB of memory. The computations are all carried out in co-processor
mode: one of the two CPUs is fully devoted to the communications. The
machine used for production was the BG/L at IBM T.J. Watson Research
Center - Yorktown Heights whereas porting, optimization and testing was
done on the BG/L system of the IBM Zurich Research Laboratory. Machine
dependent optimization consisted in

1. data reordering and compiler directives to exploit the double floating
point unit of the PowerPC 440 processors,

2. mapping of the cartesian communicators to the BG/L torus,

3. use of the BG/L tree network for global reductions.

6.3.2 Results
Problem description

In the present simulations of aircraft trailing vortices the coordinate axes are
set so that the x-axis is along the streamwise direction, the y axis is in the
spanwise direction separating the vortical axes and z is in the vertical. In
three dimensions, a finite span wing with non-zero lift sheds a vortex sheet
along its trailing edge. This sheet quickly rolls up to form vortex pairs that
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depend on the lift distribution. Extended flaps, for example, generate a
sharp lift jump along the wing and consequently an additional vortex pair.

The evolution and eventual destruction of the trailing vortices is a"ected
by several types of instabilities, usually classified according to their wave-
length. Long wavelength instabilities are the most powerful to drive the
collapse of a vortex pair albeit with a slow growth rate. The well-known
Crow instability[33] is an example of such instabilities that deforms the vor-
tex lines into sinusoidal structures until vortices of opposite sign reconnect
and form rings.

More complex systems with multiple vortex pairs can undergo other in-
stabilities. A rapidly growing, medium-wavelength instability has been the
focus of recent experimental [43, 106, 132] and numerical studies[133, 156].
This instability occurs in the presence of a secondary vortex pair that is
counter-rotating relative to the main pair. These secondary vortices are
generated by a su!cient negative load on the horizontal tail or the inboard
edge of outboard flaps. Being weaker, they eventually wrap around the
primary ones in so-called %-loops, leading to the reconnection of vortices of
unequal circulations. This in turn triggers an accelerated vortex destruc-
tion.

Validation

Convergence We use the geometry of this particular medium wavelength
instability for the validation of our code. The geometry of the problem is
taken from [156]. The vortices have algebraic cores

4(r) =
1

23'2
(1 + (r/')2)!2 (6.13)

with cores sizes '1/b1 = 0.075 and '2/b1 = 0.05. The secondary pair has
a span b2/b1 = 0.3 and a circulation$ 2/$1 = !0.3. The vortex center
lines are perturbed by a sine function with an amplitude 10!6b1. The non-
dimensionalization is based on the equivalent vortex pair$ 0 = $1 + $2,
b0 = !1b1+!2b2

!0
= 1.3b1 and t0 = 2)b20

!0
. The Reynolds number is Re =

$0/, = 3500. The length of our periodic domain is chosen as Lx/b0 =
0.76, the wavelength which maximizes the instability growth rate. The
other directions are also periodic; their extents are set to Ly/Lx = 5 and
Lz/Lx = 3 to mitigate the e"ect of the periodic images.
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(a) t/t0 = 0 (b) t/t0 = 0.68

(c) t/t0 = 0.96 (d) t/t0 = 1.23

Figure 6.16: Medium-wavelength instability of counter-rotating vortices, 128 % 640 % 384-
grid: evolution of vorticity iso-surfaces. The opaque surface corresponds to |!| = 10!1/b21;
the transparent one, to |!| = 2!1/b21.
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Figure 6.17: Medium-wavelength instability of counter-rotating vortices: convergence and
diagnostics for three spatial resolutions

Three grid sizes were considered, 64 2 320 2 192, 128 2 640 2 384, and
256212802768, resulting in 4, 32 and 252 million particles respectively. All
three configurations were run on 1024 processors of IBM BG/L. The time-
step was kept constant for all resolutions# t = 3.3 10!4t0. We emphasize
again that the time step in particle methods is not explicitly linked to the
grid resolution but rather to the strain field that is simulated.

Figure 6.16 shows the evolution of vorticity iso-surfaces and the wrapping-
around of the secondary vortices around the main ones. Diagnostics (Fig-
ure 6.17) such as the evolution of enstrophy, which measures the energy
decay and the evolution of the e"ective numerical viscosity confirm the con-
vergence of the method.

Scalability The parallel e!ciency was assessed for 512 $ NCPU $ 16384
on IBM BG/L. The client used blocking routines for local mappings and
the collective solution for the transposition of data inside the Fourier trans-
forms, carried out in three pencil decompositions. The collective call option
was retained as it brought a 30% improvement in execution time over the
point-to-point communication sequence at large NCPU. This figure, which
is consistent with the observations in [4], demonstrates the level of opti-
mization of collective communication and the alltoall in particular on the
BG/L torus.
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We measure the strong e!ciency as

&strong =
N ref

CPUS T (N ref
CPUS)

NCPUS T (NCPUS)
(6.14)

where T is the average computation time of one time step. In order to
test the code up to the large sizes allowed by BG/L, we used N ref

CPUS =
2048 and a problem size of 7682 10242 2048 or 1.6 billion particles. This
brings the per-processor problem size from 786432 down to 98304 when
we run on the maximum number of processors. The curve (Figure 6.18(b))
displays a plateau up to NCPUS = 4096, with the per-processor problem size
becoming progressively smaller and communication overhead overwhelming
the computing cycles.

From this result, we base our weak scalability study on a constant per-
processor number of particles of Mper CPU 5 4 105. We used the following
measure

&weak =
T (N ref

CPUS,M ref)
T (NCPUS, NCPUS

Nref
CPUS

M ref)
. (6.15)

where we took N ref
CPUS = 512. The code displays (Figure 6.18(a)) excellent

scalability up to NCPUS = 4096 . Equation (6.15) assumes linear complexity
for the problem at hand. There is however an O(N log N) component to the
overall complexity of the present problem as we are solving the Poisson equa-
tion for the convection velocity. The two curves (with and without the cost
for the solution of the Poisson equation) are shown in (Figure 6.18(a)); the
relatively small gap between the two curves manifests the good performance
of the Poisson solver and indicates that the scalability is dependent on the
communication imbalance that occurs during the mapping of the convected
particles. Finally we note that using 16K processors enables unprecedented
simulations using O(1010) vortex particles.

Instability initiation by ambient noise

For our first application, we consider the configuration presented in the
state of the art calculations in [133, see configuration 2] simulating the
onset of instabilities of multiple wavelengths in a long domain. The domain
length is chosen as the wavelength of maximum growth rate for the Crow
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Figure 6.18: Medium-wavelength instability of counter-rotating vortices: parallel e"ciencies
on IBM BlueGene/L

instability, Lx = 9.4285b1. The transversal dimensions are Ly = 1/2 Lx and
Lz = 3/8 Lx. The vortices have Gaussian cores

4(r) =
1

23'2
exp(!(r/2')2) (6.16)

with '1/b1 = 0.05 and '2/b1 = 0.025. The secondary pair is located at
b2/b1 = 0.5, with a relative strength$ 2/$1 = !0.35. In addition to the ini-
tially unperturbed vortices, the vorticity field is filled with a white noise that
produces uRMS = 0.005umax. We study this flow with DNS at Re!1 = 6000.
This represents a three-fold increase over previously reported Reynolds num-
bers [133]. In addition, these prior simulations used a coarse resolution and
a crude LES model (MILES[15]) to model the high Reynolds number dy-
namics of the flow. The present DNS is a"orded due to a mesh resolution
of 2048 2 1024 2 768 and 1.6 billion particles. It is run on 4096 CPUs;
the wall-clock computation time was 39s on average per time step. With
approximately 10000 time steps, this represents a time-to-solution of 100
hours.

Figure 6.19 shows that this system with a random initial condition picks
up the medium-wavelength instability. At t/t0 = 0.25 (Figure 6.19(b)), we
count 10 and 11% -loops along the two primary vortices. This corresponds
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(a) t/t0 = 0.21 (b) t/t0 = 0.25

(c) t/t0 = 0.27 (d) t/t0 = 0.34

Figure 6.19: Counter-rotating vortices, initiation by ambient noise: visualization of the
vorticity structures by volume rendering. High vorticity norm regions correspond to red and
opaque; low vorticity are blue and transparent.

to the average wavelengths !/b1 = 0.943 and 0.86. These values are sensibly
di!erent from the ones reported in [133], 1.047 and 1.309. This compari-
son, however, considers the problem at the end of the exponential growth
and ignores the uneven distribution of loop wavelengths and hence, individ-
ual growth rates. An exhaustive investigation of this matter goes beyond
the scope of the present work and will be presented in a separate work.
Figure 6.20 presents the details of a reconnection region. In particular, one
can observe the interaction of unequal strength tubes and the generation of
fine scales, both on at the reconnection and along the loops.

These observations are confirmed in frequency space. Figure 6.21 shows
the evolution of longitudinal energy modes

E(kx) =
!

û · û! dy dz (6.17)
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(a) t/t0 = 0.21 (b) t/t0 = 0.25

(c) t/t0 = 0.27 (d) t/t0 = 0.34

Figure 6.20: Counter-rotating vortices, initiation by ambient noise: details of a reconnection
region.
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Figure 6.21: Counter-rotating vortices in ambient noise: evolution of the stream-wise Fourier
modes of kinetic energy

where û denotes the Fourier transform in the x direction. The initial con-
dition imposes that all modes start from a similar energy level. The high
kx modes undergo an slight decay before the expected exponential growth.
The mode kx = 11(2"/Lx) is the fastest growing one and corresponds to as
many initiations of "-loops(Figure 6.19). The initial viscous decay a!ects
less the Crow mode kx = (2"/Lx) and that this mode eventually catches
up with the medium wavelength instability.

Conversely, in physical space, the kinetic energy of the two-dimensional
flow in a cross-flow slice does not necessarily decay monotonically like the
total energy, as shown in Figure 6.22. This feature is clearly more pro-
nounced in the present work than in the LES results of [133] and matches
the behavior of the experimental results of [105].
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Chapter 7

Computing Growth

How can the growth of living organisms be explained by physical delibera-
tion? In this work we understand “growth” as the process of the gain in size
or the transformation of a living organism that is accompanied by a change
of its shape. Such growth can be crudely classified through the context of
its occurrence: development, regeneration, and disease.

Growth is the core of all development and it assumes its most intricate
variety in this context. Organisms of the full range of morphologic complex-
ity are formed through the interplay of biochemical and mechanical forces,
orchestrated by genetic regulation and control. One of the earliest notches
made by mathematical consideration on the stage of development biologyGuiot C.G., Delsanto P.P. & Deisboeck T.S.: Morphological instability and cancer invasion 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

 1

a b

Figure 7.1: a) A glioblastoma tumor spheroid, with invasive cells shed at its boundary (image
from [59]). b) Computer simulation of the shedding of invasive cells (see Section 7.3).
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was the seminal work of Turing [141]. This work shed light on how sim-
ple reaction di"usion systems can give rise to patterns, like colorful stripes
or spots on certain fish, and pre-patterns, which are chemical patterns to
which cells respond such that a spatial structure forms.

Cancer is one of the most impactive pathological growth processes in
humans. Cancerous growth of tissues is caused by alterations in the cell
physiology, which manifest in the cell’s self-su!ciency in growth signals,
its insensitivity to growth-inhibitory signals, the persistent evasion of cell
death and its inexhaustible potential for replication [60].

Recent advances in molecular biology have lead to an incessantly increas-
ing production of oncologic data. Gatenby and Maini [54] point out that
‘clinical oncologists and tumor biologists posses virtually no comprehensive
theoretical model to serve as a framework for understanding, organizing
and applying these data’, and noting the necessity to ‘[develop] mechanis-
tic models that provide real insights into critical parameters that control
system dynamics’.

Many mathematical models concerning cell dynamics and especially tu-
mor growth its related biophysical processes have been formulated (see [6]
for a comprehensive review of solid tumor growth modeling). However, only
few have reached a maturity which allows to extract quantitative answers
and questions from their simulation results. The modeling and simulation
of these systems bears several challenges, some of which we address in this
work.

The challenges of growth In simulation, growing entities need to be dis-
tinguished from their surroundings; cells need to be distinguished from the
culture the grow on, blood vessels need to be distinguished from other cells
and from the extracellular matrix they migrate through, and we need to be
able to distinguish between di"erent types of tumor cells and healthy tissue.
In this sense, the simulation of these systems is faced with requirements,
which are similar to those of multiphase flows, or crystal growth. Contin-
uum approaches for these systems can be classified into sharp, and di!use
interface approaches.

Di"use interface approaches use scalar functions .i(x, t) to describe the
spatial presence of di"erent components i = 1, 2, . . ., e.g. in a two-phase
flow, .1 = 0 in one phase and .1 = 1 in the other phase, between the two
phases there is a smooth transition from 0 to 1. This di"use interface has a
characteristic size #, which is chosen such that # , 0 as h , 0. Advantages
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of this approach are that there is no need for interface tracking technology,
and that it can manage an arbitrary number of di"erent components, phases,
or cell types. This simplicity comes at the expense of numerical di!culties
with incorporating surface tension e"ects into the system, as surface tension
appears as a fourth-order nonlinear di"erential operator and leads to sti"
systems. The sti"ness makes the involvement of implicit solvers necessary,
e.g. nonlinear multigrid methods [81].

Sharp interface approaches on the other hand are formulated by imposing
a sharp boundary between di"erent components. On this interface boundary
conditions need to be formulated and enforced. The interface itself is either
represented with an immersed boundary or an immersed interface approach.

In this chapter we address the issues encountered in both the sharp inter-
face and the di"use interface approach. Within the class of sharp interface
models we introduce conservative particle formulations of reactant dynam-
ics on growing and deforming geometries. Furthermore, we apply robust
Lagrangian level set methods to solid tumor growth, where we address the
problem of boundary conditions and the scalable solving of surface-tension
dynamics. In the class of di"use interface methods, we present a general
framework for the meso- and macroscopic simulation of mesenchymal mo-
tion of cells, based on a novel continuum model of cell-cell adhesion.

7.1 Reaction diffusion systems on deforming
geometries

Since the seminal work of Turing [141] there have been many works that con-
sidered theoretical and computational aspects of pattern-forming reaction
di"usion systems. These systems hinge on local autocatalysis and long-
range inhibition. The review [84] considered the generation of stripe and
spot patterns by activator-inhibitor and activator-substrate systems. Varea
et al. [143] considered a linearized Brusselator system on a sphere. Chap-
lain et al. [19] considered the Schnakenberg system on a sphere suggesting
that pre-pattern theory may play a role in solid tumor growth through
the distribution of growth promoting factors on the tumor boundary. On
a di"erent side Harrison et al. [62, 70] coupled pattern forming reaction
di"usion system to growth algorithms in two dimensions to simulate algal
growth. These simulations were later extended to three space dimensions in
[63], employing a triangulated representation of the geometry. The nodes
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of this triangulation are then moved according to the local concentration of
a morphogen. However, the authors only considered short times and thus
presented 3D results with small deformations.

Here we investigate these growth models by employing the conservative
formulation of the conservation law for surface-bound reactants as derived
in Section Section 3.2.

As we wish to study reaction di"usion systems on deforming geometries,
the governing equations are given by a conservation law with reaction terms
on the surface$:

$cs

$t
= Fs(c) + Ds #!cs , (7.1)

for chemical species s = 1, . . . , Ns. The surface itself deforms with a pre-
scribed velocity u(x, t), as

dx!

dt
= u(x, t) .

The discretization of Equation (7.1) using particles results in the following
system of ODEs:

$cs

$t
+' · (cs u) = Fs(c) +' ·

$
(1! n* n)'cs

%
,

$(

$t
+ u ·'( = 0 .

After discretization with hybrid particle-mesh methods, these yield the fol-
lowing set of ODEs:

dxp

dt
= u(xp, t) ,

dCp

dt
= vp F (c) + vpD'h ·

$
(1! n* n)'hc

%
,

dvp

dt
= vp' · u ,

d(p

dt
= 0 .

(7.2)

The reactions that we consider here are a Brusselator and the Koch-
Meinhardt activator-substrate system [84]. We use a linearized version of
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the Brusselator [143]; the concentrations have to be understood as depar-
tures from the steady state:

$c1

$t
= % c1 (1! r1 c2

2)! c2 (1! r2 c1) + D1 # c1 ,

$c2

$t
= 5 c2

$
1 + " r1

* c1 c2

%
+ c1 (+ ! r2 c2) + D2 # c2 .

(7.3)

The activator-substrate system is given by

$c1

$t
= .1

c1
2 c2

1 + ) c1
2
! µ1 c1 + '1 + D1 #! c1 ,

$c2

$t
= !.2

c1
2 c2

1 + ) c1
2

+ '2 + D2 #! c2 .

(7.4)

7.1.1 Computational details
The anisotropic di"erential operator in the right-hand side of the equation
for the particle weights in (7.2) is discretized using second order finite dif-
ferences and second order approximations of the di"usion tensor, resulting
in a 32 32 3 stencil. The minimal narrow band thickness is thus + = 2 h.
For our calculations we used + = 4h, so that the extension (3.23), which is
used to enforce #c

#n = 0 and #u
#n = 0, was only performed every third time

step. For the results presented in Section 7.1.3 we used the explicit Euler
time integrator, unless stated otherwise.

7.1.2 Validation
Diffusion on a sphere

In order to assess the accuracy of the present calculations we perform simu-
lations of di"usion (i.e. F ( 0, and u ( 0) on the unit sphere. We consider
one species, i.e.

$c

$t
= #!c , (7.5)

with initial conditions

c(7,1 , t = 0) = Y 0
1 (7,1 ) , (7.6)
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Figure 7.2: Refinement study for di!usion only:: L2 and L# error at time t = 10$2.

where Y 0
1 is the (1, 0) spherical harmonic. The exact solution is given by

c(7,1 , t) = e!2 t Y 0
1 (7,1 ) . (7.7)

For the time stepping we employ a TVD RK2 scheme [127]. As expected
given the spatial and time discretization employed, we obtain solutions,
which converge with second-order (see Figure 7.2).

Growth

In order to assess the accuracy of the presented method in the case of de-
forming geometries we considered a case without either reaction or di"usion.
We initialize a concentration c on the sphere and let the sphere grow with
velocity u = n. The exact solution for this case is given by a simple rescaling
of the the initial condition, i.e.

c(x, t) =
)

R

|x(t)|

*2

c(x/|x|, 0) .

The initial condition is again chosen as (7.6). Figure 7.3 displays conver-
gence measurements for this case.
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Figure 7.3: Refinement study for growth only: L2 and L# error at time t = 0.4. Error of
concentration – solid line with black circles (L2), and white circles (L#), respectively, and
error of the interface location – dashed line with black squares (L2), and white squares (L#),
respectively.

7.1.3 Results
Reaction/diffusion systems on a sphere

For the linearized Brusselator (7.3) we use the same parameters as Varea et
al. [143]: r1 = 0.02, and r2 = 0.2, D1 = 0.088, D2 = 0.516, % = 0.899, and
5 = !0.91. The initial condition is given by c1 = c2 = 0 except on a band
of width 0.2 centered on the equator, where the values of both c1 and c2 are
uniformly randomly distributed in [!0.5, 0.5]. We obtain the same six-spot
pattern as in the reference [143]. The evolution of the maxima of c1 and c2

are depicted in Figure 7.5. The pattern goes through an oscillatory stage in
the beginning until the stable steady state is reached after 150, 000 steps.

The next system we consider is the activator-substrate system (7.4), for
which we perform two di"erent parameter sets, '1 = 0.0, '2 = 0.02, .1 =
0.01, .2 = 0.02, µ1 = 0.01, µ2 = 0.0, and ) = 0 and ) = 0.25, respectively.
The initial condition is given as 10% random perturbations from the steady
state solution. This parameter choices gave rise to spot patterns and stripe
patterns, respectively on a square lattice in [84] and we observe similar
patterning on the sphere R = 0.3. The results are depicted in Figure 7.6
(spots, ) = 0.0), and Figure 7.7 (stripes, ) = 0.25).
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Figure 7.8 illustrates that the method can also be applied to more complex
geometries.

Figure 7.4: Simulation of the reaction di!usion system (7.3). From left to right: distribution
of c1 after iterations 1,000, 10,000, 100,000 and 200,000.

Reaction Diffusion and Growth

We now couple the deformation of the geometry to the reaction di!usion
system by calculating the local velocity as

u = n c1 . (7.8)

As c1 ! 0 this will always result in an outward motion of the geometry, and
thus it will lead to an increase in surface area. This increase of surface area
can be viewed as lowering the e!ective di!usion constants in the reaction
di!usion system, as the reactions are generally independent of the surface
properties; the only direct e!ect that growth has on the reactions is the
decrease of the concentration in the sense of a decay term that depends on
the growth velocity. In the next section we will consider a growth model,
where reactant concentration and surface deformation are more tightly cou-
pled. Figures 7.9–7.12 depict the evolution of these coupled simulations.
7.13 illustrates the robustness of the proposed method with respect to large
changes in the morphology.

7.2 Avascular tumor growth

7.2.1 Introduction
Ever since mathematical modeling has entered the realms of biology and
medicine, cancer has been one of the primary targets. If we could predict
the evolution of a cancer computationally, this might have an impact on the
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Figure 7.5: Evolution of the maximum of |c1| (solid line), and |c2| respectively for the spot
pattern forming system (7.3). The plot illustrates the sti!ness of the system and an initial
oscillatory phase is apparent during the first 80,000 steps.

Figure 7.6: Simulation of the reaction di!usion system (7.4) with ! = 0. From left to right:
distribution of c1 after iterations 1,000, 10,000, 40,000 and 140,000.

understanding of the disease, improve diagnosis, and enable the assessment
of new treatments. The biophysical processes at the core of cancer tumor
growth are gradually being identified and understood. Here, we model can-
cer tumor growth, by considering the interplay of a strongly reduced set of
such processes. However simple, the framework we put together may serve
as a foundation for model studies and refinement.

The model considered here follows up on the work of Macklin and Lowen-
grub [96], and Cristini et al. [30]. The model is based on a continuum de-
scription of a sharp interface that separates cancerous tissue from healthy
tissue. The tumor tissue is modeled as an incompressible fluid. All bio-
physical processes considered here are modeled as continuum phenomena,
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Figure 7.7: Simulation of the reaction di!usion system (7.4) with ! = 0.25. From left to
right: distribution of c1 after iterations 1,000, 10,000, 40,000 and 140,000.

Figure 7.8: Spot pattern generated by Equation (7.4): iterations 0, 75,000, 150,000, and
290,000.

e.g. cell-cell adhesion is represented as surface tension acting at the tumor
boundary, proliferation is modeled as a mass source within the tumor in-
terface. All cells require nutrients for cell viability and reproduction. Here
we will only consider one non-specific nutrient, which reaches the tumor by
di!usion. Depending on the local nutrient concentration within the tumor,
cells will die (necrosis), remain quiescent or multiply (proliferation); this
situation is reflected by di!erent source or sink terms in the mass balance.

The novelties in this work are the extension of a 2D simulation [96] to a
3D simulation, we modify the formulation to allow the application of fast
Poisson solvers, which enables large-scale, extended-time, parallel simula-
tions. Furthermore, by using far-field boundary conditions for the pressure
we are able to assess e!ects of the tumor environment.

7.2.2 Model

In this model, the tumor is defined through a sharp interface separating
the cancerous cells from the healthy tissue, dividing the domain into two
distinctive regions. The interface is implicitly represented by a level set
function. Cells require nutrient supply for cell viability and proliferation.
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Figure 7.9: Growth simulation of the spot forming reaction di!usion system (7.4). Shown
are iterations 0, 47,000, 88,000 and 220,000.

Figure 7.10: Growth simulations of the spot forming reaction di!usion system (7.4) for an
ellipsoidal initial geometry. For iterations 0, 36,000, 124,000, and 170,000.

In our model we consider one nutrient, which di!uses from the healthy-tissue
region into the tumor and is consumed there. If the nutrient concentration
within the tumor interface is su"cient, i.e. greater than a given threshold,
tumor cells proliferate which is expressed as mass gain. This mass gain
induces a pressure which causes the tumor interface to move outward, thus
increasing tumor volume. However, if the concentration of the nutrient
locally drops below a critical level necessary for cell viability, cell necrosis
is induced. This is represented by mass loss. The equations determining
these processes are stated below.

Nutrient

Equation (7.9) describes the reaction di!usion system for the non-dimensionalized
concentration c of the nutrient. If the concentration drops below the critical
value N necessary for cell viability, a necrotic core of dead cancer cells is
formed. We denote this region by #N = {x | c (x) < N} and its boundary
by $N . The solution of equation (7.9) is solely dependent on the position
of the interface $ of the living cancer cells and can be calculated without
knowing the position of the necrotic core.
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Figure 7.11: Growth of the stripe pattern of system (7.4). Iterations 0, 50,000, 127,000 and
150,000.

Figure 7.12: Same stripe pattern as Figure 7.11 but on a larger sphere: iterations 0, 20,000,
50,000, and 80,000.

The concentration satisfies

!c

!t
= "2c# c in# ,

c|! = 1,

c = 1 outside # .

(7.9)

The boundary condition c|! = 1 reflects that the healthy tissue is considered
to be an infinite reservoir of nutrient.

Proliferation

The non-dimensionalized pressure, denoted by p depends on the solution
of the concentration equation, the curvature " at the interface $, a surface
tension coe"cient # and the parameters A, measuring the rate of apoptosis
(“pre-programmed” cell death), G, related to the rate of mitosis (cell pro-
liferation), GN , which measures the rate of volume loss due to necrosis (cell
degradation) and N .
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Figure 7.13: Spot pattern generated by solving Equation (7.4) on a dumbbell shrinking under
mean curvature flow.

The pressure satisfies

'2p =

&
!G(c!A) in %if c + N ,

GGN in %if c < N ,

[p] |! = + ),

'2p = 0 outside% .

(7.10)

The interface $ is moved by an outward normal velocity given by Darcy’s
law

U |! = !n ·'p |! = ! $p

$n
|! . (7.11)

where 'p is the pressure gradient on$.

7.2.3 Method outline
Initialize a level set function ( to define the interface $ of the cancer. Since
the computational domain is not adaptive, ensure that there is enough space
between the interface $ and the domain boundaries to let the tumor grow.
The method follows Algorithm 7.1.

7.2.4 Discretization
Normal Vector and Curvature

When the particles are interpolated onto equidistant grid locations, first
and second derivatives can easily be calculated using finite di"erences. Here
we use second order di"erences. The second order approximations for the
derivatives ux and uxx are computed as:

ux =
1
2h

(ui+1 ! ui!1) + O
$
h2

%
, (7.12)
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1: initialize level set (
2: for t = 0 to T do
3: Reinitialize the level set (.
4: create particles carrying ( in D
5: Calculate n and ) in a narrow band around interface$.
6: Solve the reaction di"usion system for the concentration c in%.
7: Solve the Poisson equation for the pressure p in D .
8: Calculate U.
9: Convect the particles.

10: t = t + !t.
11: Re mesh the particles onto the grid.
12: end for

Algorithm 7.1: Algorithm for tumor growth

and

uxx =
1
h2

(ui!1 ! 2ui + ui+1) + O
$
h2

%
. (7.13)

With this method, problems arise when two interfaces are close to each
other and the derivatives of the level set function are calculated across
ridges as illustrated in Figure 7.14. In order to address this problem, we
apply a Weighted Essentially Non-Oscillatory (WENO) Scheme as done
in [74], which in a first step detects these ridges as great values in the
second derivatives of the level set function around the particle of interest
and then approximates the derivatives using a weighted sum of one sided
finite di"erences. In [96] another, more robust method of locally calculating
a new level set in a sub domain around the interface with higher resolution
is proposed.

Pressure

The pressure equation, as given in (7.10), poses two di!culties to a numer-
ical solver. First, there is a jump at $ which has to be taken into account
and second, we have to provide boundary conditions for the solver.

Jump correction In our case, where we apply a Poisson solver using finite
di"erences to solve the pressure equations, we have to consider this correc-
tion term when constructing the right-hand side. For the pressure, we only
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! < 0 ! > 0
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Figure 7.14: In the left figure, we see two interfaces approaching each other. The dotted
line between the interfaces shows the points which are equidistant from both interfaces. The
level set function is irregular at these points. In the right figure, we see a horizontal cross
section through x1 and x2 of the level set function. At x2, the peak in the cross section
indicates the location of the irregularity in ). In this scenario, finite di!erence methods fail
to approximate n and *.

have a known jump in the function ([p]! = + )). As the jump is located at
$, a correction term as explained in Equation (3.28) in Section 3.3 has to be
applied to grid points adjacent to interface. In this case, the curvature ) is
interpolated onto the interface and the term +·,

h2 is subtracted, respectively
added to the right-hand side depending on whether the grid point lies inside
or outside%.

Boundary conditions The second problem addressing the boundary con-
ditions can be solved in di"erent ways. If we solve the equation (7.10) in D
with periodic boundary conditions, the tumor is exposed to its own pressure
extended across the periodic domain boundaries. The resulting e"ect is that
instead of simulating growth of one tumor into soft tissue, we simulate the
growth of many tumors, each influencing its periodic neighbors. In order
to reduce the pressure contribution across the boundaries, one could choose
D far bigger than% . In a three dimensional setting, however, the increase
in computational time and memory to solve this larger system render this
method impractical. In order to overcome this problem, we tried several dif-
ferent methods, two of them are mentioned here. In a first try, we modified
equation (7.10) to p = 0 outside % and used a GMRES solver to calculate
a correction to the right-hand side, which enforces this condition. Unfortu-
nately this method interferes with the jump correction at the interface. In
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a second approach, we use a far field solver to solve the pressure equation
without jump for particles located on the domain boundary. We then take
the solution at these locations as Dirichlet boundary conditions for a finite
di"erences-based Poisson solver and solve the system for all particles in D .
In a first variant of this method, we used a Fast Multipole Method solver
[58] to calculate the pressure on the domain boundary, but the solver was
far too computationally expensive to satisfy our needs. Finally, a FFT-
based approach [69] provided a solution to solve the equation for particles
at domain boundary location faster. The advantage of this modification is,
that we can ensure a free space boundary condition, so that the simulations
are independent of the size of the computational domain.

Velocity

In order to evaluate equation (7.11), we interpolate 'p onto$ , calculate
the velocity at the interpolation points and then extend it into D using the
Hamilton-Jacobi based extension method [74, 136]. In order to attenuate the
e"ect of high-frequency errors in the pressure and curvature approximations
on the velocity, a Gauss filter is applied to the velocity as proposed in [96],
e.g in 1D:

ÛI =
1
S

1
M
@

23

3M"

i=!3M

UI!iexp

J
!1

2

)
i

M

*2
K

, (7.14)

where S is an appropriately chosen normalization constant and M = h
$

where ' is the standard deviation of the filter. In order to save computa-
tional time, only particles in a narrow band around the interface are moved.
The concept of the narrow band will be explained below, but here, this de-
mands the appliance of mollification on the velocity, so that the movement
of the particles at the outer region of the narrow band does not abruptly
stop, but is gradually reduced. The mollification kernel is calculated as
follows:

&(x) =

+
-

.

1 if ( (x) < 5,

(|( (x)|! +)2 2|-(x)|++!3*
(+!*)3

if 5 $ ( (x) $ +,

0 if ( (x) > +,

(7.15)

with the variables + and 5 denoting the distances to the interface in between
which the mollification is applied. The velocity at particle locations can then
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be calculated as:

Ū (x) = & (x) Û (x) . (7.16)

Reinitialization

Reinitialization is the process of reinitializing the level set function at par-
ticle locations, so that the signed-distance property is restored. Since only
particles in the proximity of the interface are moved, the level set function
carried by particles farther away from the interface has to be recalculated
after every convection. In order to reinitialize, we considered two methods.
The Group Marching Method (GMM) [82] and a PDE-based approach by
[74, 136] (see Section 3.1.1), from now on referred to as HAMJAC. Unfor-
tunately do both of these methods not qualify to accurately reinitialize the
level set function in our method.

Accuracy In order to capture the e"ects of the reinitialization methods on
the level set, an initial level set of a sphere is iteratively reinitialized without
being moved. Under these conditions, the GMM method does not change
the level set, whereas the HAMJAC gradually shrinks the initial level set
until it disappears after approximately 1300 iterations as is illustrated in
Figure 7.16.

Efficiency In terms of speed the GMM method outperforms the HAM-
JAC method. In order to reinitialize a sphere with radius r = 2 and particle
spacing h = 0.185 it takes the GMM method 0.48 seconds where the HAM-
JAC method needs 0.75 seconds.

Robustness In terms of robustness however, the GMM fails in some cases
where the interface exhibits large curvature variations, because the kicko"
procedure fails (see Section 3.1.1). This could be observed in several simu-
lations as for example in Figure 7.15. Here, after 300 time steps, spurious
geometries emerge and destroy the level set which causes the simulation to
break down. With the HAMJAC method, throughout all the simulations,
we have never experienced such deformations of the level set, which may be
attributed to the di"usive properties of this method.
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Figure 7.15: Reinitialization GMM: After 290 iterations, the level set is still intact, after 300
iterations, patterns emerge on the inside of the tumor and finally, after 310 iterations, the
level set is destroyed.

Figure 7.16: Reinitialization HAMJAC: The figure shows how repeated reinitialization with
HAMJAC shrinks the interface. Snapshots are taken at the initial stage, after 500,1000 and
1300 iterations.

In order to assess the accuracy of the Poisson solver, we will later use the
GMM method, but to grow tumors in 3D, the HAMJAC method will be
applied to circumvent the emergence of spurious geometries.

Narrow band formulation

In order to save computational time and memory, we define a narrow band
around the interface of the tumor. Curvature and velocity have only to
be defined inside this narrow band in the proximity of the level set and
only particles within the narrow band will be moved. After one time step,
the level set value at particles outside the narrow band will not be correct
anymore and has to be reinitialized.
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Time step

The motion of the interface is indirectly a function of the curvature. This
coupling heads to a sti" system as described in [72]. Although the sti"ness
is mollified by the speed-filtering described earlier, it still necessitates a
CFL-type Euler step constraint. All simulations are run with CFL = 0.25.

7.2.5 Validation
For validation, we have considered the following tests. The first validation
case is the growth of a sphere determined by surface tension dynamics. The
second validation case is the evolution of an ellipsoid determined by surface
tension dynamics. In a third scenario, we try to reproduce the 2D results
from Macklin for the full method and an initial condition of a stretched
circle.

Evolution under surface tension dynamics

For both scenarios, we define the domain as a cube of volume 123 and
initialize 653 particles throughout the whole domain. This leads to a grid
spacing of h = 0.1875. The pressure is set to '2p = 0 in % and% 0 and
+ = 1. In order to evaluate our results, we capture the interface determined
by the level set function together with the minimum and maximum of the
curvature on the interface, the surface and the volume of the sphere at
discrete time steps.

Evolution of a sphere For the evolution of a sphere, the exact solution
is given by r(t) = r0, with r0 being the initial radius of the sphere. We
initiate a sphere with radius r = 2 at the center of the domain, giving us
an initial surface S = 50.27 and volume V = 33.51. The initial curvature
for this scenario is ) = 0.5. Comparing these numbers to the results in
Figure 7.17, we see that the initial values measured for surface Ŝ0 = 50.50
and volume V̂0 = 33.78 drop over the first 10 time steps but then stabi-
lize at Ŝ100 = 50.11 and V̂100 = 33.45. The high starting values are due
to the fact that the numerical approximations to the volume and surface
for convex shapes are biased. Min and max curvature stabilize around the
value of the expected curvature. As Figure 7.17 shows, the minimum and
maximum of the curvature do not converge to the same value, indicating
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that from a curvature point of view, our level set function does not describe
a perfect sphere. On the other hand, as the volume and the surface stabi-
lize under surface tension dynamics, the simulation indicates that the level
set describes a perfect sphere from a pressure point of view. This could
explain the initial drop in the surface and volume, as the initiated level
set is not considered a sphere by the pressure. In order to overcome these
di"erences, the numerical approximations of pressure and curvature should
be coordinated.

Evolution of an ellipsoid As initial condition, we stretch a sphere of
radius r = 2 located at the origin by a factor 6 = 0.3, giving us an initial
level set defined by

( (x) =
:

(x1 (1 + 6))2 + x2
2 + (x3 (1! 6))2 ! r. (7.17)

As the interface evolves, the stretched circle grows back to its original shape,
taking on the same values as measured for the sphere.

Comparison to Macklin

In order to compare our solution to the 2D scenario described in [96], we
initialize our level set as a stretched cylinder of radius r = 2 located at the
origin, stretched by a factor 6 = 0.1:

( (x) =
:

(x1 (1 + 6))2 + (x3 (1! 6))2 ! r, (7.18)

and consider the cross section. Since the boundary conditions have to be
periodic in the axis of the cylinder, we can not solve the pressure equation
with the same boundary conditions we use for the normal 3D case. Instead
we solve the pressure equation with periodic boundary conditions. In order
to reduce the contribution of the pressure across the periodic boundary, we
set the computational domain very large (243) compared to the diameter of
the cylinder. We set + = 1 and the parameters determining tumor growth
to: A = 0.5, G = 20 and N = 0. The simulation is run twice, once with the
GMM and once with the HAMJAC method for reinitialization. The results
are illustrated in Figure 7.19 and Figure 7.20.

As the figures show, the interfaces evolving under GMM reinitialization
resemble the ones presented in [96], shown in Figure 7.18 much better then
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Figure 7.17: On the left, we see the volume/surface and the min/max curvature plots for
the evolution of a sphere under surface tension dynamics. On the right side, we see the same
plots in the case of a stretched sphere. One can see how the stretched circle evolves back to
its original shape with the same volume and surface values as for the sphere.
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Figure 7.18: Tumor growth in 2D with ellipse initial condition as shown in [96]. Cross sections
are cut at time t = 1.5, 2 and 2.5.
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Figure 7.19: Tumor growth with cylinder initial condition, reinitialized with GMM. Cross
sections are cut at time t = 2, 3 and 4.
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Figure 7.20: Tumor growth with cylinder initial condition, reinitialized with HAMJAC. Cross
sections are cut at time t = 3, 4 and 5.
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the ones evolving under HAMJAC reinitialization. The case suggests that
simulation with HAMJAC generates more excrescences causing the tumor
to gain volume faster than under GMM reinitialization. Pictures of the in-
terface at later times under GMM reinitialization could not be generated,
because also in this simulation the GMM method destroyed the level set
short after t = 4. Therefore we can not make further quantitative compar-
isons.

7.2.6 Results
In the following, we will investigate the influence of various factors on tumor
growth. Parameters of interest are the size of the domain, the resolution,
necrosis, surface tension and the initial condition.

Tumor growth without necrosis

In a first simulation, we initiate an ellipsoid as defined in equation (7.17)
with 6 = 0.1. Further parameters are set to: A = 0.5, G = 20, N = 0 and
+ = 1. The domain is set to a cube of size 243 and 1293 particles are initiated
throughout the whole domain. In Figure 7.21, the interface together with
a cross section of the concentration are illustrated at successive time steps.
The pressure is mapped onto the interface of the tumor. The figure shows
how the tumor grows over a time span of !t = 7. As healthy tissue is
representing an infinite resource of nutrient, the tumor constantly grows and
never reaches a steady state or shrinks. We can not observe approaching
interfaces to join, therefore no healthy tissue is completely enclosed by the
tumor. Velocity filtering and the pressure approaching interfaces apply on
each other prevent the interfaces from closing the gap in between.

Effects of domain size

The initial condition and the parameters are set to the same values as in the
previous simulation. One tumor is grown in a cube of size 243, the other in a
cube of size 483. As illustrated in Figure 7.22, the interfaces evolve the same,
even in regions close to the domain boundary. Is the simulation carried on,
the tumor in the smaller domain crosses the domain boundary and does not
grow according to the tumor in the larger domain. The simulation shows the
independence of our pressure solver from the domain size, until the narrow
band surrounding the tumor reaches the domain boundary.
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Figure 7.21: Tumor growth with ellipsoid initial condition. The color on the surface indicates
the pressure conditions at the interface. Together with the level set, the nutrient concentration
throughout the whole domain is shown. Pictures are taken at t = 0, 1.5, 3, 4.5, 6 and 7
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Figure 7.22: E!ects of domain size. Pictures are taken at time t = 6. Left: Cubic domain
of size 243, the domain boundary is illustrated as a black square in the cross section. Right:
Cubic domain of size 483.
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Figure 7.23: E!ects of resolution. The domain is set to a cube of size 243. Pictures are
taken at time t = 4. The number of particles used from left to right: 653, 1293 and 2573.

Effects of resolution

In order to illustrate the e"ects of resolution, we compare three runs in a
cubic domain of size 243. The initial conditions and parameters are the
same as in the previous simulations, the number of particles are set to
653, 1293 and 2573 leading to grid spacings of size h = 0.3692, h = 0.1875
and h = 0.0938. Figure 7.23 shows the interfaces for the three simulations
at time t = 4. As suggested by the figure, the method is very vulnerable
to small variations in the level set, here inflicted by the change in resolu-
tion. Whether the method converges to a stable simulation under higher
resolution can not be said at this point of time, as the computational costs
and memory for higher resolutions increase cubically. However, Figure 7.20
suggests that the HAMJAC reinitialization method could be the reason for
this sensitivity to the level set, as it seems to be the driving force for bumps
on the interface. Unfortunately the case shows that the simulations are de-
termined by the resolution and not representative for the underlying model,
prohibiting qualitative and quantitative statements.

Effects of necrosis

In order to capture the e"ects of necrosis, we run simulations under variation
of the parameter N . The initial condition is again the ellipsoid as defined in
(7.17) with 6 = 0.1. The domain is set to a cube of size 243, 1293 particles are
initiated equally distributed throughout the whole domain. The parameters
determining tumor growth are set to: A = 0.5, G = 20 and GN = 1 and +
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is set to 1. N takes on the values 0, 0.25, 0.5 and 0.75. The evolution of
the interfaces together with the necrotic cores are illustrated in Figure 7.24.
The case with N = 0, is illustrated in Figure 7.21. In order to compare the
simulations, the surface and volume of the tumors are captured and plotted
in Figure 7.25. The plot indicates that the overall growth is slowed down,
when the nutrient level N for cell viability is raised. Even in the case with
N = 0.75 the over-all growth of the tumor is not limited, as the living tumor
tissue is always supplied with nutrient from the healthy tissue outside. The
morphology of tumors of the same volume grown with a higher value for N
seem to be more diverse than for tumors grown with a lower value for N .
The reason for this is that a tumor with larger necrotic core is forced to
grow on the outside, whereas tumors without necrotic core will also grow
in regions further inside the tumor, causing the cancer to grow faster but
inflicting less bumps on the interface.

Amorphous initial conditions

Tumor growth for amorphous initial conditions is illustrated in Figure 7.26
and Figure 7.27 (with necrosis). Parameters determining growth and necro-
sis are set to A = 0.5, G = 20, GN = 1 and N = 0, respectively N = 0.5 for
the simulation with necrosis. The domain is set to a cube of size 243 and
1293 particles are initiated. Again, necrosis slows the over-all growth, but
does not limit it. Our methods succeed in capturing the diverse morpholo-
gies, but as the simulations depend on the resolution, no further statements
can be made.

Effects of surface tension

E"ects of surface tension on tumor growth are investigated by comparing
di"erent simulations under variation of parameter +. The initial condition
, parameters and resolution are set to the same values as in the example
without necrosis of the previous section, the surface tension coe!cient takes
on the values + = 1, 2 and 5. In Figure 7.28 we see that the speed of
growth is slowed down as + is increased and a bigger jump seems to have a
smoothing e"ect on the interface. Comparing the cross sections at di"erent
times as illustrated in Figure 7.29 suggest that the shape of the tumor is
not significantly disturbed by the surface tension coe!cient, similar patterns
emerge in all three simulations, sooner for + = 0, later for + = 5.
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Figure 7.24: Tumor growth under variation of parameter N . From left to right: N = 0.25, 0.5
and 0.75. Pictures are taken at t = 0, 1.5, 3, 4.5 and 6.
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Figure 7.25: Tumor growth under variation of parameter N . From left to right, top to
bottom: Surface, over-all volume, over-all volume vs. necrotic core for N = .25, .5 and .75.
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Figure 7.26: Tumor growth with amorphous initial condition and no necrosis. Pictures are
taken at t = 0, 1, 2, 3, 4 and 5.

Zero pressure condition in %0

In a final simulation, we want to compare our 3D results to tumors grown
under pressure conditions as suggested in [96]. Here, the equation (7.10) is
solved to enforce p = 0 outside% . The simulation area is set to a cube of size
243 and 1293 particles are used to solve the system. Parameters determining
tumor growth are set to A = 0.5, G = 20, GN = 1 and N = 0.5. The
initial condition is the same as for the other simulations with amorphous
initial conditions and + is set to 1. As illustrated in Figure 7.30, the zero
pressure condition outside the tumor enables approaching interfaces to join
and enclose healthy tissue inside the tumor. Comparing Figure 7.30 to
Figure 7.27 shows that the evolution of the interface under these modified
pressure conditions is quite di"erent to the ones observed with the '2p = 0
outside%.

7.2.7 Conclusion
The model presented here and the methods implementing it have to be
considered as a first step towards macroscopic 3D tumor growth simulation.
As we have seen from our numerical experiments, the validity of the model
hinges on the level set technology its built upon. We have found results
to depend very strongly on the level set initialization method used and
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Figure 7.27: Tumor growth with amorphous initial condition and necrosis (N = 0.5). Pictures
are taken at t = 0, 1, 2, 3, 4, 5, 5.5, 6 and 6.5.
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Figure 7.28: Tumor growth with amorphous initial condition and varying surface tension.
From left to right, + = 0, 2 and 5. Pictures are taken at time t = 2, 3, 4 and 5.
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Figure 7.29: Cross section of tumor growth with amorphous initial condition and varying
surface tension. From left to right, + = 0, 2 and 5. Pictures are taken at time t = 2, 3, 4 and
5.
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Figure 7.30: Tumor growth with amorphous initial condition and p = 0 in !0. The necrotic
core is colored red, healthy tissue completely enclosed in the tumor is colored orange. Pictures
are taken at time t = 0, 2, 4, 6, 8 and 10.

on the techniques used to extend o! the interface values that are defined
only in a direct neighborhood of the interface (|!| ! h). Additionally,
the development of this framework revealed that interface joining is not
trivial even though the underlying implicit interface formulation using level
sets carries this appraisal. On the other hand, the di!erences we have
found between p = 0 boundary conditions on the tumor, and the free-space
formulation employed herein, make a valuable and clear statement: if we
aim to develop representative models of tumor growth, the modeling of
the tumor microenvironment and thus the healthy tissue is as crucial as
appropriate modeling of the tumor itself. This is a fact which to date has
largely been neglected in simulations of tumor growth.

7.3 Simulating Sprouting Angiogenesis
Sprouting angiogenesis, the process of new capillaries forming from exist-
ing vessels, can be observed in the human body under various conditions.
Apart from angiogenesis in a physiological context which mainly takes place
during embryogenesis and fetal development, angiogenesis can be observed
under pathological conditions, such as wound healing, thrombosis and tumor
growth [52]. In the case of wound healing and thrombosis, newly formed cap-
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illaries grow in a controlled manner and stop growing once the pathological
condition has been alleviated; this is however not the case for tumor-induced
angiogenesis [52].

Tumor induced angiogenesis can persist for years, involving a disorga-
nized, ine!cient and leaky vasculature [52]. Nonetheless, this vasculature
supplies the tumor with nutrients and growth factors, which enable in-
creased tumor cell proliferation and thus enhanced tumor growth. Further-
more, angiogenesis enables hematogenous spread of cancer: single cancer
cells or cell clusters that detach from the primary tumor may enter the
leaky vessels and use the vasculature to metastasize to remote organs.

Regulating or even inhibiting tumor-induced angiogenesis can a"ect tu-
mor growth. Inhibition of angiogenesis restrains nutrient supply, reducing
the growth rate of the tumor and hinders migrating cell clusters from en-
tering the vasculature, thus reducing the risk of metastasis [51]. However,
a complete inhibition promoting hypoxia (state of oxygen shortage) within
the tumor could increase the occurrence of aggressive migrating tumor cell
phenotypes [8, 110]. Regulating capillary growth may help establishing a
more e!cient pathway for drug delivery, as the leaky vessels and the high
interstitial pressure in the proximity of the tumor prevent e"ective supply of
drugs through the blood vessels into the core of the tumor [118]. Although
anti-angiogenic therapy is comparatively young, it has already been estab-
lished as the fourth pillar of cancer therapy [51](next to surgery, radiation
and chemotherapy).

Tumor-induced sprouting angiogenesis

The maximal size a tumor can assume without relying on a vasculature for
nutrient supply is restricted to 1 mm3 [51]. In this case – which is referred
to as avascular growth (see Section 7.2) – nutrients reach the tumor by the
sole means of di"usion through the surrounding tissue. If the tumor grows
beyond this size of about 1 mm3, cells in the core of the tumor cannot
obtain enough oxygen to survive. These cells become hypoxic and eventually
starve, forming a necrotic region at the core of the tumor. Tumors can
reside in this avascular state for a long time [51]. However, one of the many
responses of tumor cells to hypoxia is that they start to secrete angiogenic
growth factors that are responsible for initiating sprouting angiogenesis.
Several growth factors are involved in the process of angiogenesis. Vascular
Endothelial Growth Factors (VEGF) have been identified to be one of the
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main driving forces [49]. VEGFs, upon release by hypoxic tumor cells,
di"use through the extracellular matrix (ECM) occupying the space between
tumor and existing vasculature in the proximity of the tumor and establish
a chemical gradient between the tumor and nearby vessels. Once VEGF
has reached a vessel, it binds to receptors located on endothelial cells (EC),
which line the blood vessel walls. This binding sets o" a cascade of events.

In the early phase of angiogenesis, ECs stimulated by VEGF start releas-
ing proteases that degrade the basal lamina, a fibril structure building the
outermost layer of the vessel wall. This enables ECs to leave the vessel wall
and enter the ECM. Further intercellular and intracellular signaling path-
ways initially triggered by VEGF, increase EC proliferation and coordinate
the selection of migrating ECs located at the tip of outgrowing sprouts. Mi-
grating sprout tip cells probe their environment by extending filopodia and
migrate along the VEGF gradient towards regions of higher concentration,
a directed motion referred to as chemotaxis. ECs located initially behind
the migrating tip cells proliferate, thus extending the sprouting blood ves-
sel. Fibronectin, which is distributed in the ECM and at the same time
released by the migrating tip cells establishes an adhesive gradient which
serves as another cue for the ECs following behind. Fibronectin released
by the ECs binds to integrins located on collagens and other fibers, which
occupy roughly 30% of the ECM. Matrix-bound fibronectin in turn can bind
to transmembrane receptors located on the EC membrane. This autocrine
signaling pathway, promoting cell-cell and cell-matrix adhesion, accounts for
a movement referred to as haptotaxis. In addition to chemotactic and hap-
totactic cues, the fibrous structures itself present in the ECM also influence
cell migration by facilitating movement in fiber directions.

After the initial sprouts have extended into the ECM for some distance,
repeated branching of the tips can be observed. Sprout tips approaching
others may fuse and form loops, a process called anastomosis. Anastomosis
can be observed to occur in two ways, either sprout tips fusing with other
sprout tips, stopping completely their migration, or sprout tips fusing with
already established sprouts at some distance behind the tip. Along with
anastomosis, the formation of lumen within the strands of endothelial cells
establishes a network that allows the circulation of blood. Maturation, the
final stage of angiogenesis, incorporates the rebuilding of a basal lamina and
the recruitment of pericytes and smooth muscle cells to stabilize the vessel
walls.

In tumor-induced angiogenesis, the newly built vasculature is often disor-
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ganized and leaky, leading to high interstitial pressure and ine!cient blood
supply. Together with a growing tumor, which exerts pressure on the fragile
capillaries and thus suppresses temporal and local blood delivery, ever new
regions of acute hypoxia arise, releasing VEGF, which sets o" the process
of angiogenesis anew. The process therefore never comes to a stop and full
maturation is impaired.

Vascular endothelial growth factors In addition to the soluble isoform
of VEGF, the presence of other VEGF isoforms has been identified to signif-
icantly influence morphology of capillary network formation [89, 116]. Some
VEGF isoforms express a binding site for heparan sulphate proteoglycans
which is found on cell surfaces, in the ECM and in body fluids; thus such
isoforms can be bound by the ECM. These “matrix-bound” VEGF isoforms
can be cleaved from the ECM by matrix metalloproteinases (MMPs) [89]
establishing very localized chemotactic cues. MMPs are expressed both by
tumors and migrating ECs. Inflammatory cells stimulated by the tumor
can also release VEGF and contribute to the chemotactic cues ECs react
to.

Extracellular matrix The extracellular matrix describes any material that
occupies the space between cells in metazoans, including the space between
the initial vasculature and the tumor. It plays an important role in cell
migration. Fibers such as collagen, laminin and fibrillin are distributed
throughout the ECM occupying roughly 30% of the ECM. These fibers form
bundles that serve as guiding structures for migrating cells [34, 53]. The
structures have been shown to be subject to remodeling by endothelial tip
cells [83], facilitating migration through the matrix and playing a crucial role
in lumen formation. The ECM further presents binding sites for fibronectin
and matrix-bound VEGF isoforms that can be cleaved by MMPs.

Computational Modeling of Angiogenesis

Computational models of tumor-induced angiogenesis address a limited
number of the involved biological processes. The choice of the modeled
processes is dictated by the availability of biological data and by the under-
standing of the key processes for the phenomena under investigation. In the
present model we consider the motion of the EC’s as a"ected by chemical
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gradients induced by VEGF, haptotactic gradients induced by sprout tip
released fibronectin and by the structure of the the ECM.

In the present model, VEGF appears in soluble and matrix bound iso-
forms. The soluble VEGF is released from an implicit tumour source, and
di"uses freely through the ECM. The matrix bound VEGF isoform can be
cleaved by MMPs released at the sprout tips, (section 7.3) and contributes
to the migration cues of the EC’s (see Figure 7.31). Existing models of
sprouting angiogenesis account for chemotaxis induced by the soluble iso-
form of VEGF [10, 5, 18, 134] and a matrix bound isoform of VEGF has
been implicitly accounted for in a recent work by Bauer et. al. [10]. We
note that the present model is the first, to the best of our knowledge, to
include a cleaving mechanism and present simulations in the presence of
both isoforms.

Fibronectin is released at sprout tips, establishing a haptotactic gradient
for the EC’s [5, 18, 134, 10]. Here, in addition, we model the binding of
fibronectin to the ECM which localises the haptotactic cues. The ECM is
represented by a distribution of fiber bundles whose direction and density
modulate the direction of the tip cell’s migration. In [10], the ECM con-
sists of fiber bundles, structural cells and interstitial fluid, influencing EC
migration through adhesive forces. In [134] the matrix is represented by a
random anisotropic conductivity field that a"ects the migration velocity of
the sprout tips.

Models of angiogenesis can be classified in three broad categories:

1. discrete, cell-based models that aim to capture the behaviour of indi-
vidual biological cells [10],

2. continuum models that describe the large scale, averaged behavior of
cell populations [5, 93]

3. discrete models that model explicitly vascular networks determined
by the migration of tip cells [18, 134].

Bauer et al. [10] developed a two-dimensional, Cellular-Potts based model
to simulate migration, division and adhesion of endothelial cells establishing
an interconnected network. They distinguished two types of EC’s: migrat-
ing tip cells that degrade the matrix fibers, and proliferating stalk cells
located behind the tip cells. This allows for branching and anastomosis
of blood vessels without explicitly defined rules. Anderson and Chaplain
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[5], presented two-dimensional, continuum models of angiogenesis, with a
probabilistic modeling of capillaries and a discrete extension to this model,
with capillaries as masked points on a grid. Capillary branching is modeled
through a branching probability, depending on the sprout age, the tumor
angiogenic growth factor (TAF) level and the endothelial cell density. The
model was later extended to three dimensions in [18]. Sun et al. [134]
presented a deterministic, discrete two-dimensional model of sprouting an-
giogenesis. They used a capillary indicator function to describe the network
structure and formulated branching as a function of the sprout age and the
anisotropy of the ECM.

In summary, cell-based models aim to describe angiogenesis at cell level
resolution but they are di!cult to extend to macroscopic systems due to
their computational cost. Continuum based models bypass these limitations
by modeling the evolution of cell densities at the expense of detailed cell-cell
interactionsa

The goal of the following study is to investigate the possibility of obtaining
angiogenesis-like growth using a continuum model, which in contrast to prior
models (with the exception of the recent approach of Bauer et al. [10]), does
not rely on any heuristic rules (e.g. branching rules) to obtain blood vessel
morphologies. This experiment might provide some hints on the relative
significance of the forces at the core of angiogenesis and mesenchymal motion
in general.

The following presentation considers 2D systems. These systems bear rel-
evance as many in vitro experiments of angiogenesis are essentially 2D. We
note however that all the techniques described herein have been extended
to 3D.

7.3.1 Representation of endothelial cells
There are two basic choices to represent the endothelial cells: similar to the
representation of multiphase flow, we can chose to represent the cells by a
density function (di"use interface approach), or by a level set, which repre-
sents the boundary to the extracellular domain (sharp interface approach).
In the case of angiogenesis we need to be able to represent agglomerates of
cells that are highly elongated. Therefore, the level set approach is less fa-
vorable as we always require a narrow band of several grid spacings around
the level set and the requirements for the resolution are much more demand-
ing than for a corresponding di"use interface approach.
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Figure 7.31: Conceptual sketch of the di!erent VEGF isoforms present in the ECM. Soluble
and cleaved VEGF isoforms freely di!use through the ECM, Matrix-bound VEGF isoforms
stick to the fibrous structures composing the ECM and can be cleaved by MMPs secreted by
the sprout tips.

7.3.2 The extracellular matrix
Continuum simulations of cellular motion rarely explicitly consider the ef-
fects of the extracellular matrix on the migration. These e!ects are however
crucial, as the extracellular matrix serves as a sca!olding with adhesive sites
using which the cells can exert forces and propel themselves. We propose to
model the extracellular matrix as a collection of bundles of adhesive fibers
which facilitate but also bias migration. The matrix is constructed as fol-
lows: We create NF fibers as lines of thickness bp from (xstart

p , ystart
p ) to

(xend
p , yend

p ). The start point is drawn from a uniform distribution in ".
The end point is given as

!
xend

p

yend
p

"
=

!
xstart

p + lp sin(2 ! "p)
ystart

p + lp cos(2 ! "p)

"
, (7.19)

where "p u.a.r. ! [0, 1), and lp is the length of the fiber, which is obtained
as

lp = l 2m z , with z ! N (0, 1) , (7.20)
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Figure 7.32: An example matrix e in the domain " = [0, 8] % [0, 1]: base fiber length
l = 0.201, m = 0.5, Nfilter = 3, bmin = 4% 10$3, and bmax = 2.7% 10$2.

The base fiber length l and m are parameters of the simulation. The fiber
thickness is given as bp u.a.r. " [bmin, bmax). These fibers are then dis-
cretized onto the ECM grid e using Bresenham’s line rasterization algo-
rithm. In order to get a di"erentiable field we filter e Nfilter-times with a
second-order B-spline kernel.

7.3.3 Cell-cell adhesion

Cell-cell adhesion is fundamental biophysical mechanism. It is responsi-
ble for tissue formation, stability and breakdown. It is involved in tissue
invasion and metastasis of tumor cells. It is a crucial mechanism in embryo-
genesis, as it is the driving force of cell sorting processes.

Cell adhesion to another cell or the ECM is established by specific adhe-
sion receptors on the cell membrane like integrins, which may bind to col-
lagens and fibronectin (in the ECM), and intercellular adhesion molecules
like cadherins. This reaction is very local, as it happens upon contact. In
order to model cell adhesion we state a set of requirements that reflect the
main characteristics of the process: (i) cell adhesion is an short-range force.
(ii) cell adhesion will give rise to a movement of the cells towards the entity
they adhere to. (iii) this cell movement will decrease as the cell density ap-
proaches the close-packing density, and at close-packing density we expect
to find no residual movement caused by adhesion.

Given these characteristics we can model cell adhesion as autocrine (in the
case of cell-cell adhesion), or paracrine signaling (in the case of cell adhesion
to the ECM). Consider the case of cell-cell adhesion, in the absence of other
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influences, we can model the a population of cells with cell-cell adhesion as:

$.

$t
= !'· (ac/c .) + d#. ,

ac/c = )f L(f, df)'f ,

$f

$t
= !µ f + %

$
1! f

fmax

%
. + Df #f ,

(7.21)

where L(f, df) is a cuto" function that keeps the magnitude of the gradient
bounded by df in order to bound the migration velocity of the cells; here
we chose

L(f, df) = df
$
max(df, |'f |)

%!1
. (7.22)

In the case where we have populations of di"erent cells the model (7.21)
is easily extended to

$.i
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= !'·

2"

j

aij .i

3
+ di #.i ,

aij = )ij L(fj , dfj)'fj

$fi

$t
= !µi fi + %i

$
1! fi

fi,max

%
.i + Di#fi .

(7.23)

Close-packing density The models (7.21), (7.23) do not incorporate any
repulsive e"ects that might limit the local cell density. Such e"ects are
easily introduced by adding the following pressure-like term to the velocity:

ap = !)p H(.! .̄)'. |'.|!1 , (7.24)

where . (
1

i .i, )p is constant, and H is the Heaviside function.

Cell sorting In order to test our model of cell-cell adhesion we performed
simulations of cell sorting processes. According to the “Di"erential Adhe-
sion Hypothesis” (see [129, 128] and references therein), cellular sorting is
induced by di"erences in intercellular adhesiveness. We consider here two
di"erent types of cells .1 and .2 which di"er in their adhesion parame-
ters. Depending on the choice of adhesion within and across cell types we
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obtain di!erent sorting behaviors (see Figure 7.33), such as engulfment of
one population by the other, complete sorting, and mixing. We also con-
sidered the pressure/repulsion e!ects as introduced above in one the cases
(see case b in Figure 7.33). Albeit indirect, as we model contact-adhesion
through auto/paracrine signaling, the proposed model successfully recovers
the di!erent sorting behaviors.

a b c d

Figure 7.33: Top row depicts solution at t = 40, middle row at t = 160, bottom row depicts
a cut through the domain at t = 160. Columns: a engulfment, !11 = 0.25, !22 = 0.025,
and !12 = !21 = 0.05; b engulfment with pressure, !11 = 0.25, !22 = 0.025, and !12 =
!21 = 0.05; c sorting, !11 = 0.25, !22 = 0.25, and !12 = !21 = 0.00; d mixing, !11 = 0.25,
!22 = 0.09, and !12 = !21 = 0.2.

7.3.4 The ECM, chemo- and haptotaxis
Our haptotaxis model is a formulation of the following assumptions: in
order to maximize its migration velocity, a cell will crawl along fibers, if
these fibers are not transverse to the chemotactic cue (!!). If there are no
fibers in its environment, i.e. e = 0, then a cell will not be able to migrate
e"ciently (eo " 1), if the fiber density is too high (e # "cpd), then cells have
to degrade the matrix before they are able to migrate. These assertions are
represented by

aecm,! =
!"

1$
###
!e

|!e| · !!

|!!|

###
$
!e +!!

% &
e + eo

'&
"cpd $ e

'
,

(7.25)

and illustrated in Figure 7.34. We would like to point out here, that the
modeling of the chemotactic response as a! is but the most simple one,
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Figure 7.34: A cell will move “onto” a fiber if the fiber direction is not transverse to the
chemotactic gradient, i.e. the gradient of adhesion is not aligned with the chemotactic direc-
tion.

and ignores many e"ects, such as the saturation of receptor sites on the cell
membranes.

7.3.5 Angiogenesis-like migration
We now assemble a system modeling the chemotactically driven migration
of cells through an ECM. This model consists of (i) cell-cell adhesion, (ii)
cell-matrix adhesion, and (iii) chemotaxis:

$f

$t
= !µ f + %.

$
1! f!1

max f
%

+ D #f

$.

$t
= !'· (a .) + d #.

a = )

L
)e

2
1!

444
'e

|'e| ·
'1

|'1|

444
3
're +'1 + )f 'rf

M
(7.26)

Note that for greater lucidity the system (7.26) ignores the e"ects of fiber
density that we have introduced in Equation (7.25).

Figures (7.35)-(7.37) illustrate the e"ects of modifying the model param-
eters on the resulting vessel morphology.

7.3.6 Matrix-bound growth factors
So far we have assumed that the growth factors are soluble and freely di"use
through the ECM. However, not all growth factors exist in an a-priori soluble
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Figure 7.35: E!ect of increasing the length of the fibers (in Equation (7.20)), m = 0.25,
1.0, and 4.0.

Figure 7.36: E!ect of increasing the matrix density; 31%, 51% and 75%.

Figure 7.37: Left: Creating thicker vessels by decreasing the close-packing density ,̄. Right:
E!ect of reducing cell adhesion (cell-cell and cell-matrix).
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Figure 7.38: Simulation with matrix-bound
growth factors using pockets of matrix-
bound VEGF distributed in the matrix. The
endothelial cells release MMPs that cleave
the bound growth-factors and make them
soluble (di!use blue cues).

matrix-bound 
VEGF

only soluble 
VEGF

Figure 7.39: Simulation with matrix-bound
growth factors by the “di!usion” model.
Within the white circle there are only sol-
uble growth factors present, outside of the
circle a constant concentration of growth
factors is bound to the matrix. As appar-
ent from the network structure, the matrix-
bound growth factors lead to distinctively
increased branching.

form; e.g. it is well established that there several di!erent isoforms of VEGF,
some that are soluble, and some that can bind to heparin sites, which can
be found in the matrix. These isoforms can bind to the matrix and do not
di!use freely. Endothelial cells secrete matrix metalloproteinases (MMP)
during angiogenesis. These MMPs have been shown [89] to cleave such
matrix-bound VEGF isoforms, therefore freeing them. We modeled this
process by distributing small pockets of matrix-bound VEGF and by having
the ECs secrete a compound that cleaves that matrix-bound VEGF. Once
cleaved, the this VEGF adds to the gradient established by the soluble
VEGF present in the domain. Figure 7.38 shows such a situation.

A setting like this is able to provide localized chemotactic cues. However,
we do not observe an increase in branching, which is what is observed in both
in-vitro and in-vivo models of angiogenesis and vasculogenesis [116, 89]. If
we look at the distribution of matrix-bound VEGF we must realize that it
is very unlikely to find pockets of VEGF of that size in a real ECM. Focus
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points of matrix-bound VEGF must quite a bit smaller than the cell scale.
In our continuum description it is however not possible to explicitly incor-
porate localized structures that are truly microscopic. We must therefore
resort to subgrid-scale modeling. From a mesoscopic point of view, what
will be the e"ect of localized chemotactic queues that are smaller than the
description scale? We will clearly not be able to distinguish any residual
localized movement due to this cues. What we can expect to see is the
cumulative e"ect on once cell, which from a mesoscopic view point will be
increased (apparently) random motion. It is well known that microscopic
random motion manifests itself as di"usion from a macroscopic view point.
We therefore model the presence of matrix-bound VEGF by adding a spa-
tially varying di"usion term to the equation for the EC density, i.e. if only
soluble factors are present, the di"usion is zero, in the local presence of
matrix-bound factors, the di"usion term is increased depending on the con-
centration of matrix-bound isoforms. So both the release of MMPs, and
the cleaving of matrix-bound VEGF is modeled implicitly by increasing the
di"usion of the ECs. The result of this modification of the model is de-
picted in Figure 7.39: this type of modeling matrix-bound VEGF does lead
to increased branching.

7.3.7 Conclusion
We have presented a pure continuum model of sprouting angiogenesis. This
model considers several core aspects of mesenchymal motion: (i) cell-cell
adhesion, (ii) the structure of the extracellular matrix, (iii) cell-matrix ad-
hesion, (iv) chemotaxis, and (v) the e"ect of matrix-bound growth factors.

In this model we emulated cell-cell adhesion by modeling it as an au-
tocrine signal. Albeit indirect, this formulation is very simple and manages
to recover aspects of the sorting behavior of cells. Compared to existing con-
tinuum models of cell-cell adhesion [7], the present model is less intuitive
however more e!cient and easier to implement.

In the present work the extracellular matrix is represented explicitly, as
a collection of fibers that exert adhesive forces. This way of representing
the mechanical aspects of the cell microenvironment enables us to recover
branching behavior as an output of the model, hence we do not need to call
on heuristic branching events.

In addition to soluble chemotactic cues, we also consider matrix-bound
cues, which are modeled using a subgrid-scale approach. The incorporation
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Figure 7.40: 3D simulations of cells shed from the surface a spherical tumor, and their
invasion of the surrounding ECM.

of these localized cues yields an increase in vessel branching, and thus results
in the same morphological chances as observed in experiments.

In its general form, the methods presented above can be used to sim-
ulate mesenchymal motion in general. The invasion of cancer cells into
healthy tissue is another tumor-related phenomenon that is dominated by
mesenchymal motion, and to which the present model may be applied (see
Figure 7.40).
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Chapter 8

Conclusions

In this thesis we made advancements in the e!ciency and versatility of par-
ticle methods, and improved on aspects of the modeling of cancer-related
systems. We presented the first dynamically adaptive particle methods with
enhanced resolution. These methods all rely on the hybrid particle-mesh
formalism and inherit its robustness and versatility. We proved their ap-
plicability to a wide range of problems that contain advection or growth.
We also contributed to the hybrid particle-mesh methodology itself by ex-
tending its area of application to include surfactant dynamics, crystal and
blood vessel growth. We created a software framework [120], which pro-
vides easy access to the hybrid particle-mesh technology, and based on this
framework we were able to develop scalable simulation codes that run on
tens of thousands of CPUs.

The technologies developed herein constitute a tool set which enables the
e!cient and robust calculation of both growth and flow.

8.1 Hybrid Particle Methods
In Chapter 2 we described the foundations of hybrid particle-mesh tech-
niques. These techniques represent a robust base tool for the simulation of
transport problems. In this context we introduced a series of high-order in-
terpolation kernels for interpolating particle quantities onto a regular grid.
Such extended accuracy can be crucial in systems that are sensitive to small
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scale oscillations in the solution. In Chapter 3 we addressed some aspects
regarding and relating to handling complex boundaries in simulations, such
as the reinitialization of level set functions, where we proposed an alter-
native pertaining to the Lagrangian frame innate to particle methods. We
developed a conservative formulation for solving PDEs on deforming im-
plicit interfaces. This formulation may have applications in the study of
morphogenesis, e.g. tumor growth, where morphogens are often confined
to a thin boundary, or for the study of surfactant dynamics in engineering
applications.

8.2 Multiresolution
In Chapter 4 we introduced two novel complementary approaches that equip
particle methods with dynamic, spatial adaptivity.

In the first approach, we designed a method enabling r-adaptivity in par-
ticle methods by using finite-dimensional mappings from a reference space
where all particles have the same core size, to a “physical” space where their
core sizes vary spatially. We suggested a simple choice for the map adap-
tation in the case of one-dimensional convection dominated problems and
the use of Moving Mesh Partial Di"erential Equations for multi-dimensional
problems. Numerical experiments on non-linear convection in one dimen-
sion showed beneficial e"ects of such an adaptation and the application of
the method to the 2D incompressible Euler equations showed its extensibil-
ity to multi-dimensions. The versatility of the approach was displayed by
applying it to a level set interface capturing problem.

In the second approach, an Adaptive Mesh Refinement technique inspired
by finite-di"erence methods was proposed and validated. Overlapping of
fine-and coarse resolution domains and appropriate remeshing strategies
are the key elements to ensure a consistent exchange of information at each
time-step between particles at di"erent levels of refinement.

In terms of accuracy, the first approach seems to be optimal as it allows
to reach levels of refinement that can span several orders of magnitude.
The proposed method appears to combine the most attractive features of
particle methods and finite-dimensional mappings.

Concerning the second type of methods, their simplicity of implementation
make them an appealing tool which can be extended to several dimensions
in a straight-forward fashion. The implementation of multiple levels of
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refinement for the AMR-based method greatly enhance its e!ciency and
make it equivalent in accuracy to the first method while remaining more
general. Another appealing aspect is the possibility of using e!cient grid-
based multilevel poisson solvers.

One drawback common two both methods is that for each problem the
methods are applied to, e.g. incompressible Navier-Stokes, shock calcula-
tions, or calculating geometry dynamics using level sets, we need to define a
possibly di"erent, usually heuristic refinement criterion or monitor function.
This somewhat detracts from the generality of the methods proposed.

In Chapter 5 we addressed this latter drawback by introducing wavelet-
based adaptivity to particle methods. We used wavelet-based multireso-
lution analysis to naturally identify small scales during the remeshing of
particles, and thus achieve a compressed, multiresolution representation of
the particle quantities. In addition, the introduction of a suitable indica-
tor function ensured the convection of the distribution of length scales in-
between reinitialization steps. This indicator function technique may also
lead to a performance gain in Adaptive Mesh Refinement-based particle
methods.

The method was demonstrated on a number of transport problems, such
as level set interface capturing and crystal growth. The results indicated
up to two orders of magnitude accuracy improvement over hybrid Eulerian-
Lagrangian [47] and low-order Lagrangian [68] particle methods for the same
number of computational elements. To the best of our knowledge, this
particle method also represents the first application of wavelets to level set
interface capturing problems.

8.3 Computing Flow
In Chapter 6 we presented results from the Direct Numerical Simulation
of vortex rings at Re! = 7,500. By virtue of the scalability of the hybrid
particle-mesh method approach we were able to run extended simulations
on massively-parallel architectures. The availability of the full vorticity field
and advanced visualization techniques enabled us to elucidate the origin and
topology of the secondary vortex structures during the nonlinear stage of
vortex ring decay. We observed the same stepwise decay of circulation as
reported in experimental studies, and observed large-scale hairpin vortices
in the wake of the ring during the early turbulent stage. These large-scale
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vortices are remainders of the secondary vortex structures. Towards the
late turbulent stage these structures become larger in number and more
small-scale in size.

After this study we used the same simulation code for the first billion
vortex particle simulation, where the decay of aircraft wake vortices was
investigated. This hybrid particle-mesh vortex method for large parallel
distributed-memory computations enables simulations using a billion vortex
particles and provides us with unprecedented details of the evolved dynam-
ics. The code exhibits reliability across platforms, very good e!ciency and
scalability, up to 16k processors on the IBM BG/L. Our test and production
runs on BG/L constitute the largest problem size ever achieved by a vortex
method to date.

8.4 Computing Growth
In Chapter 7 we first considered reaction-di"usion systems on deforming ge-
ometries. Using the methods developed in Chapter 3 we were able to couple
emerging reaction-di"usion patterns to the deformation of the interface on
which they occur. The presented methodology represents an improvement
over existing methods by virtue of its simplicity and robustness. Using
this framework it is possible to investigate the extents to which shape can
be obtained using the concept of morphogens and pattern-forming reaction
di"usion systems.

We then considered a system with more realistic growth laws. In the
context of cancer tumor growth we adopted a sharp-interface formulation
of avascular tumor growth. The tumor was defined by the interface between
healthy and tumor tissue, which was represented by a hybrid particle level
set method. The tumor tissue was modeled as an incompressible tissue,
the growth of the interface was thus given by the mass balance within the
tumor interface. This approach required solving a Poisson equation for the
pressure in a complex and deforming geometry. Using jump-corrected finite-
di"erences, we were able to use “black-box” fast Poisson solvers, making the
present formulation more e!cient and more scalable compared to existing
models [30, 96]. Existing models of avascular tumor growth assume that
the tumor grows into empty space, i.e. in vacuo. In order to assess the
validity of this assumption we considered free-space boundary conditions
for the pressure, thus modeling the e"ect of resistance of the healthy tissue.
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Our simulations revealed qualitative di"erences between growth into empty
space versus growth into a resisting tissue and suggest that the appropriate
modeling of the tumor microenvironment can be as crucial as the modeling
of the tumor itself. The quantitative relevance of our results is however
doubtful, as we discovered a strong dependence of our results on the level set
reinitialization techniques employed. One way of validating the model will
be to extract initial tumor geometries from MRI data of brain tumors and
fitting parameters to capture the expansion rate. This will be possible only
once robust, e!cient and accurate reinitialization techniques are available.

In the last part of Chapter 7 we presented a continuum model of mes-
enchymal motion in extracellular matrices. The first step of this model was
to formulate a continuum emulation of cell-cell adhesion, which is at the
core of many biophysical processes that involve the collective behavior of
cell populations. We developed an approach which considers cell-cell adhe-
sion as a very local autocrine signaling event, i.e. cells secrete an artificial
di"using chemoattractant, to which the cells react chemotactically. We vali-
dated this approach by performing cell sorting experiments, which captured
the main characteristics of sorting as proposed by the di!erential adhesion
hypothesis [129]. We then introduced the first explicit representation of the
extracellular matrix as adhesive discrete fiber bundles. This modeled ma-
trix is able to exert guidance cues on the cells through cell-matrix adhesion
forces. Using these techniques we set up simulations of sprouting angio-
genesis. These simulations constitute the first continuum simulations of
angiogenesis that consider e"ects of the extracellular matrix and both solu-
ble and matrix-bound growth factors, and may pave a path to investigating
the relative relevance of angiogenesis-related growth factors and biophysical
forces in silico.





Chapter 9

Outlook

This chapter outlines possible extensions of the present work as well as
potential applications in future research.

9.1 Hybrid Particle-Mesh Methods

The hybrid particle-mesh methodology represents a solid foundation for
solving transport-related problems. In the following we will state a few
points where we see potential for improvement that will lead to a more
complete framework for handling PDEs with advection in and on general,
evolving geometries.

Shocks In Chapter 4 we demonstrated the application of particle methods
to shock propagation problems. We demonstrated that in terms of accuracy,
particle methods yield results between third-order WENO schemes based
on Lax-Friedrichs and Engquist-Osher fluxes (more insights into the rela-
tion between particle methods and finite-di"erence schemes can be found in
[28]). For these simulations we employed an artificial viscosity model [23].
Higher-order particle-based shock capturing schemes might be obtained by
performing the analysis carried out in [28] on schemes including the artifi-
cial viscosity model, as this might establish a more clear relation between
our schemes and WENO schemes.
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Level set reinitialization In Chapter 7 we demonstrated the delicacy of
reinitialization in the context of the simulation of avascular tumor growth.
Level set reinitialization needs to meet the following conditions: (i) it retains
the location of the interface in a discrete sense, (ii) it is e!cient, (iii) it
yields a smooth level set function, (iv) it is robust, and (v) it is scalable. In
order to achieve these requirements we propose the following reinitialization
technique; (i) precondition the level set by Cottet’s renormalization [26], (ii)
perform Chopp’s kicko" technique [21] for points directly adjacent to the
interface, however, with the following modification: if the Newton algorithm
fails to converge, switch to a lower-order approximation of the level set in
the a"ected cell. (iii) reinitialize the level set using a high-order WENO
scheme [74], using the preconditioned level set as initial condition and the
points determined by the kicko" procedure as boundary condition. Albeit
eclectic, this technique should achieve all of the above conditions.

9.2 Multiresolution
The following lists a set of improvements and extensions to the adaptive
particle methods introduced in this thesis.

Adaptive Mesh Refinement-based Particle Method Due to the robust-
ness of this approach, this method is a prime candidate for multiresolution
particle simulations on massively-parallel architectures. In order to be appli-
cable in day-to-day simulations, this method needs to be incorporated into
a software framework, in the spirit of the mono-resolution particle-mesh li-
brary PPM [120]. While developing computational models for biophysical
systems, we observed that a lot of development time is spent on modifying
and reevaluating the model equations themselves. Therefore, a viable soft-
ware framework needs to provide an easy-to-use interface, where di"erential
operators and reaction terms can be easily defined, modified and replaced.
Thus spatial adaptivity must be incorporated into such a particle-mesh
framework in a manner all but entirely transparent to the user.

Wavelet-based Particle Method The numerical calculations presented
in this thesis that used this method were performed with first-generation
wavelets. For improved moment conservation and localization of small scales
we should employ second-generation wavelets in the future [145]. It remains
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to be investigated what remeshing kernel will be appropriate for the dual
wavelet, which will be modified in the lifting step [137] leading to second-
generation.

In computer graphics applications the e!ciency of the representation and
deformation of geometry is in general more crucial than its accuracy. As
we have seen in the numerical illustrations of Chapter 5, the adaptivity of
the wavelet-based particle methods yield very competitive results for level
set applications. We therefore propose to investigate the applicability of
a wavelet-based particle method using “cheap”, low-order kernels, for real-
time computer graphics applications, e.g. for virtual surgery applications.

On the side of high-Reynolds number flow calculations, having direct ac-
cess to the di"erent scales of the flow may lead to new implicit-LES particle
methods, e.g. by using appropriate low-order remeshing kernels at the finest
level.

9.3 Applications
Multiresolution simulations of turbulence In Chapter 6 we presented
direct numerical simulations of vortex rings. Using 256 million particles on
a total of 320 CPUs we were able to achieve a Reynolds number of 7,500.
Due to the Re-dependent scaling of the required number of computational
elements to fully resolve the flow, attaining Reynolds numbers in the order of
the ten thousands remains a challenge. However, the usual estimates for the
scaling of the computational elements do not consider intermittency of the
flows, which also increases with increasing Reynolds number. Intermittency
is irrelevant if we use regular grids to calculate the flow. Vortex methods
however, and the Wavelet-based Particle Method in particular, are able to
exploit this intermittency. Given, that we have highly-e!cient, parallel,
adaptive Poisson solvers at our hands, we may be able to use Wavelet-
based Particle Methods to shed some light on the intricacies of flows that
have remained obscure up to now [79].

Simulating tumor growth The glioblastoma multiform (GBM) is the
most common brain tumor in adults. This tumor is highly aggressive as the
tumor cells invade the tissue surrounding the tumor. Due to this invasion,
the boundary of the tumor is not clear cut and only regions of high tumor
cell concentration are visible on MRI images. Therefore, surgical removal
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is problematic, for if only the parts visible on MRI are removed, recurrence
will occur. Removing too much tissue on the other hand, will damage the
brain. In order to be able to simulate the evolution of a glioblastoma in
a human brain, we need to extend our models to account for the hetero-
geneity of the healthy tissue, as to adequately represent the di"erent tissue
properties of white and gray matter. This di"erence can be reflected by an
heterogeneous porosity field in the velocity evaluation through Darcy’s law.
Given that the model can be calibrated using MRI data, such a multiresolu-
tion model could be used to determine patient-specific confidence intervals
for surgical planning.

Studying angiogenesis in silico We have only considered one growth
factor, VEGF. Can we improve our model by adding another one like FGF?
As we develop the models we need to ask ourselves what system do we
want to simulate? Clearly, if we aim at simulating tumor-induced sprouting
angiogenesis as it takes place in vivo, then VEGF is but a single jigsaw piece
of a constantly growing picture. Our goal however, is to contribute to the
understanding of the core processes that determine blood vessel growth. By
developing the computational tools presented herein, we aim to assist the
work towards this goal that is done in medical and biological laboratories
around the globe. So what we want to accomplish by developing these
models is to post-dict, and in time predict angiogenesis in vitro.

As endothelial cells migrate through the extracellular matrix, our model
only considers one way of cell-matrix interaction: the cells adhere to the
matrix. However, endothelial cells have the ability to rearrange the ma-
trix as they make their way through it, and they themselves also secrete
collagens and fibronectins that constitute the matrix. As our extracellular
matrix model is explicit, such matrix remodeling can be easily incorporated
into the model. On the side of modeling of endothelial cells the present
model has the following clear shortcoming. It is well established that angio-
genesis involves endothelial cells with two distinctly di"erent behaviors: tip
cells which lead the way, and stalk cells, which follow and proliferate. In the
present model there is no such distinction. So how is this distinction made in
real cells? Recently, the key players in tip-cell selection, i.e. the distinction
between tip-cell and stalk-cell have been identified to be the Notch recep-
tor and Dll4 which is one of its ligands. This process of tip cell selection
has attracted a lot of attention [65, 114, 154] because of the possibility of
using the Notch/Dll4 pathway for anti-angiogenic therapy. Inhibiting this
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pathway was shown to lead to unrestrained, however non-productive an-
giogenesis – which in turn led to reduced tumor sizes [104, 139]. However,
the exact mechanism that leads to the local distinction between tip and
stalk is still unknown. Using the methods developed in this thesis, we can
test several mechanisms by performing reaction-di"usion simulations of the
Dll4/Notch pathway on either artificially generated vessels or real vessels
obtained through image reconstruction. This may lead to more realistic
models and o"er biological insight into the tip-cell selection process as a
byproduct. In the last twelve months, 4,228 articles on or relating to angio-
genesis have been published. The list of possible additions and extensions of
the model is accordingly sizable. However, with the incorporation of tip cell
selection, we will be able to compare our results to simple in vitro experi-
ments, and calibrate the parameters, which will bring this work once step
closer to providing a rapid-prototyping environment for experimentalists.
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