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Abstract

Medical imaging has become increasingly important in recent years for
screening, diagnosis and surgical planning. Improvements in scanning
techniques in CT and MRI yield large 3D datasets of increasing reso-
lution and quality. This has lead to new medical approaches such as
virtual endoscopy.

With the advent of virtual endoscopy, path planning through complex
organs, such as the small bowel, have become a necessity. Without
efficient and accurate path planning, virtual endoscopy becomes difficult
and is often not feasible.

Until now only one efficient path planning procedure has existed for the
small bowel, using haptic feedback for guidance. We have developed
a new partial line extraction approach for complex tubular structures,
which allows us to speed up and facilitate the path planning. This is
to our knowledge the first attempt for a semi-automatic line extraction
in the small bowel. Using this technique, we are able to automatically
extract a correct centerline in the small bowel for around 85% of the
organ.

Using this line extraction as a basis, we have developed two approaches
for path planning using either haptic feedback or the selection of seg-
ments using a keyboard. With the help of a pre-extracted partial center-
line the haptic guidance can be improved. The second approach using
segment selection offers an efficient alternative, which can be used in a
clinical setting without the need for a haptic device or special training.
The line extraction technique can also be used to efficiently extract a
centerline in the colon using an adapted fully automatic approach.

We have developed a workstation which incorporates our path-planning
approaches and allows a fast examination of the small bowel and the



iv Abstract

localization of polyps. We have performed trials in a clinical setting to
verify the suitability of the workstation for polyp detection and localiza-
tion, showing our approach to be fast and accurate.



Zusammenfassung

Medizinische Bildgebung ist in den letzten Jahren für die Diagnose und
die Eingriffsplanung immer wichtiger geworden. Verbesserungen in der
CT und MR Bildgebung ergeben Datensätze von immer besserer Auf-
lösung und Qualität. Das wiederum hat neue Medizinische Verfahren
ermöglicht; zum Beispiel Virtuelle Endoskopie.

Mit der Einführung der Virtuellen Endoskopie ist die Pfad-Definition
durch Organe wie den Dünndarm notwendig geworden. Ohne effizien-
te und präzise Pfad-Extraktion ist Virtuelle Endoskopie oftmals sehr
schwierig oder sogar nicht durch-führbar.

Bis jetzt hat es nur ein effizientes Pfad-Planungs Verfahren für den
Dünndarm gegeben, welches auf haptischem Feedback basiert. Wir ha-
ben eine neue Methode für komplexe Strukturen entwickelt, welches die
Planung vereinfacht. Dies ist nach unseren Kenntnissen der erste An-
satz für eine teil-automatische Pfad-Planung im Dünndarm. Mit diesem
Verfahren können wir in rund 85% des Dünndarms automatisch eine
korrekte Zentrallinie bestimmen.

Mit dieser Berechnung als Basis haben wir zwei Verfahren entwickelt um
eine komplette Zentrallinie zu finden. Eines mit verbessertem haptischem
Feedback und eines mit Anwender kontrollierter Auswahl von Segmen-
ten. Im ersten Verfahren wird die automatisch berechnete Linie benutzt
um das haptische Feedback zu verbessern. Das zweite Verfahren bietet
eine effiziente Alternative, die ohne haptisches Feedback zurecht kommt.
Die automatische Berechnung kann auch im Dickdarm angewandt wer-
den, um automatisch eine komplette Zentrallinie zu extrahieren.

Wir haben eine Workstation entwickelt, die mit unserem Pfad-Planungs
Verfahren die schnelle Untersuchung vom Dünndarm nach Polypen er-
möglicht. Des weiteren wurden Versuche in der klinischen Umgebung
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durchgeführt, um die Brauchbarkeit der Workstation zu untersuchen.
Diese Versuche haben gezeigt, dass unser Verfahren effizient und genau
Polypen im Dünndarm lokalisieren kann.
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1
Introduction

Medical imaging is a rapidly expanding field in medicine and is becoming
increasingly important for screening, diagnosis and surgical planning.
Especially the ever-increasing quality of 3D CT and MR scans is creating
new possibilities in these areas and leading to new applications which
can replace or augment conventional procedures. One such application is
virtual endoscopy (VE). From its introduction in the mid-1990s, VE has
become a widely studied field and has already found its way into daily
clinical practice. This has been the case especially for VE of the colon
(colonoscopy), which has been shown to be as effective as other methods
in screening for polyps. This has lead to its increasingly widespread use,
sparing patients from undergoing the often uncomfortable and painful
conventional procedures.

Among the technical advances which have made VE possible are im-
provements in computer hardware allowing the realtime 3D rendering
of large complex scenes. In combination with new rendering techniques
and data processing this has enabled the re-creation of an endoscopic
view from a CT or MR dataset, as well as high-quality 3D rendering
from other viewpoints. Just as importantly, algorithms have been devel-
oped to extract a flight path through tubular structures which guide the
virtual camera in the endoscopic view. Without a pre-extracted flight
path, manual navigation through elongated human organs by a user is
often too challenging to be feasible. One reason for this is that comput-
ers are mostly still equipped with interfaces which are more suitable for
navigating in 2D environments (mouse, keyboard), and that the 2D pro-
jection of 3D scenes on a computer monitor is not optimal for visualizing
complex 3D medical objects.
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(a) (b)

Figure 1.1: The path through the small bowel (a) is much longer and

more complex than for the colon (b).

Due to the prevalence of virtual colonoscopy, research for path planning
has mostly focused on this particular organ. Since the topology and
structure of the colon is relatively simple, the focus has been on auto-
matic approaches. Path planning for more complex organs, such as the
small bowel, have, however, been largely neglected. Yet, VE of the small
bowel, if possible, would be highly beneficial. This is especially true
since the organ, unlike the colon, can often not be fully examined using
conventional procedures. However, even more than in the colon, reliable
path planning is a requirement in order to be able to perform VE of the
small bowel. Due to the much more complex structure of the organ, the
automatic approaches developed for the colon are not suitable for the
small bowel (see Figure 1.1 for a comparison of the two organs).

The absence of reliable path-planning to date has in our opinion been
one of the main barriers for the acceptance of VE of the small bowel
in daily clinical practice. To our knowledge only two studies have been
done and in both cases path planning was done using 2D slices and
a computer mouse [Rogalla et al. 1998, Schreyer et al. 2002]. This
procedure was reported to be very difficult and time consuming. An
improved procedure using a 3D navigation device with haptic feedback
was proposed by [Harders 2003]. This improved the path extraction
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considerably. Its main drawback was that the given 3D haptics cues are
difficult to interpret, especially by novice users.

The aim of this work is to facilitate path extraction for the small bowel
so that it can be easily and quickly performed by users in a clinical envi-
ronment. We started from the initial idea to further improve the haptic
guidance in the approach introduced by Harders et al.. However, we
have found that in order to significantly improve the haptic feedback, it
is necessary to perform an automatic extraction of the tube centerline,
in places where this is possible. This leads us to a novel approach for
piece-wise centerline extraction in tubular objects. The resulting extrac-
tion can be used in various ways to arrive at a complete path through
the small bowel. Besides an improved haptic guidance we present an
approach using only a keyboard for navigation by choosing among au-
tomatically calculated candidate segments. Additionally, an improved
automatic method for path extraction in the colon was developed.

This work is organized as follows. In Chap. 2 we discuss the current
state of the art for screening and diagnosis both in the colon and the
small bowel. This includes conventional techniques, such as endoscopy
and fluoroscopy, as well as VE techniques which are currently applied in
clinical practice or under investigation for medical use. In Chap. 3, we
take a look at current approaches for flight-path planning (i.e., centerline
extraction) in tubular medical structures. In Chap. 4 we introduce the
piecewise centerline extraction method, and show how it can be applied
to path planning in the small bowel and the colon. In Chap. 5 we then
describe our VE workstation and the additional components, besides
path planning, which are necessary in order to create a system which can
be used by radiologists in a clinical setting. The workstation was used to
perform tests to verify the suitability of VE in the small bowel, as well
as for trials to compare the suitability of the path-planning approaches.
The details for these trials are described in Chap. 6.





2
Medical background

The methods described in this work are the means to a common end;
VE (virtual endoscopy) from CT or MRI images, particurlarly in the
small bowel. In this chapter we give an overview of VE and the medical
alternatives in use today. Virtual endoscopy is a procedure which can be
described as a combination of conventional endoscopy and radiological
examinations (MRI, CT, Fluoroscopy). It is performed mainly with 3D
MR and CT datasets and is performed in four basic steps. First, the
patient is scanned by CT or MR. Usually a contrast agent is infused
into the given organ to distinguish it from the surrounding structures
in the image. This can be a special liquid, air or CO2. Secondly, the
scan is transferred to a computer workstation where pre-processing is
done, so that the given organ is clearly visible and separated from the
rest of the data. For MRI and CT scans of good quality this step is
usually straight-forward, requiring a simple image cropping and voxel
thresholding and possibly a region growing to mark object voxels or
remove non-object voxels. Thirdly, a trajectory is defined through the
object to be examined, representing the flight path of the virtual camera.
Depending on the organ, this can be straight-forward, so that the user
can determine the path manually while moving through the organ. In
other cases the centerline needs to be extracted automatically in a pre-
processing step to aid the user. For very complex organs, the extraction
can be the deciding factor of whether a VE is feasible or not, as is the
case for the small bowel. The final step is the rendering of the virtual
view. This is done by creating a 3D virtual scene where a virtual camera
is placed on the flight-trajectory inside the organ so that a view similar
to an actual endoscope is recreated. On newer systems, the rendering
is done on the fly, so that the camera can be moved back and forth
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along the trajectory and swayed in various directions to closely examine
interesting regions.

Virtual endoscopy is usually a replacement for conventional endoscopy
(as in the colon) or used where conventional endoscopy is difficult or
not possible (as in the small bowel). In the following section we will
give a short overview of conventional endoscopy in the colon and other
organs. Subsequently, we will shortly describe alternative examination
techniques for the small bowel, where conventional endoscopy is not fea-
sible, illustrating the need for virtual endoscopy of this organ. Lastly,
we will give a short overview of current systems for virtual endoscopy
and colonoscopy. For a more extensive overview of virtual endosocopy
we refer the reader to [Rogalla et al. 2001].

2.1 Conventional endoscopy

Endoscopy has become an accepted medical procedure for minimally
invasive diagnosis. It is used to evaluate the interior surfaces of an organ
by inserting a small endoscope in the body, often through a natural
body opening. The endoscope is usually a thin and flexible fiber-optic
device (see Figure 2.1(a) ) which can be manipulated by the surgeon
while the image from the tip is displayed on a screen. Often, various
instruments can be attached to the endoscope which allow the taking of
a small biopsy. Through the endoscope, it is possible to see malignancies
such as tumors, ulcers and lesions located on the inner surfaces of the
examined organs.

Endoscopic procedures are usually accompanied by discomfort, although
for many procedures the patients are sedated. Common organs for en-
doscopy are the gastrointestinal tract, the respiratory tract, the urinal
tract and the female reproductive system. Endoscopy can also be per-
formed on closed body cavities such as the abdominal cavity, joints and
the chest area by the way of a small incision. The most common endo-
scopic procedures are concerned with the gastrointestinal tract, mainly
the colon. Recently some endoscopic techniques have also been devel-
oped for the small bowel, but they allow only a partial inspection of the
organ.
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(a) (b)

Figure 2.1: (a) A typical colonoscope and (b) the obtained view inside

the colon showing a polyp.

Endoscopy has many advantages, the largest being that in some cases
it can replace open surgery and that it allows diagnosis in previously
inaccessible places. However, endoscopic procedures can be very uncom-
fortable for the patient, depending on the examined organ and patient
physiology.

Endoscopy for the large intestine or colon is typically referred to as
colonoscopy. This procedure is relatively common and used mainly in
screening for polyps which can lead to colorectal cancer. Colorectal
cancer is the third most diagnosed cancer and the second leading cause
of death from cancer in the United States [Jemal et al. 2006]. It can be
prevented if polyps (or neoplasms) along the inner colon wall are detected
before they turn into malignant tumors, a transformation that usually
happens over a span of 5 to 15 years. For this reason, a regular screening
of persons belonging to high-risk groups would be very beneficial. In
practice, however, the anticipated discomfort and poor acceptance of
colonoscopy techniques by patients keeps many from undergoing regular
exams [Wan et al. 2001b, Winawer et al. 1997].

The colonoscopy procedure, although minimally invasive, can be uncom-
fortable. The days prior to the exam, the patient is given laxatives, and
asked to drink a lot of fluid and eat a low fiber diet. This is to minimize
faecal material in the colon during the procedure. At the beginning
of the colonoscopy, the patient is administered a sedative. The endo-
scope is inserted through the anus and colon until the terminal ileum.
A movable tip facilitates navigation and visualization. Visibility dur-
ing the procedure is also maximized by inflating the colon with air or
CO2. Besides better visibility, the advantage of colonoscopy over less in-
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vasive approaches using radiology is that minor surgery such as removal
of polyps can be performed during the procedure. The colonoscopy pro-
cedure, however, is considered highly uncomfortable by most patients.
Additionally, the procedure runs the risk of perforation of the colon (ap-
prox. 0.19%) which leads to death in approximately 5% of these cases
[Gatto et al. 2003].

2.2 Diagnostic methods for the small bowel

Currently diagnostic methods for the small bowel are much more limited
than for the colon. This is mainly because the small bowel cannot be
fully accessed by an endoscope. The small bowel is much longer than
the colon, has a smaller diameter, has many turns, and can be accessed
only by way of the colon or the upper gastro-intestinal tract. Some
techniques have been developed attempting to reach at least parts of
the small bowel with an endoscope, mainly push enteroscopy and sonde
enteroscopy. Additionally, as in the colon, radioscopic techniques such
as small bowel series and enteroclysis are available. Finally, due to the
limited effectiveness of these techniques, wireless capsule endoscopy has
been developed and has gained acceptance in recent years. We will now
give a short description of each of these techniques.

2.2.1 Endoscopic techniques

Until recently, two minimally invasive endoscopic techniques have existed
to deal with the complicated case of accessing the small bowel; push en-
teroscopy and sonde enteroscopy [Berner et al. 1994]. Push enteroscopy
involves the insertion of an extended enteroscope through the mouth of
the patient. The enteroscope can usually be advanced until the proximal
midjejunum. The remaining parts of the jejunum and the ileum cannot
be examined. Despite the limited reach of push enteroscopy, it has the
distinct advantage that it can provide the opportunity to treat some
lesions that are within the reach of the enteroscope. This is achieved
by instruments attached to the endoscope. Immediate treatment is not
possible in any of the other methods, such as sonde enteroscopy, capsule
endoscopy, or fluoroscopic methods.
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Sonde enteroscopy is a second endoscopic examination method and al-
lows a more complete visualization of the small bowel. However, the
procedure is very lengthy and therefore also rather uncomfortable for
the patient. To perform the exam, a thin sonde scope is passed through
the nose into the stomach. It is then further advanced to the small
bowel, sometimes using a second larger scope which is inserted through
the mouth. Once the sonde scope is in position, a balloon at the tip is
inflated. This causes the scope to be slowly pulled along the intestine
by the peristalsis (contractions) of the intestinal tract. After six to ten
hours the tip of the scope reaches the ileum. At that point the gas-
troenterologist slowly removes the scope, using the attached camera to
inspect the organ wall. No capabilities for biopsy or moving of the tip of
the enteroscope are available and the scope cannot be pushed back once
it has been retracted.

Finally, a third endoscopic method, which is not minimally invasive, is
surgical endoscopy. Here the intestine is fully exposed by open surgery.
An endoscope is inserted into the intestine and the tip is advanced man-
ually through the intestine by the surgeon. Unlike the other forms of
endoscopy, this allows visualization of the entire small bowel as well as
biopsy and removal of polyps and tumors, but is also highly invasive.

2.2.2 Fluoroscopic techniques

Fluoroscopy is an imaging technique commonly used to obtain real-time
images of the internal structure of a patient, using a device called a fluo-
roscope. A fluoroscope involves an X-ray source on one side of the patient
and a fluorescent screen placed on the opposite side. The X-rays pass
through the patient, are recorded by the screen and are then displayed
on a monitor. For the small bowel two techniques using fluoroscopy are
used to visualize the organ.

One technique is called enteroclysis, also referred to as small bowel en-
ema. This is similar to the procedure used on the colon called barium
enema. In order to perform the exam, a tube is placed through the nose
or the mouth of the patient. Through this tube a barium-based liquid is
infused to the duodenum from where it flows into the remaining parts of
the small bowel. During the passage of the barium liquid, fluoroscopic
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Figure 2.2: A typical image taken during an enteroclysis procedure of

the small bowel.

pictures are taken in various positions. The barium liquid coats the wall
of the small bowel and makes it clearly visible on the pictures. By look-
ing at a variety of shots the physician tries to identify lesions or other
problems in the physiology of the organ.

A similar technique to this is what is called a small bowel series, also
referred to as gastro-intestinal series or barium swallow X-ray. In this
procedure the patient takes the barium solution orally, instead of it being
administered by tube. Otherwise the procedure is similar to enteroclysis.

For both techniques, the patient ususally takes some laxatives and is
asked not to eat before the exam, so that stool in the intestine can
be kept to a minimum. An example of a picture from enteroclysis is
shown in Figure 2.2. The superimposed loops from different parts of the
intestine tube can make it difficult for the physician to identify anomalies
in the organ.

2.2.3 Wireless capsule

Due to the limited reach of conventional endoscopic methods and the
limited view from fluoroscopic methods, an alternate method of endo-
scopic examination has been developed. The procedure uses a capsule
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containing a camera, a battery, light emitting diodes and a radio trans-
mitter. This capsule is swallowed by the patient, who is wearing a radio
receiver and data recorder attached to a Velcro belt. As the capsule
passes through the body, images are taken at a rate of about 2 per sec-
ond or 50,000 in 8 hours. Once the capsule has passed through the small
bowel, the data from the recorder are downloaded to a computer work-
station for analysis. The review of the images takes a clinician about an
hour. Since its introduction, the effectiveness of the capsule technique
has been extensively studied and the technique is now routine for certain
complications of the small bowel.

The capsule technique, however, remains limited. Firstly, it cannot be
guaranteed that the entire bowel surface is visualized, since the move-
ment and tumbling of the capsule cannot be controlled. Secondly, ac-
curate localization of the ailment is not possible. Lastly, extra-luminal
anomalies cannot be seen and other anomalies, such as abnormal thick-
ness of the bowel wall (such as in inflammatory bowel syndrome) or
fistulas, are also not clearly visible.

2.3 Virtual endoscopy

Virtual endoscopy has become very popular in recent years, especially
as an alternative to conventional endoscopy. This is in part due to the
increased speed and resolution of CT and MR scans, as well as advances
in computer visualization. Virtual endoscopy has already been used to
examine a number of organs [Wood and Razavi 2002, Deschamps and
Cohen 2001], for instance the colon, bronchi, stomach, blood vessels
(such as the aorta and vessels in the brain), bladder, kidney, larynx, and
paranasal sinuses and is being evaluated for other organs such as the
small bowel [Rogalla et al. 1998, Schreyer et al. 2002]. To date, virtual
colonoscopy and virtual bronchoscopy appear to be the most beneficial
form of VE and are starting to be used as standard tools by some physi-
cians. In the following sections we will give a brief overview of how
virtual bronchoscopy and colonoscopy are being used and their advan-
tages and disadvantages. We will then discuss the feasibility studies done
to date on VE of the small bowel.
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2.3.1 Virtual bronchoscopy

Pre-operative and post-operative examinations of patients with chest
tumors and metastatic disease already routinely include a CT scan and
bronchoscopy. The bronchoscopy, however, has several disadvantages.
It requires sedation, is sometimes not tolerated by patients (especially
children) and areas of stenosis in the bronchi cannot be passed by the
endoscope.

Virtual bronchoscopy has been found to be as effective as conventional
bronchoscopy [Rapp-Bernhardt et al. 2000, Fleiter et al. 1997] in locat-
ing stenoses. Additionally, it allows examination of external tissue, such
as the lung parenchyma, and of distal airways not accessible by a con-
ventional scope. The disadvantages of the procedure are that biopsy of
suspicious tissue is not possible, and that surface details, such as tissue
color, are not visible.

2.3.2 Virtual colonoscopy

Virtual colonoscopy (see Figure 2.3) is perhaps the most studied and
utilized virtual endoscopic procedure to date. It is used mainly for the
screening of colon cancer, as described in Sect. 2.1. Regular screening
of the colon for polyps is neglected by many people in high risk groups,
mainly because of the long examination time and anticipated discomfort
of regular colonoscopy. Other procedures are available, such as fecal
occult blood test or barium enema (similar to enteroclysis in the small
bowel). However, both procedures have low sensitivity, as low as 30%
for the blood test [Allison et al. 1996], and barium enema additionally
exposes the patient to radiation and great discomfort.

Virtual colonoscopy requires a colon cleansing, preparation by insuffla-
tion with air or CO2, and a short holding of breath to perform the scan.
Examination time is shorter and patient compliance higher than with
conventional colonoscopy. Additionally, VE has a similar sensitivity (ap-
prox. 75%) and specificity (approx. 90%). Compared to conventional
colonoscopy, it enables exact anatomic location of abnomalies, which can
be helpful during surgery. It also allows visualization of the surrounding
tissue and can advance beyond obstructed portions of the colon. Dis-
advantages are the incurred radiation dose, and the inability to take a
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(a) (b)

Figure 2.3: Various views from a VE system. (a) An outside view of the

segmented colon showing the flight-path. (b) The virtual colonoscopy

view showing a polyp (corresponds to the view in Figure 2.1(b).

biopsy. Additionally, remaining fecal material can be misinterpreted as
a polyp. This can be avoided by tagging the fecal material. Addition-
ally, specificity of polyps smaller than 10 mm is much less in virtual
colonoscopy than with a conventional scope. However, polyps of such
small size lead to cancer only in rare cases.

In recent years a number of commercial workstations have been devel-
oped specifically to perform VE. One such workstation is the Viatronix
system for virtual colonoscopy, specifically to screen for polyps which
might lead to colorectal cancer. The main application interface is shown
in Figure 2.4. Besides a central endoscopic view, the system displays
axial, sagittal and coronal slice views and a 3D outside view of the
colon. The endoscopic view can be rendered in realtime using both
surface-based rendering and volume rendering. The Viatronix system
is designed to be used in conjunction with spiral CT scans. The bowel
lumen is segmented automatically from the background voxels. In ad-
dition, the workstation performs electronic bowel cleansing to remove
any remaining fecal material [Lakare et al. 2000]. A fly-path (colon
centerline) is then extracted, using an automatic approach such as de-
scribed in Chap. 3.2. The user is guided along this path to examine the
colon in the various views. A measuring option is provided to the user
so that polyps can be measured during the virtual examination of the
colon. The system also offers what the creators call a “virtual biopsy”,
which uses special transfer functions on the CT data in conjunction with
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Figure 2.4: The VE system user interface from Viatronix (source Via-

tronix, www.viatronix.com)

(a) (b) (c)

Figure 2.5: (a) A specialized mapping of measured intensities to col-

oring and transparency allows better diagnosis of the volume rendered

polyp. (b) Areas seen in a previous antegrate fly-through have been

marked green (dark) showing the necessity of a retrograde fly-through

to see the entire inner surface. (c) A virtually flattened colon.
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volume rendering to color code tissue types so that the structure of the
polyp can be better recognized by the operator (see Figure 2.5(a)). This
facilitates diagnosis [Wan et al. 2001b]. Areas of the inner surface which
have been viewed in a fly-through are colored. In this way, missed ar-
eas can be recognized (see Figure 2.5(b)). To ensure total visualization
antegrade and retrograde fly-throughs are desirable.

To facilitate the detection of polyps further, additional features are being
added to virtual colonoscopy tools, such as tube (colon) flattening (see
Figure 2.5(c)) and automatic polyp detection.

Tube flattening [Halier et al. 2000] is a procedure to unravel the
colon or other organ into a flat plane along the axis of the pre-defined
flight-path as shown in Figure 2.5(c). The advantage of this is that
polyps and other protrusions can be seen at a single glance, shortening
the examination time. Usually, after locating a suspected polyp, it can
be more closely examined in the virtual endoscopic view and the volume
slice views.

Automatic polyp detection is another attempt to shorten the re-
quired reading time and to avoid accidentally missing a possible polyp
[Summers et al. 2001]. Usually this is achieved by using a shape-based
detection algorithm to find masses that protrude from the wall. Sum-
mers et al. report a sensitivity of 64% for polyps 10 mm or greater under
optimal conditions.

Color coding attempts to map the greyscale intensities of the radi-
ological image to optimal color and transparency values so that certain
features will be optimally visible to the user. Usually, modern medical
workstations include numerous predefined maps tailored to the specific
imaging modality and examination task.

Virtual colonoscopy has gained good acceptance, probably mainly be-
cause of its comparative diagnosis value to the “gold standard” of con-
ventional colonoscopy in detecting polyps. Yet, the success of the pro-
cedure shows that VE is generally feasible and could become standard
in a number of organs. The condition for this is that specific problems
preventing adoption (such as path planning) are overcome.
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2.3.3 Virtual endoscopy of the small bowel

Virtual endoscopy of the small bowel has not yet been generally accepted
as a medical procedure, although its use could be very beneficial. As
discussed in Sect. 2.2, the alternative examination techniques are very
limited. Endoscopic options are complicated and uncomfortable, and
fluoroscopic methods have limited visibility. The camera capsule method
developed to replace these methods also provides limited visibility of
the bowel and examination of the camera recording is time-intensive.
Virtual endoscopy of the small bowel has the potential to overcome these
problems. Currently it has low acceptance, which is mainly due to two
problems; the difficulty of acquiring image data of sufficient high quality
and the difficulty of defining a flight-path through the organ. While
virtual endoscopy has been studied extensively for the colon and other
tubular organs such as blood vessels, for the small bowel only two works
exist to date. These are clinical studies which examine the feasibility of
diagnosis via VE of the small bowel; [Rogalla et al. 1998] and [Schreyer
et al. 2002]. Here we will give a short overview of each one.

Rogalla et al. studied virtual endoscopy for the detection of lesions
in images taken by Spiral CT. Two readers were asked to determine the
number and location of lesions in a phantom intestine and in the scans of
seven patients. Prior to the scans, the small bowel and ascending colon
of each patient was filled with contrast agent.

The authors of the paper reported several problems during the exami-
nation procedure. Firstly, they found navigation of the small bowel to
be difficult and loss of orientation was a big problem. This occurred
especially in tight turns and areas where the intestine was not well dis-
tented. A second problem was the occurrence of small air bubbles as
a result of the contrast not filling all of the bowel. The readers found
the air bubbles at times difficult to distinguish from small polyps or tu-
mors. Additionally, some problems with image noise and artifacts were
encountered, but these could be ameliorated to some extent by changing
the scanning parameters.

The authors used a phantom study to determine the minimum pathology
size which is detectable for a given scan protocol. For the highest reso-
lution protocol of 1.5/3/1 mm (slice thickness/table feed/reconstruction
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(a) (b) (c)

Figure 2.6: Three volume rendered VE views of scans at various res-

olutions. (a) 7 mm slice thickness and a 4 mm lesion. (b) 3mm slice

thickness and a 3mm lesion. (c) 1.5 mm slice thickness and a 2 mm

lesion. [Rogalla et al. 1998]

intervall) all lesions bigger than 3 mm were detected (4 out of 4) with
no false positives and one 1 mm (out of 3) and one 2 mm (out of 2)
lesion were found. The V was done using volume rendering with 1 cm
spacing between rendered image slices (see Figure 2.6). The results are
listed in Table 2.1. The highest resolution yielded the best detection,
however, image noise increased a lot at this resolution and it was diffi-
cult to scan the entire area of interest in one breathhold. Additionally,
the large volume could not be loaded into the graphics memory of the
workstation. The authors decided that a 3/5/2 mm protocol was an
optimal compromise between resolution, coverage area and noise.

Scan Protocol Smallest Visible Polyp Notes
7/7/4 4 mm Hardly Visible
3/5/2 3 mm Fuzzy Outline

1.5/3/1 2 mm Very well defined

Table 2.1: The smallest visible polyps which are detectable for a given

scan protocol (slice thickness/table feed/reconstruction intervall, in mm)
[Rogalla et al. 1998].

The virtual endoscopy was also performed on 7 patient datasets. No con-
trol is given for the amount of lesions which were present in the datasets.
In addition to the lesions, one small intestinal polyp was found in one
patient, an inflammatory stenosis in a patient with Crohn’s disease, a
pseudocyst, and pancreatitis in a patient with diarrhoea. Readers also
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found mesenteric lymphadenopathy, and metastases from melanoma in
two of the examined patients.

Schreyer et al. published another study, this time to find pathology
in patients with inflammatory bowel disease (or Crohn’s disease). The
data were not acquired with CT, but with MRI instead, mainly in order
to eliminate the radiation dose for the patient and to better visualize the
tissue surrounding the small bowel. The radiation dose of an abdominal
CT scan is comparable to that of an enteroclysis examination [Schreyer
et al. 2002].

For the study, 30 patients with Crohn’s disease were examined. All pa-
tients were additionally examined using conventional enteroclysis. Due
to the recent improvements of MR scanners such as fast sequences and
fast gradients, the authors were able to perform a full scan of the ab-
domen in a single breathhold. Previously, this has been possible only
with Spiral CT scans. In order to increase the contrast of the small
bowel, a contrast agent consisting of pineapple juice mixed with methyl-
cellulose was given to each patient.

The VE for each dataset was performed on a Virtuoso 3D workstation
(Siemens Medical) using a volume rendered endoscopic view, an exterior
volume rendered 3D view, as well as slice views in each axis direction.
The authors found computer generated path planning to be infeasible
due to the complicated structure of the small bowel. Therefore, the
navigation through the dataset was performed via mouse interaction in
the slice and 3D views. The virtual camera was programmed to follow
the current position of the mouse cursor in the virtual dataset. Using
this navigation technique the reported fly-through time ranged from 10
to 20 minutes.

The results of the study as compared with conventional enteroclysis are
very good. 80% of the patients were found to have no pathological
changes, corresponding to the findings from enteroclysis. In addition, 3
fistulas seen during enteroclysis were also found during the VE. Good
visualization was possible in the case of 3 narrowings in the terminal
ileum. These were seen during the enteroclysis but could be visualized
with better quality in the external volume rendered view during the VE.
Overall, for abdominal MR scans which were of high quality, the virtual
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endoscopy provided very good results. Unfortunately, only 30% of the
patients had series which were judged to be of such high quality. Further
60% of the patients had scans of fair quality which were still sufficient
for VE and 10% had only poor MR scans which could not be used for
the examination. The bad quality was mainly due to insufficient bowel
filling with contrast agent and artefacts due to patient motion. For the
datasets of fair quality, the visualization of folds in the bowel wall was
not good. The authors do not explain the reason for this.

The authors reported significant problems to stay within the bowel lu-
men during the fly-through. For the navigation, the sectional views were
extensively used in conjunction with the 3D views. Additional problems
were the low quality of some datasets. However, the authors believe
this will be solved in the future by advances in contrast application and
increasing resolution and speed of MR scanners. The authors conclude
that VE of the small bowel can be highly beneficial due to the decreased
discomfort to the patient, faster examination times, elimination of the
radiation dose compared to enteroclysis, and the ability to see surround-
ing tissue, which is not possible in conventional endoscopy.

2.4 Discussion

In this chapter we have shown that VE is becoming a viable alternative to
conventional endoscopy and other diagnosis methods. This development
is apparent especially in light of the increasing number of commercial VE
workstations becoming available on the market. Virtual endoscopy has
the main advantage of being less invasive than conventional techniques
and can offer better and faster visualization than conventional methods.
Remaining problems are the radiation dose from CT based methods, as
well as the inability to see tissue color and take a biopsy. The benefits
and drawbacks have to be taken into consideration on a case-by-case
basis.

A strong advantage of VE is that of being able to visualize organs
which cannot be reached by conventional endoscopes, such as the small
bowel and peripheral parts of the bronchi. Because of this, virtual bron-
choscopy is becoming an accepted technique. For the small bowel, sub-
optimal image quality and tedious flight-path planning have until now
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prevented regular use of VE. With improved scan techniques, however,
only the path-planning problems remains. We hope to solve this problem
using the method described in this work.



3
Review of centerline

extraction techniques

3.1 Introduction

In this chapter we take a look at approaches that have been used for cen-
terline extraction in tubular objects, in particular for medical datasets.
We divide the approaches into two categories; fully automatic line ex-
traction and semi-automatic line extraction. The first category has been
researched by many groups, and in the form which is most interesting for
us, has been used mostly for centerline extraction in the colon. This is
because the rising popularity of virtual colonoscopy has created a need
for such line extraction in colon datasets. However, these methods in
their present form are not suitable for more complex datasets such as
the small bowel. For this reason we look at the second category of extrac-
tion techniques which incorporate user interaction; semi-automatic line
extraction. The chapter is organized as follows; first we define skeletons
and centerlines, secondly we give an overview of automatic extraction
algorithms, and finally we review semi-automatic line extraction tech-
niques.

3.1.1 Skeletons and centerlines

Centerline extraction has been the topic of research in image processing
for many years, and subsequently a large number of definitions for a
centerline exist. In this work we will always consider the centerline
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Figure 3.1: A skeleton from a simple 2D object surface calculated via

topological thinning [Siddiqi et al. 2002].

extraction to be performed on a non-branching tubular object, since
this is the topology of the small bowel. We define the centerline as
a single line which spans from the beginning of an object to the end
while following a path of minimum length between these two points and
maximum distance from the object boundary. In particular, a centerline
should be

• Connected

• Non-branching

• Centered

• Thin

• Smooth

The centerline, as defined, is a subset of an object skeleton which has
been reduced to its most significant axis. As such, skeletonization has
often been used as an initial step when extracting an object centerline.
Also referred to as Medial Axis Transform or Symmetric Axis Transform,
skeletonization was initially proposed by [Blum 1967] for the generation
of shape descriptors. An object skeleton is usually based on an explicit
object boundary (see Figure 3.1). In 2D it is defined as the centers of all
maximally inscribed disks which are completely within the object bound-
ary (see Figure 3.2). The maximally inscribed disks touch the boundary
on at least two separate points. In 2D, the skeleton of a discrete image
is 1 pixel wide, and homotopically equivalent with the object boundary.
The skeleton can experience a large degree of branching, depending on
the amount of noise on the object boundary. In principle, every positive
curvature extrema on the boundary spawns a separate branch on the
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Figure 3.2: Skeletonization of a rectangle. The skeleton (shown in

bold) is formed by the centers of maximally inscribed disks, of which

two are shown. An additional non-maximally inscribed disk is shown as

a dotted circle. [Szekely 1996]

object skeleton (see Figure 3.6). Another often used definition for skele-
ton generation is the grass-fire or prairie-fire analogy. If the object area
consisted of grass and fire was ignited along its boundary, the skeleton
would be the location where the fire-fronts meet. The skeletons defined
by maximally inscribed disks or the grass-fire approach are equivalent.

The skeleton definition can be readily extended to 3D. Here, skeleton
points are defined by the centers of maximally inscribed spheres within
the 3D object boundary. However, it should be noted, that such a skele-
ton can consist of lines as well as surfaces, as shown in Figure 3.3. This
makes reduction to a single thin line, as desired in our centerline defini-
tion, non-trivial [Svensson et al. 2002b].

Skeletons have a wide variety of applications. They can be regarded as a
compact form of surfaces. Additionally they have been used in computer
vision to classify objects or analyse their movement, or in medicine to
quantify differences in topology. For example, [Naf et al. 1996] use the
skeleton of folds on the brain surface to compare the brains of patients.
[Nystrom and Smedby 2001] use skeletonization of blood vessels to better
visualize revelant information and to detect stenoses. [Singh et al. 2003]
use skeletons as a basis for deformations of volume rendered objects.

As a basis for centerline extraction, skeletons are problematic. For large
3D datasets, such as are common in medical CT and MR scans, the
skeleton extraction is computationally expensive. In addition, it is not
always easy to eliminate additional branches in order to arrive at a single
line spanning the entire length of an object.
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(a) (b) (c)

Figure 3.3: Centered manifolds (surfaces) extracted using a topological

thinning approach [Rumpf and Telea 2002].

3.2 Automatic centerline extraction

Only recently has the centerline extraction for colon datasets become
truly automatic and efficient. Earlier attempts have usually required
setting a number of seed points, usually at the end and beginning of
the colon and even at some intervals along the colon. The most recent
methods find the seed points automatically and can usually perform a
fully automatic centerline extraction with calculation times of under a
minute. It should be noted, however, that these current algorithms fail if
the colon scan has gaps in it (due to collapse of the lumen or insufficient
distention), if the colon lumen cannot be adequately segmented from the
background voxels, or if different sections of the colon were to touch each
other.

The subject of this thesis is to develop efficient techniques for centerline
extraction in complex organs such as the small bowel. For the small
bowel, the assumptions made by fully automatic algorithms usually do
not hold. However, since the colon is to date the most complex med-
ical data for which centerline extraction has been attempted, and no
such methods have been presented for the small bowel, we will give an
overview of automatic centerline techniques developed mainly for virtual
colonoscopy.
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3.2.1 Manual centerlines

Before looking at automatic centerline extraction techniques, we should
first consider the alternative; centerline drawing by hand. In 3D datasets
this is most easily done by looking at 2D slices of the volume and mark-
ing so-called keypoints which lie in the center of the object. Such an ap-
proach is presented in [McFarland et al. 1997] where radiologists identify
keypoints in the colon by looking at 2D slices, which are then connected
by a cubic spline to approximate the centerline.

The manual slice-based segmentation of the 3D colon as described by
McFarland et al. has several problems. Firstly, it is extremely time-
consuming and tedious since the dataset can contain hundreds of slices
(the current standard is between 200 and 700), where for each slice
several centerpoints need to be marked. Secondly, manual segmentation
is usually expected to be more accurate than automatic techniques, but
in this case it is not true. This is because it is often difficult to judge
the centeredness of a point from a 2D slice. The center of an object in a
2D slice view might not correspond to the actual center in 3D. This can
lead to the final centerline passing close or outside the object wall. Most
automatic approaches as presented in the following sections do not have
this problem.

Due to the mentioned problems, in particular the long segmentation
time, procedures such as virtual colonoscopy are not feasible without
an automatic, or at least semi-automatic, centerline extraction. For-
tunately, fully automatic extraction is now possible for standard colon
datasets, and has led to the clinical acceptance of virtual colonoscopy as
an alternative to conventional colonoscopy. The failure to extend this
automatic segmentation to the small bowel has, in our view, been the
main obstacle to the adoption of virtual endoscopy of the small bowel as
an alternative to conventional endoscopy or fluoroscopy.

3.2.2 Topological thinning

One approach for automatic centerline extraction is topological thinning.
This approach is probably the most often used in extracting skeletons
and centerlines. First, the object is segmented from the background
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Figure 3.4: A colon centerline extracted using a modified topological

thinning [Sadleir and Whelan 2002].

voxels (using thresholding or region growing) and subsequently an al-
gorithm successively peels away the outer layer of the object until only
a one-voxel centerline remains. In some approaches, the layers are not
peeled symmetrically from the object, resulting in a non-centered “cen-
terline”. The approach suffers from several problems. Firstly, depending
on the specific method, it can be difficult to ensure that the centerline
remains connected, does not have extraneous branches or loops, and that
the centerline is only one voxel wide. Secondly, because of these prob-
lems, the calculation is often very computationally expensive, taking up
to 10 minutes for a typical colon dataset [Sadleir and Whelan 2002]. Re-
cent optimizations, however, have in some cases brought the calculation
time down to under a minute.

Early methods using topological thinning were presented by [Arcelli and
Sanniti Di Baja 1985, Lee et al. 1994, Borgefors et al. 1999, Manzanera
et al. 1999]. These were not specific to tubular objects such as the
intestine, but were geared towards extracting central surfaces and lines
for relatively smooth 2D and 3D objects. More recent approaches focus
on improving speed and reducing spurious branching [Rumpf and Telea
2002, Siddiqi et al. 2002]. Also, approaches adapted to colon centerline
extraction have been presented by several groups [Bouix et al. 2005,
Ge et al. 1999, Sadleir and Whelan 2002].
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(a) (b) (c)

Figure 3.5: The skeletonization of an object using a grassfire approach.

Fronts starting on the object surface are propagated inward until they

meet [Leymarie and Levine 1992].

Topological thinning is usually accomplished in one of two ways. Firstly,
the thinning can be implemented as a moving wavefront as first described
in the Blum’s grassfire approach [Blum 1973]. Here, simultaneous fronts
are started at the boundary of the object and move inward towards the
center at equal speed. The place of meeting fronts is considered to be
the initial skeleton of the object. The result of such an extraction is
shown in Figures 3.5 and 3.6. In case a single centerline is desired, the
branches need to be trimmed using various criteria. For 3D objects, the
meeting wavefronts form medial surfaces. A second way to implement
the thinning is to successively remove voxels lying on the surface, while
constantly performing tests to ensure that connectivity of the final cen-
terline is not breached. These approaches often integrate the branch
cutting in the thinning process, such that a post-processing to eliminate
branches can sometimes be avoided.

In [Sadleir and Whelan 2002], the authors present an approach using
direct thinning (i.e. the second approach) to extract a centerline of the
colon for virtual colonoscopy. Here, we will give a short overview of their
approach to illustrate the concept in general.

As a first step, the colon is segmented from the remaining data. For
this, the authors use a fast region growing to mark voxels belonging to
the colon. The growing uses a predefined threshold of -800 Hounsfield
Units, where voxels below the threshold are classified as belonging to the
colon. From this, the thinning is performed using a modified version of
the thinning algorithm first presented in [Tsao and Fu 1981]. Initially,
the dataset is scanned to place all surface voxels in a software vector
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Figure 3.6: A grassfire skeleton extraction on a segmented leaf [Rumpf

and Telea 2002].

object, V . Subsequently, V is repeatedly scanned. Each voxel in V

is examined to see if it can be deleted. If the delete condition is met,
the voxel is deleted from the volume and from V . In addition, its six-
neighbor voxels are examined and added to V on the condition that they
are object voxels and not yet part of V . The thinning process stops when
no more voxels in V can be deleted.

In order for a voxel to be deleted from the volume and V , the removal
of the voxel cannot violate local and global connectivity constraints. In
addition, a voxel cannot be deleted if it is an endpoint of the centerline
(as defined by the user). In order to speed up the thinning, the connec-
tivty constraints are pre-computed for all possible value combinations in
the 26-neighborhood of a voxel and placed in a look-up table. We will
not go into the details of the connectivity constraints here. During the
thinning, a key is generated from the neighbor values of a voxel which
is being considered for removal. This key is used check in the table
whether the voxel can be removed without violating the local connec-
tivity constraints. This look-up table contains 226 values (67MB space
in memory). Due to the look-up table, the thinning can be sped up
considerably.

After the thinning operation has finished, a single voxel-wide centerline
remains. This centerline might have some extra loops (see Figure 3.7).
Extra loops can occur if the colon has non-object voxels within its bound-
aries, possibly caused by folds in the colon wall, fecal remains, or other
extra material. These loops remain after the thinning because removal
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(a) (b)

Figure 3.7: Extraneous loops remaining after the initial thinning can be

removed under the condition that global connectivity between endpoints

is not broken [Sadleir and Whelan 2002].

would have violated the local connectivity constraints. The authors elim-
inate the loops in an additional step by removing all voxels closest to
the surface whose removal does not violate the connectivity between the
main endpoints of the centerline.

After performing the mentioned steps, a fully centered and connected
line between the two ends of a colon has been extracted. The authors
claim a processing time of around 25 seconds for a standard 512x512x286
voxel dataset. It should be noted that the algorithm does not account
for gaps in the dataset, or different parts of the tube touching. Also,
endpoints of the centerline need to be manually selected. However, this
approach is fast and accurate for standard colon datasets.

3.2.3 Minimal cost path search

Minimal cost path search algorithms (also referred to as distance guided
algorithms) are another frequently used approach for line extraction [Bit-
ter et al. 2001, Chen et al. 2000b, Chiou et al. 1999, Samara et al. 1999,
Wan et al. 2002, Zhou and Toga 1999]. The various approaches usually
consist of three steps. First, a user defined source and target point is set,
usually corresponding to the start and endpoint of the centerline, such
as the rectum and ileum in the colon. For some approaches only one
point (the source point) is required and in some cases it can be found
automatically. In a second step, a distance from source map (DFS), and
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(a) (b)

Figure 3.8: Following the steepest descent in an action map composed

of distance from source (DFS) and (DFB) components. (a) The original

angiography image and two paths extracted with and without consider-

ing the DFB component. (b) The action map and the extracted path
[Deschamps and Cohen 2001]

possibly a distance from target map (DFT), is calculated for every voxel
in the volume. Also, many approaches require a distance from object
boundary map (DFB). Finally, as a last step, an optimal shortest path is
calculated by descending through the steepest gradient of the combined
distance map. Depending on the method, the descent is done using dif-
ferent criteria and values from the DFB, DFS and DFT. We now explain
the steps in more detail.

Distance field calculation

The initial step for most minimal cost path searches is the calculation
of the required distance maps. Distance maps are a frequently used tool
for skeletonization and centerline extraction methods. The main aim
of a distance field is to mark all voxels in a volume (or at least those
belonging to the object of interest) with the closest distance to one or
a set of predefined voxels we will call the distance origin. The distance
origin can be a seed point as in the DFS and DFT maps, where the
seed is set by the user or found by an automatic search as in [Wan et al.
2002]. In the DFB map, the distance origin is the entire set of points
which comprise the surface of the object.
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For most types of distance fields used in centerline extraction, the dis-
tance to the distance origin is measured as the closest path through the
set of object voxels. This requires a previous segmentation of the volume
in order to classify voxels as being object or non-object. Sometimes this
segmentation can be performed using an intensity thresholding. In other
cases, a region growing algorithm is used to extract contiguous voxels
belonging to a single object. The classification of object voxels is also
required to obtain the surface for the calculation of a DFB map. Here,
once the volume voxels have been classified, the implicit surface formed
at the interface between object and non-object voxels can be directly
used to propagate distance values to all voxels in the object.

Once the distance origin and the object voxels have been determined,
all object voxels are marked with a distance value using a scanning algo-
rithm such as [Danielsson 1980] or a front propagation. When marking
the voxels, two methods are used for propagating the distance informa-
tion from the distance origin. The first option is using one of various
Chamfer metrics such as 1/∞/∞ (i.e. considering only 6 neighbor con-
nectivity), 1/2/3, 3/4/5, 10/14/17, or 1/

√
2/
√

3. The three values in
each metric signify the distance added when moving to a connected voxel
based on whether it is straight connected, 2-D diagonally connected or
3-D diagonally connected. The second method, which is more accurate,
uses a propagation of vector values, such that a voxel always contains
the distance vector, x, y, z, which is augmented by one with respect to
the previous voxel depending on the direction of propagation. The voxel
distance is then marked with the true Euclidean distance given by the ex-
pression

√
x + y + z. This method results in a more accurate labeling of

voxels than when using the Chamfer metrics, although slight deviations
from the true Euclidean distance can still occur.

Optimal path extraction

At this point, a line is extracted using the DFS, DFT and DFB maps.
In general a kind of steepest descent is performed on the DFS data
taking into account the DFB data to keep the path centered. Some
approaches calculate an initial path using only the DFS, and center the
paths subsequently, using the DFB map. Other approaches calculate
two paths, using the DFS and DFT fields, and average them to obtain
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Figure 3.9: Extraction of a centerline by gradient descent in the dis-

tance map can result in “centerlines” which hug the corner in turns.
[Wan et al. 2002]

a centered path. Generally, however, the centerline extraction using
the distance from source approach has the problem that the resulting
centerline is “hugging” the wall in the turns (see Figure 3.9), and most
methods have tried to eliminate this effect. Here we will give a short
overview of the methods used by various groups:

• [Zhou and Toga 1999] use a steepest descent approach on the DFS
map to backtrace from a selected endpoint to the source seed point.
Subsequently, the path is centered by moving each point in the line
to the maximum DFB value in the front (or cluster) of equal DFS
values.

• [Chen et al. 2000b] relocate the voxels on the path to the maximal
DFB voxel in the plane perpendicular to the path.

• [Samara et al. 1999] find the center of mass of voxels with the same
distance in the DFS and connect them together into a centerline.
In order to get a more centered line, a DFS and DFT is calculated
and the two extracted centerlines are averaged. The DFS and
DFT are found by initializing two respective seed points at the
beginning and end of the colon. From the seeds a region growing
is performed, labeling the distances in each step.

• [Bitter et al. 2001] use a modified steepest descent on a penalized
distance field to extract an optimal centered path. In addition to
DFS value, a penalty is added to each connection which repre-
sents whether a path approaches the boundary of the object. This
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penalty is obtained from the DFB map. The cost of a link between
two adjacent voxels is then represented as

cost(vk) = cost(vk−1) + distance(vk, vk−1) + penalty(vk) (3.1)

at the same time the accumulated distance at each voxel is stored.
The centerline is then the minimum cost path with the longest
accumulated distance. The authors also use a novel method of
reducing the voxels to process by eliminating voxels in regions of
uniform DFB gradient. In addition they are able to extract mul-
tiple branches in structures (for cases where this is desired) by
marking processed voxels and performing additional search itera-
tions to extract remaining branches not yet having a centerline.

• [Wan et al. 2002] do not use the DFS. Instead they ensure cen-
teredness of the path by using the Dijkstra’s shortest path method
in combination with the DFB to extract a centerline. Each voxel
in the object is a node in a graph connected to its 26 neighbors.
The DFB of each voxel is used as a weight for the connections in
the algorithm where each connection between two nodes (or vox-
els) has a distance (or weight) equal to the inverse of DFB value
of the destination node. For two nodes A and B, the weight of the
link from A to B can be different than the weight from B to A. The
result of this use of Dijkstra’s method is a map of each voxel to
the source voxel in terms of minimum DFB cost. Additionally, the
Euclidean distance along the path is stored for each node (voxel)
in the graph. The branch with the longest Euclidean length from
the source voxel along the extracted shortest path in the Dijkstra’s
graph is taken to be the main centerline.

• The method presented in [Deschamps and Cohen 2002b] uses a
special image map they call a minimal action map as a basis for
a minimal path extraction by steepest path descent. The minimal
action map represents the minimal integrated energy for each point
p to a starting point p0 along a path of minimal combined potential.
The potential is given by a term which combines a DFS component
with a DFB component as well as smoothing terms for the path.
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3.2.4 Local maximum graph search

Just recently [Frimmel et al. 2005] have presented an innovative ap-
proach using local maxima to quickly and robustly find a centerline. This
approach has many similarities to our approach presented in Chap. 4.3.3.
It is robust and extremely fast, and can handle gaps in the tubular struc-
ture.

As a first step, the volume is segmented into object and non-object voxels
using a thresholding. The boundary is defined as the interface between
object and non-object voxels. A DFB map is then calculated for the
volume using the Chamfer method [Borgefors 1996]. Maxima points are
found in the distance map. The assumption is that these maxima points
lie at the center of tubular structures (in their case the colon). In order
to ensure that this is true, a pruning step is performed to eliminate false
non-center maxima. Lastly, a graph approach is used to connect the
points into a single line segment or multiple segments (in case a single
segment is not possible). A pruning step eliminates branches to the main
line.

The main advantages of this approach is that it is completely automatic,
requiring neither manual seed points or any other form of human inter-
action. A second advantage is that it does not fail for non-connected
tubular structures. This is one of the main disadvantages of most other
line extraction methods for the colon, that they fail in case the colon
has a gap. The approach by Frimmel extracts all possible segments, as
completely and as connected as possible. We will shortly cover the main
points of the Frimmel method with a special focus on the aspects which
are applicable to our method.

Local maxima detection

As a basis for the local maxima detection as well the graph connection,
a distance map is calculated from the boundary of the colon using the
Chamfer 3-4-5 metric. For this the colon is first segmented using a
thresholding of the dataset. The authors then find local maxima in
the distance map according to two criteria; six and four neighborhood
comparison of voxels in the distance map.
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Figure 3.10: (a) Local maxima in the Euclidean distance map (DFB)

are marked and (b) connected together into a graph. The circles around

the dots represent the spheres-of-influence [Frimmel et al. 2005].

The six-neighborhood search compares the six neighboring voxels to the
current voxel (vx±1,y,z, vx,y±1,z, vx,y,z±1). If the current voxel is the
largest of these, it is assumed that it is the center of a locally largest
sphere within the bounds of the colon walls. The authors also find max-
ima for four neighbor voxel search, where all neighboring voxels in two
of the three six-neighbor directions have a value smaller than the cur-
rent voxel. This is interpreted as the voxel being at the center of the
largest cylindrical structure enclosed by the colon boundaries. According
to these definitions, both types of maxima should lie on the centerline
of the colon, giving a good initial representation of the centerline. Fig-
ure 3.10 shows the local maxima in a colon dataset.

Local maxima pruning

The assumption that the six and four-neighbor maxima are all located on
the centerline of a tubular object in the volume dataset is, unfortunately,
not entirely valid. The reverse, however, is true. According to our
previous definition of the centerline, all points on an accurate centerline
of an object are at the center of the largest sphere contained within the
object boundaries and at least one tube (assuming correct length and
orientation) within the boundaries. However, irregular surfaces, such as
might occur in the colon, can cause non-central maxima to be present
in the distance map. Also, wrongly classified voxels inside the colon
can produce non-central maxima. We discuss these problems further in
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Sect. 4.2.1. Frimmel et al. use some additional criteria to keep the effect
of wrong maxima to a minimum.

One criteria for maxima selection is the use of a circle of influence (shown
as circles in Figure 3.10) For every maximum Mi, there can be no other
maximum which has a distance to Mi less than the DFB value of Mi

scaled by a constant. This constant is chosen at approximately 1.5 and
1.1 for 6 and 4 neighbor maxima, respectively. For a set of maxima
meeting the given criteria, the ones with the smaller value are removed.
This cropping procedure is justified because a maximum lying within
the circle of influence of another is probably located between the larger
maximum and the wall, and therefore cannot be a true centerpoint.
Alternately, it is located in the center, but further down along the tube
and relatively close to the other maxima. It can also be removed, thereby
ensuring a spacing of the maxima at approximately the tube width.
Generally, the spheres of influence are a reliable way to ensure removal
of all non-central maxima. This is because a maximum will always be
found at every true center position, and the sphere of influence of every
true maxima will practically always span non-central maxima.

Some criteria of the subsequent graph connection step also limit the
influence of non-reliable maxima with respect to centeredness.

Graph connection

The next step in the line extraction is a connection of the maxima to form
a centerline along the colon. This is done by using the maxima as nodes
in a set of graphs, which are successively linked together according to a
set of criteria. In order to reduce the influence of non-reliable maxima,
the graph algorithm is initially performed only on 6 neighbor maxima,
and additionally only with those above a certain distance threshold. This
threshold is chosen to approximately equal the radius in voxels of well-
distended parts of the colon. This also helps to eliminate line extraction
in non-colon structures, such as small bone regions or other noise which
might still be present in the volume dataset. Non-colon structures are
usually much smaller than the colon, and local maxima inside these
structures will be below the threshold. Initially, each maxima is a (single
node) graph. The graphs are linked by the following criteria:
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• The voxel values along the straight line of the new link between
graphs crosses no values in the distance map lower than a prede-
fined threshold.

• There is no other possible shorter link for the two candidate nodes
on the two graphs to be linked.

Only after all possibilities have been exhausted with the chosen max-
ima, are the remaining maxima added to the candidate list. This then
allows the closing of gaps in the graph which might have existed before.
Figure 3.10(b) shows the resulting graph connections.

After the graph search is complete, branches are cropped from the cen-
terline. The result is a single connected centerline or several segments
of centerline (in case the first was not possible). The authors claim an
average computation time for a colon dataset of around 10 seconds, on
a consumer 800MHz PC, half of which was used for the distance map
calculation.

3.2.5 Other approaches

There have been numerous other approaches presented for skeleton ex-
traction which differ from the above mentioned methods. The review of
them all is beyond the scope of this thesis. With the above algorithms
we have covered the state-of-the-art as far as centerline extraction of
the intestine goes. For completeness we would, however, like to men-
tion one popular approach used in earlier publications, which is the use
of Voronoi Diagrams or Delaunay Triangulations (Tetrahedrization in
3D) to find a skeleton [Ogniewicz and Ilg 1992, Sheehy et al. 1996,
Sherbrooke et al. 1996, Goldak et al. 1991, Naf et al. 1996]. Basi-
cally, the method yields topologically correct skeletons based on the fact
that the inner Voronoi Diagram of the boundary points of an object is
homotopically equivalent to the skeleton of the object [Ogniewicz and
Ilg 1992]. The resulting skeleton, however, is not suitable for virtual
colonoscopy due to the high number of branches. Removal of extraneous
branches is difficult and in this aspect the approach suffers from similar
problems as topological thinning. Additionally, the method suffers from
high computational cost due to the complexity of extracting a Voronoi
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Diagram in a large dataset. As a result this method has not been used
in any recent approaches for centerline extraction, particularly in virtual
colonoscopy or endoscopy.

3.3 Semi-automatic centerline extraction

Automatic centerline extraction has proven to be elusive for the small
bowel and other complex organs. Manual segmentation, on the other
hand is often very time consuming and tedious. Recent approaches have
attempted to combine the ease of automatic segmentation with the ro-
bustness of manual segmentation by using computer assistance to aid
the user. This approach is called semi-automatic segmentation. We
consider two recent approaches which both use haptics to facilitate user
interaction with the computer:

• [Vidholm and Nystrom 2005] have used 3 degrees of freedom (3
DOF) point-based haptic feedback based on the gradient vector
flow of the volume in order to accurately place seed points inside
a medical organ. The seed points are used as an initialization to
an automatic segmentation algorithm.

• [Harders and Szekely 2002] have implemented an interactive seg-
mentation system for the small bowel using point-based 3 DOF
haptic feedback based on Euclidean distance from boundary maps
of the object. Gradient map based feedback was implemented as
well. The haptic feedback is used to guide a cursor along the cen-
ter of the small bowel so that points for a central line can be set.
The points are then connected using a spline to form a smooth
centerline.

In Sect. 3.3.3 we give a more detailed description of these two methods.
First, we will shortly summarize haptic feedback and how it has been
used to interact with volume datasets.
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3.3.1 Summary of haptics

The words haptics, or computer haptics is derived from a Greek word
meaning touch. It is usually split into two categories; kinesthetic feed-
back and tactile feedback.

Kinesthetic feedback refers to human sensations which are caused by
the position of joints and muscles. This type of feedback is produced
by motion devices, which are interfaces that effect a displacement of
parts of the user’s body. Countless implementations of such devices
exist, usually as prototypes at various research labs. Most are limited
in the degrees of motion that can be simulated, such as being able to
move only in one direction (1 DOF) or in a plane (2 DOF). There are
also large variations in the workspace of the various devices and in the
maximum force that can be rendered. For the interaction with medical
volume data, we are interested mainly in devices which operate in 3
dimensions (3 DOF). A few commercial devices exist on the market
today, mainly the PHANTOM product line from Sensable Inc., the Delta
from Force Dimension, the Virtuose from Haption, and the devices from
MPB Technologies. A more detailed description of haptic device for 3D
interaction is given in Sect. 5.1.2

Tactile feedback refers to the feedback which stimulates the receptors in
the human skin. This kind of feedback is used mainly to simulate the
properties of surfaces (such as roughness, stickiness or bumps). Many
devices also exist for this type of feedback in various prototype stages
in research labs, as well as a few commercially available devices. To our
knowledge, however, tactile feedback has not been used for the haptic
exploration of medical volume data.

3.3.2 Haptic rendering techniques from volume data

With the rise of haptics and the availability of better haptic devices, the
concept of using haptic feedback to facilitate interaction with 3D scenes,
scientific data, and medical datasets has become prevalent. Many ap-
plications concern themselves with creating a realistic interaction with
3D objects, usually surface-based objects, for example for virtual sculpt-
ing (i.e. Free Concept from Sensable Inc.). Others use haptics to vi-
sualize complex scientific data [Ikits et al. 2003, Lundin et al. 2002,
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(a) (b)

Figure 3.11: The force exerted on the cursor by two various volumetric

haptic feedbacks. (a) A distance map based feedback and (b) gradient

based feedback.

Iwata and Noma 1993]. A few works have been presented for medical
segmentation tasks, such as drawing of centerlines [Harders and Szekely
2002], or the setting of seed points [Vidholm and Nystrom 2005].

For our work we are interested in the possibilities of an improved ap-
proach to the one proposed in [Harders and Szekely 2002]. Specifically,
how can haptics be used to guide a user along the center of the small
bowel. In previous sections, we have discussed approaches for explicit
extraction of a centerline in a tubular object, without the need for hu-
man guidance. However, the technique introduced by Harders allows
a user to move along simple tubular volumetric objects under haptic
guidance with similar ease as if a centerline had been previously ex-
tracted. The technique, however, does not require an explicit centerline
(see Sect. 3.3.3). Medical segmentation tasks using haptics have been
relatively rare. Generally, volume interaction using haptics has been lim-
ited to two tasks; surface rendering, and the addition of an extra channel
to convey more information to the user from a dataset.

Surface rendering

Probably the majority of research in haptic for volume datasets has
been on rendering the surface of objects. This comes from the desire to
haptically recreate the sensation a user might experience from touching
an object which is shown on the visual display. Applications include
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virtual sculpting and virtual assembly. Rendering of surfaces is of limited
interest to us, since following along the center of tubular objects assumes
that we do not come into contact with the nearest surface (i.e. the tube
wall) at all. Surface rendering might be useful in some extreme situations
to keep the cursor from going outside the tube.

Information encoding

Haptics is often used as an additional channel when visualizing complex
scientific datasets. Iwata et al. point out that certain information, such
as flow vectors in a 3D dataset, can be difficult to visualize using just
the visual channel. Traditionally in such cases, arrows have been drawn
at regular intervals in a 3D grid to show the direction and strength of
the flow vectors at each location in the volume. However, arrows are
usually occluded by other arrows, and the user is forced to switch to
a 2D slice view to visualize a certain area of interest. Using a haptic
device, a force can be exerted at a given location in the volume pushing
the cursor in the flow direction with the corresponding strength. This
intuitively conveys to the user the flow at that location. Without the
need to visualize the flow, the visual channel can then be used for more
suitable information, such as underlying structures or information useful
for orientation in the data.

3.3.3 Guidance for segmentation

Haptic guidance to facilitate medical segmentation and interaction with
complex medical data in general has been studied only in a few cases.
The haptic guidance in this case is usually also a form of “information
encoding”, in that it provides an additional channel to transfer additional
or redundant information about the dataset to the user. For example,
[Giess et al. 1998] use haptics based on the image gradient in 3D medical
images (CT, MRI, EBT, ultrasound) to help the user feel the transitions
between tissues, and to set contour points to segment the organs. [Yi
and Hayward 2002a] use 2D haptics to augment a 2D visual display of
a 3D dataset containing blood vessels. As a cursor moves along a blood
vessel, a force is exerted corresponding to the direction of the vessel in
the depth direction. If the vessel is oriented away from the user, the
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cursor feels an accelerating force, as if it was moving downhill. If the
vessel is oriented towards the user, the user feels a slowing force as if
moving uphill. This intuitively gives the user a sense of 3D without
requiring 3D visualization or a 3D haptic interface.

The haptic guidance concepts by Harders and Vidholm, are in fact an
extension of the [Yi and Hayward 2002a] concept, in that they attempt
to convey to the user a 4th dimension using 3D haptics and visuals. A
force is excerted which allows the user to stay centered in a 3D object,
conveying to the user distance-from-the-wall information not visible from
the 3D view of the dataset. Visually this information could only be
conveyed using a grid of arrows or variations in color or intensity, thereby
hindering the visualization of the main data structure. Here we will give
a short overview of the two methods.

Gradient diffusion

Forces based on the intensity gradient enables a user to feel edges in a
volume. A force is rendered to the user whenever the cursor approaches
an interface from dark to light, pushing the cursor away from the inter-
face. The feeling is similar to touching a surface in real life. This force
is best generated by pre-calculating the gradient at each point in the
texture and storing it in a gradient map. The gradient is calculated by
centered differences so that the gradient at each point can be defined as

Gx(x, y, z) = (I(x + 1, y, z)− I(x− 1, y, z))/2∆x (3.2)

Gy(x, y, z) = (I(x, y + 1, z)− I(x, y − 1, z))/2∆y

Gz(x, y, z) = (I(x, y, z + 1)− I(x, y, z − 1))/2∆z

where I is the intensity at a given position in the image. In order to
generate a force to the haptic device, it is then necessary only to read
the gradient vector at a given position in the volume, corresponding to
the cursor location, and send it to the device.

Gradient fields work well to haptically render edges in 2D and 3D image
data. However, the forces are limited to areas close to the edge, and
are therefore not suitable for indicating the center of objects. [Vidholm
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Figure 3.12: Gradient diffusion for a 2D binary edge image [Xu and

Prince 1997].

and Nystrom 2005] use a diffused gradient flow to excert on the cursor
a force away from the organ wall. The idea is to guide a cursor towards
a central location in an organ, such as the kidney, so that a seed point
for a fast-marching algorithm can be optimally placed.

The diffused gradient field was first presented by [Xu and Prince 1997]
as an external force for active contours (snakes). Previously, snakes have
been guided using gradient information in images to adapt to edges in the
image, represented by large gradients. This has the disadvantage that
snakes initialized far away from edges do not “see” the gradient, and
therefore do not adapt to the desired edge. This problem can be par-
tially solved by putting a smoothing filter on the image, which however
has the negative effect of blurring the edges to an extent where they can
become undetectable. Xu et al. therefore propose diffusing the edge gra-
dients in the image. The resulting vector field V (x, y) = (u(x, y), v(x, y))
minimizes the functional

ε =
∫ ∫

µ(u2
x + u2

y + v2
x + v2

y) + |∇f |2|v −∇f |2dxdy (3.3)

where f(x, y) is the edge map and µ is a smoothing parameter. A re-
sulting 2D diffusion field of a heart-shaped edge is shown in Figure 3.12.
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Distance field guidance

Another approach to create a haptic force towards the center of an object
is to use a DFB as defined in Section 3.2.3 [Harders and Szekely 2002].
A force map is then calculated for the volume by taking the gradient of
the DFB map using Equation 3.2. The resulting force constantly pushes
the cursor towards the local maxima in the tubular object, which usually
corresponds to the center of the tube.

In smooth objects, such as the colon or large blood vessels, the ren-
dered force allows a user to easily follow along the center, as if guided
by an explicit centerline. However, when the surface of the object is
noisy and the width of the tube varies a lot, fluctuations in the distance
map can make the haptic feedback more difficult to interpret and follow.
Nonetheless, the authors have found that navigation through complex
small bowel datasets is possible, and is much faster and more accurate
than navigation without haptics (but still using the 3D device for navi-
gation).

3.4 Discussion

In this chapter we have discussed two possibilities for guidance along
the center of 3D tubular structures. Firstly, an explicit centerline can be
automatically extracted from an object using techniques such as topo-
logical thinning, ridge following or graph techniques using local maxima.
This can then be used to guide a user for virtual endoscopy. Secondly, an
implicit guidance can be used on the basis of Euclidean distance maps
or diffused gradient maps. This is most feasible in combination with 3D
haptic guidance, which can intuitively guide a user in complex 3D vector
fields.

The reviewed methods do not suffice for more complex datasets and ob-
jects, such as the small bowel. The automatic explicit line extraction is
not robust enough to work on these kinds of data. Additionally, these
approaches are usually not suited to be combined with human interac-
tion. However, human intuition currently seems to be the only guarantee
for accurate centerline navigation in some difficult navigation situations.
The implicit haptic guidance, on the other hand, incorporates human
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feedback into the procedure. The current methods of assisted guidance,
however, is not optimal in difficult scenarios. The haptic guidance can
become difficult to follow, especially for untrained users, leading to longer
extraction times and inaccuracies. Additionally, haptic devices are not
always available and relatively costly, and it would therefore be beneficial
to have navigation techniques which work without the need for haptics.





4
Semi-automatic segmentation

using centerline

pre-extraction

4.1 Fundamentals

In Chap. 3 we discussed various methods for finding a centerline in tubu-
lar objects. In their current form, none of the algorithms can extract
a correct centerline in the small bowel. To date, the haptically assisted
method presented by [Harders and Szekely 2002] is the only non-manual
approach for centerline extract in the small bowel.

We believe that for objects such as the small bowel, correct centerline
extraction will in the foreseeable future always require some human in-
teraction. Such objects are too complex to be correctly segmented by
an entirely automatic algorithm. Previous extraction algorithms as de-
scribed in Chap. 3, however, cannot accommodate user interaction. The
first two of these methods, topological thinning and ridge following, per-
form operations on the voxel level in an attempt to calculate an exact
centerline of an object. The main problems with these algorithms are as
follows:

• Not piecewise: The algorithms attempt to calculate the entire cen-
terline at once. This makes it impossible for a user to interact
with the extraction and to correct mistakes. Once a mistake oc-
curs, usually the entire segment following the mistake is wrong.
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• Singular: Only one possible path is extracted. If the path is wrong,
there is no alternative to choose from.

• Not realtime: The calculation times range from a few minutes to
hours [Sadleir and Whelan 2002].

Firstly, if human interaction is to take place, long calculation times are
unacceptable. A human operator is not willing to wait long periods of
time each time (s)he interacts with the dataset. In the fully automatic
extraction lengthy processing is not a problem, because the operator can
do something else while the processing is taking place. If the processing
is done hand-in-hand with user interaction, however, a delay of one or
two seconds already becomes tedious for the user. Secondly, human
interaction requires that an operator can evaluate part of a path to
determine if it is correct or to perform a modification. Evaluation of the
entire path at once would be futile, since it would in almost all cases be
wrong to some extent. Correction at the voxel level would be impractical.
The problem can be solved by a piecewise path definition, where the
user can determine for a path segment of manageable length whether it
is correct, or whether it should be changed. However, the approaches
in Chap. 3 are not suitable for this kind of piecewise line extraction.
Thirdly, if a user is to interact and determine that a segment of the path
is wrong, it should be possible to offer an alternative segment to choose
from. If this is not possible, the user is forced to revert to methods such
as manual drawing of the centerline in order to bridge the gap where the
path is not correctly extracted. The previous approaches seem unsuitable
for this kind of multiple path extraction. They are conceived to find only
one path.

We now define the requirements for a new approach for centerline extrac-
tion, which permits user interaction and which is suitable for the small
bowel. Firstly, the approach should perform an automatic extraction to
the full extent that this is possible, and should enable the user to interact
when its not. Secondly, path extraction should be on-the-fly and based
on the previous choices of the user. Mainly, the following requirements
should be met:

• Fast (i.e. realtime): The path extraction should be in the subsec-
ond domain so that the user never has to wait for the computer to
finish a calculation.
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• Piecewise: The path should be presented to the user in segments,
so that a segment can easily be accepted or rejected.

• Rateable: All possible paths at a given location should be found
and should be rated according to the likelihood that they are cor-
rect. The user makes the final decision.

In other words, we propose a piecewise centerline extraction; a kind of
divide and conquer approach. If a correct path cannot be extracted for
the whole tube at once, at least it should be possible to extract pieces
of a centerline. These pieces can then be used to construct a complete
centerline, either by using them to improve haptic guidance along the
tube, or by letting the user choose which segments best follow the desired
path.

To extract these pieces, the tube is split into manageable segments where
a line can be extracted. We make the following assumptions:

• It is possible to find points at more or less regular intervals which
lie at the center of the tubular object.

• Between two adjacent points which are lying in the same tube
segment, it is possible to find an optimal centered path in the tube
between them.

• The likelihood that a given segment runs along the center of the
tube for its entire length can be calculated.

In short, our line segment extraction consists of the following steps:
endpoint definition, endpoint connection, and line segment rating. We
now build on these steps to develop the path extraction. We first explain
the individual steps to extract partial centerline segments. Subsequently,
we describe two scenarios using centerline segments to obtain a complete
centerline of the small bowel, as well as a scenario for better centerline
extraction in the colon.

4.2 Segment extraction fundamentals

The line segment extraction is based to a large degree on the distance
from boundary (DFB) map. We first take a look at the characteristics
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(a) (b) (c) (d)

Figure 4.1: A segment of a colon dataset. (a) The standard volume

view. (b) A shaded view of the DFB map. Brighter represents a larger

distance value. (c) A thresholding of the DFB map at an arbitrary

distance of 3.8 voxels. (d) A thresholding at 4.3

of the DFB map as they apply to our method. From the DFB map,
segment endpoints can be extracted and an optimal connecting line can
be found. The DFB map is also used to rate the line segments.

4.2.1 The distance map ridge

Various forms of DFB maps have been used in previous centerline ap-
proaches, as discussed in Chap. 3.2.3. In order to define the required
boundary we use a voxel thresholding. This is possible because in the
case of the small bowel, the organ is filled with a contrast agent be-
fore the scan. This has the effect that the image voxels belonging to
the bowel have a higher intensity than the surrounding tissue. Excep-
tions to this are bones, which are usually located far enough from the
intestine to avoid causing problems. Also, in the small bowel, air bub-
bles can displace some of the contrast liquid. We use a semi-automatic
method to mark the bubbles so that they are at the same intensity as
the contrast agent. The air-bubble removal is described in Sect. 5.3.2.
Subsequently, classification of object voxels is a question of performing
a simple thresholding, as described in Sect. 5.3.3.

Once the object voxels in the volume have been specified, an efficient
scanning algorithm as described in [Danielsson 1980] is used to calculate
the DFB. This algorithm is very fast and requires a single forward and
backward scan in each of the three directions in the 3D volume. An
example of a resulting DFB map in the colon is shown in Figure 4.1.
The calculated distance at each voxel is in most cases the true Euclidean
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distance to the nearest boundary voxel. In a few cases deviations might
occur as explained in detail by Danielsson. He has calculated the max-
imum error in a 2D image to be 0.29 pixel units. A wrong peak or
ridge due to a DFB map deviation is therefore highly unlikely, especially
since the maximum deviation has been shown to decrease rapidly with
increasing DFB values. The calculation of a DFB map for a volume
of given size is constant and independent of the object size and takes
around 3.5 seconds for a 256x256x128 volume. Recently, even faster Eu-
clidean DFB algorithms have been developed [Saito and Toriwaki 1994,
Cuisenaire and Macq 1999a]. However, in light of only a small possible
overall improvement in processing time using newer algorithms, we have
chosen to remain with the Danielsson algorithm.

The distance from boundary in the resulting DFB map is labeled at each
voxel as a distance ranging from 0 to 255. Voxels outside the object have
values of 0. The values increase regularly from the object boundary to
the center of the tube, where they form a ridge of maximal distance
values. Along the ridge are peaks, or local maxima; points surrounded
on all sides by values equivalent or less than the value at the peak. The
ridge connects the peaks and can be defined as voxels where the second
spatial DFB derivative with respect to neighboring voxels is negative in
at least one direction.

Another way to define peaks and ridge points is by using the concept
of maximally inscribed spheres as already described in Chap. 3.1.1. By
this definition, a peak is a voxel located at the center of a sphere which
is maximally inscribed and which cannot be made larger by moving it
in any direction while staying maximally inscribed. On the other hand,
the ridge points are centers of spheres which are maximally inscribed,
but which could be made larger if moved further along the ridge towards
a peak point. The spatial gradient at a ridge point always points in the
direction of a corresponding peak.

Figure 4.2(a) shows the DFB from the image in Figure 4.1 as a depth
map. The depth of the surface increases with increasing DFB values.
Figure 4.2(b) shows the same depth map inverted, so that the ridge and
peaks are clearly visible. From the depth-map, it is clear that by finding
the main ridge in the DFB map, we have found the centerline of the
object in the image. The same is true in 3D.
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(a) (b)

Figure 4.2: A depth-map representation of the DFB map in Figure 4.1.

In (a) the depth decreases with increasing distance. (b) The inverted

depth-map showing the ridge and peaks in the DFB map.

Approaches such as the grassfire method and ridge following, discussed
in Chap. 3.2, do nothing else than attempt to extract this main ridge.
Problematic are branching ridges which lead away from the target end-
point, and which might locally look more promising than the main ridge.
The ridge following methods try to avoid following such branches by us-
ing a distance from target term which attracts the algorithm to the true
endpoint. Thinning approaches such as the grassfire use connectivity
enforced branch elimination to trim branches not leading to the desired
target.

In the small bowel we face an additional problem. If a tube has a gap or
a section which becomes very narrow due to a local collapse, absence of
contrast agent, remaining stool or one of many other causes, the DFB
along the center-ridge becomes zero. We will refer to such spots as
gaps. In the 2D depth map analogy, at a gap, the ridge fades close
to surface level (zero), and cannot be followed further. Further along
the same direction, the ridge might become visible again but most ridge
extraction techniques would have failed at this point. In topological
thinning, for example, the connectivity constraint would be violated. In
the minimal cost path search, the distance from target map (DFT) would
not be calculated for sections beyond a gap, since the object would be
incontiguous.

Looking at the depth map in Figure 4.2, we note that peaks along the
desired centerline seem to occur at regular intervals. Taking two consec-
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utive peaks along the ridge as endpoints, it should be a straight-forward
task to find a line between them following the connecting ridge. We will
consider the following analogy. Suppose we could take a physical model
of the surface as shown in Figure 4.2(a). It is characterized by valleys
(inverted ridges) and troughs (inverted peaks). We attach two ends of
a string at two consecutive troughs in a valley. Given that the string is
flexible and pulled downwards by gravity, it would automatically come
to lie in the ridge between the two troughs. With the correct stretching
and bending properties, it would smoothly follow the main connecting
ridge without any superfluous kinks, even if deeper ridges are branching
from the main ridge. The string would also optimally span spots where
the ridge shortly disappears (i.e., narrowings), connecting the given level
spot with a straight line, since it is being pulled from both directions.
Methods to model such a string and its movement with respect to an
underlying depth or force-map have already been developed in the form
of active contours or snakes. We will use 3D active contours to extract
an optimal connection between peaks in the DFB map, as explained in
Section 4.2.3.

4.2.2 Finding endpoints

We make the assumption that the DFB map exhibits local peaks at more
or less regular intervals. This is true in any non-smooth object, and can
be empirically verified. One way to locate such peaks is to initialize a
regular grid of points, and to iteratively refine them towards peaks along
the gradient of the DFB map, until they come to rest. An alternative
method is to scan the entire volume for local maxima. Figure 4.3 shows
the peaks in a 3D DFB map of the colon. Figure (a) shows all the peaks,
while Figure (b) shows only a selected set of peaks which are located on
the central ridge, as described in the following section.

Local maxima scan

One approach to locate peaks is to scan the DFB map and test each
voxel to see if it is a local maxima. A voxel belongs to a peak if it is
larger than or equal to all the surrounding values. Note that a peak can
consist of more than one voxel.
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(a) (b)

Figure 4.3: Local maxima in the large intestine shown together with

the DFB map. Shown are (a) all the local maxima in the DFB map and

(b) only the most significant.

(a) (b)

Figure 4.4: DFB peaks in the small bowel dataset found using the local

maxima scan. Shown are the peaks before region of influence removal

(a) and after (b).

[Frimmel et al. 2005] have described an approach to find peaks in a DFB
map by looking at the 6-neighbors of a voxel (see also Chap. 3.2.4). In
their method, if a voxel has a value larger than all of its six-connected
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neighbors it is considered to be a local maximum, or peak. In addition,
they use 4-neighbor maxima, where the values of neighboring voxels in
two of three directions in the 6-neighborhood are smaller than the center
voxel. The 4-neighbor maxima are assumed to be ridge points, but not
peaks, and are used if not enough peaks are present.

We modify the approach used by Frimmel et al. and consider the 26-
neighborhood of each voxel (i.e. all immediately adjacent voxels). The
slightly larger search time is justified by better accuracy. We ignore 4-
neighbor maxima, or ridge points which are not peaks. Empirical results
show that the peaks are close enough together so that the path can be
sufficiently approximated by an active contour. Frimmel et al use the
non-peak ridge points to better approximate the centerline, since they
connect the maxima by straight line segments. With the use of active
contours, this becomes superfluous.

The 26-neighbor scan can be performed in approximately 2 seconds for
a 256x256x128 volume. Voxels which have a DFB value smaller than
a threshold, threshbase, are ignored to speed up the calculation. The
value of threshbase should be set no higher than the minimal occurring
diameter of the tubular object. This can be chosen empirically at a value
common to all small bowel datasets. In addition, we also consider voxels
which have neighbors of equal value (or less) to be peaks. This ensures
that peaks are found even if the object has a constant diameter (i.e. the
ridge has a constant DFB value).

As previously mentioned in Sect. 4.2.1, the DFB ridge can have sec-
ondary maxima located in branches from the main distance-ridge. We
would like to eliminate such secondary maxima. Additionally, it is ad-
vantageous to have a certain minimal distance between peaks for the
sake of computational efficiency and the minimization of complexity. We
use a selection algorithm to eliminate secondary and superfluous peaks.
The algorithm ensures that each peak has a minimal distance from any
neighboring peak, while eliminating those peaks with smaller DFB val-
ues. For efficiency, the peaks are stored in a c++ vector object, which we
will designate as V . The selection algorithm is implemented as follows:

• Sort all peaks in V in order of decreasing DFB value.

• For each element pi in V , where i is the vector index such that
i ∈ 0...Vsize do:
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– For all pj where j ∈ {i + 1, ... , Vsize}, erase element pj from
V if the distance between pj and pi is smaller than factdist ∗
DFBpi

.

The minimal distance is determined by the DFB value at the peak loca-
tion, DFBpi

, and a factor factdist. We choose factdist to be two, which
allows two equally sized peaks in adjacent tube segments to survive and
ensures a peak spacing at about two times the tube width. Sorting of the
array before starting the elimination of neighboring peaks ensures that
the strongest peaks, as defined by the DFB value, are retained. This is
desirable, since the peaks with the highest DFB value are the most likely
to lie on the center-ridge.

Figure 4.3 shows the peak extraction applied to a colon dataset and
shown together with the corresponding DFB map. Figure 4.4 shows the
peak extraction performed on a small bowel dataset, before and after
maxima selection. Note that peaks are found also in the bone regions
of the dataset. These superfluous peaks have little effect on the line
extraction since they are well separated from the small bowel lumen.
However, to shorten calculation time, it is advantageous to minimize the
extraction of such peaks. This can be done by increasing the threshbase,
since the bone segments usually have a much smaller diameter than the
bowel lumen. In the small bowel dataset shown, the initial extraction
gives 25,314 peaks. After the maxima selection, 3,580 peaks remain.
In total, the extraction of the peaks requires around 3.5 seconds in a
256x256x128 volume.

Iterative maximum refinement

Iterative refinement is another method of obtaining local maxima. This
method is advantageous in a scenario where the definition of initial con-
nectivity of segments is desired. For example, it might be desirable to
define a connecting segment from a peak to all adjacent peaks in a regular
grid. From the DFB map a gradient is calculated (such as the gradient
map used for haptic feedback described in Sect. 3.3.3 and Equation 3.2).
This gradient acts as a force on the endpoints of each line segment, mov-
ing them proportionally in direction and distance to the gradient of the
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(a) (b) (c)

Figure 4.5: Iterative endpoint refinement for line segments in the small

bowel. The segments are initialized in a regular grid (a) and are itera-

tively moved until the endpoints lie on the DFB ridge (b)(c).

DFB map. The movement is iterated until the position stabilizes. We
can define the position at each iteration with the equation

~pt+1 = ~pt + d ∗G(~pt) (4.1)

where G is the distance gradient, t is the time step and d is a damping
factor. Note that during the iteration the length of the segment might
change.

One of the benefits of the refinement approach, compared with the cell
search approach from the previous section, is that it can be computa-
tionally less expensive. Whereas in the alternate approach all voxels in
the cell need to be examined, the refinement needs only calculate the
gradient at each endpoint location for each iteration. The main differ-
ence between the two approaches, however, is how the line segments are
initialized, i.e., how the endpoints are paired. Figure 4.5 shows the it-
erative refinement for the endpoints of lines initialized in a regular grid.
In the scanning approach, we would extract the endpoints first and sub-
sequently pair them to form line segments. In the refinement approach,
we first initialize line segments (or pairs of endpoints) and then adapt
them to the DFB ridge. The choice of which of these to use depends on
the specific scenario and is described in further detail in Section 4.3.
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(a) (b) (c) (d)

Figure 4.6: Active contour (snake) adaptation to a synthetic 3D spiral

dataset. In the middle we have placed a block. Due to the ziplocking

the snake does not get caught on this block.

4.2.3 Optimal path calculation

Once optimal endpoints for a single path are found, we can go about
finding an optimal central path between them. In theory any kind of
path finding algorithm could be used for this step. Most suitable are
approaches which by definition restrict the path to begin and end at
the respective endpoints. We use an active contour model, or snake,
which inherently meets this criteria. The advantage of snakes is that the
endpoints can be defined as constant. Between the endpoints, the path
is defined by an equilibrium state influenced by a force from the dataset
as well as by the curvature and stretching components of the path itself.
These curvature and stretching components ensure the smoothness of
the path.

There are a large number of models and methods for calculating snakes.
For our purpose we will use a Lagrangian model as defined by [Neuen-
schwander et al. 1997]. The model is represented by a set of finite
elements (or points). This makes the interaction with the snake, such as
initialization and display, very intuitive. The positions of the elements
are governed by external forces (image term) and internal forces (reg-
ularization term). More specifically the positions are governed by the
Euler-Lagrange equation which can be written as

µ
∂2v(s, t)

∂t2
+ γ

∂v(s, t)
∂t

− α
∂ 2v(s, t)

∂s2
+ β

∂ 4v(s, t)
∂s4

= −∂P

∂v
(4.2)
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where v(s, t) is the position of a given vertex on the snake. The snake
represented in this way is a time dependent curve, where t is the time and
s is the position along the snake. Since we intend to solve the equation
on a computer we use the discrete form given by

µ v
[t]
tt + γ v

[t]
t − α v[t]

ss + β v[t]
ssss = −Pv ~v[t−1] (4.3)

The parameters µ, γ, α, and β in this equation regulate the internal forces
of the snake. They represent, respectively, the element mass µ, the mo-
tion damping γ, the tension parameter α and the rigidity parameter β.
Some authors have proposed to dynamically adjust these internal param-
eters along the curve according to some feedback algorithm. However,
other have shown that they can be constant and empirically chosen in
a fairly image independent fashion [Fua and Leclerc 1990]. For this rea-
son we will also use static values for these parameters. We have found
that especially the α and β parameters are important, since choosing
them wrongly can result in a path which is too smooth or too erratic
(see Figure 4.7). An erratic snake can influence the path rating (see
Section 4.2.4) and result in a wrong extraction.

The P represents the external force on the snake. For the detection of
edges in 2D images this external force is usually defined as a function of
the image intensity. However, it can be defined arbitrarily, and for our
purposes we define it as the gradient in the 3D DFB map. The gradient
points towards the ridge of the DFB map and forces a convergence of
the snake towards this 3D ridge.

Choosing boundary values

Because the snake equation 4.3 is a semi-linear system, we need to specify
at least 4 boundary values to obtain a well defined unique solution (see
Appendix A). The endpoints positions of the segments are constant and
can be used as two of the boundary values. The remaining two boundary
values can be either the first derivatives at both endpoints or the first
and second derivative at one endpoint. We use both options, depending
on the specific scenario.
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Ziplocking

An accurate initialization of the active contour is very important for
the final result. Since the snake adapts to features in the image, it is
assumed that it is initially located close to these feature. If this is not
true, the probability of the snake getting caught on wrong features, such
as another edge, cannot be ruled out, leading to a completely wrong
path extraction. This problem is illustrated in Fig 4.6 where a block po-
tentially hinders the snake from reaching its optimal position. However,
with the use of ziplocking mechanism [Neuenschwander et al. 1997], a
good initialization is necessary only at the endpoints. This works well
in our case since the endpoints can be assumed to be correct.

The ziplocking method defines force boundaries on the snake. At the
first iteration the force boundary is located at the outer two ends of the
snake and only these points on the snake feel the external image force
P . For the rest of the elements, the force is zero. During the iterations,
as the movement of the snake stabilizes, the force boundaries are moved
away from the endpoints until they reach the middle of the snake. This
ziplocking assures that forces from the image are felt by the snake only
where the snake is close to its optimal position. The places between
where the snake points are still far away from their final location are
not considered until later. The force boundary is represented by the two
spheres on the snake in Figure 4.6.

4.2.4 Path segment rating

At this point we know only that the endpoints of a segment are located
in the tube center and that the path between them is optimal. However,
the segment might not follow along the center of the tube. There are
two situations in which a calculated segment can be wrong:

• The path might cross a wall and run into another segment of the
tube

• The path might double back along the tube in the direction we just
came from. This is a problem only for certain interaction scenarios
such as the sequential following in Sect. 4.3.2.
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(a) (b) (c)

Figure 4.7: The extracted path in the sequential scenario with different

values of stretching parameter, β. (a) The optimal. (b) With β too low

can lead to extraneous curvature and (c) with β too high leads to an

overly-smoothed centerline which is not optimally centered.

(a) (b)

Figure 4.8: Segments which are wrong. (a) A segment crossing into an

adjacent portion of the tube. (b) A segment which doubles back along

the already extracted path.
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The better we can calculate which path is correct, the easier and faster
it will be to extract the final path. We can apply the reliability rating
to the snake segments in two ways; elimination and ranking.

• Elimination means that we try to determine which paths are most
probably wrong or right, and to eliminate a maximum percentage
of those which are wrong with a minimum loss of correct paths.
This method is most suitable for scenarios where the user does not
choose explicitly from different path segments.

• In the ranking approach the segments which come into question to
complete a given section of the path are rated with the probability
that they are the correct path. By ordering the paths according to
their suitability, the user interaction is simplified. In the optimal
case, the correct segment will be rated the most suitable and the
user will only have to confirm the choice.

For the ranking or elimination we test both the probability of a wall
crossing and a doubling back.

Wall crossing

Wall crossing can be detected in one of two ways. Firstly, it can be
assumed that a segment crosses a wall along its path if it crosses a
region of the volume with an intensity below that of the object voxels.
Secondly, the same can be said to be true if the segment crosses regions
in the volume with a DFB value less than or equal to zero. A typical
example of a wall-crossing segment is shown in Figure 4.8(a).

Rather than specify a static threshold for whether a segment crosses a
non-object region or not, we prefer to give a “soft” measure. This is
best done by looking at the underlying DFB values of a segment. By
getting the smallest DFB value along a segment, the DFB minimum, we
can specify how close the segment approaches a wall, or goes outside it.
This in turn lets us rate segments according to the extent that they pass
outside the tube, or approach the wall. The worst segments pass across
large gaps, and have a very small (i.e. very negative) DFB minimum.
The best segments stay far away from the wall and have a very high DFB
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minimum. The suitability of a segment is therefore directly correlated
to its minimum DFB value.

There are some cases where this assumption does not hold. Firstly,
if a segment is very short, it might have a high DFB minimum with-
out following the desired path. This can be the case where two peaks
(i.e. endpoints) are very close together. We can avoid this scenario by
ensuring that the peaks are adequately spaced. Secondly, in a sequen-
tial scenario a segment might double back along the previous path and
thus obtain a high DFB minimum. This is avoided by detecting such
a doubling-back, as described below. Lastly, the correct segment might
cross a narrowing in the tube and obtain a smaller DFB minimum than
a segment crossing a very thin wall. In this case the user is required to
intervene, since the DFB rating cannot handle such situations.

The calculation of the distance minimum of a segment is done by exam-
ining all the DFB values along the segment. Since the segment already
consist of a series of points which are used for the active contour model,
we evaluate the DFB at these points. Additionally, if the distance be-
tween two points is larger than one voxel, locations on a line between
the two points are evaluated at a distance of one voxel. At each point
we use trilinear interpolation (see Appendix B) to obtain the best ap-
proximation of the DFB value at the subpixel segment-point location.

Doubling back

In certain scenarios, the current direction of motion along the centerline
is known. We can therefore ignore segments which follow the center-
ridge, but return back along the already extracted path. Such a segment
is shown in Figure 4.8(b). A centerline of a tubular structure gener-
ally does not experience very sharp turns, and a sudden change in the
direction of a segment usually indicates that the segment is doubling
back. The assumption is that the beginning of the segment in question
is tangential to the current centerline. In the sequential scenario, all seg-
ments are initialzed so that the tangent along the first two-active contour
points equals the direction of the previous segment (see Sect. 4.3.2 and
Appendix A). We can therefore test the maximum curvature in the
candidate segment. Large curvatures indicate segments which return
along the previously extracted path. For a snake consisting of the points
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p0...pn linked by segments ~sp0,p1 ...~spn−1,pn , the curvature at each point
on the snake can be sufficiently approximated by the expression

curvature =
~spt−1,pt

∠~spt,pt+1

|~pt+1 − ~pt−1| (4.4)

where pt is the point at location t on the line. The points examined cor-
respond to those used in the active contour refinement and the maximum
curvature corresponds to the maximum value for all points along the seg-
ment. Segments with the least maximum curvature are considered to be
the best.

4.3 Path extraction scenarios

In the previous sections we have discussed how the endpoints of line seg-
ments on the DFB ridge can be found and how the line can be adapted to
follow the ridge and be evaluated for its correctness. Using the described
concepts, we now develop two scenarios to extract a complete centerline
assisted by automatically extracted centerline segments. The first sce-
nario uses the centerline segments to haptically guide a user along the
center of the small bowel. A second scenario relies only on keyboard
input and guides the user by constantly extracting a centerline segment
ahead of the cursor position. The user verifies the path while following
along it and has the option of correcting the path if it is wrong. Finally,
we extend the piece-wise extraction to the colon dataset to show how
it can be used to perform a fast automatic line extraction on simpler
objects.

4.3.1 Pre-extracted centerline segments for haptic
guidance

In Chap. 3.3.3 we discussed how haptics can be used to guide a user
along tubular objects. In particular the DFB based haptic feedback
from [Harders and Szekely 2002] achieves very good guidance for sim-
pler datasets. In a smooth tubular structure, the guidance creates the
sensation of a cursor fixed to an explicit path leading along the center of
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Figure 4.9: The forces from the DFB gradient at a point slightly off

the ridge (shown here for a 2D DFB map). The user (cursor represented

by small sphere) is moving towards peak B from peak A. The force

gradient points at once towards peak B and the ridge. The resulting

haptic guidance is confusing.

the tube. In such a case, following the tube is possible even with closed
eyes. Unfortunately, as soon as noise is introduced to the tube surface,
the DFB map also becomes noisy. The resulting haptic feedback is much
harder to interpret. The reason for this becomes clear by taking a look
at the 2D DFB depth-map as shown in Figure 4.2. Lets assume the cur-
sor is at a point just slightly off the ridge at a point between two ridge
peaks A and B, moving in the direction towards peak B but closer to
peak A. The force in such a scenario is shown in Figure 4.9 and points
towards the DFB ridge as well as peak A. The user is therefore not
feeling only the centering force, but also an additional force caused by
the gradient towards peak A (we will call it the ridge gradient). As the
user moves further along the ridge towards point B, the ridge gradient
suddenly changes to point in the direction of B and the user now feels
a sudden change in force pulling towards B. The location of the change
in ridge gradient is a local minimum along the ridge. In practice, the
crossing of such a local minimum can feel similar to the crossing of the
tube wall, and without vigilant visual verification this often leads to a
user crossing into a neighboring part of the tube while thinking (s)he
has simply crossed a local minimum on the DFB ridge.

Due to the mentioned irregularities in the DFB and the resulting degrad-
ing of the haptic guidance, navigation along the small bowel using only
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DFB-based haptics can be difficult. The key to improving the guidance
is to eliminate the ridge-gradient. Yet, without explicit knowledge of the
path of the ridge in the dataset, this gradient can hardly be eliminated.
In other words, in order to improve the haptic feedback we need to ex-
tract an explicit centerline in the volume. However, as discussed at the
beginning of this chapter, the automatic extraction of a complete cen-
terline for the small bowel is usually not possible. If it were, the haptic
feedback would not be necessary in the first place. However, since we can
extract partial segments of the centerline, we can use them to improve
the haptic feedback. Centerline segments will be missing along some
parts of the tube, and we therefore need to devise a method to combine
the segment-based with the DFB-based force to optimally guide the user
along the entire length of the tube.

We now discuss the implementation of improved haptic guidance. First,
we verify that haptic guidance using an explicit centerline is effective.
We then discuss the extraction of partial centerline segments for this
particular scenario. Finally, we discuss the integration of segment-based
and DFB-based forces for optimal haptic guidance.

Suitability of explicit centerline guidance

The small bowel is a complex organ with many turns. We would first
like to test how hard it is to follow the organ from beginning to end
assuming the haptic feedback is perfect. This can then be used as the
“gold standard” for comparing the actual haptic guidance. To create
the “perfect” haptic feedback, we manually draw a centerline along the
entire bowel and use it as a basis for the haptics.

Initially, a centerline from beginning to end in a typical small bowel
dataset is drawn using the DFB-based haptic guided drawing approach
described in Chap. 3.3.3. We use the resulting b-spline centerline to
render a force holding the cursor to the centerline. The force is given by
the expression

~F = (~p− ~S(~p))− ~S′(~p)× (~p− ~S(~p)) (4.5)

where ~p is the current cursor location, ~S(~p) is the position on the spline
closest in distance to ~p, and ~S′(~p) is the tangent to the spline at this lo-
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cation. The resulting force is proportional to the distance of the cursor
from the spline. At the same time, the component of the force tangential
to the spline is eliminated by the second term in the equation. The tan-
gential force comes from the slightly approximated position of ~S(~p)) with
respect to ~p. A tangential force component would hinder the movement
along the spline, a kind of sticky sensation.

The position on the spline, ~S(~p)), cannot be calculated directly, but
needs to be found through an iterative search of the spline. To speed up
the search we use the position ~S( ~pt−1)) from the previous time step as
an initial guess for ~S(~pt)). The search is limited to a small area on either
side of ~S( ~pt−1)) (three voxel distances on each side) and is performed
to an accuracy of one voxel length. The limited search has the added
benefit of preventing jumps of ~S(~p)) to other parts of the spline, even if
p is momentarily closer to another section. Such jumps can cause very
unstable and disconcerting haptic feedback. The force ~F is additionally
capped so that cursor movement far away from the spline does not cause
excessive forces.

We found the haptic force generated from the line easy to interpret. The
line can be easily followed with the haptic device, even in tight turns.

Extraction of centerline segments

The goal of the segment extraction is to extract as many explicit cen-
terline segments along the bowel as possible. Wrong segments should be
kept to a small percentage. For the user it is better to rely on the DFB-
based feedback than to be guided in the wrong direction by a wrong
centerline segment. The extraction takes place as a pre-processing step
for a dataset before a user starts interacting. For this reason it should
be relatively quick and also free from user interaction.

One approach to go about finding segments in the volume would be
to first locate all DFB peaks, and to then test all possible connections
between peaks to find possible segments. However, such a search would
turn out to be rather lengthy. Instead, we first initialize a regular grid
of segments, and then adapt each segments to lie on the ridge. We
will call the segments snakelets. There are four main steps involved
(see Figure 4.10); snakelet initialization, endpoint refinement, snakelet
refinement, and elimination of wrong segments (cropping).
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(a) (b)

(c) (d)

Figure 4.10: The scatted snake extraction steps: (a) initialization of

the grid, (b) refinement of the endpoints, (c) active contour refinement

(d) and elimination of wrong segments.

Snakelet initialization In order to ensure that each segment of the
tubular structure contains a snakelet, a regular grid of snakelets is ini-
tialized over the entire volume. In the 2-D ridge-map analogy, this would
be a bit like scattering toothpicks in a regular interval over the entire
surface. Some toothpicks would lie on the flat surface outside the tube,
while others would come to lie in the valleys of the surface.

In the volume, we initialize three snakelets at each position, directed
along the major axes. The intervals between adjacent snakelets in the
grid are smaller than the snakelet length, thus causing the snakelets to
slightly overlap. This prevents gaps from appearing in the final cen-
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terline. The length of each snakelet should be adapted to the feature
size. Longer snakelets generally result in a smoother central line while
snakelets which are too short might cause more unwanted branching in
the result and take longer to extract. In general the snakelet length
should be slightly larger than the diameter of the tubular structures.

The extraction time of the centerline segments is directly proportional
to the number of snakelets which are initialized. We can shorten the
calculation by initializing the snakelets only in parts of the volume where
the object is present. At positions where the DFB map (two-sided) has
values smaller than −l/2, where l equals the snakelet length, no snakelets
are initialized. This is because at such locations neither endpoint of the
snakelet can possibly lie inside the tube.

Endpoint refinement At this point each snakelet is a straight seg-
ment defined by its endpoints. We now do a refinement step as described
in Sect. 4.2.2 to move the endpoints to lie on the DFB ridge. The initial
grid spacing should be small enough so that each peak has an endpoint in
its area of influence and contains an endpoint at the end of the iteration.

Snake refinement We now apply the snake refinement from Sect. 4.2.3.
The parameters have been determined empirically. For the small bowel
dataset we use an active contour with 30 points (roughly equal to the
pixel length), a tension parameter (α) of 0.005 and rigidity (β) of 0.00005.
The processing time for this step is on the order of 30 seconds for the
small bowel.

Cropping This is the elimination of wrong segments by using a rating
as described in Sect. 4.2.4. The direction of the snakelet cannot be used
in this case, and so we are restricted to looking at the DFB values along
the snakelet to see whether it is crossing a wall. Since the extraction is
automatic and we are not evaluating a segment against other segments,
a fixed threshold needs to be applied. If the threshold is too high, only a
few segments will remain and the haptic guidance will not be improved
much. If the threshold is too low, many wrong segments will cause wrong
haptic guidance. In practice the threshold can be empirically determined
and set at a DFB value of a voxel distance of about 3. Note that this
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(a) (b)

Figure 4.11: Merging of adjacent snakelets to get a single centerline.

(a) shows the implicit centerline formed by the snakelets following the

center. Due to some noise in the DFB map they are not exactly aligned

(b) shows the snakelets after they are averaged together

also eliminates segments which do not pass outside the object. This is
necessary because the tube segments in the small bowel sometimes touch
each other and create a passage between two tube segments. A slightly
higher threshold than zero can eliminate most of these segments without
deleting too many correct segments, since the hole in the tube wall is
usually only a few voxels wide.

Snakelet merging The stiffness and stretching parameters and the
varying boundary conditions for the active contour (i.e., the varying
endpoint locations) can cause snakelets which are on the same ridge
segment to be slightly displaced with respect to each other. This is not
a grave concern as the displacement is usually on the order of 1 to 2
voxels, accurate enough to still be well in the center of the intestine
tube. The haptic feedback, however, can be improved, if the snakelets
lie exactly at the same location.

We perform an averaging of snakelets which overlap each other on a ridge
segment using a fast algorithm. Each snakelet is traversed and averaged
with adjacent snake segments. For a given point ~p0 on the snakelet we
can define an orthogonal plane such that

~d · (~p− ~p0) = 0 (4.6)

where ~d is the tangent along the snakelet at ~p0 and the normal to the
given plane. We then calculate the intersection of this plane with nearby
snakelets. Only intersection points within a certain maximum distance
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are considered. The resulting intersection points are averaged together
with ~p0 and ~p0 is moved to this new position. By applying the method
to all points in every snakelet, all adjacent snakelets are brought to lie at
the same averaged position. For the snakelet averaging it is important to
set a maximum distance for adjacent snakelets which are to be averaged
together. This distance should be relatively small, on the order of a few
pixels, since otherwise we run the risk of averaging one part of the center-
line with other sections running close by. Figure 4.11 shows the merging
algorithm applied on a segment of a snakelet centerline extraction.

Extraction Results Figure 4.10 (d) shows the result of the center-
line segment extraction in a small bowel dataset (256x256x128 voxels).
The processing time was around 90 seconds on a 2GHZ Pentium with 1
GB memory, where most of the processing time was used for the active
contour refinement at subpixel accuracy.

In the small bowel, the centerline is extracted to about 80% when mea-
sured with regard to a manually drawn centerline. It should be noted
that some segments are extracted in the adjacent bone tissue. This is
not of concern to us since the user will not be navigating in this area of
the dataset and these segments are not included in the above statistics.

Integration of segment and DFB haptic forces

We now use the partial centerline to generate haptic feedback guiding
the user. The major concern here is to integrate the forces from the
centerline segments with the forces from the DFB map in an optimal
manner. We first consider how to generate a force from the snakelets.
One approach would be to exert a force in a similar manner to the method
described in Sect. 4.3.1. Here we would determine the closest snakelet to
the cursor, calculate the closest point on the snakelet, and generate the
appropriate force. The problem with this is two-fold. Firstly, a jump
in the force and corresponding haptic instability can be expected when
moving from one segment to the next. These jumps would have to be
handled by some creative smoothing methods. Secondly, the search for
the nearest snakelet in 3D space and the corresponding point on the
given snakelet would be computationally expensive, a grave concern for
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a calculation taking place at a rate of 1kHz. In the haptic guidance of
in 4.3.1, the search was restricted to a small part on the spline, but this
is not possible with the extracted snakelets.

A more efficient approach is to pre-calculate a force map from the ex-
tracted segments. As an initial step, the segments are voxelized. We
initialize an empty volume and for each point along a snake segment,
write the corresponding value in the volume array. From the written
voxels, we now calculate a distance map in the same manner as we cal-
culated the DFB map from the initial object, marking at each position
the distance from the nearest segment voxel. We will call this distance
map the snakelet distance map (SDM). The gradient of the resulting
distance map can now be used to generate a haptic force in the same
manner as the DFB map.

Practical application shows the haptic feedback from the SDM to be very
reliable. The force pulls the cursor towards the center of the tube where
segments have been extracted, and allows a smoothing following along
extracted segments. Naturally, haptic guidance becomes problematic at
locations where centerline segments could not be extracted. Here the
forces from the DFB need to be added to guide the user.

The transition from a force determined by the SDM to one from the
DFB, or vice versa, should be smooth. The two forces might differ with
regard to strength and direction, and abrupt changes are disconcerting
to the user. We use a transfer function to smoothly switch the force
feedback to the DFB force as the cursor gets further away from the
nearest extracted segment. The transfer function defines the rendered
force as

F = (1− f(d)) ∗ Fdfb(p) + f(d) ∗ Fsdm(p) (4.7)

where p is the cursor position, and FDFB and FSDM are the forces from
the DFB map and SDM, respectively. The term f(d) is a Butterworth
low-pass function with cut-off frequency ω such that

f(d) =
1√

1 + 3 ∗ ( d
dp

)2N
(4.8)
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Figure 4.12: A screenshot of the application during sequential path

extraction showing the various views.

where d is the value of the SDM at the cursor location p. This function
has the effect of a smooth transition between FDFB and FSDM when the
cursor is far away from an extracted centerline segment, i.e. d is large.
The distance at which the transition occurs is determined by the cutoff
frequency dp. The speed of the transition is controlled by the order N .
We have found the values of dp = 3.0 and N = 4 to give good results for
the small bowel. The value of dp can be interactively adjusted by the
user according to his preferences.

4.3.2 Sequential following with candidate selection

In the previous section, we have described how to improve haptic guid-
ance using pre-extracted segments on the centerline. Haptic devices,
however, are not readily available and can be expensive, and it follows
that an approach which does not require haptics might be of advantage.
Luckily, a line can be followed just as well using, for example, a key-
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(a) (b)

(c) (d)

Figure 4.13: View during sequential following; cut-volume (a), endo-

scopic (b), and slice views, sagittal (c) and coronal (d). The green line

represents the already extracted path while the red segment shows the

selected next segment.

board, with a button to move forward and one to move backwards. As
already mentioned, around 80% of a centerline in the small bowel can
be found using the partial segment extraction. The problem is how to
bridge the remaining 20% without the use of haptic feedback.

We now present an additional approach for navigating along a center-
line assisted by pre-extraction of segments. We will call this approach
sequential navigation with candidate selection. It involves the following
steps:

1. The user selects a starting point in the volume, such as the begin-
ning of the small bowel
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2. Segments are initialized from the current point to all proximal
peaks.

3. The segments are adapted to the optimal path along the ridge
using active contour refinement.

4. The segments are rated according to the probability that they fol-
low the optimal ridge

5. The user is automatically guided along the highest rated segment,
but has the option of choosing another segment.

6. The endpoint of the segment being followed becomes the current
point, and steps 2-6 are repeated.

The user interaction takes place entirely by keyboard. Four control but-
tons are necessary; “move forward”, “move backwards”, “choose next
candidate”, and “choose previous candidate”. We map the functions
to the four arrow keys on a standard keyboard. Figure 4.12 shows the
application window during the line extraction using this approach. Fig-
ure 4.14 shows an already completed section of the line during the line
extraction process with the proximal peaks in the dataset shown as well.
The user has the following visualization options for the dataset and the
centerline (see also Sect. 5.1.1):

• A cut-off volume-rendered view.

• A endoscopic view.

• Sagittal, axial and coronal slice views.

Close-ups of the views are shown in Figure 4.13. It is important for the
user to be able to judge the correct course of the path. The course can
be verified by making sure that no walls are crossed while moving flying
along the centerline. This is best seen from both the endoscopic and the
volume-rendered view. The currently selected pre-calculated segment
is shown in red in each view. As the viewer moves forward along the
centerline and approaches the end of the current path, the selected pre-
calculated segment is automatically attached to the current line and the
next segment is calculated. Ideally the user should be able to easily
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move forwards and backwards along the centerline, inspecting the organ
for malignancies. Only in a few cases should the correction of the path,
by choosing another segment, be necessary. As the user moves along the
tube the path is stored, so that a return to a previous position is easily
possible.

We now give a closer overview of the steps involved to realize the sequen-
tial centerline following. Pre-processing is shorter than for the approach
in Sect. 4.3.1, and requires mainly the calculation of the DFB map and
the extraction of peaks (local maxima). The remaining processing is
done on-the-fly as the user moves along the tube.

Pre-processing

Initially a DFB map is calculated using the procedure in Sect. 4.2.1.
Subsequently peaks in the DFB map are located using the volume scan
from Sect. 4.2.2. All other processing is done as the user moves along
the tube.

On-the-fly processing

At the start of the line extraction the user specifies a starting point in
the volume using the mouse. From this point, initial line candidates
are calculated and presented to the user. The user chooses one of the
segments and moves along it using the keyboard. As the user moves
along, a new segment is constantly calculated to extend end of the line.
This calculation is done in the background in a separate thread, so that
the user interaction is not interrupted. Calculation of the next segment
begins as soon as the user has moved onto a new segment.

Optimally, the next segment becomes available after about a second,
which is approximately the time it takes to user to move halfway along
the current segment. The user can judge the next segment while moving
along and intervene. A new segment can be changed at any point while
the user is still on the current segment. The arrow key selects the next
candidate, from the best rated segment all the way down to the worst
rated segment. The other arrow key returns to the previous selection.
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Figure 4.14: The sequential path extraction showing DFB maxima

connected by line segments to form a centerline.

(a) (b) (c)

Figure 4.15: During sequential line extraction; (a) the suggested next

segment with the highest rating, (b) all extracted segments at this point,

and (c) the pre-extracted DFB peaks.

Ideally, the correct segment will be the highest rated segment, so that
no user interaction is required.

If the highest rated segment is not correct, the second highest or third-
highest probably is. To move from segment to segment, the user has
the option being stopped at the end of each, or automatic transition to



78
4. Semi-automatic segmentation using centerline

pre-extraction

the new segment without interruption. In difficult datasets it can be
beneficial to have a stop, so that a new segment can be more carefully
examined. In any case, movement onto a wrong segment can be easily
corrected with an undo option which moves the cursor to the previous
segment and removes the newest segment.

Initialization of candidates from the current endpoint is done to all prox-
imal surrounding DFB peaks, as shown in Figure 4.15. We are interested
only in the N closest peaks to the current position. For this reason, we
first sort all peaks in the volume according to their Euclidean distance
from the current position. We then choose the first N peaks as can-
didates. This ensures that the number of candidates is independent of
feature sizes in the volume and ensures a relatively constant calculation
time for the segment extraction. In our small bowel scenario, N is 20. In
a few exceptional cases, an optimal segment cannot be found among the
N closest candidates. In such cases the user has the option of step-wise
extending the search to the closest N ∗ 5, N ∗ 10, N ∗ 20, ... candidates.

After all the candidates are initialized, they are refined using the ac-
tive contour model. In contrast to the parallel segment extraction in
Sect. 4.3.1, the starting boundary of the active contour model can be
initialized with a tangent equal to the direction at the end of the pre-
vious segment (see also Appendix A). This assures that the transition
between segments is smooth and that the refinement is optimally initial-
ized.

Rating of candidates takes place after the active contour refinement has
been performed on each candidate, and is performed according to the
two methods described in Sect. 4.2.4. Both the wall crossing and the
curvature criteria are taken into consideration. The curvature criteria
is crucial to prevent path segments which double back on the current
centerline. Extraction of the next segment is done in the background
while the user is moving along the previous segment. In the small bowel
dataset, 20 candidates can be extracted and rated in 0.2- 0.6 seconds.
The extraction time varies depending on the peak distances, i.e., the
segment length.
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Alternate approaches

While developing the sequential scenario, we have experimented with
other approaches to find connecting segments for a centerline. Here we
will shortly describe two alterate scenarios with which we experimented.
We will call them searching-snake and segment-search approach.

Searching Snake Approach In this approach local peaks are not
extracted prior to starting the navigation. Instead an iterative refine-
ment search is performed from the current location. For this, a “fan”
of segments are initialized with the first endpoint located at the current
location, and the second endpoint at various angles from the tangent
to the current endpoint of the centerline. Figure 4.16(b) shows the ini-
tialized segments. The second endpoint in each segment is iteratively
refined towards the nearest DFB peak using the approach in Sect. 4.2.2.
Redundant segments which end up at the same location are eliminated.
The active contour refinement is then performed on all segments and the
segments are rated in the same manner as before.

The disadvantage with this approach is that it takes slightly longer to
perform the segment calculation, since the peaks have not been pre-
calculated. Additionally, non-significant maxima cannot be efficiently
eliminated.

Segment Search Approach This approach uses automatically pre-
extracted segments as described in Sect. 4.3.1. As the user moves along
the tube, a search among the pre-extracted segments is performed for
the segment which best continues the current path. Criteria for a new
segment is that it is parallel and adjacent to the current end of the
centerline. Figure 4.16(a) shows an example of this scenario.

Problems with this approach are two-fold. Firstly, in certain sections
of the tube no segment might be present, due to the pre-defined suit-
ability threshold. This requires a bridging of the gap using a segment
search similar to the one described in the current scenario. In addition,
segments might not be exactly aligned, which causes the searching of
optimal segments to be more complicated than in the current scenario.
The current scenario does not have these problems and is therefore less
complex, faster and more reliable.
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(a) (b)

Figure 4.16: The segment search approach (a) and the searching snake

approach (b).

Figure 4.17: A complete path through the small bowel obtained using

the candidate selection approach.
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Discussion

Figure 4.17 shows the result of a path extraction by canidate selection.
One of the benefits of this approach compared to the haptic approach
is that the user needs to concentrate less on the navigation and can
therefore focus more on the inspection of the organ. Interaction is truly
limited to situations where an automatic extraction fails. Moving back
and forth along the already extracted path is easier. Additionally, this
approach might be preferable in practice since it does not require a
haptic device. The use of a haptic device has an associated learning-
curve, similar to first using a computer mouse, which can be a barrier
for many users.

4.3.3 Automatic extraction for the colon

To this point we have used the segment-wise line extraction mainly for
centerlines in complex structures where other algorithms fail. However,
the approach is extensible to simpler structures. The benefits with re-
spect to previous algorithms are faster extraction time and improved
robustness. Traditional topological thinning and ridge following ap-
proaches have rather long extraction times and can even fail on datasets
such as the colon if the scan is not of high quality. Our algorithm should
yield better results.

One way to apply our concept to line extraction in the colon is to use the
parallel extraction as described in Sect. 4.3.1. Figure 4.18 shows such an
extraction on a typical colon dataset. The automatic segment extraction
required 30 seconds on the standard PC workstation. From the figure
it can be seen that the line extraction is for the most part quite good.
However, it should be noted that some small branches exist, especially
in parts of the tube which are wider. This is due to non-centered DFB
peaks which are extracted in the iterative refinement step. In addition
a small gap appears in the lower right corner where the colon is narrow.
These flaws are not of great concern for a centerline which is used for
haptic guidance since they are rarely notice by the user. For a situation
where a complete and explicit centerline is required, however, they are
not acceptable. In this case, a post-processing might be used to obtain
a singular connected centerline.
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(a) (b) (c)

(d) (e) (f)

Figure 4.18: Finding central line through the colon dataset. Shown are:

(a) the original dataset, (b) after snake initialization, (c) after endpoint

refinement, (d) after active contour refinement, (e) and (f) the final

centerline after cropping.

Automatic extraction using a graph search

The described adaptation of the parallel extraction from the small bowel
does not yield optimal results. Instead, we have implemented an au-
tomatic approach for centerline extraction in the colon which yields a
complete centerline in very little time and is additionally robust against
discontinuities in the tube. This approach is based on the already pre-
sented principles for maxima extraction and connections using the active
contour model. However, it makes use of a graph search algorithm sim-
ilar to the one used by [Frimmel et al. 2004], a modified version of
Kruskal’s algorithm [Kruskal 1956], so that the line-extraction can be
performed entirely automatically.

As an initial step, local maxima points are extracted using the method
discussed in Sect. 4.2.2. However, we adjust the values for the maxima
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Figure 4.19: Automatic line extraction in the colon using a graph-

search approach.

extraction to be more suitable for the automatic search. Mainly, the
threshbase for maxima is set at 3.5, which keeps branching and super-
fluous secondary maxima to a minimum. The distance factor, factdist,
for the maxima selection is decreased to 1.0, which ensures that the dis-
tance between maxima is smaller. This enables a more fine-grained line
extraction which avoids cutting corners. This is possible since the lack
of user interaction does not necessitate longer segments.

Once the maxima are extracted, they are connected together into a cen-
terline using active contours (Sect. 4.2.3), in the same fashion as for the
interactive scenarios. The active contour refinement is performed as part
of the graph connection algorithm. It is implemented as follows:

1. An list of graphs (G) is initialized, with each graph consisting of a
single maxima point in the volume.

2. For each graph, Gc, in G:

(a) All the links between nodes in Gc and nodes in the remaining
graphs in G are added to a candidate array Lcand.

(b) The elements in Lcand are ordered according to increasing link
length.
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(c) Subsequent links, l, in Lcand are tested in order of their ap-
pearance in Lcand. For each l, an active contour model is
initialized and refined. The wall-crossing test (see Sect. 4.2.4)
is applied and a segment is considered valid if a pre-defined
threshold, T , is not violated. T is set to 10. The testing of
links in Lcand is stopped as soon as a valid segment is found.
If none is found, the next graph in G is considered (i.e., step
2).

(d) If a link is found, the graphs containing the two endpoints are
merged. Steps (a)-(d) are repeated until no more valid links
are found.

3. Step 2 is repeated until no more valid links between any graphs in
G are found.

Our modifications to Kruskal’s algorithm ensure that the algorithm is
more efficient for our case. Since the active contour model is expensive
to calculate, we do not initialize all the possible links between graphs,
as in the original algorithm, but only those which show to be the most
promising (i.e. short in terms of Euclidean distance). The resulting
graph search is fast, taking around 3.8 seconds to perform on our dual
Celeron workstation and a 128x128x128 voxel colon dataset. The re-
sulting centerline has 105 links. The maxima extraction additionally
requires 0.3 seconds and yields 113 nodes. This gives a total processing
time of around 4.1 seconds. The result of the line extraction is shown
in Figure 4.19. At the discontinuity towards the top of the image an
additional graph was extracted, showing that the algorithm is robust to
gaps in the tube.

4.4 Conclusion

In this chapter we have developed a new line extraction approach based
on the piece-wise extraction of centerline segments. It is preferable to
other approaches because it allows the user to easily assess the correct-
ness of the path and to perform corrections intuitively and quickly. Due
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to the facilitated user interaction, fast extraction of centerlines in com-
plex organs such as the small bowel is possible and user input is kept to
a minimum.

We have developed three scenarios for how centerline segments can be
used to extract a complete centerline. The first scenario builds on the
previous approach of [Harders and Szekely 2002] using haptic feedback,
which to date has been the sole method for a non-manual extraction of
centerline in the small bowel. Using our approach, we have improved
the quality of the haptic feedback and made it faster and easier to ex-
tract a centerline. A second scenario eliminates the need for haptics
all-together and obtains a fast guidance along the small bowel using
only a keyboard. This scenario truly limits the human interaction with
the line extraction to only the cases where an automatic extraction fails.
In a third scenario, we show that graph-search based extraction can be
used on simpler datasets, such as the colon, to obtain a more robust and
faster extraction than is possible with traditional approaches.





5
The segmentation workstation

The speed and accuracy of the segmentation process depends to a large
degree on the quality of the human interaction with the dataset. The
more easily and naturally the user can interact with the dataset, the
better the quality of the interaction, the easier it is to achieve a fast and
good segmentation. This means that the visualization of the dataset
should be optimal and that the graphical user interface (GUI) should
be easy and intuitive to use. Medical users in particular often have very
busy schedules and little extra time to learn how to use complex new sys-
tems. In order to show the benefits of new centerline guidance methods,
it is assumed that the data visualization, GUI usability and device inter-
action are already on a level with the current state-of-the-art systems.
A substantial deficiency of the system in one of these areas would in
effect put into question any improvements from the new methods, since
eliminating the deficiency might bring a similar benefit in speed and ac-
curacy. For example, near perfect haptic guidance along the center of
the small bowel can be useful. But very good haptic guidance combined
with low-quality visualization is still only marginally useful. Measuring
the improvement of the haptic feedback therefore implies that the visual
feedback is already nearly optimal. In addition to the visualization and
device integration the GUI and all related aspects also need to exhibit a
high quality.

In order test the usefulness of the system and to receive constructive
feedback, we have placed the system in the hospital to be used in an
unsupervised manner. This requires a GUI which is understandable and
easy to use by a non-engineer. It requires among other things reliable file-
loading and saving, easy access to functionality, stability of the program,
intuitive key-mappings and mouse functions, easy navigation inside the
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Figure 5.1: The segmentation system being used by a radiologist to

inspect the small bowel.

dataset view, and stable control of the haptic device. If a system is too
complicated to use, it will not be used, regardless of its benefits.

In the first part of this chapter, we will explain the various software and
hardware components which comprise the segmentation system. In the
second part we describe the workflow of the segmentation process and
the additional processing steps (i.e. dataset preprocessing) which are
necessary in order to complete this workflow.

5.1 Segmentation framework components

The segmentation system includes a number of components; mainly
channels for visual, haptic, and audio feedback, as well as an optional
immersive setup (i.e. collocation and stereo rendering). Here we will
shortly describe each one.
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Figure 5.2: The segmentation application showing the overall volume

view, the endoscopic view and three slice views.

5.1.1 High-quality 3D visualization

Until recently visualization of volume data has been restricted to single
slice viewing and 3D viewing using surface-based rendering. Surface-
based rendering is the dominant form of 3D scene visualisation in vir-
tual reality and computer modeling applications. This is because it
reduces a scene to polygons of the surface of object which can be ren-
dered efficiently on dedicated 3D graphics chips in consumer graphics
cards. The rendering is relatively efficient because the projection of the
polygons onto a 2D viewplane (computer screen) including lighting and
occlusions involves fewer elements than if the scene was represented as
individual surface (and sub-surface) points. Since medical data is usu-
ally available as 3D voxel data, and not surfaces, surface rendering is
less useful in medical applications. In some cases 3D medical objects are
displayed using surface rendering, such as when an object has already
been segmented. For diagnostic purposes, however, dataset viewing was
until recently performed mainly by successive viewing of 2D slices. Be-
cause of this, radiologists have become quite adept at examining 3D
data by looking at 2D axial, sagittal and coronal slices, and building a
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corresponding representation of the scene in their mind. Recently the
visualization of 3D voxel data using volume-rendering (i.e. non-polygon
based) has become possible, even on consumer hardware. This viewing
technique allows much more intuitive viewing of complex 3D structures
in the dataset without information loss or the segmentation required for
polygon-based 3D rendering.

In order to offer the radiologist the maximum possible visual information
we have incorporated all possible dataset viewing options into the system
software. This includes various volume rendering views as well as the
standard coronal, sagittal and axial slice views.

Our main point of interaction with the dataset (visually and haptically),
is the cursor. It is represented in the scene as a crosshair of 3 axes. The
cursor represents the location of the mouse or haptic input device in the
scene. For example, the haptic feedback from the dataset corresponds
to the cursor location. In addition, the cursor also affects the various
views of the dataset, mainly in the cut volume view and the slice views,
which are constantly adjusted so as to show the dataset at the given
cursor location. When the 3D haptic device is active, the cursor is
moved according to the location of this device. When it is not active,
the location can be controlled by clicking the mouse in the slice and
volume views. In some cases, such as when we are following along a
pre-computed centerline, the location of the cursor is moved accordingly
to be at the given location on the line.

Often it makes sense to adjust the scene such that the current point
of interest is always in its center. In the candidate selection approach
described in Chap. 4.3.2, we translate the scene such that the cursor,
which is following the centerline, is always centered in the volume as well
as the slice views. This is useful especially combined with the zoom-in
functionality. During the haptic interaction scenario (Chap. 4.3.1), on
the other hand, the scene remains constant, but can be centered to the
cursor by the user.

Volume-rendered view

Real-time volume rendering of large datasets was initially proposed for
the rendering of special effects in movies in the mid 1980s. It remained
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Figure 5.3: Volume rendering is performed by drawing successive slices

parallel to the viewplane which are interpolated by the graphics card.

in the domain of SGI workstations until the introduction of the Vol-
umePro board by TeraRecon in 1999. This dedicated PCI board made
real-time volume rendering possible on consumer PCs. Recently, the in-
troduction of advanced graphics cards by Nvidia and ATI has extended
the possiblity to consumer-level hardware.

In our system, we have implemented volume rendering using the capabil-
ities of consumer grade graphics card such as the NVidia GeForce 4 and
the OpenGL programming interface. We will give a brief description of
the method. A more thorough description can be found in [Hadwiger et
al. 2002].

In a first step for the volume rendering, the entire 3D voxel array is loaded
into the memory of the graphics card. This is important, because it
prevents a transferring of the image data between the main memory and
the graphics card during rendering, and instead allows the graphics card
to fetch the data from its own dedicated on-board memory, which is much
faster. Subsequently, rectangles parallel to the viewplane are drawn in
the 3D scene. We then use a functionality of graphics cards to quickly
map 3D textures (i.e. images) to polygons in the scene. The programmer
specifies the location of the rectangle’s vertices and the texture location
which should be mapped to each. The pixels in the image are then
automatically interpolated by the graphics card between the mapped
corners to accommodate any stretching in the image. For the rectangles
drawn in the scene, each one displays the 2D image corresponding to a
slice of the 3D volume at the given location (see Figure 5.3). The pixels in



92 5. The segmentation workstation

(a) (b) (c) (d)

Figure 5.4: The four images show a volume rendering of the small

bowel dataset. As the transparency values of the voxels for a certain

intensity are adjusted darker voxels become more transparent making

internal structures visible

each slice have a transparency corresponding to the intensity value of the
pixel, as specified in the loaded 3D texture. The graphics hardware then
quickly renders the subsequent polygons, calculating a final intensity for
each pixel on the viewplane from the stack of slices along the view ray.
This gives the illusion of a 3D view of the volume. The features of the
volume which are visible depends on the transparency assigned to the
voxels. Typically, the transparency is proportional to the intensity value
of a voxel. Dark voxels are therefore transparent while bright voxels are
opaque. By adjusting the transparency of the voxels, different features
of the dataset can be made visible, as shown in Figure 5.4.

Slice views

Radiologists are accustomed to viewing 3D data as slices, and regardless
of the quality of the volume rendering or other reconstructed views,
the slice view is always considered as a fall-back, useful especially for
verifying what is seen in other views. This is especially true for diagnosis
purposes, for example to determine whether a polyp is present. Polyps
can often look like air-bubbles in volume-rendered views or vice-versa.
Our workstation shows three slice views of the dataset; coronal, sagittal
and axial. Slices also provide visibility of certain features in the data
which are obstructed in the volume-rendered view. In our system, the
shown slices are defined by the current cursor position in the 3D volume
so that the current point of interest is optimally visible.
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(a) (b)

Figure 5.5: A slice view of the volume often offers a better view at

a certain location than the volume-rendered view (a). However, it is

missing important depth information, a deficiency which can be solved

by using a cut-volume view (b).

Cut-volume view

The volume rendered view gives a good overall picture of the volume
data. Often, however, we would like to see the data structure at a
particular position inside the volume, such as at the current cursor lo-
cation. The given structure and the cursor can be hidden by the other
data. For this reason the cut-off volume rendered view, as shown in Fig-
ure 5.5(b), is useful. This cut-off view is often superior to a slice view at
the same location (see Figure 5.5(a)), because the structures behind the
plane are also visible. We have experimented with two kinds of cutplane;
one which is always parallel to the viewplane, and a second where the
cutplane is orthogonal to the gimbal of the haptic device. The gimbal-
rotated cutplane is useful to get a better view of the dataset, however,
inexperienced users seem to be easily confused by the rotation of the
cutplane, so that we have made the fixed parallel cutplane the standard
option in the cutoff volume rendered view.

At times it is desirable to orient the cutplane and the volume data such
that a certain feature is displayed optimally. We have found this to be
useful in the candidate selection approach described in Chap. 4.3.2. For
the user to be able to determine whether a given candidate segment
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(a) (b) (c)

Figure 5.6: During canidate selection, the conventional cutoff view (a),

a cutoff view optimized for the candidate (b), and a cutoff view optimized

for the current segment (c).

(a) (b)

Figure 5.7: The endoscopic view can be used to verify the extracted

path. Shown are a correct path segment (a) and an incorrect path seg-

ment (b).

correctly follows the center of the small bowel, the volume is rotated
and cut to optimally display the whole segment. For this we define a
plane, P , which is defined by the endpoints of the segment as well as
the point halfway along the lenght of the segment. The halfway-point,
L1/2, is additionally taken as the center of rotation and the center of the
scene. The volume is then rotated around L1/2 such that the plane P

is parallel to the viewplane. Additionally, it is translated such that L1/2

is at the center of the scene. The cutplane is equivalent to the plane
P and clips the volume. This results in the candidate segment being
optimally visible. Figure 5.6(a) shows the conventional cut-volume view
with the cutplane at the cursor location and with no rotation of the
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Figure 5.8: A volume-rendered view from the inside of the small bowel

(endoscopic view) dataset showing a polyp attached to the inside wall.

volume. Figure 5.6(b) shows the same scene with the optimized cutting
and rotation to show the candidate segment (red). The same is shown for
the currently selected segment in Figure 5.6(c). With the two optimized
cutoff views, the user almost always sees the tube and the segment in
such a way that the correctness of the candidate can be easily verified.
This would not be the case using only the conventional cutoff view, as can
be seen from the figure. The conventional axial, coronal and sagittal slice
views are equally unsuitable for judging a candidate segment, unless the
segment is by coincidence oriented roughly along one of the slice planes.

Endoscopic view

The virtual endoscopy view (see Figure 5.8) is a variation of the volume-
rendered view showing the volume from a camera position inside the
dataset. This is useful for simulating what would be seen via an endo-
scope inserted, for example, in the intestine. This view has two main
benefits compared to the standard volume perspective. Firstly, it can
provide a better closeup of features, such as a polyp attached to the wall
of the organ. Secondly, it can be used to better navigate along a path,
for example by choosing between two pre-extracted segments going into
different directions (see Figure 5.7).
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(a) (b) (c) (d)

Figure 5.9: The four most popular haptic devices for single-point inter-

action. All four companies produce 6 degree of freedom devices. Shown

are the (a) Omni Device from Sensable, (b) Omega from ForceDimen-

sion, (c) Virtuose from Haption, (d) and the Freedom device from MPB

Technologies.

Transfer function and colorization

For CT images, voxel intensities are designated in Hounsfield Units (HU).
Prior to a scan, the HU scale for a CT is calibrated upon the attenuation
coefficient for water and air, with distilled water reading 0 HU and air -
1000 HU. This ensures that the resulting images will have corresponding
values for a certain kind of tissue, regardless of where or when the image
was taken. The range of HU for a typical CT scan is up to 3000 HU.
Fatty tissue will be in the range of -300 to -100 HU, muscle tissue 10-70
HU and bone above 200 HU.

Our system allows the radiologist to set a window for the displayed HU
intensities. This allows an optimal visualization of specific tissues. To
examine soft tissue, for example, a window at 40 HU with a width of
350 is optimal.

Some studies put the number of distinguishable gray levels at 450 and the
number of distinguishable colors at around a million [Kaiser and Boynton
1996]. Our system additionally offers the option of mapping intensity
levels to colors. This can be very useful for distiguishing among various
materials.
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5.1.2 Haptic device integration

For the haptic interaction with the medical data we require a reliable sin-
gle point-based haptic feedback in 3D. The requirements for the feedback
device are as follows:

• Single point-based interaction, preferably through a stylus or other
probe or pen-like interfaces.

• A 3D workspace approximately corresponding in size to the dataset
shown on the visual display (30x30x30cm).

• Stable, stiff, and high-fidelity feedback with no risk of injury to the
user.

• High spatial resolution of the position encoders.

• Possibly force feedback on the gimbal rotation (6 degree of freedom
force feedback).

A multitude of haptic devices exist today, most of them as prototypes
and/or application specific devices in research labs. Sensable Technolo-
gies was the first company to offer a commercially available device meet-
ing the above requirement. Recently similar commercial devices have
also become available from ForceDimension, Haption and MPB Tech-
nologies. The various devices are shown in Figure 5.9. For our system
we have used several models of the PHANTOM device from SensAble.
Initially a 6 degree of freedom (DOF) encoding and 3 DOF force feed-
back device (Phantom 1.5 Desktop) was used. Later we used a 6 DOF
force and encoding device in order to experiment with force encoding
for the rotation of the gimbal. For the system in the hospital setting we
used a device with a smaller workspace (Phantom Omni, Figure 5.9(a)),
mainly due to the much lower cost and sufficient performance for the
segmentation task.

There are several considerations when integrating a haptic device in a
VR environment. Firstly, human haptic temporal sensitivity is much
higher than for visual perception. For visual feedback, variations oc-
curring at a rate faster than 60Hz are not perceived. Most computer
monitors refresh at rates only slightly above 60Hz. In the touch domain,
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however, variations at up to 1kHz are felt. Most haptic devices operate
at an update rate of 1kHz, which means the force calculation by the
system software needs to also occur at this rate. In addition, expensive
force calculation may use up most of the processing time on a computer,
since it is performed so frequently, leaving little computation time for
other tasks. Others have dealt with this problem by performing haptic
calculations on a separate dedicated computer. With newer faster sys-
tems (dual core 2.4GHz in our case) and by calculating the force maps
in advance, however, the haptic rendering can be performed on a single
machine.

Real-time considerations

The haptic force calculation needs to run at a constant update rate of
1000 times per second. If the calculation is interrupted or delayed at
any point, the haptic feedback can become unstable and lead to erratic
behavior. To ensure a constant update rate, the force calculation is
implemented in a separate thread in the program which is always running
regardless of what calculations are being performed by the rest of the
application. In addition, we have used a computer with dual processors
so that one processor will always be available for the haptic loop while
the other one is free for the remaining tasks. Experience has shown
that this works relatively well. However, problems can occur if extensive
calculations are done while the haptic loop is running, in particular if the
calculations involve heavy access to stored data (such as calculation of a
Euclidean distance map for a large volume ). This is probably because
of a bottleneck in the memory access preventing the haptic loop from
reading the force data in time. To avoid such problems we automatically
halt the haptic feedback for the duration of such calculations.

Each movement of the haptic device requires a redraw of the visual scene,
since the cursor in the scene and the slice and cut volume views have
changed. Because the haptic loop is much faster than the visual refresh
rate, we use a signal approach to request a redraw of the scene only after
each 10th iteration in the haptic loop. It often occurs that the visual
redraws occur at irregular intervals or are delayed by other tasks. In
addition, visual refresh rates are highly dependent on the speed of the
graphics card, the size of the dataset, and the speed of the computer.
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The signal from the haptic loop to redraw is a request. If the redraw
is not executed, this has no effect on the haptics, where delays are not
tolerable. Instead, the redraw request is simply executed by the program
as early as possible. In the case a redraw request is made and a previous
one has not been executed, the previous request is ignored, thus ensuring
robustness of the system against delays in the rendering.

Feedback stability

The spatial resolution of the Sensable device is relatively high at 450
dpi for the Omni device. The resolution for a typical dataset of about
256x256x256 voxels is much lower. Rounding the cursor position to the
nearest voxel value to retrieve the force at that position results in unsta-
ble force feedback. Due to the spatial quantization, the user will feel a
high frequency vibration, which might be accompanied by a scratching
noise and eventual overheating of the motors. It is therefore important
to use a trilinear interpolation between the voxels to get a smoother tran-
sition between the forces as the cursor is moved from one voxel location
to the next (see Appendix B).

Some datasets exhibit sudden jumps in values from one location to the
next. An example of such a situation is while performing gradient based
feedback on a dataset such as the colon. At the interface between the
organ wall and the air, a large change in gradient causes a leap in the
force rendered by the haptic device for very small movements of the
cursor. This can cause the haptic device to jump in the opposite direction
or exceed its maximum rendering force. Similar effects can occur for
other force maps, such as the distance from boundary map described in
Chap. 3.3.3 or the force map in Chap. 4.3.1. There are several ways to
avoid such effects, which can be used on their own or combined:

• Scaling of force. This is perhaps the most intuitive solution. How-
ever, it can lead to the haptic feedback being too small in other
places in the dataset since the extreme force might occur at only
very few places in the dataset. Other techniques are necessary.

• Capping of force. By specifying a maximum force which can be
rendered to the device and setting all forces above this to equal the
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maximum force, the user can be shielded to a certain extent from
excessive forces. In practice this technique does not work too well
to avoid sudden changes, but can be used to keep the device from
overheating or exceeding its maximum force.

• Spatial filter. At certain interfaces, no force is felt until the cursor is
one voxel away from the wall, and the force then increases within
one voxel to a large value. In order to produce more continous
changes, we can apply a Gaussian or band smoothing filter to the
force map (or the initial image). This is an effective method which
we have used in our system.

• Temporal filter. To avoid sudden jumps we can average the forces
from previous time steps together with the current force to get a
smoother transition. We have found this method to be of some
help, however only to a very limited range of about two or three
time steps such that

Ft = k1 ∗ Ft−1 + k1 ∗ Ft−2 + ... + kn ∗ Ft−n (5.1)

where the coefficients, kn can be chosen as a one-sided Gaussian
kernel (such as 1.00, .493, .059, .001).

Our experience shows that such a filter can reduce high-frequency
vibrations relatively well. However, if the time window becomes
too wide, low frequency oscillations are introduced and the haptic
feedback becomes unstable. Due to this it is generally more helpful
to use a spatial filter on the dataset instead.

• Virtual spring. Also called a proxy position [Ruspini et al. 1997,
Lundin et al. 2002], this is a popular approach often used when
rendering surface-based geometries where a cursor touches a dis-
crete surface and exerts a force, but cannot penetrate the surface.
The method has been extended to volume data by Lundin et al..
The main idea is to introduce a virtual cursor to the scene which
is connected to the actual haptic cursor by a spring. As the haptic
cursor touches a wall and penetrates it, the virtual cursor remains
on the surface and exerts a force on the actual cursor given by the
spring equation and the distance between the actual and the vir-
tual cursor (see Figure 5.10). Depending on the spring parameters,
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Figure 5.10: A virtual spring connects the true haptic location from a

virtual location on the surface, providing more stability.

the force can be made stiffer to a point where it is acceptable and
does not cause instabilities in the haptic rendering.

5.1.3 Audio feedback

In the system we have focused mainly on improving the interactive navi-
gation of the dataset by optimal use of the visual and haptic modalities.
However, the interaction between the computer and the user can be
viewed as an optimal and intuitive transfer of information about the
dataset to the user. In order to improve the transfer of information
further, we have looked at the use of the audio modality as additional
channel for information transfer from the dataset.

The audio channel has many parameters which might be used to convey
information. At the basic level are location, pitch (i.e. the frequency),
volume, and quality (i.e. timbre or harmonic content). Another option
is to play repeating tones at varying intervals.

The location of the sound can be varied by using a surround sound
system which is able to produce locational 3D sound. The ability of
humans to judge sound location is rather limited, however, so that it is
not suitable for exact localization in 3D datasets.

In our trials we have focused mainly on one parameter, the variance
of pitch. This variance of pitch was used as a redundant channel in
combination with the haptics in order to convey how centered the cursor
is in the small bowel dataset. To generate the audio signal, we simply
use the Euclidean distance map value at the current cursor location to
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Figure 5.11: The collocation setup showing the monitor and mirror,

the haptic device and the head-tracking. (Alexander Barlit)

modulate the pitch of a regularly repeating beep (period: 0.5 seconds)
where the pitch at a distance value of zero is relatively high and becomes
low at larger distances. The underlying idea is that a high pitch is
disturbing to the user and therefore represents a motivation to move
the cursor to a more centered location in the tube (where the pitch is
lower and more agreeable), analogous to the force exerted by the haptic
device. Organized trials of the effectiveness of this additional audio
modality have not been performed, however, users have reported that it
helps them to more effectively navigate in the dataset.

5.1.4 Collocation hardware setup

As mentioned, the quality of the visual and haptic interaction with the
dataset are important factors for the resulting speed and accuracy of
the segmentation. There are two problems with the interaction in a
standard setup. Firstly, the haptic device is placed to the side and in
front of the screen, either on the left side or the right side depending on
the preference of the user. This introduces a discrepancy between the
location of the dexterous interaction and the visual scene. Optimally, the
user would “reach into” the scene displayed in front of her and interact
with the dataset where the object is visually located. This is called
collocation. Secondly, the visualization in the standard setup is only 3D
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Figure 5.12: The collocation setup. (Alexander Barlit)

in a very limited sense. The dataset is rendered in 3D, but is finally
projected onto a 2D plane formed by the monitor. The depth cues
from this kind of visualization are monocular, i.e., the depth is conveyed
mainly by the linear perspective and by occlusion. Full 3D displays exist,
but are at the moment not practical. However, two elements from 3D,
motion parallax and stereopsis, can be implemented to improve depth
perception. We have combined our segmentation system in a setup which
provides collocation and the mentioned 3D enhancements.

Collocation

The collocation hardware setup is shown in Figures 5.11 and 5.12. The
setup generates a scene at the same place as the haptic interaction (i.e.,
the workspace). The collocation is achieved by placing a mirror or a
glass window at an angle above the workspace, and by placing a haptic
device so that the haptic workspace corresponds to the visual scene.
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The window or mirror reflects an image from a monitor so that the
final rendering will appear to the user at the appropriate point in the
workspace. A mirror is used for the reflection if the haptic device or
hand does not need to be visible to the user. Otherwise a glass allows
the user to see both the virtual object and his own hand.

Depth perception

Improved 3D perception of the medical dataset allows the radiologist
to better judge the structure of the data in 3D space, and therefore
presumably facilitates navigation and the drawing of a centerline. This
is true both in interaction with the haptic device, where the cursor can
be more easily guided along the center of the tube, and the pre-extracted
line navigation, where the correctness of a given segment or the choice
between two possible segments is facilitated by the additional depth
perception. We have found that subjects often have problems judging
the depth element of a line segment (path) in the dataset. The depth
information of the path can be seen in the sagittal and axial slice views,
but even experienced users have problems combining the information
from the slice views with the volume view to correctly judge the path.

The first method to improve the depth perception is the use of stereopsis.
Stereopsis occurs due to the offset position of our eyes which provides
two perspectives of a scene of increasing variance as a point in the scene
approaches the viewer. The two perspectives are integrated in the human
brain to yield a sense of depth of the scene. In order to recreate this
effect using a 2D monitor, two scenes are rendered to be viewed by each
eye. Various techniques exist for this, such as head mounted displays,
polarization or shuttering. In our case, we use the shuttering technique.
The user wears special shutter glasses that are synchronized with the
monitor, which alternately displays the scene for the left and right eye.
Each lens allows light to pass only at the same moment as the respective
scene is being rendered on the display, creating the illusion of stereopsis.

The second method we use for improving depth perception is motion
parallax. This is a dynamic monocular depth cue which occurs when
the head is moved from side to side or the object is rotated. The motion
relative to the scene causes points at different distance to move relative
to each other. The human brain is able to interpret this to judge the
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distance of various points in the scene. Motion parallax also occurs when
the object is rotated in the standard setup. However, constant rotation
of the object is time consuming and distracts the user from the main
task. Movement of the head, on the other hand, is constantly occurring
and is a very intuitive reaction of a user when trying to get a better
perception of depth. In our system the motion parallax is implemented
by a setup which tracks the position of the head with respect to the
virtual scene. The viewing transformation matrix for the scene is then
constantly updated so that it always corresponds to the position of the
eyes.

5.2 System Framework

Our segmentation system combines a large number of components which
work together to enable the segmentation. We have implemented a
highly modular software framework and GUI which facilitates insert-
ing and deleting of components and makes the communication between
them very transparent.

5.2.1 Modular software framework

Experimenting with a number of different methods requires a flexibility
of the framework to insert and remove various components without af-
fecting or requiring changes in the framework as a whole. This means,
for example, different methods of data visualization, various haptic de-
vices and other input techniques, algorithms, and GUI components to
adjust the various parameters. We have found that conventional frame-
works (even if implemented in an object oriented fashion) requires a lot
of modification each time a new component is introduced or removed.
For example, a new approach for volume visualisation cannot easily be
inserted and removed without performing large changes to the code.

In order to facilitate the testing and integration of components, we have
separated the software framework into components or modules. For this,
six module classes have been specified. Each component in the frame-
work is assigned to one such class and inherits a common interface which
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Figure 5.13: The inheritance tree of the modular framework. The

second row shows the six possible module classes (all derived from a

common class). Subsequently, specific modules (connected by dotted

lines) are defined inheriting a given module class.

allows it to be easily added the framework and which already implements
all necessary basic functionality. Apart from additional modules, the
framework remains constant as new functionality is added. The hierar-
chy of modules is shown in Figure 5.13. The six module classes are:

• Viewer: This module is for displaying data in the OpenGL scene,
such as a surface rendered object, a centerline or a volume render-
ing of 3D data. Mainly the draw function needs to be implemented
by each module in this class. This draw function is automatically
called by the framework to visualize the corresponding object.

• File IO: Modules in this class must implement the respective read
and save functions for a particular type of data and file format.
Addition of this kind of module automatically inserts an entry in
the file menu for the given data type and the module always has a
pointer to the current dataset it is handling so that it can be saved
at any time.

• User IO: This module is to handle the communication with various
IO devices such as haptic interfaces, sound output, or additional
pointer devices (mouse). Implementation of each module can be
flexible, but the module, like other classes, communicates with
other modules using only the signal mechanism.
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Figure 5.14: An example of module implementations and their signal

connections. Connections can be one or two-way.

• Toolbox: The toolboxes are there to enable the easy change of pa-
rameters for various algorithms, dataset display or IO processes,
as well as stop and start processes. All toolboxes are automat-
ically added to a toolbar and are required to meet certain size
requirements as well as implement the show/hide function. Values
changed in the toolbox are sent to other modules via signals.

• Worker: The worker is a generic container for all other kinds of
modules not fitting in any of the other classes. Generally this is for
algorithms or calculations on data which can be utilized by more
than one of the other units. Data are sent to the worker, processed
and returned to the same module or passed to another module. A
separate worker module is created only if the calculation is used
by more than one module. Otherwise the calculation is integrated
into the specific module.

• Data Container: The data container is a generic interface for a
class which contains data to be sent between various modules. By
packaging revelant data into a data container only one signal needs
to be sent between modules containing the pointer to the given data
container.
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Since the basic functionality of each module as well as its integration with
the framework and GUI as a whole is already implemented in the module
parent class, creation of a new component is limited to implementing
specific functionality.

All transfer of data between modules is implemented using the signal/slot
mechanism from the Qt toolkit (Trolltech Inc.) as shown in Figure 5.14.
In this manner one always has a quick overview of the data flow and
connections between modules can be quickly and easily modified.

The modular framework and connection mechanism allow us to initialize
all components as modules in a single file and connect them using the
signal/slot mechanism. The programmer has an immediate overview of
the initialized modules and how they are linked together.

5.2.2 GUI for radiologists

In prototype systems, the GUI is often neglected since it takes a lot of
work to develop and is not regarded as a technical contribution. Since
our system is being used by radiologists in trials, the GUI needs to be
intuitive and easy to use. If the user has trouble determining how to use
the different functions of the program, the system would become unus-
able as a whole, regardless of the quality of the line extraction functions.

In order to facilitate the changing of the GUI along with the adding
and removing of various functions of the system, the GUI was, like the
rest of the software structure, implemented in a modular fashion. For
each function in the program (such as spline drawing, haptics, bubble
removal) there is a corresponding toolbox. As features are added and
removed from the program the toolboxes are added and removed, with-
out affecting the rest of the GUI. In addition, they can be easily hidden
at runtime so that the user is only confronted with GUI functions that
he really needs, making the program easier to use.

5.3 Data preprocessing

Our system was and is being used unsupervised in the hospital radiology
department to examine datasets and evaluate the usability of the system.
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In many cases, the algorithms presented in research systems work with
manually pre-processed datasets. For example, the data is converted to
an appropriate file format, cropped, scaled, thresholded and sometimes
partially pre-segmented, often using 3rd party image processing tools. In
early versions of our system pre-processing (especially the removal of air
pockets) could take up to two hours. In a system meant to be used reg-
ularly by radiologists, such intensive preprocessing is not possible. Here
we will shortly describe the pre-processing of the raw data as obtained
from the scanner to a state where it can be used for line extraction and
virtual endoscopy. The pre-processing is automatic with exception of
the air-pocket removal, which requires about one or two minutes of user
interaction.

5.3.1 Data loading

Medical image data are generally stored in a standardized format called
DICOM (Digital Imaging and Communications in Medicine). The data
format holds the 2D or 3D pixel/voxel data as well as various patient in-
formation. Also stored are the position and orientation of the patient, as
well as the various scanning parameters such as slice thickness and spac-
ing, slice resolution, and intensity range (in HU). Ideally we would like
to have an array of image data which is uniform in terms of intensities,
patient position and orientation, and with equally spaced voxels. This
requires some pre-processing of the original dataset. Particularly the
following procedures are performed on the data based on the additional
information contained in the DICOM file:

• Re-slicing: In the CT scan, slices are not necessarily equally spaced
throughout the dataset. Certain areas are scanned at a higher
resolution (i.e. more closely-spaced slices). We would like equally-
spaced slices to simplify subsequent processing and display. We
therefore interpolate the intensities along the slice direction to form
a regular spacing corresponding to the average interval.

• Intensity Mapping: The occurring intensities from a given scan (i.e.
the range between the smallest and largest occurring intensity in
the image) are spread to fit the entire range of the corresponding
integer in the DICOM file. Upon reading the file, we scale the
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intensities to a range between 0 and 255 for pre-defined HU from
the original data. Intensities below and above a given range are
discarded, since they are not of immediate interest for us. Ideally,
the whole range of intensities would be retained and the intensity
resolution would be higher. However, both the on-board graphics
memory ( 128 Mb ) and the main computer memory ( 1 GB )
are rather limited, and we are forced to make a trade-off between
spatial and intensity resolution. 256 greyscale levels seems to be
sufficient to achieve acceptable results in this regard.

• Rotation: Scans are not always performed with the same position
of the patient. At times the patient might enter the scanner head
first, at times feet first. Supine and prone scans are possible. From
the patient position recored in the DICOM file we apply the ap-
propriate rotation to the data to achieve a uniform position among
datasets.

• Spatial Resampling : The data from modern scanners is constantly
increasing in resolution. This can be beneficial to visualize smaller
structures at higher detail. Unfortunately it puts ever increasing
demands on the computing hardware. Currently CT scans ob-
tain a resolution of 0.5mm/0.5mm/1mm giving a dataset size of
512/512/668. The greyscale value space is 0 to 65,535 (16-bit inte-
ger). This corresponds to roughly 335 MB of raw data. It should
be noted that processing time increases dramatically with increas-
ing data size. Alone the reading of such a dataset requires around
half a minute on a high-performace computer. Further processing,
such as the calculation of the Euclidean distance map require large
amounts of time and memory. Additionally, transfer of the entire
dataset to graphics memory (required for real-time volume render-
ing) becomes impossible. From literature, it seems to be accepted
to use datasets of maximum size 256x256x512 voxels. We therefore
subsample our dataset to this resolution at the initial reading.

5.3.2 Air-pocket removal

The segmentation system assumes certain characterstics of the dataset
for the visualization, haptic feedback and line extraction algorithms. In
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(a) (b)

Figure 5.15: A typical scan of the small bowel. Here the air pockets

can be clearly seen as dark spots towards the front of the patient in the

intestine lumen. Air accumulates at the front due to the supine patient

position.

particular the small bowel in the dataset is assumed to exhibit a high
intensity compared to surrounding tissue, so that the dataset can be
easily classified into parts belonging or not belonging to the intestine.
This is important for the calculation of the Euclidean distance map. It
is also important for the visualization, because in the volume rendering
voxels with high intensity are rendered as opaque, whereas the remaining
voxels are transparent (or vice-versa, for the endoscopic view).

Before the CT scan of the patient, contrast agent is introduced to the
small bowel using nasojejunal intubation using fluoroscopic guidance. In
some patients, air accumulates in various parts of the intestine. Air is
recorded at a low intensity by the CT scanner, and therefore appears as
dark spots in the image at around 0 HU. The contrast agent has a high
intensity and the surrounding tissue has a contrast in-between the two.
Left unchanged, these air accumulations are classified as surrounding
tissue by our algorithms (distance map, line extraction) and appear as
gaps in the volume visualization.

We have integrated a procedure into the segmentation system in order
to quickly eliminate these air bubbles by converting them to contrast
intensity. The radiologist uses the mouse or 3D haptic device to click
inside areas of accumulated air. A fast region grow algorithm then fills
these areas with contrast intensity voxels. With an average of about 5
to 10 air accumulations the process takes about a minute to perform.
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(a) (b) (c)

Figure 5.16: (a) shows a large air pocket at the cursor position towards

the front and top of the intestine lumen. (b) and (c) show coronal and

sagittal views after the pocket has been filled.

It is important that the region growing algorithm does not grow out-
side the area of accumulated air into the adjoining tissue. The grow-
ing threshold should therefore be chosen sufficiently low to prevent this.
However, the resulting region should not have a border between the filled
area and the adjoining contrast agent, so that the threshold should be
sufficiently high. Nevertheless, we have found that it can be easily de-
termined empirically. The finally intensity of the grown region is set to a
value which is roughly equal to the intensity of the contrast. The region
growing is modified to create an additional one-voxel border around the
grown region.. This is desirable because the partial volume effect from
the CT scan often causes a thin border of intermediate intensity at the
interface between the air and the contrast. The intensity at the border is
an average between the intensity of the air and the contrast, i.e. roughly
equal to the surrounding tissue. It therefore cannot be accounted for by
raising the threshold, as this will cause the region growing to continue
into the adjoining tissue. The one voxel additional layer can help to
eliminate this effect.

5.3.3 Adaptation of threshold

The threshold is a fundamental part of the system because the distance
map algorithm is based on it, and the line extraction and haptic feedback
are in turn based on the resulting distance map. The threshold classifies
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(a) (b) (c)

Figure 5.17: The threshold for the voxel data can be chosen so that

all background voxels are removed but all of the intestine voxels remain.

The threshold can be chosen visually. (a) shows the threshold too low,

(b) a too high threshold and (c) the optimal threshold.

the volume data into voxels belonging to the object, or not. Theoret-
ically the threshold should be constant for all different datasets, since
the Hounsfield values of contrast should remain the same on all images.
In order to rule out problems with variations, the system allows the ad-
justment of the threshold. The threshold can be determined by the user
by setting the Hounsfield window width to zero and moving the window
center to a value such that a maximum amount of intestine voxels and
none of the surrounding tissue is visible (with the exception of bone).
Different levels of the Hounsfield window are shown in Figure 5.17.

If the threshold is set too low, the walls of the tube will be classified
as belonging to the intestine. This will make them “invisible” to the
algorithms, so that they will become ineffective. If the threshold is set
too high, parts of the intestine will be classified as not belonging to the
intestine and will appear as gaps in the distance map.

5.4 Discussion

The study of optimal guidance techniques through the small bowel re-
quires a number of different components, which need to be seamlessly
integrated into a single system to allow optimal user interaction with
the dataset. Particularly the haptic feedback puts high real-time re-
quirements on the computing hardware. Additionally, the workflow
from raw dataset to user interaction needs to be fast and intuitive to
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enable unsupervised use of the system in a medical environment. The
presented system achieves this integration, and uses a flexible modu-
lar software framework to accommodate experimentation with various
algorithms and input/output methods.



6
Validation of method

We have performed three sets of trials in order to test the suitability
of our workstation (see Chap. 5) and the line extraction approaches. A
first set of trials was done at the radiological department of the Univer-
sity Hospital in Zurich, using our workstation to perform multidetector
CT enteroclysis (MDCTE) of the small bowel to locate polyps. This
approach was compared to the currently used method of using a general
purpose radiology workstation from Siemens to inspect the CT image of
the small bowel. In this conventional approach the dataset is inspected
on a slice-by-slice basis.

Subsequently, two sets of trials were performed to test the suitability
of our two line-extraction methods; haptically assisted navigation and
navigation by candidate selection. In the case of haptically assisted nav-
igation we have looked at the effects of using different kinds of haptic
guidance. These are the DFB-based guidance, our improved guidance
using pre-extracted segments (PES), and as a reference, perfect guidance
using a pre-drawn centerline as well as navigation without haptics. Cri-
teria are the segmentation times, frequency of mistakes, as well as user
feedback. The tests with the candidate selction approach were done with
the same datasets and users, allowing us to consider the advantages and
disadvantages of both methods for line extraction in the small bowel.

6.1 Dataset acquisition

Dataset acquisition was performed on 11 consecutive patients who were
suspected of having small bowel disease. The patient population con-
sisted of 7 males and 4 females aged 22-58 years (average 40 years).
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For the patients the following were suspected or known: Crohn’s dis-
ease (3 cases), small bowel obstruction (4 cases), intraabdominal ab-
scesses/fistula (2 cases), indeterminate chronic diarrhea (1 case), and
Peutz-Jegher’s syndrome (1 case).

No guidelines have so far been established for the scanning parameters
for MDCTE. Therefore a custom protocol was used. The scan was per-
formed with a 16 row CT unit (Sensation 16; Siemens). Scanning param-
eters were: collimation of 16x0.75mm, pitch of 1, and 120kVp. Prior to
the CT scan a nasojejunal tube was placed using fluoroscopic guidance.
On the CT gantry table 21 methyl cellulose - Grastrographin composite
(30ml Gastrographin per 11 methyl cellulose) was administered through
the nasojejunal tube at a rate of 200ml per minute. Before image acqui-
sition the patient received 20mg of an antispasmodic drug intravenously
(Buscopan) to reduce bowel peristalsis and improve small bowel dis-
tension. A lowdose CT scan was performed to assure sufficient small
bowel distension. After reaching sufficient distension, image acquisition
in portovenous phase (150ml Omnipaque injected intravenously at a rate
of 3ml/sec, scanning delay of 85sec) followed. Images were obtained from
the right diaphragmatic dome to the lesser trochanters.

Image reconstruction was done with a B30 soft-tissue algorithm, a matrix
size of 512x512, an image width of 1mm and a slice increment of 0.6mm.
Prior to image analysis, three simulated small bowel polyps with soft
tissue density and 15mm in diameter were inserted at random positions
in the small bowel image of each patient.

6.2 Comparison of system with a conven-

tional workstation

In an initial set of trials the suitability of our workstation was measured
in finding polyps and specifying their location in the small bowel. Our
workstation was compared to a conventional workstation currently in
use for CT enteroclysis, the Syngo workstation from Siemens. Analysis
of the data was performed by three experienced readers, where readers
1 and 2 used the Syngo workstation and reader 3 used our workstation.
Small-bowel navigation on our workstation was done using exclusively
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haptic navigation with DFB-based force feedback. The haptic device
used was the PHANTOM Desktop 1.5 from Sensable. Readers 1 and 2
each had more than 10 years experience in abdominal imaging. Reader
3 had 2 years experience in abdominal imaging. All reviewers had no
prior knowledge of other investigations and results.

Trials were performed on the 11 datasets acquired as described. In addi-
tion, a phantom dataset was used to verify the distance measurements.
This dataset was obtained from a CT scan using a polyethylene tube
with a length of 150cm. Four wooden spheres were placed at defined
intervals along the tube. Prior to CT scan the tube was filled with
Gastrographin and tightly packed into a water-filled bucket.

Reviewers 1 and 2 were asked to find and define the positions of three
simulated small bowel polyps in each patient dataset. Positions were
marked relative to the total length of the small bowel, starting from the
pylorus, in 10 percent increments. To clearly identify each simulated
polyp, the reviewers marked each lesion in an axial, coronal as well as
sagittal view.

Reviewer 3 was asked to accurately measure the position of each simu-
lated polyp as well as the entire length of each bowel, using our worksta-
tion and a centerline drawn using DFB-based haptic guidance. The
workstation calculates and displays the distance along the centerline
from the beginning of the line to the cursor. The exact positions of
the spheres in the phantom dataset were also measured using the same
approach. These were compared to the physically measured positions.

During the analysis, each reviewer was asked to additionally note the
following pathological signs: bowel wall thickening, pathologic bowel wall
enhancement, mesenteric stranding, bowel stenosis, intra-/extraluminal
masses, mesenteric lymphadenopathy, intraabdominal abscesses, fistula
and intraperitoneal fluid.

6.2.1 Comparison results

The measurements of the wood spheres in the phantom dataset, using
our system, were precise. The average variance was 0.78cm from the
physically measured positions, or 0.5% of the total length (1.50m ).
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Location as percentage of tube length (%)

Polyp 1 Polyp 2 Polyp 3

Reader/ 1 2 3 1 2 3 1 2 3

Patient

1 27 15 42 48 30 49 78 80 85

2 40 35 46 60 40 62 57 70 78

3 40 25 58 58 50 67 80 70 70

4 45 50 16 30 10 27 75 80 75

5 75 70 25 68 80 30 50 40 56

6 60 50 80 70 85 90

7 30 40 38 50 70 57 85 90 81

8 80 30 54 75 65 70 60 75 77

9 40 30 32 70 55 61 50 45 76

10 47 40 47 82 65 61 68 55 67

11 25 20 26 55 45 52 80 85 66

Table 6.1: The polyp location given by the readers as a percentage of

distance along the small bowel. Readers 1 and 2 estimated the location.

Reader 3 measured it using our workstation.

Complete centerline path extraction was possible in 10 out of 11 patients.
One patient had multiple focal lumen collapses and as a result parts
of the lumen were not visible on the CT scan. In all other cases the
path could be extracted efficiently and simulated polyps could be easily
detected. The review time using our system ranged from 4-10 minutes
with an average of 6 minutes. The review time using the conventional
system ranged from 3-19 minutes with an average of 8 minutes. At the
time of the trials, the air-removal and pre-processing was not integrated
in our system. As a result, 1-2 hours of pre-processing were required for
each dataset. In the current version of the system this can be performed
in under 2 minutes.

The results of the polyp localization for each reader and dataset are
shown in Table 6.1. All polyps in the dataset were correctly detected
by the readers. We have seen from the test with the phantom dataset,
that the polyp localization using our workstation is quite precise. It can
be assumed that the measured polyp locations in the patient datasets
using our workstation are equally good. Based on this assumption, the
estimated polyp locations using the conventional workstation (readers
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Level Manual DFB Extracted
Line Feedback Feedback

Reader 1 expert 1:47 1:43 1:50
Reader 2 medium 4:19 9:02 4:51
Reader 3 novice 1:53 5:14 6:11
Reader 4 novice 1:45 8:02 7:37
Average 2:26 6:00 5:07

Table 6.2: Extraction times for four readers using different types of

haptic guidance.

1 and 2) are at times rather inaccurate. The average deviance in the
location estimated by reader 1 or 2 to those measured by reader 3 was
13%. In 2 cases the difference was 50% or more and in 20% of the cases
the difference was more than 25%.

6.3 Small-bowel following using haptic guid-

ance

In this trial, we have looked specifically at the task of extracting a cen-
terline through the small bowel using haptic guidance. In particular, we
have looked at the differences between using DFB-based haptic feedback
and the PES-based haptic feedback as described in Chap. 4.3.1. Tests
are performed with seven datasets as well as four different users. As a
basis for comparison we also consider “perfect” haptic guidance in the
form a of manually pre-drawn centerline (see Chap. 4.3.1). Criteria are
the extraction time as well as user feedback.

As mentioned in Sect. 6.1, 11 patient datasets were acquired. We chose
to eliminate the 4 most difficult datasets for the line extraction tests.
These datasets are of poor quality such that an entirely correct segmen-
tation could not be guaranteed for users without experience in abdom-
inal imaging. This would complicate a comparison between methods.
As already mentioned, one patient had multiple focal lumen collapses.
Additionally, two of the datasets are very long and the lumen becomes
unusually narrow and tightly packed in some places. The fourth dataset
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was missing contrast along more than half of the lumen, making visual-
ization very difficult. With the exception of the first case, these datasets
could be completely segmented by a radiologist.

In the first trial, one dataset was chosen to be segmented by four different
readers of various levels of experience. Reader 1 has significant practice
using the haptic device to navigate the dataset. Reader 2 is a radiolo-
gist with two years experience in abdominal imaging and has used the
system for several hours, particularly to perform the trials in Sect. 6.2.
The remaining two readers (reader 3, reader 4) are novices with the sys-
tem, and have no experience in abdominal imaging. However, they have
extensive experience using haptic devices.

In order to keep trial times at a reasonable level, one dataset of good
quality (dataset 3) was chosen to be segmented by all readers. Read-
ers were given the chance to practice until they felt comfortable with
the setup. They were then asked to draw a line through the bowel
from beginning to end using three kinds of haptic guidance. The initial
run was with perfect haptic guidance using the technique described in
Chap. 4.3.1. The pre-drawn line was not visible to the readers. The
readers additionally performed two runs using the DFB-based guidance
and PES-based haptic feedback. Readers were not told anything about
the guidance they were using and the type of guidance was presented in
random order.

The readers were timed and asked to comment on the difference between
the last two kinds of haptic guidance (DFB and PES-based haptic feed-
back). The times required for line extraction are shown in Table 6.2.
In order to ensure consistent and comparable results, readers were in-
formed about any mistakes in the path immediately after such a mistake
was committed and after it had become apparent that the reader did
not realize the mistake. Reader 2 required significantly more time in the
DFB-based following than Reader 3 and 4, however, he did not make
any mistakes. Readers 3 and 4, made several mistakes during the course
of the line extraction. Reader 3 made 1 mistake during the DFB-based
guidance and 1 mistake during the PES-based feedback run. Reader 4
made 2 mistakes during the DFB-based line extraction and 2 mistakes
while using the PES-based haptic feedback. Reader 1 has extensive ex-
perience with the workstation and was able to navigate the dataset both
without errors and at a quick rate. Our observations of the readers
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Tube Quality Bowel Length Extraction Time
(cm) (minutes)

Dataset 1 good 442 7:33
Dataset 2 very good 420 3:26
Dataset 3 good 338 2:12
Dataset 4 good 319 4:06
Dataset 5 bad 445 7:27
Dataset 6 good 399 4:27
Dataset 7 medium 214 2:29
Average 368 4:31

Table 6.3: Extraction times using haptic guidance for various datasets.

Shown also are the lengths for each small bowel from the pylorus to the

ileocoecal junction

during line extraction seem to indicate that times can vary significantly
depending on the concentration of the reader and the level of concern
for accuracy.

In a second trial, we have looked at the segmentation times for all the
datasets, with the extraction performed by one person (reader 1). The
results are shown in Table 6.3. Segmentation times range between 2
and 8 minutes with an average segmentation time of 4:30 minutes. The
two extremes in segmentation time are due mainly to the length of the
bowel in the respective datasets. The bowel in dataset 7 was very short,
whereas the bowels in dataset 1 and 5 where unusually long and narrow.
Additionally, the quality of dataset 5 was suboptimal, with very thin
walls, making it difficult to follow the course of the tube.

From the times in trial 1 no significant difference is visible between the
DFB-based and the PES-based haptic feedback. Reader 1 even required
the same time regardless of the haptic guidance used, including perfect
haptic guidance. All users commented that the guidance from PES-based
haptic feedback was more explicit and less “bumpy” than the DFB-based
feedback. However, readers 3 and 4 preferred the DFB-based feedback
because it allowed them more freedom to move between different sections
of the tube. Reader 1 and 2, however, found the PES-based feedback
easier and more comfortable to follow. Reader 2 commented that it was
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easier to avoid crossing walls because the feedback was smoother while
following along the tube center.

To further examine the role of haptics, we have performed an additional
test. Reader 1 was asked to follow the small bowel with the haptic feed-
back turned off (but using the same interaction device). Surprisingly,
the segmentation time was only slightly higher than with haptic guid-
ance. For example, the line extraction in dataset 2 took 5:01 minutes.
The resulting centerline, however, appears less accurate, although this
is difficult to quantify. The points set along the bowel using no hap-
tic feedback are not as well centered as when the reader uses haptic
feedback. This test, however, seems to indicate that haptic guidance im-
proves mainly the accuracy of the segmentation, and that the ease and
speed of the extraction is mostly due to the 3D navigation and visual
interaction capability made possible by the device. It should be noted
that this test was only performed with one reader and that further trials
are needed to quantify this effect.

6.3.1 Segment pre-extraction

The quality of the PES-based haptic guidance depends of the quality
of the pre-extracted segments. The percentage of extracted segments
along the small bowel as a percentage of the entire centerline has been
measured to be approximately 79% in dataset 3. Only segments which
follow closely along the center of the lumen are counted. Additionally,
2 segments cross a wall into an adjacent lumen, and 3 segments cut a
corner in a turn of the tube.

The percentage of correct vs. wrong segments depends mainly on the
value of the threshold which is used to eliminate wrong segments. As
discussed in Chap. 4, the threshold represents the smallest voxel distance
to the tube boundary along a segment. The threshold was set empirically
at a value of 3.5 voxels.
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Segmentation Time Correctly Predicted
(minutes) Segments

Dataset 1 14:01 88.35%
Dataset 2 3:45 93.81%
Dataset 3 4:15 86.59%
Dataset 4 11:01 76.67%
Dataset 5 18:14 78.82%
Dataset 6 11:24 83.12%
Dataset 7 3:35 84.42%
Average 9:27 84.54%

Table 6.4: Extraction times by reader 1 for different datasets. Shown

are also the percentage of segments which are correctly extracted by the

computer.

6.4 Small-bowel following using candidate

selection

The same trials as for the haptic guidance were performed for the line
extraction using candidate selection (see Chap. 4.3.2). Again, two sets
of trials were performed, one to compare the line extraction for various
datasets, and one to compare the performance of different users. The
datasets and users are the same as in the previous trial.

In the first trial each dataset was segmented using the candidate selec-
tion approach. The results are shown in Table 6.4. As in the extraction
using haptics, there is a large variance in segmentation times between
the various datasets. This partially due to the varying length of the
small bowel in each dataset. The quality of the dataset also plays an
important role, since insufficient quality results in fewer correctly pre-
dicted path segments and increased difficulty for the reader to recognise
the correct path. Suboptimal dataset quality can ususally be attributed
to insufficient bowel distension. The contrast agent does not sufficiently
fill the bowel, and as a result sections of the tube are not clearly visible.
An example of this is shown in Figure 6.1(a). A secondary problem is
that some patients have very thin bowel walls, which are almost invisible
on the dataset (Figure 6.1(b)).
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(a) (b)

Figure 6.1: Image problems which make navigation more challenging.

(a) Missing contrast agent cause the tube to be hardly visible in the

image, and (b) missing wall segments (especially where indicated by the

arrow), often due to the air-pocket removal, make it difficult to see where

the tube goes.

(a) (b)

Figure 6.2: The two most common situtations where the line prediction

fails. In (a) is shown a tight turn with a fold being crossed by the

segment. Secondary maxima (b) can lead the path into a dead-end; the

second-most common problem.
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Figure 6.3: The choice distribution for all datasets. Choice 0 is the

initial recommendation by the computer, i.e. the highest rated segment,

and the subsequent choices are the successively rated segments.

Experience Level Segmentation Time (minutes)
Reader 1 expert 4:15
Reader 2 medium 10:09
Reader 3 novice 11:07
Reader 4 novice 16:27
Average 10:45

Table 6.5: Extraction times for dataset 3 by four readers. One of the

readers is an expert for using the system, one has intermediate experience

and two are novices with the system and radiology.

The third column in Table 6.4 shows the percentage of segments from the
entire path which are predicted correctly, and do not require any input
from the user. For segments which need to be changed, the correct
choice is usually among the first three or four choices. On average, in all
the datasets, the correct choice is among the first three candidates 57%
of the time and among the first four candidates 64% of the time. The
candidate distribution across all datasets is shown in Figure 6.3.

When the correct segment is not presented as the first choice to the user,
we consider this a failure. The causes for failure can be assigned to a
few specific problem scenarios. In a typical dataset such as dataset 3,
we have 21 wrong predictions (13.41% of all segments). From these, 7
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(33%) are due to tight turns in combination with a fold (see Figure 6.2(a)
for an example). This situation results in the most optimal candidate
cutting a corner and crossing the fold (i.e., wall), since the active contour
cannot sufficiently adapt to the turn. As a result of the wall crossing, the
segment is rated worse than wrong segments which cross into neighboring
tubes. A further 3 failures (14%) are due to secondary maxima which
lead away from the main centerline (Figure 6.2(b)). This problem occurs
because of pockets in the tube which are locally larger than the parts of
the tube leading in the correct direction.

In many cases subsequent segments are also wrong, since returning to the
main path requires partially following back along the already taken path.
Most of the remaining mistakes, 8 (38%), can be directly attributed to
insufficient quality of the CT scan, such as missing contrast (7 segments)
or missing walls (1 segment). The extent of this problem can vary greatly
between datasets due to the physiological characteristics of the patient
and the care taken while performing the scan.

We have performed a second set of trials to determine the feasibility of
the candidate selection approach with various readers. With the excep-
tion of reader 1 all readers have not used this approach before. Reader 2,
as already mentioned, has experience using our workstation in combina-
tion with the haptic guidance to extract centerlines in the small bowel.
Readers were instructed on the required keyboard inputs for naviga-
tion, and allowed to perform trial runs with a colon dataset as well as a
small bowel dataset. They were then asked to navigate the test dataset
(dataset 3) from beginning to end. The extraction times are shown in
Table 6.5.

Readers (with the exception of reader 1) had difficulty finding the right
path in two locations in the dataset. This accounted for a large chunk
of the segmentation time and seemed to generate some frustration. User
feedback, however, was mostly positive for this method. Especially the
visualization of the sliced views oriented parallel to the segments (see
Chap. 5.1.1) seems to be helpful for navigation. On average, users were
able to navigate the dataset in around 10 minutes.
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6.5 Comparison of candidate following and

haptically guided approach

For comparison purposes, we have performed the same trials using the
candidate selection and the haptically guided approach. From Tables 6.3
and 6.4, it can be seen that the haptically-guided approach results in
faster line-extraction times (roughly half) than the candidate selection
approach. The reader who performed the extractions is equally familiar
with both approaches. The faster extraction times also hold for a broader
spectrum of readers, as shown in Tables 6.2 and 6.5, although in this case,
reader 2 was more familiar with the haptic approach. During the trials,
the two guidance approaches where used in random order for different
users and datasets, so as to eliminate skewing by means of a learning
effect.

From the observation of user interaction, it seems that the haptic inter-
action has two main advantages. Firstly, due to the fast movement of
the cursor in 3D, and consequently the clip-plane and slice views, the
user is able to more quickly obtain an idea for the course of the tube.
Secondly, parts of the tube which are improperly distented can be more
easily navigated with the haptic-interaction approach than with the can-
didate selection. In such situations the haptic guidance is degraded, but
can be accommodated by the user. In the candidate selection approach,
a lot of time is spent to find a segment crossing such a difficult part of
the bowel. This might be ameliorated by allowing the reader to interact
by using a mouse to generate an appropriate segment.

Nonetheless, the non-haptic approach also has several advantages. Firstly,
the extraction using this approach is more fine-grained. The centerline
is less smooth and follows the center of the tube more closely, since
the individual segments all follow the center. In contrast, the centerline
drawn by the user in the haptic approach is subject to the his/her per-
ception (visual and haptic) and where the points are drawn. During the
trials, users were prone to skip corners when using the haptic approach,
whereas such problems rarely occurred when using the candidate selec-
tion approach. Secondly, the slower movement along the organ during
the candidate selection approach allows a more careful analysis of the
lumen, which can result in better diagnosis. Lastly, feedback from ra-
diologists indicates that a non-haptic method is preferable, both due to
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the limited availability of haptic devices and the increased ease of being
able to stick to a familiar interaction method (keyboard and mouse).

6.6 Conclusion

We have performed three sets of trials. The first demonstrates the suit-
ability of using our workstation instead of a conventional workstation for
detecting and locating polyps in the small bowel. The results show that
a centerline can be successfully extracted by radiologists and can be used
to more accurately locate polyps in the small bowel than using the con-
ventional approach. The second and third set of trials have demonstrated
the feasibility of using haptically-assisted line extraction and our novel
line-extraction approach using candidate selection. Both methods have
their advantages and disadvantages, mainly faster extraction times using
the haptics and more accurate extraction using the candidate selection.
However, both the haptic method and the candidate selection method
can be used to obtain an accurate centerline in a relatively short time.
Average processing time is around 5 minutes for the haptically assisted
method, and around 10 minutes for the candidate selection method. The
choice of which of these two methods to use lastly depends on the prefer-
ences of the user and the availability of a haptic device. With regard to
the haptic guidance, users generally find that the PES-based haptic feed-
back provides better guidance than the DFB-based method, especially
those who have used the system for a while.

It should be noted that the number of datasets and users in all trials
were relatively small. The comparison of our workstation with the con-
ventional screening method was performed by radiologists in a clinical
setting. However, the usability trials for the two path extraction meth-
ods were not. Ideally, trials in a clinical setting with more users and
datasets should be performed to accurately quantify the user perfor-
mance for either method.
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Conclusion and outlook

7.1 Summary and discussion

Virtual endoscopy (VE) has become an accepted procedure in the past
years. This is due to the ever increasing quality and resolution of the
CT and MR data, and significant recent advances in computer rendering
techniques. VE has, however, been mainly limited to the colon and to a
lesser extent blood vessels and the bronchi. For organs such as the small
bowel, VE has not found acceptance as a regular clinical procedure. This
is mainly due to the suboptimal quality of the scan data of the small
bowel, and the difficulties for navigating through the organ.

In this work we have presented two methods to facilitate navigation
through the small bowel; using path selection from automatically pro-
posed segments, and navigation using enhanced haptic guidance. Due
to improvements made by our partners from the University Hospital of
Zurich in scanning the small bowel, most datasets can now be sufficiently
analyzed using VE. We have developed a workstation to perform VE on
these high quality datasets using our improved navigation approaches,
and have performed trials on actual patient data to assess the validity of
VE of the small bowel as a diagnostic tool. The trials compare our work-
station to a conventional slice-based approach in CT enteroclysis. They
have shown that our improved navigation results in faster examination
times and allows a better localization of polyps. Tests with the new
navigation methods show that they allow the examination of the dataset
on average in under 10 minutes. To our knowledge only two studies have
been done to examine the feasibility of VE of the small bowel [Rogalla
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et al. 1998, Schreyer et al. 2002]. Both reported significant problems
with the low quality of some datasets as well as navigation.

An improved approach for small bowel investigation was first proposed
by [Harders 2003]. This approach significantly facilitated navigation.
However, the learning curve for using a haptic device and interpreting
the haptic feedback as used in the approach was steep. This presented
a barrier to regular use in a clinical setting. In our work, we initially set
out to improve the haptic feedback introduced by Harders et al., so that
it would be easier to use by novices and would provide guidance easier
to interpret and follow. We have concluded that in order to achieve
this, a pre-extraction of the centerline is necessary. This has lead us to
an approach for the segment-wise extraction and rating of a centerline
using distance from boundary (DFB) maxima and active contour models.
Using this segment-wise approach we have developed three scenarios for
complete centerline extraction:

• A high fidelity and easy to interpret haptic feedback leading the
user along the organ. The feedback is generated by combining a the
attracting force from pre-extracted segments with the DFB-based
force as used by Harders et al.

• A scenario which allows the user to choose between proposed path
segments which lead along the center of the organ tube.

• A graph-based search approach which allows a completely auto-
matic centerline extraction in simpler organs such as the colon.

Usability tests with experienced and novice users have shown that the
approach using haptic feedback is the fastest method for extracting a
path through the small bowel. One of the main advantages when using
the haptic interface lies in the quick 3D navigation, which allows the user
to rapidly explore the scene from different viewpoints. In fact, the hap-
tic feedback seems to influence mainly the quality of the centerline (in
terms of centeredness), and tests have shown that using the haptic inter-
face for navigation without force feedback results in only slightly longer
navigation times. When comparing the haptic feedback generated from
pre-extracted segments with that using only DFB map, users have gener-
ally found the first to be much more explicit and smooth when following
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the tube. While some users found this more explicit guidance helpful,
others felt that it impaired their freedom to move around the dataset,
and preferred the feedback based only on the DFB map. This seems
to indicate that further improvements to the haptic guidance might not
result in any additional benefit, and that the characteristics of optimal
haptic guidance are largely dependent on user preferences.

Our second approach using candidate selection presents a promising al-
ternative to the haptically-guided centerline extraction. The benefit of
this method should not be underestimated, mainly because it eliminates
the need for a haptic device. This is of advantage because haptic devices
are not always available in a clinical setting and because users are not
forced to learn how to use a new interaction device. Both of these present
a real barrier to the clinical use of the path extraction. The extraction
time for this method is slightly longer than using haptic feedback, but on
the average under still 10 minutes. Regardless of the longer extraction
time, most users found this method preferable to the haptic extraction.

As is often the case when attempting to solve a problem which is more
difficult than what has been attempted before, a better solution is also
found for less difficult cases. We have shown how our path extraction
can be applied to finding a centerline for the colon. The fully auto-
matic approach which combines our basic path segment extraction with
a graph-search, yields a complete centerline for the colon in under 3 sec-
onds of calculation time. In addition, the approach is robust to gaps in
the colon scan. Most recent approaches for centerline extraction in the
colon still require more than a minute of calculation and are often not
very robust.

7.2 Future work

We think the line extraction using the candidate selection has the great-
est potential to be used in a clinical setting. At the moment the path
segment which is proposed to the user is correct in about 85% of the
cases, depending on the dataset. A large percentage of wrong segments
(38% in one dataset) are due to missing or unclear tube structures, due to
inferior scan quality such as missing contrast agent. Since these problems
will most likely not be completely solved by improved scan techniques,
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they should be accomodated by the line extraction. The frequency of
the resulting errors might be reduced by introducing some additional
criteria in the segment search, such as detecting incontinuities in the
tube, or preventing segments from going where a centerline has already
been extracted. However, a more practical and effective method might
be to simply enable the user to manually define a segment in an intuitive
manner whenever such a difficult situation arises. Additional potential
lies in reducing the errors in segment extraction which are not caused
by bad scan quality, but by difficult situations in the dataset. These
are mainly tight turns, or tube pockets which lead to a dead-end sit-
uation (secondary maxima). The first might be avoided by improving
the active contour refinement. This could be achieved by, for example,
introducing an adaptive stretching parameter which enables the active
contour to follow the tube around the turn more closely. Alternately,
the active contour might be split into smaller sections which can better
extract the more complex section of the tube. Dead-end situations, on
the other hand, might be avoided by looking ahead an additional step
to determine whether the path can be extended further in the proposed
direction.

We think elimination of wrong segments which are simply due to the
difficult structure of the tube should be possible using the proposed ad-
ditional tests. It should be kept in mind, however, that any additional
search criteria should be kept efficient such as not to slow down the
segment extraction to an extent where the user has to wait for the cal-
culation to finish. Improvements in the extraction reliability, however,
would lead to even faster extraction times, since the user would need to
perform fewer corrections and would be able to focus more closely on
other tasks.



A
Construction of matrices for

active contour refinement

The snake system is given by the equation (see also [Neuenschwander
1996])

K∗ · v∗ = −P ∗v∗ (A.1)

where K∗ is the stiffness matrix, v∗ are the vertice positions, and −P ∗v∗
is the force matrix. The two end vertices on each side of the snake are
fixed due to the fixed endpoint positions and fixed endpoint derivatives.
We therefore eliminate the two columns at the beginning and at the end
of the matrix’s K∗ and −P ∗v∗ (see Neuenschwander et al.). The stiffness
matrix is constructed as follows:

K∗ =




a2 + c0 b2 c2

b2 a3 b3 c3

c2 b3 a4 b4 c4

. . .
cn−7 bn−6 an−5 bn−5 cn−5

cn−6 bn−5 an−4 bn−4

cn−5 bn−4 an−3 + cn−3




(A.2)

with the entries defined as listed in Table A.1.

The force matrix is also modified to account for the boundary values and
can be written as
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• a0 = h−4(β + h2α)

• a1 = h−4(5β + 7
4h2α)

• a2 = h−4(6β + 17
12h2α)

ai = h−4(6β + 3
2h2α) for 3 ≤ i ≤ n− 4

• an−3 = h−4(6β + 17
12h2α)

• an−2 = h−4(5β + 7
4h2α)

• an−1 = h−4(β + h2α)

• b0 = h−4(−2β − h2α)

bi = h−4(−4β − 2
3h2α) for 1 ≤ i ≤ n− 3

• bn−2 = h−4(−2β − h2α)

• ci = h−4(β − 1
12h2α) for 0 ≤ i ≤ n− 3

Table A.1: Entries of the stiffness matrix, K∗, with fixed endpoint

positions and derivatives.

P ∗v∗ =




f2 − b1v1 + 2c0hδ

f3 − c1v1

f4

...
fn−5

fn−4 − cn−4vn−2

fn−3 − bn−3vn−2 − 2cn−3hε




(A.3)

where f are the potentials from the image at the respective vertex po-
sitions, v, δ = (v2 − v0)/(2/h), ε = (vn − vn−2/(2/h), h is the length of
the snake, and the remaining values are constructed as in Table A.1.



B
Voxel access using trilinear

interpolation

For haptic forces and the refinement of active contours, the limited res-
olution of the 3D volume can lead to instabilities. Usually, the corre-
sponding volume voxel value at a given location is retrieved from the
nearest corresponding element in the volume dataset. However, in these
cases, the volume data at a given location should be interpolated to a
preciser value for the actual position, Pxyz, to achieve a smoother tran-
sition between voxels. The corresponding voxel value, Vxyz, at position
Pxyz, is interpolated from the nearest 8-neighbor voxels in the volume
array.

The neighboring vertices are denoted as V000, V100, V010, ....V111, as
shown in Figure B.1. The value at the non-rounded position Vxyz is
then given by

Vxyz = V000(1− x)(1− y)(1− z) + (B.1)

V100x(1− y)(1− z) +

V010(1− x)y(1− z) +

V001(1− x)(1− y)z +

V101x(1− y)z +

V011(1− x)yz +

V110xy(1− z) +

V111xyz
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Figure B.1: The eight neighboring voxels to the precise position Pxyz.

where xyz are defined with respect to the position of vertex V000.
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