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Abstract

The purpose of measures in algorithm theory is to distinguish between "good" and "bad"

algorithms. The main drawback of classical worst-case analysis is that one single "bad"

instance decides the performance of an algorithm. Moreover, worst-case instances are often

quite artificial and often do not represent a "realistic" or "typical" instance of a problem.

In this thesis, we are concerned with an approach that tries to address this issue: average

performance analysis. Consider an optimisation problem and let Alg be an arbitrary

(online) algorithm for it. An adversary Adv chooses the distribution D of the input

instances out of a fixed class AADV of distributions. Let Opt be an optimal algorithm
for the considered problem. The average performance ratio APR of the algorithm Alg is

defined by
f^ TALGl

^ A i
APR(ALG, AADV) = max <^ E : D G AADV }

,

I LoptJ J

where the expectation is taken over the adversarial distribution D. The ratio captures the

expected performance of an algorithm in the worst possible world the adversary is allowed

to choose. It comprises the approximation ratio and the competitive ratio as special cases,

depending on the class AADV which determines the power of the adversary, and whether

the algorithm is online or not.

Paging. In the paper [PS06] we considered the paging problem. Let a memory system

consist of a fast, but small cache and slow, but large main memory. A sequence of requests

to pages has to be served by making each requested page available in the cache. A paging

strategy replaces pages in the cache with requested ones. The aim is to minimise the

number of page faults that occur whenever a requested page is not in the cache.

Experience shows that the Least-Recently-Used (Lru) paging strategy usually
achieves a factor around 2 to 3 compared to the optimum number of faults. This contrasts

the theoretical worst case, in which this factor can be as large as the cache size k.

One difficulty in analysing the paging problem was the lack of an appropriate lower

bound for the minimum number of page faults. We address this issue and propose a

general lower bound which provides insight into the global structure of a given request

sequence. In addition, we derive a characterization for the number of faults of LRU.

We give a theoretical explanation why Lru performs well in practice. We classify the

set of all request sequences according to certain parameters and prove a bound on the
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competitive ratio of Lru, which depends on them. This bound varies between 2 and k,

i.e., it includes the worst-case, but explains for which sequences Lru achieves constant

competitive ratio. The classification is motivated from the structure of request sequences

of practical applications: locality of reference and characteristic data access patterns. We

argue that this structure yields constant values for our bound. Indeed, it is between 2 and

5 in extensive practical experiments.

Moreover, we show that the alternative approach of variable cache size, which was also

studied previously, is not appropriate to explain this phenomenon. Further, our analysis

provides evidence that the approach of the expected competitive ratio in the diffuse ad¬

versary model can be misleading. We propose the use of the average performance ratio

instead, and prove tight bounds for both measures.

Stochastic Scheduling. In the papers [SS04, SS06] we proved a general upper bound

for the average performance ratio for the following stochastic scheduling problem.

A set of jobs is to be processed on a set of m machines. The objective function is to

minimise the total weighed completion time J23 w]C3l where C3 denotes the time when job

j is finished and w3 denotes a weight associated with it. For each job, an adversary chooses

the distribution of the random processing time P3 out of a certain class of distributions.

A list scheduling algorithm Alg is given weight w3 and mean ßj for all jobs and based on

that information, constructs a schedule.

Our bound depends on a quantity a which has to be an upper bound for the probability
that a certain algorithm Alg schedules a pair of jobs in the wrong order. We introduced

the class of NBUE0Pt distributions and proved apr(alg, NBUE0Pt) <
yz^ +

1 ~~

m-

Ordering the jobs according to non-increasing ratio ^- is a popular strategy and called

Wsept. For this algorithm and exponential distributed processing times, we were able to

show apr(wsept, Exp (Xj)) < 3 - ^.

Online Spanning Trees. Finding a minimum spanning tree in a weighted graph is one

of the classical problems in computer science. Given a connected graph G = (V, E) and a

weight function w : E —> E, find a tree on the vertices V, such that the total edge-weight
is minimal. The offline problem can be solved by well-known greedy algorithms, e.g., those

of Prim and Kruskal.

The minimum spanning tree problem can also be formulated as an online problem.
Let G = (V, E) be a complete graph and let the edge-weights be independent uniform-

distributed random variables over the interval [0,1]. An algorithm Alg receives the edges

one-by-one and has to decide, before seeing the next edge, whether to include the current

edge into the spanning tree or not. The objective is to minimise the total weight of the

tree. We assume that the ordering of the edges is chosen by an adversary.

In the paper [RSS05] we prove (asymptotically) tight upper and lower bounds for the

average performance ratio of algorithms for the above online version. We consider two types
of adversaries: Fair and Unfair. Fair adversaries do not know the values of the edges in
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advance, in contrast to unfair adversaries. Our results were apr(alg, fair) = 0 (1) and

apr(alg, unfair) = 0 (logn).
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Zusammenfassung

Die Aufgabe eines Gütemasses in der Algorithmik besteht darin zwischen „guten" und

„schlechten" Algorithmen zu unterscheiden. Der grösste Nachteil der klassischen worst-case

Analyse ist, dass ein einziges Gegenbeispiel über die Güte eines Algorithmus entscheiden

kann. Darüber hinaus sind diese Gegenbeispiele meistens pathologisch und können oft

nicht als „realistische" oder „typische" Instanzen eines Problems angesehen werden.

In dieser Arbeit verfolgen wir einen Ansatz der sich mit dieser Problematik befasst:

average performance Analyse. Sei Alg ein (online) Algorithmus für ein gewisses Opti¬

mierungsproblem und sei Opt ein optimaler Algorithmus dafür. Ein Gegenspieler Adv

wählt eine Wahrscheinlichkeitsverteilung D der Probleminstanzen aus einer festen Klasse

von Verteilungen AADV. Wir definieren die average performance ratio APR des Algorithmus
Alg durch

f^ TALGl
„ A 1

APR(ALG, Aadv) = max <^ E : D G AADV }
,

l LoptJ J

wobei der Erwartungswert über die Verteilung D des Gegenspielers genommen wird. Dieses

Mass enthält die approximation ratio und die competitive ratio als Spezialfälle, abhängig
von der Klasse AADV, die die Macht des Gegenspielers bestimmt, und ob es sich um einen

online Algorithmus handelt.

Paging. In dem Artikel [PS06] behandeln wir das Paging Problem. Gegeben ist ein Spe¬

ichersystem, das aus einem schnellen aber kleinen Cache und aus einem langsamen aber

grossen Hauptspeicher besteht. Eine Sequenz von Seitenzugriffen wird bedient, indem jede

angefragte Seite im Cache zur Verfügung gestellt wird. Ein Paging Algorithmus ersetzt

Seiten die sich im Cache befinden durch angefragte Seiten. Das Ziel ist die Anzahl Seiten¬

fehler zu minimieren, d.h. die Anzahl Zeitpunkte zu denen eine angefragte Seite sich noch

nicht im Cache befindet.

Die Erfahrung zeigt, dass die Anzahl Seitenfehler der Least-Recently-Used (Lru)
Strategie üblicherweise um einen Faktor zwischen 2 und 3 grösser als die optimale Anzahl

ist. Dies steht in scharfem Kontrast zum theoretisch schlechtesten Fall bei dem dieses

Verhältnis so gross wie die Grösse k des Cache sein kann.

Eine Schwierigkeit bei der Analyse des Paging Problems bisher war das Fehlen einer

geeigneten unteren Schranke für die Mindestzahl Seitenfehler. Wir beweisen eine neuartige
untere Schranke, die die globale Struktur einer gegebenen Sequenz berücksichtigt. Zudem

können wir die Anzahl Seitenfehler der Lru Strategie charakterisieren.
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Wir können eine theoretische Erklärung für das in der Praxis gute Verhalten von Lru

liefern. Wir teilen die Menge aller Zugriffssequenzen anhand gewisser Parameter in Klassen

ein und zeigen eine obere Schranke der competitive ratio von Lru, die von diesen Param¬

etern abhängt. Diese Schranke nimmt Werte zwischen 2 und k an, d.h., sie enthält den

schlechtesten Fall, aber zeigt auch für welche Sequenzen Lru konstante competitive ratio

erreicht. Wir motivieren diese Klasseneinteilung mit der Struktur in der Praxis auftre¬

tender Sequenzen: Zugriffslokalität und typische Datenzugriffsmuster. Wir argumentieren
dass Sequenzen mit dieser Struktur in eine Klasse fallen, für die die competitive ratio vom

Lru mit unserer Schranke durch eine Konstante beschränkt werden kann. Tatsächlich

bewegen sich die Werte der Schranke zwischen 2 und 5 in umfangreichen praktischen Ex¬

perimenten.

Weiterhin können wir zeigen, dass der schon früher verfolgte Ansatz variable Cache-

Grösse zuzulassen nicht geeignet ist um das gute Verhalten von Lru in der Praxis zu

erklären. Darüber hinaus zeigen wir, dass das Gütemass der erwarteten competitive ratio

im sogenannten diffuse adversary Modell irreführend bzw. inkonsistent sein kann und

schlagen stattdessen die Verwendung der average performance ratio vor.

Stochastisches Scheduling. In den Arbeiten [SS04, SS06] beweisen wir eine allgemeine
obere Schranke der average performance ratio für folgendes stochastische Scheduling Prob¬

lem.

Eine Menge von Jobs soll auf m Maschinen ausgeführt werden. Die zu minimierende

Zielfunktion ist die gewichtete Summe der Fertigstellungszeiten J^WjC.,, wobei C3 den

Zeitpunkt bezeichnet zu dem der Job j beendet ist und w3 ein, dem Job j zugeordnetes
Gewicht ist. Ein Gegenspieler wählt die Wahrscheinlichkeitsverteilung der Ausführungs¬
zeiten Pj aus einer gegebenen Klasse von Verteilungen. In unserem Modell werden einem

Scheduling Algorithmus Alg die Gewichte w3 und die erwarteten Ausführungszeiten ß3

gegeben. Auf Grundlage dieser Informationen bestimmt der Algorithmus eine Reihenfolge
der Jobs und führt sie in dieser aus.

Die oben genannte Schranke der average performance ratio hängt von einer Grösse a ab,
welche eine obere Schranke für die Wahrscheinlichkeit sein muss mit der der Algorithmus
Alg Paare von Jobs in der falschen Reihenfolge ausführt. Wir führen die Klasse der

sogenannten NBUE0PT Verteilungen ein und können damit apr(alg, NBUEopt) <
^~ +

1 —- zeigen.

Die Wsept Heuristik besteht darin die Jobs gemäss nicht-aufsteigendem Verhältnis

— auszuführen. Für diesen Algorithmus und unter der Annahme exponentialverteilter

Ausführungszeiten können wir apr(wsept, Exp (À.,)) < 3 —- zeigen.

Online-Konstruktion von Spannbäumen. Die Bestimmung eines minimalen Spann¬
baums in einem gewichteten Graphen ist eines der klassischen Probleme der Informatik.

Gegeben sei ein zusammenhängender Graph G = (V, E) und eine Gewichtsfunktion w :

E —> R. Finde einen Baum mit Knotenmenge V dessen Gesamtkantengewicht unter allen
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solchen Bäumen minimal ist. Das offline Problem kann beispielsweise mit den bekannten

Algorithmen von Kruskal oder Prim gelöst werden.

Das Problem des minimalen Spannbaums kann auch als ein online Problem gestellt
werden. Sei G = (V, E) ein vollständiger gewichteter Graph wobei die Kantengewichte un¬

abhängige gleichverteilte Zufallsvariablen mit Wertebereich [0,1] seien. Einem Algorithmus
Alg werden die Kantengewichte nacheinander gegeben und dieser muss bei jeder Kante

unwiderruflich entscheiden ob sie in seinen Spannbaum aufgenommen werden soll oder

nicht. Dabei soll das Gesamtgewicht des Baums minimiert werden. Weiterhin nehmen wir

an, dass die Reihenfolge in der die Kantengewichte bekannt werden von einem Gegenspieler

gewählt wird.

In der Arbeit [RSS05] beweisen wir (asymptotisch) scharfe obere und untere Schranken

der average performance ratio für Algorithmen für dieses online Problem. Wir betrachten

zwei Typen von Gegenspielern: faire und unfaire. Faire Gegenspieler kennen die Kan¬

tengewichte nicht im Voraus, im Gegensatz zu unfairen Gegenspielern. Unsere Ergebnisse
sind apr(alg, fair) = O (1) und apr(alg, unfair) = O (logn).
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Chapter 1

Introduction

1.1 Why Average-Case Analysis?

An algorithm is given an input and produces an output after a finite number of operations,
where each operation is effective and well-defined, see Knuth [Knu97].

The purpose of performance measures in algorithm theory is to distinguish between

"good" and "bad" algorithms. Importantly, the chosen measure of performance should

favor those algorithms that feature desired properties and rule out the others.

The worst-case paradigm measures the performance of an algorithm with its approxi¬
mation ratio, where solely the worst behaviour of an algorithm decides upon its quality.

The main drawback of this approach is its overly pessimistic perspective. Even if a

certain algorithm fails only on "few" instances, but performs quite well in "most" other

cases, only the worst behaviour is relevant. Moreover, these worst-case examples are often

quite artificial and do not represent a "realistic" or "typical" instance of a problem.

We illustrate this issue with two well-known algorithms, where each of those is observed

to be useful in practice, but fails on carefully chosen counterexamples.

In the first example, we consider the running time of QUICKSORT, see Hoare [Hoa62]. It

is one of the best practical algorithms for sorting an array of n numbers and it is frequently
observed that it needs only O (nlogn) comparisons. This observation is supported by a

probabilistic analysis, which shows that this behaviour is extremely likely, see Motwani

and Raghavan [MR95]. However, from the worst-case perspective, this algorithm is bad,
because there are instances for which it needs Q (n2) comparisons.

The second example is on the solution quality of the Least-Recently-Used (Lru)
online algorithm, which is a memory management strategy and often applied in operating

systems. Experience shows that the number of page-faults incurred by LRU is often only
a factor two to three larger than the offline optimum solution, see the exprimental study
of Sites and Agarwal [SA88]. From the worst-case perspective, we have the unsatisfactory
result that the solution of Lru can be worse than the optimum by a factor as large as the

1



2 Chapter 1. Introduction

cache-size of the memory-system.

These examples motivate the reasoning that it actually depends on the application if

the worst-case perspective is advisable. If one is indeed interested in the behaviour on

"typical" instances, the need for an alternative approach that captures an average-case

perspective is immediate.

The approach followed in this thesis is called average performance analysis. We con¬

sider deterministic polynomial-time algorithms for (online) optimisation problems, where

a certain objective function is to be minimised subject to several constraints. Furthermore,

an adversary chooses a probability distribution D on the input instances from a given class

AADV of distributions. The performance of an algorithm Alg is measured with the average

performance ratio APR, which is the expected value of the ratio that relates its objective
value ALG to the optimum value OPT, i.e.,

apr(alg, Aadv) = max JE
ALG

OPT
:DeA,

We also assume that it is in general not possible to determine the optimum value, which

we justify as follows. If an offline problem is considered, then we assume that the underlying
decision problem is NP-complete, because there is no need for approximation algorithms if

the problem is in P. Hence every polynomial-time algorithm must fail on certain instances

unless P = NP. If we deal with an online problems, then the input becomes available only

gradually and possible errors of an algorithm can necessarily not be corrected later. It is

hence in general not possible to determine the optimum solution even if unlimited time is

available.

The inevitability of failure yields that compromises have to be made in order to design a

"good" algorithm for a certain problem. For example, it could be reasonable to seek for an

algorithm that does not deviate from optimality by "too much" on every instance, for one

that works well on "many" instances, or for one that solves those instances with "large"

optimum value. Many of these trade-offs are possible and which of these is advisable is

determined by the application at hand.

Concluding, we have good reasons to argue that the average performance ratio in general
favors those algorithms that behave well on "many" instances. The intuitive reason is that

the ratio ^Çfj,l for an instance x is weighted with the probablity of that instance. Hence, if

the probability for instances that yield a large ratio is small, then the algorithm performs
well on many instances which leads to small average performance ratio.

1.2 Measuring Performance

An optimisation problem consists of a set / of instances, for every instance x G / a set

S(x) of feasible solutions, a measure function m : I x S —> E+ which maps an instance

x E I and a solution y G S(x) to a positive real, called the value of the solution, and a
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goal, usually minimisation or maximisation of the measure function. The measure function

together with the goal is often also called the objective function.

We assume that we have to deal only with minimisation problems without loss of

generality: if m(x, y) is to be maximised, then —m(x, y) is to be minimised.

Define the optimum value of the instance x by

OPt(x) = min {m(x, y) : y E S(x)} .

We consider deterministic polynomial-time algorithms, i.e., those algorithms that re¬

quire only a polynomial number of operations to produce an output for any given input.

Optimisation problems can be divided into two categories: offline and online problems.
In the offline setting, the algorithm which has to solve a certain optimisation problem,
receives the whole input instance x at the outset. In the online version, the input of an

algorithm becomes available over time and the algorithm has to decide upon its actions

based on the seen input, not anticipating the future. Observe that the offline setting is

a special case of the online, since revealing the whole input at the outset turns an online

problem into an offline.

We argue that it is in general impossible to determine the solve an optimisation problem
to optimality. First, by the non-anticipatory nature of online problems, the decisions made

by an algorithm, based on incomplete knowledge, may turn out to be wrong later and

can not corrected any more. Second, many natural offline optimisation problems feature

an underlying NP-complete decision problem. Unless P = NP, every polynomial-time

algorithm must determine non-optimum solutions on some instances.

If one insists on polynomial algorithms, it is necessary to resort to approximate so¬

lutions because of the inevitability of failure. A polynomial algorithm that computes a

feasible solution for any given instance of an optimisation problem is called approximation

algorithm. However, this definition is unsatisfactory since it fails to discriminate "bad"

algorithms from "good" ones.

To overcome this drawback, we define the performance ratio PR of a (polynomial)
algorithm Alg on a problem instance x by

alg(x)

where alg(x) and OPt(x) denote the objective value of the algorithm Alg and the op¬

timum value Opt on x, respectively. The intuition is that the ratio is close to one for

"good" solutions, but can be arbitrary large for "bad" ones.

Notice that the performance ratio relates the objective value achieved by an algorithm
to the offline optimum value on a specific instance x rather than the set / of possible
instances.

It turns out that it is convenient to introduce the notion of an adversary to adress this

issue. A deterministic adversary ADV is characterised by its set JADV Ç / of admissible



4 Chapter 1. Introduction

instances. This adversary is free to choose any instance x E iADV as input for a certain

algorithm. A randomised (or diffuse) adversary ADV is given a certain class AADV of

probability distributions on the set / of instances. The adversary is free to choose any

probability distribution D E AADV. Observe that a deterministic adversary is s special case

of a randomised: construct the class AADV by including a distribution for every instance

x E IADV that assigns probability one to x. It is nevertheless convenient to distinguish
between deterministic and (truly) randomised adversaries.

Further, we did not specify in the definition of the performance measure, if Alg is an

online or an offline algorithm.

The choice of an adversary and the setting - online or offline - are degrees of freedom

for the definition of a performance measure. Before we introduce the average performance

ratio, we discuss the previous definitions: approximation ratio, competitive ratio, and

expected competitive ratio.

1.2.1 Approximation Ratio

The approximation ratio AR is characterised by an offline algorithm Alg, an unrestricted

adversary ADV, i.e., JADV = I, and the maximum value of the performance ratio

, ,
[alg(x) t\

ar(alg) = max ^ r4 x E I > .

[opt(x) J

Hence, the measure relates the objective value achieved by an algorithm to the optimum
value on a worst possible instance.

A polynomial-time algorithm Alg with ar(alg) < p is called a p-approximation and

the value p its approximation guarantee.

One of the main favours and at the same time drawbacks of this approach is that it does

not make any assumptions on the input. Every possible instance is considered and only
the worst one is relevant. On the positive side, it is often sufficient to know that a certain

algorithm can not perform worse than its approximation guarantee. On the other hand,
worst-case instances are often artifical and hence do not represent a "typical" instance of

a problem. In this sense, worst-case analysis with the approximation ratio might be seen

overly pessimistic.

The worst-case perspective has been, and continues to be, the standard approach for

algorithm analysis. Many algorithms were designed and analysed from that perspective
and extensive literature is available, e.g., [CLR90]. With the development of complexity

theory and discovery of inapproximability results, the limitations of the worst-case ap¬

proach became clear, see [GJ79, ACG+99]. Unless P = NP, many natural optimisation

problems are intractable.

From a practical point of view, the approach also has the following drawbacks. First,

even if a (fully) polynomial time approximation scheme is available for a certain problem,
it is mainly of theoretical relevance, since the running time is prohibitively long, although
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polynomial. Second, it is assumed that the whole input is given in advance, which is not

justified for many practical problems, where the input becomes available only gradually
and decisions must be made under uncertainty about the future.

1.2.2 Competitive Ratio

The competitive ratio CR is characterised by an online algorithm Alg against a possibly
restricted adversary ADV, i.e., JADV Ç /, and the maximum value of the performance ratio

t \ j
alg(x)

cr(alg, adv) = max ^ H" x E I
1
opt(x)

ADV

If the adversary is unrestricted, which is the case in classical competitive analysis, then

one writes

, ,
[alg(x)

Cr(alg) = max ^ r4 x E I

[opt(x)

The competitive ratio was introduced by Sleator and Tarjan [ST85] and measures the

performance of an online algorithm with a worst admissible instance. See Borodin and

El-Yaniv [BEY98] for an introduction.

We emphasise that we do not assume that the associated offline optimisation problem
is NP-hard. It may be that the problem is solvable in polynomial time if the whole input

is known at the outset.

The adversary which enforces decisions at the time a new part of the input is shown

captures the price of uncertainty about the future. Competitive analysis hence adds a new

and important concept to worst-case analysis: decision-making under uncertainty. This

notion is of obvious practical relevance, because the input of an algorithm often depends on

real-world data, which might not be completely known in advance or subject to (unknown)
fluctuations.

In classical competitive analysis, nothing needs to be assumed about the input. This

often leads to clear settings, simple analyses and sometimes deep insight. On the other

hand, as also discussed by Koutsoupias and Papadimitriou [KP94], competitive analysis
can be seen even more pessimistic than the classical worst-case approach: against an

all-powerful malicous adversary, many algorithms, even those that are desirable from a

practical point of view, perform equally bad in the worst-case.

Hence, one of the main issues in competitive analysis is the restriction of the adversary.

1.2.3 Expected Competitive Ratio

The expected competitive ratio ECR is characterised by an online algorithm Alg against a

diffuse adversary ADV with admissible distributions AADV, and the ratio of expectations

fEfALGl
^

ECR(ALG, Aadv) = max <^ —^ \ : D E A,
E OPT



6 Chapter 1. Introduction

The expectations are taken over all inputs x E I according to the adversarial distribution

D E AADV, where ALG and OPT denote the random variables associated with alg(x) and

opt(x).

As stated already, competitive analysis assumes that absolutely nothing is known about

the input. This is a somewhat unrealistic assumption, because most applications exhibit

a certain structure for a typical instance, which could be exploited. This motivated Kout-

soupias and Papadimitriou [KP94] to introduce the above diffuse adversary model for

competitive analysis and to measure performance with the expected competitive ratio.

The main difference to the classical competitive ratio is that the adversary is only free to

choose a worst input-distribution, instead of choosing a worst possible input. Observe that

both, the approximation ratio and the competitive ratio are special-cases of the expected

competitive ratio if there is no restriction on the input distribution, and (possibly) the

whole input is known at the outset.

However, in this model, an important property of competitive analysis is lost: the

direct comparison of a certain algorithm against an optimum algorithm on the same input.

Instead, the aggregate expected values are compared. Intuitively, the expected competitive
ratio prefers those algorithms that perform well on instances for which the optimum value

is large. The reason is that an instance with large optimum value contributes more to

the expected value E [opt], in absolute terms, than one with small optimum. Hence, an

algorithm Alg that performs well on the former instances achieves a smaller value of

E [alg], although it may fail on (not "too many" of) the latter ones.

1.3 Average Performance Analysis

1.3.1 Average Performance Ratio

The average performance ratio APR is characterised by an online algorithm ALG against a

diffuse adversary ADV with admissible distributions AADV, and the expected value of the

performance ratio

APR(ALG, Aadv) = max JE
ALG

OPT

:DeA,

The expectation is taken over all inputs x E I according to the adversarial distribution

D E AADV, where ALG and OPT denote the random variables associated with alg(x) and

OPt(x). For a fixed distribution D, we call

^N m
TALG

epr(alg, D) = E

Lopt

the expected performance ratio of the algorithm Alg.

Analogously to the diffuse adversary model, the adversary is only free to choose a

worst input-distribution, instead of choosing a worst possible input. But as in classical
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competitive analysis, the model relates the value achieved by an algorithm to the offline

optimum on each instance. Rather than pessimistically taking the maximum, the perfor¬
mance is averaged with an adversarial distribution. Also here, the approximation ratio

and the competitive ratio are special-cases of the average performance ratio if there is no

restriction on the input distribution, and (possibly) the whole input is known at the outset.

One property of the competitive ratio J^" is that instances with small objective value

tend to be neglected since they contribute little to the overall expected value. Hence, as

also discussed previously, this measure favors algorithms that perform well on instances

where the optimum value is large.

It depends on the application if such a behaviour is desirable. But if one is interested in

algorithms that perform well with high probability (or on "many" instances), the expected

competitive ratio J^" can be misleading, in the following sense. It is possible that an

algorithm which achieves worst-case performance with high probability is favoured over

an algorithm which performs optimal with high probability. Below we give an illustrative

example of this phenomenon.

In this respect, the expected performance ratio E [^] is an interesting alternative

measure. Intuitively, it favours algorithms that perform well with high probability, i.e., on

"many" instances, for the following reason. The performance ratio alg(ie)

opt(ie)
relates the value

of the objective function achieved by some algorithm ALG to the optimum OPT on the

instance x. Thus, the algorithm is considered to perform well on instances that yield small

ratio, and bad on instances with large ratio. Hence, if for "most" instances a small ratio is

attained, the "few" instances with large ratio will not increase the expectation drastically.

Example 1.3.1. Consider a hypothetical minimisation problem with instances in the set

I = AUB, where A and B are disjoint sets. Let nbea parameter of this problem. Suppose
that the performance of any algorithm ALG and instance x is pp°S < n, i.e., the worst-case

for every algorithm is for instances x with ALG^

opt(ie)
n.

Associate the following probability distribution with the problem:

Pr [x E A] = 1 and Pr [x E B] = -.

n n

Let OPT denote the value of the objective function of an optimum algorithm, and let

ALGi and ALG2 denote the values achieved by two certain algorithms.

The following table depicts the relative performance of the algorithms measured with

ar(alg) = max {^f }, Cr(alg) = |}^|, and epr(alg) = E [£|§] respectively.

X E A B max {-ALG3PT } E[alg]
E[opt]

ErALGl
LoptJ

Pr [x E] 1 —
l

n

l

n

opt(x) 1 n 1 1 1

ALGi(x) 1 n2 n
ra+1

2
2

ALG2(x) n n n
n

2
n
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Observe that ALGi achieves the optimum value with probability 1 — - and with prob¬

ability ^ it has worst-case performance qw^ = n. As n grows, the algorithm performs

optimal with increasing probability.

Further observe that ALG2 achieves the worst-case performance with probability 1 — -

and the optimum value with probability ^ on instances where the optimum value is large.

The expected performane ratio E [^] favours ALGi, i-e., the one that performs well

with high probability. The larger n is, the more it favours ALGi, as its probability for being

optimal increases.

The expected competitive ratio J^ favours ALG2, which works well on instances where

the optimum value is large.

Finally, with the approximation ratio max { ^|}, these algorithms are indistinguishable
worst-case algorithms.

We argue that the average performance approach is beneficial and that the drawbacks

associated with it can be overcome. First, there is the obvious disadvantage that assump¬

tions on the input distributions are necessary. However, this drawback is relativised by the

fact that this is also necessary for classical competitive analysis in the diffuse adversary
model. Second, the probably worse drawback is that the ratio is mathematically difficult

to analyse. Generally speaking, we consider the expectation of a random variable, which

is a fraction of two other stochastically highly dependent random variables. However, in

Chapter 3, we present several tools which were developed or applied in successful analyses
of the ratio.

1.3.2 Previous Work

The approach to consider the average performance ratio is well-established for Minimum

Bin Packing problems. But besides that, only Coffman and Gilbert [CG85] considered

the ratio for a different optimisation problem, Minimum Makespan Scheduling, un¬

til recently, Scharbrodt, Schickinger, and Steger [SSS02] were able to analyse Minimum

Completion Time Scheduling.

Bin Packing

The Minimum Bin Packing problem is to pack a collection of n items with sizes st E [0,1]
into as few as possible unit-capacity bins.

From the worst-case perspective, the deterministic problem is NP-hard [GJ79], but

admits an polynomial time approximation scheme (PTAS) if OPT increases with n, see

Vazirani [VazOl]. We restrict ourselves to an average-case view and refer the reader to the

comprehensive survey of Coffman, Garey, and Johnson [CGJ97].

In the average-case scenario, it is assumed that item-sizes are drawn from a probability
distribution D with known mean and variance. In this setting, the performance of an
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algorithm Alg is usually measured with the average performance ratio apr(alg,£>).

An online algorithm receives the items one-by-one and has to decide on its action before

reveiving the next one without prior knowledge of the items yet to come. The algorithm
is called to be bounded space if only a limited number of bins may be opened for packing
at any time. The simple Next Fit (Nf) algorithm checks if the current item fits into the

current bin. If so, the item is placed in that bin, otherwise a new bin is opened. Coffman,

So, Hofri, and Yao [CSHY80] proved that

4

EPR(NF,Uni (0,1)) = -

o

as n tends to infinity. This work was extended by Karmarkar [Kar82] to the distributon

Uni (0,6). The Harmonic (H^) algorithm introduced by Lee and Lee [LL85] yields

7T2
EPR(Hfc, Uni (0, l)) = --2» 1.2899

o

as n tends to infinity.

If the bounded space constraint is dropped, i.e., all bins are opened for packing, sig¬

nificantly better algorithms can be obtained; both, from the worst-case and average-case

perspective. Whenever a new item arrives, the algorithm First Fit (Ff) scans its bins

and places the item into the first bin which has sufficient free capacity. Bentley, Johnson

Leighton, and McGeoch [BJLM84] proved that

EPR(FF,Uni (0,1)) = 1

as n tends to infinity. The picture changes if the distribution Uni (0, b) is considered, where

0 < b < 1. Then, the asymptotics of APR(FF,Uni (0,6)) range from 1 to 1.020, where the

maximum is attained for 6 ~ 0.81.

If also the online constraint is dropped and the whole input is seen in advance, even

tighter results are possible. The algorithm First Fit Decreasing (Ffd) considers the

items in descending size and yields

epr(ffd, Uni (0,1)) = H—=
sjn

for every n, as shown by Knödel [Knö81].

Scheduling

Scheduling problems deal with executing a set of jobs on one or more (identical) machines.

The Minimum Makespan Scheduling problem aims at minimising the makespan

Cmax = maxjCj : job j}, where C3 denotes the completion time of job j.

The deterministic problem is NP-complete but admits a PTAS, see Vazirani [VazOl].
Graham [Gra69] proved PR(ALG,x) < 2 —- for the performance ratio of any algorithm
Alg which is given an arbitrary instance x and m machines.
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The expected performance ratio for Minimum Makespan Scheduling was consid¬

ered by Coffman and Gilbert [CG85]. They analysed the algorithm List which schedules

the jobs in the order in which they arrive. If the processing times of the n jobs are uniform

distributed, i.e., P3 ~ Uni (0,1), then

Tfl — 1

epr(list, Uni (0,1)) < 1 + 2
n — 2

holds for n > 2. If the processing times are exponential with parameter A, i.e., P3 ~

Exp (A), then they proved

EPR(LIST, Exp (A)) < 1 + m(gm~1),
n

where Hk = Y^i=\\-
In the Minimum Completion Time Scheduling problem, the total completion time

V Cj is to be minimised. Scharbrodt, Schickinger, and Steger [SSS02] considered the fol¬

lowing model. The processing times P3 are drawn from a broad class A of distributions

with known expectations ß3. An algorithm has to construct a schedule given the ß3 only,
rather than the actual processing time realisations. They analysed the Shortest Ex¬

pected Processing Time First (Sept) algorithm which schedules the jobs according
to non-decreasing expected processing time ßr The main result is that the algorithm yields

apr(sept, A) = 0(1)

for m identical machines. The general approach is to partition the probability space ac¬

cording to a series of "bad events". These events yield a series of bounds that give an

estimate for the probability of "larger" values of ^£1. These bounds suffice to bound the

expected value ^7 by a constant.

1.3.3 Summary of Results

In this section, we summarise our main results in average performance analysis and decribe

the contents of the chapters of the thesis.

Chaper 2 Topics of Average-Case Analysis

The literature on average-case analysis is extensive. Hence we have selected several topics
to give an impression of the ideas and to state results previously obtained in this field of

research.

Chapter 3 Tools and Techniques

We describe the tools and techniques developed or applied in order to obtain our results.

The intention was to provide a general toolbox for future research, extracting the main

ideas behind the (technical) proofs and focussing on clarity of exposition.
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Chaper 4 Paging

Memory management is a fundamental problem in computer architecture and operating

systems. In its simplest form, the memory system consists of two levels: a fast but small

cache and a slow but large main memory. The cache is a temporary memory for data

needed by the programs in execution. Copying from main memory to the cache takes

time, but has the advantage that the data in the cache can be accessed fast. Hence, the

strategy of data replacement in the cache is crucial for the overall system performance.

The underlying theoretical problem is known as the MINIMUM PAGING problem: a

sequence of requests to memory pages has to be served, where each requested page must

be made available in the cache, which has size k. If the page is already there, the request

is served without additional cost. Otherwise, a page fault occurs and the requested page

must be brought to fast memory. If the cache stores already k pages, one of these must be

evicted, in order to clear space for the requested one. A (reasonable) paging strategy aims

at minimising the number of page faults.

One difficulty in analysing the paging problem was the lack of an appropriate lower

bound for the number of page faults incurred by an optimal offline algorithm. So far, this

number was lower bounded by partitioning the sequence into phases, giving insight into

local structure of the paging problem, only. In the paper [PS06], we propose a novel

analysis, which is based on a lower bound which captures the structure of the entire

sequence.

We introduce the characteristic vector c(R) of a sequence R, where every entry q counts

the number of requests to the same page with exactly £ distinct pages inbetween.

This definition allows us to characterise the number of faults of the Least-Recently-

Used (Lru) algorithm. This algorithm will have evicted a certain page from the cache if

and only if at least k distinct pages were requested in the meantime. Hence we have

LRU(-R) = ^q(-R) +p,

where p is the number of distinct pages requested in the sequence.

The crucial result for our analysis is the lower bound

1 s-^e-k + 1
.„. lv^^-fc+1 /n>

OPT(E) >
h=1_h=1 £ j ct(R) > -

£ ce(R).
~r

k p-l t>k >k

The bound is tight for (k + l)-multicycles as Ck tends to infinity.

These bounds enable us to compare directly the number of faults of Lru with Opt

on any given sequence. With these tools, we are able to give a theoretical explanation

why Lru performs well in practice. We argue that request sequences generated by running

programs feature two characteristics: locality of reference due to executing code and typical

memory access patterns due to requesting data.
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We formalise this intuition with the (a,ß)-adversary. This adversary is free to choose

any sequence such that there are not "too many" "critical" requests, which is parametrised

by a and ß. Our analysis yields that the competitive ratio of Lru is bounded by

Cr(lru, (a, ß)) < 2(1 + ß) M + —î-j- J + e,

where e = ^ is the fraction of initial faults of a worst-case sequence, and hence between

zero and one. Depending on the values of a, ß and e, our bound can be as small as two.

We argue that the sequences of running programs feature "large" a and "small" ß for

which our bound yields constant competitive ratio of Lru. We used memory traces of the

SPEC benchmark [SPE] and calculated the corresponding values for a and ß. There, our

bound for Lru ranged between two and five, coming close to practical experience.

We also consider the concept of variable cache size. We introduce the K-adversary,
which is unrestricted in the choice of the sequence, but the cache size is a random variable

ranging between two integers a and 6. We analyse Lru in the two measures, the expected

competitive ratio ecr(alg, K) and the average performance ratio apr(alg, K) and draw

two conclusions.

First, variable cache size is not appropriate to explain the performance of Lru in

practice, because there exists a sequence such that the ratio ^ ~ k for every cache size

k E {a,... ,6}.

This also yields the second conclusion, which is more important. The expected com¬

petitive ratio gives an inconsistent answer, because we can prove

ecr(lru,X) = O (a) and apr(lru, K) = O (6).

Hence, if we fix a and let 6 grow, ecr(lru, K) = O (a) suggests that Lru performs

well, although this is not the case. We argue that this phenomenom is because the expected

competitive ratio loses an important property of competitive analysis: the instance-wise

comparison of algorithms.

Chapter 5 Scheduling

In a stochastic variant of Minimum Weighted Completion Time Scheduling, a set

of jobs is to be processed on a set of m machines and he objective function is to minimise

the total weighed completion time J^WjC.,, where C3 denotes the time when job j is

finished and w3 denotes a weight associated with it. For each job, an adversary chooses

the distribution of the random processing time P3 out of a certain class of distributions.

A list scheduling algorithm Alg is given weight w3 and mean ß3 for all jobs and based

on that information, constructs a schedule. Ordering the jobs according to non-increasing
ratio %j- is a popular strategy and called Weighted Shortest Expected Processing

Time First (Wsept).
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In the papers [SS04, SS06] we proved a general upper bound for the average performance
ratio for this problem. Our bound depends on a quantity a which has to be an upper bound

for the probability that a certain algorithm Alg schedules a pair of jobs in the wrong

order. We introduced the class of NBUE0PT distributions which comprises the exponential,

geometric, and uniform distribution. Assuming NBUE0PT processing time distributions,
we proved

apr(alg,NBUE0PT) < hi .

I — a m

For the Wsept algorithm and exponential distributed processing times, we were able to

show

apr(wsept, Exp (A,)) < 3 as a = - for Wsept.
m 2

Only slightly weaker results are obtained if adversarial release dates of jobs and preemption

is allowed. The release date of a job is the earliest time the job is allowed to be executed.

Preemption means that a job may be interrupted at any time and continued later, possibly
on a different machine. In this setting we proved

apr(alg,NBUE0PT) < h 1.
I — a

for an arbitray algorithm Alg and a as above. A modified Wsept algorithm, which

respects release dates and preempts jobs of lower priority, yields

apr(wsept, Exp(Aj)) < 3.

Chapter 6 Online Spanning Trees

The Minimum Spanning Tree problem in a weighted graph is one of the classical prob¬
lems in computer science. Given a graph G = (V, E) and a weight function w : E —> E,
find a tree on the vertices V, such that the total edge-weight is minimal.

The offline problem can be solved by well-known greedy algorithms, e.g., those of Prim

and Kruskal. The minimum spanning tree problem can also be formulated as an online

problem. Let G = (V, E) be a complete graph and let the edge-weights be independent
uniform-distributed random variables over the interval [0,1]. An algorithm Alg receives

the edges one-by-one and has to decide, before seeing the next edge, whether to include the

current edge into the spanning tree or not. The objective is to minimise the total weight
of the tree.

We assume that the ordering of the edges is chosen by an adversary Adv. If the

adversary has to fix this ordering in advance he is called oblivious; otherwise, if the order

may depend on the decisions of the algorithm, the adversary is called adaptive. Adv is

fair if he discovers the weight of the edges at the same time as the algorithm. In contrast,

Adv is unfair if the edge weights are known in advance and used to determine the edge
order. We consider the following four adversaries: FO (fair, oblivious), FA (fair, adaptive),
UO (unfair, oblivious) and UA (unfair, adaptive).



14 Chapter 1. Introduction

In the paper [RSS05] we prove upper and lower bounds for the average performance
ratio in the above online setting against these adversaries.

It turns out that the calculating the average performance ratio of any online algorithm
Alg for this problem against any adversary Adv can be reduced to calculating its expected

objective value:

apr(alg, adv) = O (E [alg]) ,

where ALG denotes the objective value achieved by an arbitrary algorithm Alg. It is hence

sufficient to consider E [alg] rather than E [^ß]
We give (asymptotically) tight upper and lower bounds for fair and unfair adversaries.

More specifically, we prove

5
E [alg] > — for every algorithm ALG against FO,

E [alg] = 0(1) for some algorithm ALG against FA,

E [alg] = Q (logn) for every algorithm ALG against UO,

E [alg] = O (log n) for some algorithm ALG against UA.

Parts of the thesis have been published or will be published in [SS04], [SS06], [RSS05],
and [PS06].



Chapter 2

Topics of Average-Case Analysis

In this chapter, we survey some results on selected topics of average-case analysis, covering

average-case complexity, sorting, stochastic scheduling, knapsack, linear programming, and

smoothed analysis.

2.1 Average-Case Complexity

Average-case computational complexity theory was introduced by Levin [Lev86]. It was

motivated by the following idea: although an algorithm might take exponential running
time on certain instances of an NP-complete problem, it may be polynomial on the majority
of the inputs.

An example of this phenomenon was studied by Wilf [Wil84] for the Graph Colour¬

ing problem. There exists an algorithm that decides if a random graph is fc-colorable in

expected O (1) time, for every fixed positive integer k. The simple reason for this - at first

sight surprising - result is that the vast majority of graphs is not fc-colorable and a clique
of size k + 1 is a certificate for that.

The approach of average-case complexity transfers the notions of classical worst-case

complexity theory to an average-case view. The central concepts are average polynomial

time, reductions and completeness. See Wang [Wan97] a more detailed introduction.

The definition of average polynomial time is very different from expected polynomial
time. Suppose the inputs x E I of a certain problem are assigned a probability distribution

with density p, and let f : I —> N be a function. The typical application is that f(x)
measures the running time of an algorithm on instance x. Let \x\ denote the length of

instance x in binary encoding. A function / is expected polynomial if there exists a k such

that E [/(X)] = J2X ,:=nf(x)p(x) = O (nfc). The main drawback of this definition is that

it is not independent of the model of computation and hence not well suited for builing
a complexity theory on it. Levin [Lev86] proposed the following definition of which is

model-independent and encoding-independent. A function / is average polynomial if there

exists an e > 0 such that J2X f£(x)\x\~1p(x) < oo. This definition allows algorithms to

15
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run a longer time on rarer and longer instances independent of the computational model.

The standard approach in complexity theory of comparing the difficulty of two given

problems is the concept of reduction. Let r be a function that maps one input-distribution

p to another one n over the same domain. A distribution n is dominated by p with respect

to r, n <r p, if there is a distribution p! and a polynomial p with n(x) = r(p')(x) and

p'(x) < p(\x\)p(x) for all x. For a (decision) problem II and a distribution p on its instances,
the pair (II, p) is called a distributional (decision) problem. The distributional problem

(II,p) is polynomial time reducible to (IT,//) if II < II* and p <r p* for a polynomial
time computable function r. This definition of a reduction satisfies the following desired

properties. First, it is transitive. Second, if (H, p) is polynomial time reducible to (II*, p*)
and if (H*, p*) is average polynomial time, then so is (H,p).

With this framework the notions of classical complexity theory can be used to build

a theory of distributional (or average-case) NP-completeness. The class DistNP consists

of all distributional decision problems (H, p) such that II E NP and p is polynomial time

computable. A problem is DistNP-complete if II E DistNP and every problem in DistNP is

polynomial time reducible to it. Levin [Lev86] showed that a Distributional Halting

problem is DistNP-complete. Several natural decision problems such as the POST Cor¬

respondence problem and the WORD problem for Thue systems were also shown to be

DistNP-complete.

2.2 Sorting

The algorithm Quicksort, proposed by Hoare [Hoa62] has proved to be practically very

good for sorting arrays of n numbers. The algorithm uses a pivot element to split the array

into two parts and sort them recursively according to the divide-and-conquer principle.

This simple approach has the disadvantage that it can be broken: if it happens that the

array is always split so that one part has only constant length, the number of recursive calls

will increase resulting in total Q (n2) comparisons. Hence, in the worst-case, QUICKSORT
is as bad as the trivial Bubble Sort, which does not even exploit the divide-and-conquer

principle.

However, if the array is always divided in two parts of approximately the same length,
the algorithm requires O (nlogn) comparisons. This meets the lower bound of Q (nlogn)
for sorting by comparisons and is also very frequently observed in practice.

This observation is supported by a probabilistic analysis, which shows that this be¬

haviour is extremely likely, see Motwani and Raghavan [MR95]. The central idea behind

the analysis is to show that a randomly chosen pivot element is very likely to divide the

array in two parts of approximately the same length.
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2.3 Stochastic Scheduling

Scheduling problems deal with executing a set of jobs on one or more (identical) ma¬

chines. There are many variants of these problems that consider various objective func¬

tions. The theoretical underpinning, both from the worst-case and average-case per¬

spective, is rather rich, see, e.g., the textbooks of Pinedo [Pin95], Chrétienne, Coffman,

Lenstra, and Liu [CCLL95], Brucker [BruOl] and Blazewicz, Ecker, Pesch, Schmidt, and

Weglarz [BEP+96].

The average-case notion here is covered with the concept of stochastic scheduling: the

general assumption is that the problem relevant data are random variables that obey certain

probability distributions and the expected value of the respective objective function is to

be minimised. We emphasise that an algorithm MIN in this setting is considered optimal,
if it minimises the expected value of the objective function rather than the objective value

given a certain realisation of these random variables.

Depending on the variant of the problem, the scheduler is given partial information,

e.g., most typically the expected processing time of each job. Given that, an algorithm
must determine an ordering on the jobs; and the jobs are then executed according to this

order. This model captures the fact that problem data in real environments is subject to

uncertainty or randomness which usually affects the schedule.

Here, we exemplify stochastic scheduling with results on the makespan objective, and

survey completion time scheduling in Chapter 5.

First, we briefly introduce the most important notions from scheduling theory. The

processing time P3 of a job j is the amount of time it takes to execute it on a certain

machine. The point in time when job j is finished is called completion time C3. If the

scheduler is allowed to interrupt a job once it was started, we have preemptive scheduling.

Otherwise, i.e., in non-preemptive scheduling, a job, once started, must be executed with¬

out interruption on the same machine. A precedence constraint between two jobs i and j

states that job i must be completed before j is allowed to start.

Scheduling problems are usually classified with the three-field notation a \ ß | 7 of Gra¬

ham, Lawler, Lenstra, and RinnooyKan [GLLR79]. Here, a denotes the machine environ¬

ment, e.g., a = P for identical parallel machines, ß the processing environment, and 7 the

objective function.

The makespan Cmax is defined by the maximum of the job-completion times, i.e., Cmax =

maxjCj : job j}. The deterministic MINIMUM MAKESPAN SCHEDULING problem, which

aims at minimising Cmax, is NP-complete as a decision problem, but admits a PTAS, see

Vazirani [VazOl]. The underlying combinatorial difficulty was studied in the seminal work

of Graham [Gra69]. It was shown that the performance ratio pr(alg) < 2 — ^ holds for all

algorithms Alg for deterministic makespan scheduling on m machines P \ | Cmax. Hence,

as the deterministic problem is in general good to approximate, a natural question is if

there exist polynomial algorithms that are optimal for stochastic variants.

The algorithm Longest Expected Processing Time First (Lept), orders the
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jobs non-increasingly by their expected processing times p3. Intuitively, the Lept rule is

suited quite well for the makespan objective. The reason is that processing the long jobs
first and then the short ones yields a relatively balanced schedule, i.e., the difference of the

maximum completion time and the average completion time is small.

This intuition is supported by the following results, but Lept is not optimal in general.
If there are two identical machines and processing times are exponentially distributed,
then Lept minimises the expected makespan for non-preemtive scheduling P2 \ P3 ~

Exp (p3) |E[Cmax], see Pinedo and Weiss [PW79]. This results is also true for uniform

distribution, i.e., the problem P2 \ P3 ~ Uni (0,1) | E [Cmax], see Coffman, Fredrickson, and

Lueker [CFL84]. However, it does not hold in general for more than two machines [Pin95].
In the preemptive scheduling problem P \ P3 ~ Exp (p3) print | E [Cmax], LEPT minimises

the expected makespan for arbitrary number of machines, see Bruno, Downey, and Fred-

erickson [BDF81]. Weiss and Pinedo [WP80] proved that the same is also true if machines

have different speeds.

If the jobs have intree precedence constraints, then a different approach is needed,
see Pinedo and Weiss [PW84b] or Forstig [Fro88]. For example, it can be shown that

the strategy Highest Level First (Hl), which assigns level-numbers to the precedence

tree, is optimal for the problem P \ P3 ~ Exp (1) intree | E [Cmax], in the preemptive and

non-preemptive setting.

2.4 Knapsack

The Maximum Knapsack problem is one of the classical combinatorial problems and

stated as follows: a knapsack has a certain capacity B and there is a collection of n items;
each item i has a weight wt and yields profit pt. A subset S of these items can be put

into the knapsack which is indicated by the variables x% E {0,1} with x% = 1 if and only if

i E S. The capacity constraint W(S) = J2teSwt = \^Jlwlxl < B must be respected. The

objective is to maximise the total profit P(S) = J2teSpt = J2tPtXt.

The deterministic Maximum Knapsack problem is NP-complete [GJ79] as a decision

problem, but admits an FPTAS, see Ibarra and Kim [IK75] and Vazirani [VazOl].

However, the relaxed Maximum Fractional Knapsack problem can be solved in

polynomial time: it is allowed to select a fraction of each item, i.e., the 0/1-variables x%

are relaxed and allowed to take values in the interval [0,1]. An optimum solution can be

obtained by ordering the items according to the profit per weight ratio ^- and adding them

in that order until the knapsack is filled completely. There is at most one item, called break

item, which is added fractionally.

The problem is often studied in the following probabilistic setting, which is implicitly
assumed for the results described below. The profits and weights are chosen uniformly
from the interval [0,1], the number of items is drawn from a Poisson distribution with

parameter n, and the capacity is B = ßn for some fixed ß, where 0 < ß < 1.
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Lueker [Lue82] proved that the optimum solutions of the 0/1- and fractional problem

differ by only O ( -^-^ ) in expectation. Marchetti-Spaccamela and Vercellis [MSV95] gave

a linear-time algorithm that computes a solution that differs O ( log5 n j in expectation from

the optimum. Lueker [Lue98] improved that by giving an online Greedy algorithm which

yields solutions that differ from optimality by O (logn) in expectation, and by proving that

no online algorithm can have difference less than o (logn).

Goldberg and Marchetti-Spaccamela [GMS84] gave an algorithm that constructs the

optimum solution of the 0/1 problem in polynomial time with probability at least 1 — e.

This result was recently improved by Beier and Vöcking [BV04a]. It was shown that a

Core algorithm for Knapsack has expected running time O (npolylogn). A core of a set

S is any set of items that have to be changed in order to turn S into an optimal set. The

analysis yields that the core is usually relatively small, i.e., contains at most O (log2 n)
items with high probability. The central idea is to enumerate all possible exchanges of core

elements. This is done with the Nemhauser-Ullmann [NU69] enumeration algoritm;
and it is exploited that this algorithm takes only O (nA) expected time, as shown by Beier

and Vöcking [BV03].

2.5 Linear Programming

Linear Programming (Lp) is the following mathematical problem: given a vector of

variables x = (x\,..., xn) E W1, vectors b = (b\,..., bm) E Rm, c = (c\,..., cn) E Rn, and

a matrix A = (al>3) E Rn'm,

maximise c x,

subject to Ax. < b.

It is known [Dan63] that, if an optimum solution exists, then it is one of the bases of the

matrix A.

This important problem has a large number of applications, both in practice and in

theory, and has attracted the interest of many researchers. The Simplex algorithm, intro¬

duced by Dantzig [Dan63], is a simple combinatrial method for solving LPs. This algorithm

iteratively changes its basis, always improving the objective function. It is widely applied in

practice, where it is very often observed to solve LPs within "few" basis evaluations. It was

conjectured that Simplex is a polynomial time algorithm, until Klee and Minty [KM72]

gave a counterexample for which a variant of the algorithm evaluates exponentially many

bases.

Lp can be solved in polynomial time, e.g., with the algorithms of Khachiyan [Kha80]
or Karmarkar [Kar84]. The main drawback of these algorithms is that their running
times depend on the size of the numbers encoded in the input, i.e., they are not strongly

polynomial.
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This unsatisfactory situation motivated average-case research, mainly in two directions.

One approach is to consider deterministic variants of the Simplex method and make

assumptions on the input-distribution. With such a probabilistic model, Borgwardt [Bor82,
Bor87] was able to prove that the Shadow Vertex Simplex finds the optimum solution

in expected O (n4m^ ) basis evaluations.

The other direction is to consider the expected running time of randomised algorithms
on arbitrary inputs. In that model, also subexponential bounds for certain algorithms
could be obtained. Here we mention the work of Gartner [Gär92], Kalai [Kal92], Matousek,

Sharir, and Welzl [MSW92], and the survey of Goldwasser [Gol95].

2.6 Smoothed Analysis

Smoothed analysis, was introduced by Spielman and Teng [ST01, ST04]. The model can be

seen as a hybrid between worst-case and distributional average-case analysis. The central

idea is that an (adversarial) input-instance is slightly perturbed by (Gaussian) random

noise. This restricts the ability of the adversary to construct artificial counterexamples;
the hope is that this noise turns even a worst-case instance into an instance which is easy

to solve.

In the papers [ST01, ST04], the Shadow Vertex Simplex algorithm for Lp was

proved to have polynomial smoothed complexity, i.e., polynomial running time with high

probability. In their model, the linear program

maximise cTx,

subject to (A + <tG)x < b

is to be solved. Here, x = (x\,..., xn) E W1 is a vector of variables, b = (b\,..., bm) E Rm

and c = (c\,...,cn) E Rn are vectors. A = (aly3) E Rn'm is an arbitrary matrix with

— 1 < o-t,j < 1 and G = (Gtt3) E W1'"1, is a matrix of independent normals with mean zero

and variance one, i.e., Gl>3 ~ Norm (0,1).

The quantity a controls the impact of the random noise G on the adversarial input A.

If a = 0, then the model reduces to a worst-case world; if a is sufficiently large, A becomes

irrelevant and the average-case analysis of Bordwardt [Bor82, Bor87] applies. However, it

was shown that a can be chosen polynomially small and the running time of a modified

Shadow Vertex Simplex remains polynomial, with high probability.

This new approach has already led to several follow-up results, see the survey of Spiel-

man and Teng [ST03a]. Only to give some examples, Spielman and Teng [ST03b] proved

polynomial smoothed complexity of an interiour point algorithm for linear programming.

Banderier, Beier, and Mehlhorn [BBM03] carried out smoothed analysis of QUICKSORT,
Maxima Counting, and Shortest Path. Recently, Beier and Vöcking [BV04b] applied
smoothed analysis to a broad class of combinatorial optimisation problems. They proved
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that any problem in that class admits polynomial smoothed complexity if and only if it

has pseudopolynomial worst-case complexity.

The approach was also carried over for analysing the performance of algorithms, see

Schäfer [Sch04] for a detailed treatment. Bechetti et. al. [BLMS+03] introduced the

smoothed competitive ratio of an algorithm Alg by the expected performance of an algo¬
rithm on an adversarial instance blured with a fixed smoothing distribution. They analysed
the Multi-Level-Feedback algorithm which aims at minimising the total flow time of

a sequence of jobs and proved bounds on the smoothed competitive ratio.
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Chapter 3

Tools and Techniques

The purpose of this chapter is twofold. First, we to provide an overview of the main ideas,
tools and techniques for our results. Second, it is intended as a toolbox for future research.

The focus here is not on technical depth, but on simplicity of exposition. Admitedly, some

of the results seem to appear from nowhere now, but we have included references of how

and where they were applied for average performance analysis in this thesis.

3.1 Error Function Method

A minimisation problem consists of a set / of instances, for every instance x E I a set S(x)
of feasible solutions, and an objective function, which aims at minimising the measure

function m : I x S —> E+. Define the optimum value Opt of the instance x by

OPT(x) = min {m(x, y) : y E S(x)} .

For a stochastic minimisation problem, a certain probability distribution D is associated

with the set I. This gives rise to the random variables

X : Q—>I, ALG = ALG(X), and OPT = OPT(X).

Also recall that the expected performance ratio epr of an algorithm Alg is defined by

ALG"

epr(alg,£>) = E
OPT

where the expectation is taken with respect to the distribution D.

This section aims at providing a method with which expected performance analyses
of algorithms can be carried out relatively easy by using standard tools from probability

theory. The method is based on the two concepts,

(1) error functions, see Section 3.1.1 and

23



24 Chapter 3. Tools and Techniques

(2) simplyfing expected relative errors, see Section 3.1.2.

The method was (implicitly) applied in the following papers. In [SS04], it simpli¬
fied and strengthened the analysis of Scharbrodt, Schickinger, and Steger [SSS02, SSS05].
In [RSS05], it reduced the calculation of E [^] to estimating E [alg].

3.1.1 Error Functions

A function A : / —> R is called an error function for an algorithm Alg, if

alg(x) < OPT(x) + A(x) (3.1)

holds for all x E I. Let A denote the respective random variable A(X).

The essential property of Lemma 3.1.1 and Lemma 3.1.2 below is that they reduce the

calculation of E [-§ß] to estimating expected relative error E [^] Besides that, they help
to derive bounds on the variance and concentration of measure of the random variable ^|.
In Section 3.1.2, we show how E [-^] can be estimated.

Lemma 3.1.1. Let ALG and OPT denote the random measure functions associated with an

algorithm Alg and the optimum value Opt of a stochastic minimisation problem. Let A

be an error function for Alg, then it holds that

E

Var

ALG

OPT

ALG

OPT

and

Pr
ALG

OPT

E

< 1

< E

ALG

OPT

E

A
'

OPT

> t

A

OPT

E
A2

OPT2

< -Var
~

t2

ALG

OPT

(3.2)

(3.3)

(3.4)

Proof. The error function (3.1) and linearity of expectation imply (3.2)

E
ALG

OPT

< E
OPT +A

OPT
1+E

A

OPT

The property Var [X] = E [X2] - E [X]2 of the variance, (3.1), and E [^f ] > 1 yield (3.3)

Var
ALG

OPT

= E

= E

< E

< E

ALGZ

OPT2

ALG"

OPT.

ALG"

OPT.

'

A

OPT

E

E

ALG

OPT

ALG A

OPT2

< E

-E

alg(opt +A)
OPT2

E
ALG

OPT

ALG

1-E

E

ALG

OPT

A2

E

OPT

(opt + A)A

OPT2

OPT2
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The estimate (3.4) is Chebyshev's inequality applied to the random variable ^.

It is sometimes possible to characterise the error of an algorithm, see [SS04] for an

example. In that case Lemma 3.1.1 can be strengthened.

A function 8 : / —> R is called an error characterisation for algorithm Alg, if

alg(x) = OPT(x) + ö(x)

holds for all x E I. Let 8 denote the respective random variable 8(X).

(3.5)

Lemma 3.1.2. Let ALG and OPT denote the random measure functions associated with an

algorithm Alg and the optimum value Opt of a stochastic minimisation problem. Let 8

be an error characterisation for Alg, then it holds that

E

Var

ALG

OPT

ALG

OPT

1

E

-E

82

OPT2

8

OPT

and

Pr
ALG

OPT

E
ALG

OPT

E

> t

OPT

< E
OPT2

< -Var
~

t2

ALG

OPT

(3.6)

(3.7)

(3.8)

Proof. Analogous to Lemma 3.1.1.

3.1.2 Simplifying Expected Relative Errors

One obstacle in bounding the expected relative error E [^] is that A and OPT are not

independent, i.e., the equality E [^] = E [A] E [^] does not hold in general. Hence, the

ratio -^ is more difficult to analyse than the separate random variables A and -^.
However, if certain (weak) conditions are satisfied, then an analysis of the expected

relative error can be reduced to the analysis of the separate expectations. More specifically,
if the FKG inequality can be applied, then

E
A

OPT

< E [A] E
OPT

holds. The hope is that the separated expectations are easier to handle than the joint one.

The FKG inequality, stated below, is named after its discoverers Fortuin, Kasteleyn,
and Ginibre [FKG71]. It is a tool for estimating the expected value of the product of two

correlated functions. See Alon and Spencer [ASOO] for an exposition of further correlation

inequalities.

Let / be a function / : Rra —> R. Let x = (x\,..., xn), y = (y\,..., yn) E Rra and

define x < y if x% < y% for all i = 1,..., n. The function / is called non-decreasing if the



26 Chapter 3. Tools and Techniques

inequality /(x) < /(y) holds for all x < y. It is called non-mcreasmg if /(x) > /(y) holds

for all x < y.

A proof of the following version of the FKG inequality presented in Barbour, Hoist,
and Janson [BHJ92] can be found in Liggett [Lig85].

Theorem 3.1.3 (FKG Inequality). Let X = (Xx,... ,Xn) be a collection of independent
random variables X%. Let f and g be two bounded non-decreasing or two bounded non-

mcreasmg functions with

/ : Rra —> R and g :Rn —>R.

Then it holds that

E[/(X)0(X)]>E[/(X)]Efo(X)]. (3.9)

// / is bounded non-mcreasmg and g bounded non-decreasing, or vice versa, then we have

E [/(X)y(X)] < E [/(X)] E \g(X)]. (3.10)

Corollary 3.1.4. Let A and OPT be non-decreasing functions, then we have

E
A

'

OPT

< E [A] E
1

OPT

and E
A2

OPT2
< E [A2] E

1

OPT2

Corollary 3.1.4 can be applied in order to simplify the analysis of E [^], respectively

E -^-ö
.
Lemma 3.1.5 below states a sufficient condition for relating E [—M with E [opt]

opt^ ° LoptJ l j

hence reducing the analysis of E [^] to E1PL
Lemma 3.1.5. Let X be a non-negative random variable and let c > 0 be fixed. If there

are pk such that

Pr [X < 2"fcE [X]] < pk

for every k > 0 and e(c) := ^fc>0 2c(fc+1)pfc < oo, then

E
Xe

<
1 + e(c)

E[X]C
'

Proof. Define the intervals / = [E [X] , oo) and Ik = (2~k~lE [X] ,
2"fcE [X]} for k > 0 and

observe

Pr [X E Ik] < Pr [X < 2"fcE [X]] < pk.

Therefore

E
1

<

fc>0

1

X~c
XElk

1

Pr [X E Ik] + E

1 + e(c)

1

X~c
X El Pr [X E I]

2c(k+l)
- ^ Ë\XfPk

4
E [X]c E [X]

completes the proof.
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The essential statement of Lemma 3.1.5 is that, if it can be applied to OPT, then the

probabilities for "small" values of OPT are even "much smaller".

3.2 New-Better-Than-Used Technique

In this section, we introduce an alternate technique to estimate the expected performance
ratio E [^|]. It is based on the error functions concept, but the expected relative error

is bounded differently. This method is applied in Chapter 5 where a min-sum objective is

considered.

We assume a certain structural property of the input distribution, which we call new-

better-than-used m expectation relative to a function and which is explained in detail further

below. We believe that it is sufficiently general to be helpful for future research in average

performance analysis. It was used in the paper [SS04].

Assume that an inequality of the form

ALG < OPT + AX

can be proved. In this setting, the random variable A > 0 denotes the value of an error

and the random variable X is an indicator if the error occured, i.e.,

X
1 if A > 0

0 if A = 0.

Assume Pr [X = 1] = p and suppose that we can find a (random) variable B which satisfies

the inequality

Then we have

ALG"
E

OPT

< 1 + E

E

AX

OPT

A

OPT

X = 1 < E
B

OPT

1+pE
A

OPT

X = 1 < 1+pE
B

OPT

(3.11)

(3.12)

In words, we have eliminated the condition X = 1 and have to upper bound the uncondi¬

tional expectation E [-^], only. For this expectation, the techniques of the error function

method in Section 3.1.2 apply.

Further, the bound (3.12) reflects the intuition that an algorithm should perform the

better, the smaller its probability p of error is. It may be sometimes hard to calculate this

probability explicitly, but an upper bound p < a already suffices.

There is an interesting special case if p < a < 1 and if the inequality

E
A

OPT

X = 1 < E
ALG"

-OPT-
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can be proved. In words, the expected relative error is no more than the expected perfor¬

mance of the algorithm itself.

In that case (3.12) reduces to

1 1
E

ALG

OPT

<

1 — p

<

1 a

For proving an inequality of the form (3.11), the following class of distributions is

helpful. Below, we introduce the class of distributions that are new-better-than-used in

expectation relative to a function h (NBUE/j). It can be shown that the exponential,
the geometric and the uniform distribution satisfy this propery if the function h is non-

decreasing, see Lemma 3.2.4, Lemma 3.2.5, and Lemma 3.2.6.

New-Better-Than-Used in Expectation

We first discuss the class of distributions that satisfiy the new-better-than-used m expecta¬

tion (NBUE) property. The concept of NBUE random variables is well-known in reliability

theory [Ger89], where it is considered to be a relatively weak assumption. NBUE distri¬

butions are typically used to model the aging of system components, but have also proved
useful in the context of stochastic scheduling, see Möhring, Schulz, and Uetz [MSU99] and

Pinedo and Weber [PW84a].

A random variable X > 0 is NBUE if

E [X - t | X >t]<E[X]

holds for all t > 0. Examples of NBUE distributions are uniform, exponential, Erlang,

geometric, and Weibull distribution (with shape parameter at least one).

New-Better-Than-Used in Expectation Relative to a Function

Let X denote a random variable taking values in a set V C Rj. Let h : V —> R+

be a real-valued function defined on V with h(x) > 0. The random variable X > 0 is

new-better-than-used m expectation relative to h (NBUE/J if

E
X-t

MX)
X >t < E

X

h(X)
(3.13)

holds for all t E V, provided these expectations exist.

It is natural to extend the concept of NBUE/j distributions to functions h that have

more than one variable. Let X denote a random variable taking values in a set V C Rj,
let W C Rfc, let y E W for k E N, and let h : V x W —> R+ be a real-valued function

defined on (V, W) with h(x,y) > 0. The random variable X > 0 is NBUE/j if

E
X-t

h(X,y)
X >t < E

X

h(X,y)_
(3.14)
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holds for all £ E V and all y E W, provided these expectations exist.

In the sequel, the distribution function of a random variable X, is denoted by Fx(t) =

Pr [X < t] and let fx(t) = ^Fx(t) denote its density. For any event A, let Fx\A(t) =

Pr [X < t | A] and fx\A(t) = j^Fx\A(t) be the conditional distribution, and the conditional

density of X given A, respectively. Now we establish several general properties of NBUE/j

distributions.

Lemma 3.2.1. Let X be NBUE/j and let Y be a random vector taking values m W inde¬

pendently of X, then

F
X-t

[h(X,Y) X >t < E
X

[h(X,Y)\

". Since X is NBUE,, (3.14) yields

E
X-t

[h(X,Y) X>t = 1E
Jy

'

X-t

[h(X,y) X >t fr(y)dy

< / E

Jy

X

[h(X,y)\ /v(y)dy== E
X

[h(X,Y)\

which completes the proof.

Lemma 3.2.2. Let X be NBUE/j, a > 0, and let Y be a random vector taking values m

W independently of X, then

E
aX-t

aX > t < E
aX

h(X,Y)h(X,Y)

holds for all t E V.

Proof. Let y E W be fixed. As X is NBUE/j one obtains that

E
aX -t

h(X,y)
aX >t = aE

< aE

X

h(X,y)
X

h(X,y)_

X > -

a

E
aX

h(X,y)

for all t > 0. Taking the expectation of Y as in the proof of Lemma 3.2.1 yields the

claim.

Lemma 3.2.3. Let X be NBUE/j, let Y be a random vector taking values m W indepen¬

dently of X, let g : W —> V be a function defined on W taking values m V, then

E
X-g(Y)

.

h(X,Y)
X > g(Y) < E

X

h(X,Y)_
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Proof. Since (3.14) holds for all t E V it holds especially for t = g(y). Repeating the proof
of Lemma 3.2.1 with this choice yields the claim.

The next lemmata show that exponential, geometric, and uniform distributed random

variables are NBUE/j if h is a non-decreasing function in x, i.e., h(x + t,y) > h(x,y) for

all x, y and t > 0. We use X ~ Uni (a, b), X ~ Exp (À), X ~ Geo (p) to denote that the

distribution of the random variable X is uniform in [a, b], exponential with parameter A,
and geometric with probability p, respectively.

Lemma 3.2.4. If X ~ Exp (A) and h(x,y) > 0 is non-decreasing m x, then X is NBUE/j.

Proof. The exponential distributed random variable X has memoryless density fx, he.,

fx\x>t(t + s) = fx(s) holds for all s > 0. As h is non-decreasing in x, we have that

h(t + s, y) > h(s, y) for t > 0. We obtain

E
X-t

h(X,y)
X >t

x — t

fx\x>t(x)dx

<

x=th(x,y)
'°°

t + s-t
t

TTT. \fx\X>t(t + S)ds
=0 h(t + s,y)

X
-fx(s)ds = E

h(X,y)s=o h(s,y)'

which proves the lemma.

Lemma 3.2.5. If X ~ Geo (p) and h(x,y) > 0 is non-decreasing m x, then X is NBUE/j.

Proof. The proof for the exponential distribution analogously carries over to the geometric
distribution.

Lemma 3.2.6. // X ~ Uni (a, b) where 0 < a <b and h(x,y) > 0 is non-decreasing m x,

then X is NBUE/,.

Proof. We want to show that

E
X-t

h(X,y)
X >t < E

X

h(X,y)

for all t E V = [a, b) and y E W. Let the random variable T ~ Uni (a, b) be independent
of X. Let t E [a, b) be arbitrary but fixed, and introduce the (dependent) random variable

b-t

b — a

with distribution S ~ Uni (0, b — t). Observe that we have

x — t
Pr [X < x | X > t]

b-t
Pr [S < x - t]
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for t < x < b. Hence fx\x>t(x) = ^ = fs(x — t) holds and we find

E
X-t

h(X,y)
X >t

r x-t l

t h(x,y)b-t
b-t

dx

o h(s + t,y)b-t
ds = E

S

h(S + t,y)

With a > 0 and
^

< 1 we have S < T. A simple calculation yields that T < b and a < t

imply T < ^z^(T—a)+t = S+t. Since h is non-decreasing we find h(S+t, y) > h(T, y) > 0

and thus

E
S

h(S + t,y)
< E

T

h(T,y)
E

X

h(X,y)

which completes the proof because X and T are identically distributed.

3.3 Conditioning

The method of conditioning on bad events is a well-known tool in the theory of random

graphs, see Bollobâs [BolOl] or Janson, Luczak, and Rucihski [JLROO]. The method was

applied in Chapter 6 of this thesis.

Conditioning is a general concept in probability theory. For events A Ç Q and B Ç Q

defined on the set Q of elementary events, it holds that

Pr [A] = Pr [A | B] Pr [B] + Pr [A | B\ Pr \B] , (3.15)

where B is the complementary event to B. Consequently, for a random variable X, we

have

E [X] = E [X | B] Pr [B] + E [X | ~B] Pr \B] . (3.16)

In the context of average performance analysis, we identify the set Q of elementary
events with the set / of instances. The typical scenario is that the random variable X

denotes the performance ratio of an algorithm Alg compared with an optimum algorithm

Opt, i.e., X = ^|. In addition, B denotes a certain subset of the input instances which

we call a bad event.

Suppose that, whenever B occurs, the variable X assumes a "large" value, i.e., Alg

fails compared to Opt. Further assume that X is "small" if B occurs, i.e., Alg performs
well compared to Opt.

In order to obtain an upper bound on E [^ß], one has to show two bounds. Firstly,
it is necessary to balance the "large" values of ^|| with the probability of B. The hope
is that Pr [B] is "small" compared to ^ given B has occured. More specifically, assume

that one is able to prove an inequality of the form

E
ALG

OPT

B Pr \B] < max <| )-!- : x E B }> Pr \B] < a.
1
opt(x)

' (3.17)
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Secondly, one has to prove an upper bound for ^ given B has occured. It is often not

necessary to consider the probabilty for B because it already reflects a good and hopefully

likely event. Maybe, the trivial estimate Pr [ÏT] < 1 suffices. Hence one seeks for an

inequality similar to

alg(x)
E

ALG

OPT

B Pr LB < max

OPT(x)

Putting (3.16), (3.17), and (3.18) together, one finds

: x E B \ < ß. (3.18)

E
ALG"

= E
ALG

.OPT

B
.OPT.

Pr [B] + E
ALG

OPT

B Pr LB] < a + ß.

3.4 Concentration of Measure

Concentration of measure is the notion of inequalities that bound the probability of a

certain random variable deviating from its expectation. These inequalities are often useful

if one wants to prove a result of the form (3.17).

We state the inequalities of Markov, Chebyshev, Chernoff, and Azuma-Hoeffding. For

further reading on the topic, see Bollobâs [BolOl], Alon and Spencer [ASOO], Motwani and

Raghavan [MR95], and McDiarmid [McD89], for example. Note that we only give simple
versions of the Chernoff and Azuma-Hoeffding inequalities, see [MR95] and [McD89] for

more general versions.

Theorem 3.4.1 (Markov Inequality). Let X be a non-negative random variable. Then it

holds that

pr[X>t]<ffil (3.19)
t

for allt > 0.

Theorem 3.4.2 (Chebyshev Inequality). Let X be an arbitrary random variable. Then it

holds that

Pr [\X - E [X] | > t] < VarJX] (3.20)

for allt > 0.

Theorem 3.4.3 (Chernoff Inequalities). Let X\,... ,Xn be independent Bernoulli trials,

i.e., Pr [Xt = l]=pt and Pr [Xt = 0] = 1 - pt. Let X = £=i X with E [X] = EtiP-
Then it holds that

Pr [X - E [X] > 8E [X]] < exp ( -E^ ) for all 8>0,

Pr [X - E [X] < -8E [X]] < exp ( _EW ) for all0<8<l,

Pr [\X -E[X]\>8E [X]] < 2exp ( -E^ ) forall0<5<l.

(3.21)

(3.22)

(3.23)
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Theorem 3.4.4 (Azuma-Hoeffding Inequality). Let X0,... ,Xn be a martingale sequence,

i.e., the X% satisfy E \X% \ X\,... ,Xt_i] = Xt_i for all i > 1, with the additional property

\Xt — Xt_i\ < ct

for each i > 1. Then it holds that

Pr [\Xt - X0\ >8]< 2exp (- f 2) (3.24)

for allt>0 and 8 > 0.

3.5 Simplifying Fractions

Here we introduce Lemma 3.5.1 and its variant Corollary 3.5.2 which are tools for sim¬

plifying fractional expressions. The main idea is to omit terms in the nominator and

denominator, which yields a series of upper bounds of the original fraction. Lemma 3.5.1

and Corollary 3.5.2 were applied in Chapter 4. Recently, Panagiotou [Pan05] reported an

application of Corollary 3.5.2 in the context of random graph theory, where it simplified a

tedious calculation.

Lemma 3.5.1 (Omitting Lemma). Let x = (x\,... ,xn) > 0 and y = (yi, ,yn) > 0 be

such that

_L > ... > _ü > o.

Vi Vu

Then we have

xi + x2 -\ Yxn x\ + x2 -\ L xn-i xi + x2 xi

V\ + V2 H L yn
~

V\ + V2 H L yn-\
~ ~

V\ + yi
~

V\
'

d.
'Proof. For every i E {1,..., n}, define the values n% = Y^3=i x3, d% = Y^3=i V31 an(i r

Observe that the claimed assertion r\ > rl+\ is equivalent to r\ >
^^ because

n% n% + xl+\ ntyl+\
—

atxt+i n% xl+\
r\ - rl+i = = — > 0 if and only if — = r\ > .

d% d% + yl+l dtdl+l dt yl+l

We proceed by induction on the assertion r\ > ^1±1. The base case i = 1 is trival:

xi xi + x2 xxy2
-

x2yi . xx x2
= — > 0 if and only if — > —.

Vi yi + V2 yim + y2) yi V2

For the inductive case, we prove that r\+i > ^^ follows from r\ >
^^ and — > ^^ >

^1±1. First, r\+i > ^^ holds if and only if
Vz+2

' '^1 —
Vz+2

J

ntyt+2 + xt+iyt+2
-

xl+2yl+x
- dtxl+2 > 0. (3.25)
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Figure 3.1: The function h(n,m) of Example 3.5.3

Second, the assumption -J±1- > -Lt2-, i.e., xl+\yl+2
—

xl+2yl+\ > 0 implies that (3.25) is true

xt+2
<

«j.

Vr+2
— dz

if ntyl+2
— dtxl+2 > 0 or equivalently ^^

<

^
= r\. The induction hypothesis implies

d% Vt+i Vt+2

and the proof is complete.

Corollary 3.5.2. Let x = (x\,... ,xn) > 0, y = (y\,...,yn) > 0, and /e£ ir denote a

permutation of (1,... ,n). Then we have

^=1—- < min max < —— : i = 1,... ,n\ < max < —— : i = 1,..., n, and fixed ir > .

The advantage of Lemma 3.5.1 is that fractions can be simplified by omitting pairs x%

and y% in the nominator and denominator. The appealing fact about Corollary 3.5.2 is that

it allows us to specify which term in the nominator is to be compared with which term in

the denominator. Below, we give an example of an application of Corollary 3.5.2.

Example 3.5.3. Consider the function

h(n,m)
n m + n + m + 1

^n2m + 2n + 3m + 4
'

where n,m > 0 are free variables, h is non-linear, multivariate, and rational, see Fig¬
ure 3.5.3.
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Define the vectors x = (n2m,n,m,l) and y = (|n2m, 2n, 3m, 4). If we choose the

permutation ir = (1, 2, 3, 4), then Corollary 3.5.2 yields

h(n, m) < max I 2, -, -,
- I = 2,

which is tight (in this case).

If we are less skilful and choose ir = (2,1, 4, 3), then we find the bound

f nm 2 m 1 1
h(n,m) < max —-, ,~r,^— {

I 2 nm 4 3m J

which still depends on n and m.
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Chapter 4

Paging

Memory management is a fundamental problem in computer architecture and operating

systems. In its simplest form, the memory system consists of two levels: a fast but small

cache and a slow but large main memory. The cache is a temporary memory for data

needed by the programs in execution. Copying from main memory to the cache takes

time, but has the advantage that the data in the cache can be accessed fast. Hence, the

strategy of data replacement in the cache is crucial for the overall system performance.

The underlying theoretical problem is known as the MINIMUM PAGING problem: a

sequence of requests to memory pages has to be served, where each requested page must

be made available in the cache. The cache has size k, i.e., it can store up to k pages. If

the page is already there, the request is served without additional cost. Otherwise, a page

fault occurs and the requested page must be brought to fast memory. If the cache stores

already k pages, one of these must be evicted, in order to clear space for the requested one.

A (reasonable) paging strategy aims at minimising the number of page faults.

In the offline version of the problem, the whole request sequence is known in advance.

The Longest-Forward-Distance algorithm (denoted Opt), which was introduced by

Belady [Bel66], is an optimal offline algorithm, which always evicts the page with most

distant next request.

In online paging, requests arrive one-by-one and eviction decisions must be made at

every arriving request, without any prior knowledge of the future. Examples for online

strategies are Least-Recently-Used (Lru), which evicts the page in the cache whose

last access was earliest, and First-In-First-Out (Fifo), which evicts the page that has

been in fast memory longest.

In one of our main results of this chapter, we propose a deterministic adversary, which

is only mildly restricted by two parameters. The adversary especially covers two important

principles, which are widely observed in practice: locality of reference, which states that a

page which was requested recently is likely to be requested soon again, and typical memory
access patterns that occur due to requesting data.

We prove a bound for the competitive ratio of Lru which depends these parameters.

37
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We argue that realistic values for these indeed are such that our bound gives values between

two and five, coming close to practical experience - see Section 4.5.1.

4.1 Previous Work

Sleator and Tarjan [ST85] proposed to evaluate the performance of online algorithms by

using competitive analysis. In that model, an online algorithm Alg is compared with

an offline optimum algorithm Opt on the same input sequence. The request sequence is

chosen by an offline adversary ADV out of a set S^DY of admissible sequences.

Denote the respective number of faults of Alg and Opt on the request sequence R by

alg(-R) and OPt(.R). The competitive ratio of Alg against the adversary ADV is defined

by

i \ i
alg(R)

cr(alg,adv) = max^ 77^- : Re S,
1

opt(.R)
ADV

If there is a function c = c(k), which may depend on the cache size k, such that the

competitive ratio Cr(alg, adv) < c, then Alg is called c-competitive; otherwise, it is said

to be not competitive.

Sleator and Tarjan [ST85] proved that Lru and Fifo are both fc-competitive against
the unrestricted adversary, and that this bound is tight. However, the theoretical k-

competitiveness of Lru seems to be overly pessimistic compared to practical observations.

In the experimental study of Sites and Agarwal [SA88], Lru achieves a factor of approxi¬

mately three compared to the optimum.

This motivates research in order to explain this phenomenon. Apparently, the unre¬

stricted adversary is too powerful in the choice of the sequence. Two ways to limit the

power are randomised adversaries, where request sequences obey an underlying probabil¬

ity distribution and deterministic adversaries, for which the set of admissible sequences is

restricted explicitly.

In the randomised diffuse adversary model of Koutsoupias and Papadimitriou [KP94],
an adversary is allowed to choose the input distribution D out of a given class A of

distributions. The expected competitive ratio of an algorithm Alg is defined by

fE[ALG]
^ECR(ALG, A)

= max ^ —7 : D E Av ' ;

\E[opt]

where the expectations are taken over all request sequences weighted with the respective

probability according to the distribution D. Instead of choosing a worst possible input,

the adversary is only free to choose a worst input distribution.

The diffuse A£-adversary of Koutsoupias and Papadimitriou [KP94] chooses each re¬

quest randomly, such that no page is requested with probability more than some e > 0.

They proved that Lru is optimal against this adversary, but did not determine the actual

ratio. Young [You98, YouOO] proved that the function ecr(lru, A) varies from constant

to linear in k as e varies from zero to one. Moreover, it is logarithmic in k if e ~ \.
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Recently, Becchetti [Bec04] analysed Lru in a probabilistic setting and, for the first

time, proved a constant expected competitive ratio. A diffuse adversary chooses a proba¬

bility distribution for each page request, such that the expected number of distinct pages

until the page is requested again is at most |. In this setting, the expected competitive
ratio of Lru is at most 22.

The access graph model of Borodin et. al. [BRIS91] is an example for a deterministic

adversary, which captures locality of reference. The pages stored in slow memory are

identified with the vertices of a graph. The adversary is free to choose a sequence if it

maps to a walk along the edges of that graph. Fiat and Mendel [FM97] gave an O (1)-
competitive algorithm.

Another approach, carried out by Young [You91], is to vary the cache size and to

consider a relaxation of the competitive ratio. Roughly speaking, an algorithm is called

loosely c(k)-competitive if its fault rate on a given sequence is "irrelevant", or its competitive
ratio is at most c(k) for "most" values of k E {l,2,...,p}, where p is the number of

distinct pages in the sequence. Young [You91] proved that Lru and Fifo are loosely

log fc-competitive.

4.2 Results

One difficulty in analysing the paging problem was the lack of an strong lower bound on

the optimum number of faults. So far, this number was lower bounded by partitioning the

sequence into phases, giving insight only into local structure of the paging problem. We

propose a novel analysis, which is based on a lower bound which captures the structure of

the entire sequence.

Two requests to the same page with exactly £ distinct pages inbetween are called a pair

with distance £. Define the characteristic vector c(R) = (c0,Ci,..., cp) oî a sequence R,
where every entry q counts the number of pairs with distance £.

This definition allows us to characterise the number of faults of Lru, see Theorem 4.4.1.

This algorithm will have evicted a certain page from the cache if and only if at least k

distinct pages are requested in the meantime. Therefore, we have lru(-R) = J2e>kc£ +P>

where p denotes the number of distinct pages within the sequence R.

The crucial result for our analysis is the lower bound OPT(-R) > k_\ k_- J2e>k ^~^+1Q

stated in Theorem 4.4.2. The bound is tight on (k + 1)-multicycles.

Because both bounds depend on the characteristic vector, we are able to compare

directly the number of faults of Lru and Opt on any given sequence R.

With these tools, we are able to give a theoretical explanation why Lru performs
well in practice. We argue that request sequences generated by running programs feature

two characteristics: locality of reference due to executing code and typical memory access

patterns due to requesting data.
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We formalise this intuition with the (a, ß)-adversary, which is free to choose any se¬

quence such that its characteristic vector satisfies Y^e=k Ce
—

ßYTfZak0?-- The intuition

behind this definition is that there are not "too many" request pairs with "critical dis¬

tance", see Section 4.5.1. Our analysis yields that the competitive ratio of Lru is bounded

by

Cr(lru, (a, ß)) < 2(1 + ß) M + —î-j- J + e,

where e = ^ is the fraction of initial faults of a worst-case sequence, and hence between

zero and one. Depending on the values of a, ß and e, our bound can be as small as two.

We argue that the sequences of running programs in practice feature "large" a and

"small" ß for which our bound yields constant competitive ratio of Lru. We performed
extensive experiments and calculated the corresponding values for a and ß. Our bound

for Lru ranged there between two and five, coming close to practical experience. See

Figure 4.2 for two representative results.

We emphasise that our result holds for a deterministic adversary and (depending on a

and ß) improves upon a result of Becchetti [Bec04], which states ecr(lru, A) < 22 in a

probabilistic setting.

We also consider variable cache size, which was studied earlier, see e.g., Young [You91].
We introduce the K-adversary, see Section 4.5.2, which is unrestricted in the choice of the

sequence, but the cache size is a random variable ranging between two integers a and b.

We analyse Lru in the two measures, the expected competitive ratio ecr(alg, K) and

the average performance ratio apr(alg, X).

We conclude that variable cache size is not appropriate to explain the performance of

Lru in practice, because we can construct a sequence R such that hS2 ~ k for every

cache size k E {a,..., b}.

This yields the second conclusion, which is more important. The expected competitive
ratio can give a misleading answer, in the following sense. We can prove

ecr(lru, K) = O (a) and apr(lru, K) = O (b).

Hence, if we fix a and let b grow, ECR^(LRU) = O (a) suggests that Lru performs well,

although this is not the case. It turns out that this phenomenom is because the expected

competitive ratio loses an important property of competitive analysis: the instance-wise

comparison of algorithms.

4.3 The Characteristic Vector

Let M = {1,2,..., m} be the set of pages stored in large memory. Let R= (r\, r2,..., rn)
denote a sequence of requests of length n, where we refer to the set T = {1,2,... ,n} as

time. We require rt E M for every t E T and call P = {r\,..., rn} Ç M the requested pages.

Throughout, p = p(R) = \\P\\ counts the number of requested pages in the sequence.
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A request pair (i,j) is defined by two time-indices i and j within R such that 1 <

i < j < n. We call a request-pair (i,j) consecutive if r\ = r3 and all pages re in the

range i < £ < j are distinct from r\. Define the set of distinct pages between (i,j) by

D(i,j) = {rl+\,..., r3-\} and define the distance of a consecutive request pair (i,j) by

dist(«,j) = \\D(i,j)\\. Let

Ce(R) = {(s,t) : consecutive request pair (s,t) in R with dist(s,t) = £}

denote the set of consecutive pairs with distance £.

The characteristic vector of a sequence R is defined by

c(R) = (c0,ci,... ,cp_i), where q = ce(R) = \\Ce(R)\\.

Each q counts the number of consecutive pairs (i,j) that have exactly £ distinct pages

between i and j. Each q = cg(R) actually depends on R but we mostly omit the argument
R for simplicity.

4.4 Bounds for Paging Algorithms

The characteristic vector enables us to describe algebraically the number of faults of Lru,

see Theorem 4.4.1, and to bound Opt from below, see Theorem 4.4.2. Especially the latter

result is crucial for our analysis. We believe that our concept of the characteristic vector

will also be useful for understanding further paging heuristics, e.g., Fifo.

Theorem 4.4.1. Let k denote the cache size and let R be a request sequence with charac¬

teristic vector c(R) = (c0,..., cp_i), then

lru(R) = J2c£(R)+p(R).
£>k

Proof. If a certain page is in the cache, it will be evicted by Lru before it is requested the

next time if and only if there are requests to at least k distinct pages before that. The

additional p in the bound is due to the initial faults, i.e., the faults incurred when the page

is brought to the cache for the first time.

Theorem 4.4.2. Let k denote the cache size and let R be a request sequence with charac¬

teristic vector c(R) = (c0,..., cp_i) and p(R) > k + 1, then

opt(E) > —-kzr^zrY,—-o—<*(*)•

The bound is tight.
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Corollary 4.4.3. Let k denote the cache size and let R be a request sequence with char¬

acteristic vector c(R) = (cq, ..., cp_i) and p(R) > k + 1, then

OPT(R)>-J2 j ce(R).
£>k

For an intuitive understanding of this bound, consider an (£ + 1)-multicycle, i.e., a

sequence (1, 2, ...,£+ 1,1, 2, ...,£+ 1,... ). It is easy to see that the optimum algorithm
faults £ — k + f times per repetition of the cycle (1,2,... ,£+1), and that every consecutive

request pair has distance £. Hence, averaging over the whole sequence yields that each pair
contributes e~ke+l to the total number of faults.

The essential statement of the lower bound is the abstraction that an arbitrary sequence

can be seen as if it were a collection of multicycles with the same characteristic vector.

Before we proceed to the proof of Theorem 4.4.2, we want to give some intuition about

the obstacles we have to overcome. Let R be a request sequence which requests p distinct

pages; then

{£
— k + f

j ci{R)

where k denotes the cache size. To see this, observe that Opt faults at least £ — k + f

times between two consecutive requests to a page, with £ distinct pages in between, as at

the point of time of the first request it has cached at most k — 1 of the pages inbetween.

Therefore, by considering only consecutive request pairs of distance £, we overcount by
at most a factor £ because every fault is counted for at most £ consecutive request pairs.
Observe that the bound is tight for (£ + 1)-multicycles.

Theorem 4.4.2 states that the max in the above lower bound can be replaced by a sum,

loosing a factor which is at most two. The main difficulty in proving it is that consecutive

request pairs of different distances may overlap, which has to be handled appropriately.

Proof of Theorem \.\.2. Recall that C denotes the set of all consecutive request pairs and

also recall the set T which is referred to as time. Consider an execution of an arbitrary op¬

timal offline algorithm Opt on a given sequence R, e.g., Longest-Forward-Distance.

Define

F = F(R) = {tET : OPT faults at time t} (4.1)

and

1 iîtEF(R),

0 otherwise,
MR)

which yields

OPT(R) = J2ft(R)-
teT

Let t E T be a point in time and let (i, j) E C be a consecutive request pair. We prove

that there exists a function 8t(i,j) which has the two properties expressed in Claim 4.4.4

and Claim 4.4.5 below.
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Claim 4.4.4. Let (i,j) E C. If dlst(i,j) > k, then it holds that

Y^ dist(i,j)-k + l

Otherwise, i.e., z/dist(z,j) < k, then J2teT8t(i,j) = 0.

Claim 4.4.5. For every t E T we have that

£ *<m) < (i +V - f^t) >•<*>

(»,j)ec
v v /

Suppose that Claim 4.4.4 and Claim 4.4.5 hold. Then the following argument completes
the proof of the lower bound.

OPT(R) = Y,ft(R)
t£T

(Claim 4 4 5)n445) I ^_^ ^_^

^
k p-i ter (tj)ec

i + ^i_^i
Z Z^(^)

fc p-i (tj)ec tT

(Claim 4 4 4) 1
^ dlst(l, j) — k + I

-1 I fc-1 fc-1 / y

- - 1

(»,j)ec

dist(tj)>fc

•tf-fc+1

1

, s
distfz, ?)

1 i-fc + i

1 +
fc_i

_

fc_i 2^ —^—c*w
fc p-i ^>fc

It is easy to see from the discussion preceeding this proof, that the bound is tight for

(k + 1 )-multicycles (1, 2,..., k + 1,1, 2,..., k + 1,... ). These sequences request p = k + 1

distinct pages and hence 1 + ^— — ^5i = 1-

Corollary 4.4.3 is implied from the observation

Below, we present the proofs of Claim 4.4.4 and Claim 4.4.5 that complete the proof of

the theorem.

Before we actually prove Claim 4.4.4 and Claim 4.4.5 we need additional notation. For

every pair (i,j) E C define the set

F(i,j) = {tEF:i<t<j},
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• O O • • O • • O • O
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t
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t=i 1 1 12 3 3 4 5 5 j t

(b)

Figure 4.1: Two views on the rank: fixed pair and fixed time.

i.e., the times when Opt faults between i and j. For every t E F(i,j), define the rank of

the fault at time t within (i,j) by

mnkt(i,j) = \\{sE F(i,j): s >t}\\.

The intuition is that the fault with rank r is the r-th last fault within (i,j).

Figure 4.1 depicts two perspectives on the rank. Black circles indicate points in time

when the optimum faults, white circles the others. It turns out that both perspectives are

needed to prove Claim 4.4.4 and Claim 4.4.5.

In Figure 4.1 (a), a fixed pair (i,j) is considered and the ranks of the points in time

when the optimum faults are shown. These ranks decrease over time.

In Figure 4.1 (b), the fixed time i = t E F is considered and all the pairs (v,w) with

w > t (and v < t) are shown. The numbers below the time axis indicate the respective
rank of time t for each pair.

Let

L(i,j) = {te F(i,j) : mnkt(i, j) < dist(i,j) - k + f}

denote the set of the dlst(i,j) — k + f last faults of (i,j).
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Define the value of (i,j) at time t E T by

vali(i,j) = dist(i,j), (4.2)

i /• -n
fvalt(i,j)-l iftEL(i,j),

vnlt+1(i,j)= <
.

(4.3)
lvalt(«,j) otherwise.

Observe that the value of a pair (i,j) decreases by exactly one at a time whenever one

of the dlst(i,j) — k + f last faults in L(i,j) occurs. At all other times, the value remains

constant. It is not hard to see that the following equality holds. It relates the rank of a

fault at time t E L(i,j) with the value at that time:

velt(i, j) = rank*(z,j) + k - 1. (4.4)

Hence valt(i, j) E {k,... ,dlst(i,j)} for all t E L(i,j).

We are now in position to define the function 8t(i,j) based on valt(i, j)'-

fc-i fc-i if dlst(i,j) > k,

öt(i,j)= { valt+l(tj) valt(tj) V J ~ '

(4.5)
0 otherwise.

Observe that 8t(i,j) = 0 for all times except t E L(i,j). The two crucial properties
of this definition are the following. First, for each pair (i,j) with dlst(i,j) > k we have

Y^t£T8t(i,j) = dlsth )+ >
which will be shown below. Second, observe that (4.5) is

defined in such a way that the smaller the rank of a fault is, the more it contributes to

J2t£LU3) àt(i, j)- This second property is crucially needed for the proof of Claim 4.4.5

below.

Proof of Claim 4-4-4- Let (i,j) E C be a consecutive request pair.

First, let dlst(i,j) < k and observe that the definition (4.5) implies J2teT^t(^ J) = 0-

Second, let dlst(i,j) > k. Observe that the number of faults of Opt within (i,j)
is ||F(z, j)|| > dist(i,j) — k + f for all pairs with distance at least k. This is because

there are dlst(i,j) distinct pages between i and j and there are at most k — 1 of these

in the cache of Opt at time i. Hence, for pairs (i,j) with dlst(i,j) > k the property

11-^(^^)11 ^ dist(z, j) — k + f implies that \\L(i, j)\\ = dlst(i,j) — k + f.
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Then (4.1), (4.2), (4.3), and (4.5) imply

J2^t(i,j) = ^2St(i,j) = YI 5^j)
t£T t£F teL(i,j)

^
/ k-1 fc-1

tel^j) Vval*+i(^j) valt(i,j)

dist(tj) . .

^—^ \i> — 1 v J

= (k-l)

= (k-l)

v=k

k — 1 dist(z, j)

dlst(i,j) — k + 1

(fc — l)dist(z, j)

dlst(i,j) — k + 1

dist(i,j)

and Claim 4.4.4 is established.

Before we proceed to the proof of Claim 4.4.5, we give some of the intuition behind it

and introduce additional notation.

Let t E F be a point in time when an Opt fault occurs. We have to prove that the

sum J2fl3\eC8t(i,j) of all the pairs (i,j) for which 8t(i,j) > 0 is not "too large." As

mentioned above (see the discussion after (4.5)), for every consecutive request pair (i,j)
with dlst(i,j) > k, a fault at time t contributes the more to J2teLU3) ^t(i,j) the smaller the

value of that pair is at time t. Hence it is crucial to prove that there are not "too many"

pairs with small value at time t. This central property is expressed in Lemma 4.4.6.

For every t E T define the set

X(t) = {(l,j)EC:tEL(i,j)}.

Observe that if no fault occurs at time t, then X(t) is empty. Otherwise, i.e., for t E F, the

set X(t) comprises all the pairs for which the fault at time t is one of the dlst(i,j) — k + f

last faults. Hence, for these pairs the value vdlt(i, j) decreases by definition (4.3) at time

t + 1. Furthermore, observe that

(i,3)ec (tj)ex(t)

i.e., it actually suffices to consider the pairs (i,j) E X(t), because 8t(v,w) = 0 for all the

other pairs (v,w) ^ X(t).

For every £ = 1,... ,p — 1 define the sets and quantities

X£(t) = {(i,j) E X(t) : mnkt(i,j) = £}

xe(t) = \\Xe(t)\\
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i.e., the (number of) pairs for which the fault at time t has rank £.

Lemma 4.4.6. For all t E F it holds that

r

^x£(t) < r+ fc- f

for all r = 1,... ,p — k and xp_k+i(t) = • • • = xp_i(t) = 0.

Proof. Consider a fixed time t E F. For simplicity of notation, we omit the argument t,

e.g., we write Xg and X instead of Xg(t) and X(t); similarly for xg(t).

First observe that (4.4) implies rankt(i, j) < dlst(i,j) — k + l < p — k. Hence Xp_k+i =
• • • = Xp_i = 0 and xp_k+i =

• • • = xp_i = 0.

The sets Xg partition the pairs (i,j) E X accoring to their rank. Hence the sets Xg

induce a disjoint partition of X and we have || U£=1 Xg\\ = YTe=i \\^A\ = Y^e=i x£-

For sake of contradiction, fix r such that Vfi=1Xg comprises m > r + k — 1 pairs. Let

these be (ii,ji),...,(im,jm). Without loss of generality t < ji < < jm_x < jm.
Observe that all the pages rt,r3l,... ,r3m are distinct from each other. Hence the set

{rt, r3l,..., r3m_x, r3m} contains exactly m+l distinct pages. Therefore any algorithm
with cache size k faults at least m + I — k > r + k — f + f — k = r times in this interval.

Hence there are more than r faults of Opt within the time range t,... ,jm. Consider the

pair (im,jm) and observe that the fault at time t within that pair has rank more than r,

i.e., rankt(im, jm) > r. Hence (im,jm) ^ Vfi=1Xg yields the desired contradiction.

Proof of Claim 4-4-5- First observe that for every t E T\F we have

2>w) = o<(i + *^-^i)/,
by definition of 8t(i,j).

Second, let £ £ F and consider the set X(t). Recall the disjoint partition X(t) =

Xx(t) U • • • U Xp_k(t). By (4.3), (4.4), and (4.5) each pair (i,j) E Xg(t) contributes

r,. .,
k-\ k-\

ôt{hj) = ITk^-2-£Tk^T

toJ2{h])eX{t)8t(i,j).
Now interpret the xg as variables of the following linear program, where the constraints

(4.7) are implied from Lemma 4.4.6.

/ u 1 u 1 \

(4.6)

.,p-k (4.7)

maximize

p—k
/ fc-1

\£ + k- 2

fc-1

£ + k- f

subject to

r

< r + fc -- 1 for r = f
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Clearly, the optimum value of the linear program (4.6) immediately yields an upper bound

Now we prove that the unique optimal solution to (4.6) is x* = (fc, 1,..., 1). Observe

that this solution x* has the property that all constraints in (4.7) are satisfied with equality.

Consider an arbitrary optimal solution x = (x\,... ,xp-k) where not all constraints in

(4.7) are satisfied with equality. Let v be the smallest such index, i.e., Y^e=i xe = v+k— l—e

for some e > 0.

Suppose v = p — k holds. Then we may increase xv by e and achive a feasible solution

with larger objective value and hence a contradiction. Otherwise, i.e., for v < p — k,
consider the solution xe = (x\,..., xv + e, xv+\

— e,..., xp-k), which is indeed feasible. We

have that the objective value of xe — x is

/ fc-f fc-1
£

\(v + k- l)(v + k-2)
~

(v + k)(v + k- 1)

which is a contradiction. Hence x* = (fc, 1,..., 1) is the unique optimum solution to (4.6).

This solution and ft(R) = 1 yields

(»,j)ec
v y

e=2
v

and the proof of Claim 4.4.5 is complete.

4.5 Adequate Performance Measures for Paging

4.5.1 The (a,/3)-Adversary

How does the request sequence of a typical program look like? To answer this question,
recall that programs are organised in two parts: code and data.

The algorithms executed by the program are implemented in the code segment, which

is usually small compared to the cache size. By locality of reference, most consecutive

requests to code pages will have short distance. For example, a lot of time of the control

flow is spent in executing loops resulting in an enormous number of requests to few pages.

However, the size of the datastructures needed by an algorithm can be assumed to be

large compared to the cache size, e.g., databases, matrices, or graphs. This data is mostly
accessed in a structured way, e.g., linearly reading, or in an irregular way, e.g., the queries
to a database. In both cases, we expect a typical memory access pattern: a consecutive

request to a page either has small or large distance compared to the cache size.

>0

fc-1 \

£ + k-l)
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We argue that request distances can be divided into three classes: short, long, and

uncertain. Intuitively, for short distance, "no" (reasonable) algorithm faults, for long dis¬

tance, "any" algorithm faults, but it is not clear for the distances inbetween. As discussed

below, the treatment of the latter turns out to be crucial for the performance of a strategy.

This observation motivates the definition of the (a, ß)-adversary. Let fc denote the cache

size, let a > 1 be such that ak is an integer, and let ß > 0. Then, the (cü,/3)-adversary is

free to choose any sequence R in the set S(a>ß) defined by

{ak—1

p—1 ^

R request sequence with c(R) such that 2_, ce(R) < ß /. cg(R) >
. (4.8)

£=k £=ak )

The set of all sequences is classified according to the parameters a and ß, which is

motivated from the above reasoning and has the following intuition. The parameter ß
controls that there are not "too many" consecutive requests with distance in the crucial

interval [fc, ak — 1]. To see why this interval is critical, consider an (£ + l)-multicycle and

observe that each request pair has distance £. For these sequences, the competitive ratio

of Lru is g_fk+1, decreasing from fc to -^ti as £ grows from fc to ak — I.

Notice that we do not restrict the number of requests with very short distance, i.e.,
in the interval [0,fc — 1]. Hence, our model implicitly captures the notion of locality of

reference. Observe that the interval [ak,p— 1] is also not constrained, allowing sequences

that have the typical memory access pattern dexcribed above.

Summarising, the (cü,/3)-adversary restricts the crucial interval [k,ak — 1] of request

distances; but only mildly. We just require that the total number of crucial requests

S"=fc ce can be balanced with the long-distance requests Y^gZak eg.

For technical reasons, we define the function

p(R)
e(R) =

opt(R)

which relates the number of initial faults to the optimum number of faults of the sequence

R. Observe that 0 < e(R) < 1 always holds. Define e(a,ß) = e(R), where R E S(a>ß) is a

sequence that maximises qwJ over all S E S^,/?)-

Theorem 4.5.1. For the (a, ß)-adversary and cache size fc, it holds that

CR(LRU, (a, ß)) < f(a, ß) := 2(1 + ß) ( 1 +
—!— ) + £(a, ß).
a — I

Proof. Let R E «S^,/?) be a sequence that maximises qwJ over all S E «S^,/?) with e =

e(a,ß) relative contribution of initial faults. Further, Theorem 4.4.1, Corollary 4.4.3, and

(4.8) yield

OPT(Ä)- E^^Q
-

^YLa„Ct a
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Figure 4.2: Characteristic vectors of two SPEC benchmarks

and the proof is complete.

This result is a theoretical underpinning of the good practical behaviour of Lru, since

it gives a criterion for the sequences on which the algorithm achieves constant competitive
ratio. The bound f(a, ß) is constant if a is "large" and ß is "small". Indeed, the discussion

above suggests that practical sequences are in a set S(a>ß) with this property.

To substantiate this claim, we performed extensive experiments with memory traces

generated by our implementations of standard algorithms and by the execution of SPEC

benchmark programs [SPE]. SPEC benchmarks are standard for performance evaluation

in computer industry. They provide programs for a broad variety of applications, e.g.,

numerical simulations or user programs. We calculated a and ß and obtained that our

bound f(a, ß) gives values between two and five for these request sequences, see Figure 4.2.

Further experimental study is needed to determine consistent values of a and ß. How¬

ever, according to the above reasoning, the size of data needed by a program is large

compared to the cache size, i.e., at least a constant factor. We hence expect that a is

"large" in practice. In our experiments, we also monitored the structure of the charac¬

teristic vector of these sequences. Figure 4.2 depicts two representative examples of our

results. The x-axis shows the length £ of the consecutive request and the y-axis shows the

value of the respective eg in log-scale. There is a peak for smaller values of £ and there are

many lange entries eg for larger values of £, corresponding to short and long distance. This
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structure suggests that ß should be "small" in practice.

4.5.2 The iC-Adversary

We also study an alternative approach and consider variable cache size, which shall be

motivated as follows.

First, in previous work, Young [You91] considered the competitiveness of several paging

algorithms as a function of the cache size. In his experimental results, the performance
ratio seems to depend on the cache size. Hence it is a natural question to ask if variable

cache size is adequate to explain the phenomenon that many paging algorithms perform
well in practice.

Second, the (cü,/3)-adversary is restricted in the choice of the sequence, but the cache

size is fixed. What is the effect of the opposite: an unresticted adversary facing variable

cache?

From a practical point of view, it is reasonable that the cache size need not be fixed.

For example, in a heterogenous network many machines have different cache sizes.

We consider the following model. The K-adversary is completely free to choose a

request sequence, i.e., Sk is not restricted, but the cache size K is uniform distributed

K ~ Uni {a,..., b} and beyond the power of the adversary. Here a and b are positive

integers with a < b.

Theorem 4.5.2 is a negative result and states that the X-adversary can enforce worst-

case behaviour of Lru no matter what the outcome of the cache size is. Thus the approach
of variable cache size is not appropriate to explain the good performance of Lru in practice.
Hence we argue that assumptions on the sequence are necessary and justify restrictions,

e.g., the (cü,/3)-adversary.

Theorem 4.5.2. For every e > 0 there exists a request sequence R such that

LRMR\>k-e
OPTk(R)

for every fc £ {a,..., b}.

Proof. First note that we ignore initial faults because these do not affect our analysis.

Let x be a free variable and let fc £ {a,..., b} be arbitrary but fixed. Choose the

following sequence R: a collection of disjoint multicycles with the characteristic vector

c(R)

cg(R) = xb~e+l for £ = a,..., b, and

cg(R) = 0 for all other £.
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Then Lru indeed exhibits its worst-case behaviour because we have

LRlJk(R)
_

J2g>kce(R)
_

E.
Ok

X
b-l+l

opTfc(i?) Eg>ki-^ilcg(R) E^fc^6-^1
I

£>k-

1 -I- Y^ ~.-£+k
1 ' Z^>fcx

I i V Z-k+l„.-l+k

2-^i>k g
x

k
~

<^£>k
g

>k-e

for x sufficiently large.

However, the X-adversary has another interesting implication. We can show that the

expected competitive ratio, which is the standard measure in competitive analysis, can

give a misleading answer. For that purpose, we consider the performance of Lru in two

different measures.

The expected competitive ratio ECR and the average performance ratio APR of an algo¬
rithm Alg against the X-adversary are defined by

,
fE[ALGCR)]

D
_

ECR(alg,
K)

= max ^ —7 —-4 : RE SKy ' ;

\E[OPT(JR)]

and

APR(ALG, K) = max <^ E -—- : Re SK
y Lopt(,r)j

where each expectation is taken over the random cache size K.

We argue that the expected competitive ratio loses an important property of compet¬

itive analysis: the instance-wise comparison of a certain algorithm against an optimum

algorithm. Theorem 4.5.3 is evidence that the expected competitive ratio can be mislead¬

ing due to this fact.

Theorem 4.5.3. For the K-adversary with cache size K ~ Uni {a,..., b}, it holds that

ci -\- b
a < ecr(lru,X) < 2a + 1 and apr(lru,X) =

.

Now we discuss the implications of Theorem 4.5.3. Notice that

ecr^(lru) = O (a) and apr^(lru) = O (b).

Suppose that we choose a to be constant and we let b grow. Then, in the expected compet¬

itive setting, Lru appears to perform quite well since it has constant expected competitive
ratio. However, the opposite is the case which can be seen from Theorem 4.5.2. There

exists a sequence such that Lru exhibits worst-case performance regardless of the cache
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size. However, notice that this behaviour is indeed reflected in the average performance
bound.

We conclude that the expected competitive ratio can be misleading in the above sense.

The reason for this inconsistency is that algorithms are not compared instance-wise. This

can be seen in the proof of Theorem 4.5.3.

Furthermore, the above observartion indicates that if we want to evaluate the perfor¬
mance of an algorithm in terms of competitive analysis, we should consider both measures

and investigate if they contradict each other.

Proof of Theorem 4-5.3. First note that we may assume characteristic vectors of the form

c = (0,..., 0, ca,..., Cb, 0,..., 0) without loss of generality, i.e., £ is in the range a,... ,b.
To see this, first observe that a q > 0 with £ < a does not contribute, neither to LRU nor

to OPT. Second, if we want to prove an upper bound on ^ and if there is a q > 0 with

£ > b, then we can simply modify the characteristic vector c to c' by setting c'b = Cb + Q

and df, = 0. This change does not affect LRU and only decreases the lower bound for OPT.

The upper bound on apr^(lru) is easy to prove, because ^ < fc holds. We find

E
LRU

OPT ~b-a+l^ 2
k=a

The matching lower bound on apr^(lru) follows from the sequence given in the proof of

Theorem 4.5.2 and essentially the above calculation.

For ecr^(lRU), we first calculate the expected number of faults incurred by Lru

b b

e [lru] = b_a+lYYce+p=Y(£-a+lîce+p>

and similarly for Opt

k=a Ok £=a

1 1 xr-^£-fc+f
E LoptI > -- VVL J ~

26-a + f ^^
-eg

1
b

iE

k=a Ok

(£-a+l)(l-a + 2)
4^ £

£=a

-Cg.

With Corollary 3.5.2, the lower bound OPT > p, and with a > 2, we obtain

E[lru] <1+4_El^-«+l)Q
ELOPTI

~

V6 (l-a+lW-a+a)

( £
< 1 + 4 max < : £ = a,..., b

{£ — a + 2

= f + 2a,

The lower bound on ECR^(LRU) is obtained for the sequence given in the proof of Theo¬

rem 4.5.2.
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4.6 Open Problems

Problem 4.6.1. Could the proof of the lower bound, Theorem 4.4.2, lead to new insights

concerning the long-standing fc-server conjecture, which was raised by Manasse McGeoch

and Sleator [MMS88]?

Problem 4.6.2. Is it possible to transfer the approach with the characteristic vector to

other algorithms; for example Fifo? Is there a theorem that relates the number of faults

incurred by any marking algorithm to the number of faults of Lru?



Chapter 5

Scheduling

In this chapter, we consider the average performance ratio of algorithms for the following
stochastic Minimum Weighted Completion Time Scheduling problem. A set of jobs
is to be processed on a set of machines. The objective function is to minimise the total

weighed completion time J23wjC3, where C3 denotes the time when job j is finished and

w3 denotes a weight associated with job j. The processing times of the jobs are assumed to

be independent random variables with known expected value. An algorithm has to decide

upon the ordering of the jobs in advance, only knowing the expected processing time and

weight of each job. The actual realisation is learned only on job-completion.

5.1 Previous Work

The deterministic version of the completion time scheduling problem was studied inten¬

sively since the 1950's.

For the weighted single-machine problem 1| | \^,3w3C3, Smith [Smi56] proved opti¬

mally of the Weighted Shortest Processing Time First (Wspt) rule: schedule

the jobs in order of non-decreasing processing time and weight ratio. For the unweighted

problem, i.e., all weights are equal to one, with m identical parallel machines P \ | V C3,
the optimality of the Shortest Processing Time First (Spt) strategy was shown by

Conway, Maxwell, and Miller [CMM67].

In contrast, Bruno and Sethi [BS74] showed that the weighted problem with m parallel
machines Pm \ | V w3C3 is NP-hard in the ordinary sense already for constant m. How¬

ever, Sahni [Sah76] proved that it admits a fully polynomial time approximation scheme

(FPTAS). If the number of machines is considered as part of the input, Lageweg and

Lenstra [LL77] established that the weighted problem P\ \ J23wjC3 is NP-hard in the

strong sense (see also Garey and Johnson [GJ79] problem SS13). An exact algorithm was

given by Sahni [Sah76]. Skutella and Woeginger [SWOO] found a polynomial time approx¬

imation scheme (PTAS). Kawaguchi and Kyan [KK86] established that Wspt achieves a

|(1 + -\/2)-approximation ratio. Besides that, several constant factor approximations are

55
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known for variants of the problem, see e.g., Phillips, Stein, and Wein [PSW95, PSW98],
Schulz [Sch96], Hall, Schulz, Shmoys, and Wein [HSSW97], and Skutella [Sku98b].

In stochastic scheduling, input data, especially processing times P3 are seen as a random

variables and the performance of an algorithm Alg is measured with its expected objective-
value E [alg] .

In this setting, the scheduler is given weight and expected processing time for each

job and the objective function is to minimise the expected total weighted completion time

E V w3C3 . Hence, an algorithm MIN is considered optimal with respect to that measure

if it minimises the expected total weighted completion time over all algorithms.

Models that are NP-hard in a deterministic setting sometimes allow a simple priority
rule to be optimal for the probabilistic counterpart. For example, the rule Shortest Ex¬

pected Processing Time First (Sept), i.e., schedule jobs in order of non-decreasing

expected processing times, is known to be optimal for many variants of the problem P \ P3 ~

Stoch (//.,) |E E-, Cj >
see e-S-> Rothkopf [Rot66], Weiss and Pinedo [WP80], Bruno,

Downey, and Frederickson [BDF8I], Kämpke [Käm87], and Weber, Varaiya, and Wal-

rand [WVW86]. For the weighted single-machine problem 11 P3 ~ Stoch (ß3) \E V C3 ,

the rule Weighted Shortest Expected Processing Time First (Wsept) is op¬

timal [Pin95]. Wsept schedules the jobs in non-decreasing order of expected processing
time over weight ratio.

Möhring, Schulz, and Uetz [MSU99] proved very general bounds on LP-based algorithms
for many stochastic completion time scheduling problems. Their method is based on Lp-

relaxations of a deterministic problem, where an optimum solution to this Lp yields a lower

bound for E [min]. In addition, this solution also yields a priority rule which can be shown

to be only a constant factor larger than E [min] (with mild assumptions on processing time

distributions). Also additional constraints, e.g., release dates can be handeled with minor

modifications to the Lp. One of the main results is that for m parallel machines

E [wsept] 1
— - < 2
E [min] m

holds if processing times are drawn from distributions that are new-better-than-used in

expectation (NBUE).

Despite the broad literature on stochastic scheduling problems, it seems that the average

performance ratio has only been considered in a paper by Coffman and Gilbert [CG85] and

in the recent work of Scharbrodt, Schickinger, and Steger [SSS02].

In [SSS02] the unweighted completion time problem on parallel machines P\P3 ~

Stoch (ß3) | E^jCj is considered for the Sept rule. The main result is that the Sept

algorithm yields

E
SEPT,

0(i)
OPT

for identical parallel machines under relatively weak assumptions on job processing time

distributions. Here SEPT denotes the objective-value achieved by the Sept algorithm and
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OPT the objective-value of an optimum offline algorithm, i.e., an algorithm that is given the

actual realisations of processing times. The general approach is to partition the probability

space according to a series of "bad events". These events yield a series of bounds that give
an estimate for the probability of "larger" values of TJpL

We consider the weighted version of the completion time scheduling problem, prove a

general bound on the average performance ratio, and analyse the Wsept algorithm.

5.2 Model and Notation

Consider a set J = {1,2,... ,n} of n independent jobs that have to be scheduled non-

preemptively on a set M = {1, 2,... ,m} of m identical parallel machines. For each job

j, a so called diffuse adversary, see Koutsoupias and Papadimitriou [KP94], chooses the

distribution D3 of the random processing time P3 > 0 out of a certain class of distributions

A3. We assume that the processing times P3 are stochastically independent. The scheduler

is given the expectation ß3 = E [P3] of each job j, but the actual realisation p3 is only
learned upon job completion. A positive weight w3 is associated with each job j E J and

all jobs are ready for execution at time zero. Every machine can process at most one job
at a time. Each job can be executed by any of the machines, but preemption and delays
are not permitted. The completion time C3 of a job j E J is the latest point in time, such

that a machine is busy processing the job.

In list scheduling, jobs are processed one-by-one according to a priority list. An online

list scheduling algorithm is given weight w3 and mean ß3 for all j E J and based on that

information, determmistically constructs a permutation ir of J. This list ir is then scheduled

according to the following policy: whenever a machine is idle and the list is not empty,
the job at the head of the list is removed and processed non-preemptively and without

delay on the idle machine, breaking ties arbitrarily. Notice that the actual realisations of

processing times are learned only upon job completion, i.e., the list is constructed offline,
while the schedule is constructed online.

Once a realisation p = (p\,p2,... ,pn) of job processing times is fixed, this policy yields
a realisation of the random variable twc(7t) = E-,eJ wfi3, which denotes the total weighted

completion time for list it. For any realisation of job processing times, an offline optimum

list n* is defined by

OPT(p) = TWC(7T*) = min{TWC(7r) : 7r is a permutation of J}. (5.1)

This yields the random variable OPT of the minimum value of the objective function

for the random processing time vector P = (P1, P2,..., Pn). Let ir denote the list pro¬

duced by an online list scheduling algorithm Alg on input ß = (ß\,ß2,..., ßn) and

w = (w\,w2,..., wn). We define the random variable ALG = twc(7t) as the total weighted

completion time achieved by the algorithm Alg. It is important to note that any online

list scheduling algorithm determmistically constructs one fixed list for all realisations, while

the optimum list may be different for each realisation.
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For any algorithm Alg, the ratio ^ defines a random variable that measures the

relative performance of that algorithm compared to the offline optimum. Recall that the

average performance ratio of an algorithm ALG is defined by

apr(alg, A) = max | E
ALG

OPT
: D £ A

where the job processing time distributions D = (D\, D2,..., Dn) are chosen by a diffuse

adversary from a class of distributions A = (Ai, A2,..., An).

The objective is to minimise the total weighted completion time and the distance from

optimality is measured with the average performance ratio apr(alg,A). In the stan¬

dard classification scheme by Graham, Lawler, Lenstra, and Rinnooy Kan [GLLR79] our

completion time scheduling problem is denoted

P\P3-D3(ß3)EA3\YJ^C3.

This model can be seen as a hybrid between stochastic scheduling models and competitve

analysis, since it comprises important aspects of them both.

In competitive analysis (see Borodin and El-Yaniv [BEY98] for an introduction) the

input for an algorithm becomes available only gradually and usually driven by an adversary.
The competitive ratio is defined by the objective-value of a certain algorithm on a worst-

case input compared to the offline-optimum, i.e., an optimum algorithm that sees the whole

input in advance. An unrestricted adversary is usually considered overly powerful. One

approach to limit its power is the diffuse adversary model introduced by Koutsoupias and

Papadimitriou [KP94], where the adversary is allowed to choose the distribution of the

input out of a certain class of distributions. As done in competitive analysis, our model

relates the performance of an algorithm to the offline optimum on each instance. But

rather than taking the maximum value of that ratio, we take the average over all instances

weighted with a distribution specified by a diffuse adversary.

The similarities to classical stochastic scheduling are that processing times are drawn

from a probability distribution, and that the number n of jobs, their weights w and most

importantly their expected durations \i are known. The most important difference is that

in stochastic scheduling the optimum is usually not defined as the offline optimum, but as

an algorithm that, given w and ß only, minimises the expected total weighted completion
time.

5.3 Results

Before we state our results, recall the definition of distributions that are new-better-than-

used in expectation relative to a function h (NBUE/j), see Section 3.2. Consider the

function h = OPT and note that it is not hard to show that OPT is non-decreasing, see
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Observation 5.4.f. Hence, the NBUE0PT class comprises the exponential, geometric, and

uniform distribution, by Lemma 3.2.4, Lemma 3.2.5, and Lemma 3.2.6.

We allow the adversary to choose NBUE0PT processing time distributions and derive

bounds to online list scheduling algorithms for the problem

P | P3 ~ D(ß3) E NBUEopt | YW3C3
3

where the performance of an algorithm Alg is measured in terms of average performance
ratio apr(alg,NBUE0PT).

Our analysis depends on a quantity a which is an upper bound on the probability
that any pair of jobs is in the wrong order in a list of a certain online list algorithm

Alg, compared to an optimum list. We point out that our analysis is significantly simpler

compared to [SSS02].

Theorem 5.4.3 states that

APR(ALG, NBUEopt) <

I — a

holds for the single-machine case. In Corollary 5.4.8 we show that

APR(ALG, NBUE0pT) < hi
I — a m

holds for m identical parallel machines.

These results reflect well the intuition that an algorithm should perform the better, the

smaller its probability of sequencing jobs in a wrong order.

As an important special case, Corollary 5.4.9 yields

apr(wsept, Exp (A,)) < 3
m

for the Wsept algorithm with m identical parallel machines and exponential distributed

processing times. Simulations empirically demonstrate tightness of this bound.

Only slightly weaker results are obtained if adversarial release dates of jobs and pre¬

emption is allowed. The release date of a job is the earliest time the job is allowed to be

executed. Preemption means that a job may be interrupted at any time and continued

later, possibly on a different machine. In this setting we proved

APR(ALG, NBUEopt) < L 1.
I — a

for an arbitray algorithm Alg and a as above. A modified Wsept algorithm, which

respects release dates and preempts jobs of lower priority, yields

apr(wsept, Exp(Aj)) < 3.
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5.4 Weighted Completion Time Scheduling

Recall that the random variable OPT measures the value of the offline optimum of our

problem. If we interpret OPT as a real-valued function defined on the set of processing
time vectors, then NBUE0PT induces a class of distributions. Observation 5.4.f below

shows that OPT is non-decreasing. Hence, the NBUE0PT class comprises the exponential,

geometric, and uniform distribution, by Lemma 3.2.4, Lemma 3.2.5, and Lemma 3.2.6.

Observation 5.4.1. The function OPT(p) is non-decreasing with respect to every variable.

Proof. Let p = (p\,..., pn) be an arbitrary vector of processing times and assume p3 > 0

for a fixed j. Let ir* denote the optimum list for the vector p and consider the total

weighted completion time TWC(7r*,p') of the list ir* with modified processing times p' =

(pi,... ,p3
- 8,... ,pn), where 8 E [0,p3]. Clearly, TWC(7r*, p) > twc(7t*, p') and therefore

OPT(p) = TWC(7T*,p) > TWC(7T*,p') > OPT(p').

The function OPT(p) is hence non-decreasing with respect to every variable.

We allow the diffuse adversary to choose NBUE0PT processing time distributions in the

following way: all jobs fall into the same class, e.g., they are all exponential distributed,
but the parameter, and thus the mean ß3 of each individual job j is arbitrary. We denote

this degree of freedom by P3 ~ D(ß3) E NBUE0PT- Hence we consider the problem

P | P3 ~ D(/l3) E NBUEopt | ^W3C3,
3

for online list scheduling against a malicous diffuse adversary adv. The performance of an

algorithm is measured with respect to the average performance ratio apr(alg, NBUEopt)-
In Section 5.4.1 the single-machine case is solved and generalised to identical parallel
machines in Section 5.4.2.

For all j, fc £ J, we define the indicator variable M3>k for the event that the jobs j and

fc are scheduled on the same machine. It is easily observed that for any list ir and job j,
the random completion time satisfies C3 = Efc<^j PkM3tk, where fc <* j denotes that job
fc is not after job j in the list it.

5.4.1 Single-Machine Scheduling

A list 7T is called a Weighted Shortest Processing Time First (Wspt) list (also
known as Smith's ratio rule [Smi56]) if the jobs are in non-decreasing order of processing
time and weight ratio, i.e.,

— <— for j<?k. (5.2)
w3 wk

It is a well-known fact in scheduling theory, see e.g., [Smi56, Pin95] that Wspt char¬

acterises the offline optimum for single-machine scheduling.
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Bounding the Average Performance Ratio

Recall that M3>k takes the value one if jobs j and fc are scheduled on the same machine,
which is trivially true in single-machine scheduling. Thus, twc(7t) can be rearranged to

the more convenient form

TWC(tt) = J2W3C3 = YW^Y PkMJ>k = YP^Y Wk-

We define the random variable A3>k = WkP3 — w3Pk for all j, fc £ J and the indicator

variable

f 1 if A3tk > 0 and fc >w j
3,k
—

\
I 0 otherwise.

for any fixed list ir. The intuition behind X3tk is that the variable takes the value one

if the jobs j and fc are scheduled in the wrong order in a list produced by an algorithm,

compared to an optimum list. A3>k measures the change of TWC if two consecutive jobs j
and fc within a list are swapped.

The random variable OPT is defined as the value of the offline optimum and twc(7t)
as the total weighted completion time of list it. The following relationship between the

random variables OPT, twc(7t), A3>k, and X3>k is one of the keys of our analysis.

Theorem 5.4.2. For any list ir it holds that

TWC(vr) = OPT + Y^ Y A^X^-

Proof. We prove that the claim holds for every realisation p = (p\,p2,... ,pn) of processing
times and weights w = (w\,w2,..., wn). Let 83>k and x3>k denote the respective realisations

of A3tk and X3^- Define

\\ k>\j
y3,k(^) = \

I 0 otherwise

where ir is an arbitrary list. We use y3tk = Vj,k(^) and y*k = y3,k(^*) as a shorthand, where

7T* is an optimum list for the outcome p.

Observe that x3yk = f if and only if y3tk = f and y*k = 0. To see this recall that y*k = 0,

i.e., fc <7r* j implies ^ < ^- and hence 83tk > 0. Further note that we have y3tk = 1 — ykt3

and y*3,k = l ~ Vk,j for J ^ k-

For every list ir it holds that

TWC(vr) = Y^ Y Wkp3 = YYWkP3y3'k^ + Yw3p3-
jJ k>wj jJ keJ 3&J
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as already observed by Potts [Pot80]. Now we calculate

twc(tt) - twc(tt*) = YYWkp^y>>k ~ VU)
jJ keJ

= Y Y {WkPAV3,k - y3,k) + Wjpk(ykt3 - y*k>J))
3eJ k>*3

= Y Y (wkPj(yj,k - vlk) - w3pk((i - yk,3) - (f - y*k
3eJ k>*3

= Y Y {Wk'PAv3,k - y3,k) - w3pk(y3,k - y*,k))
3eJ k>*3

= Y Y^Wk'p3 - w3Pk)(y3,k - y*j,k) = Y Y W1 - y*3,k)

= Y Y 53,kXj,k
jeJ k>*3

and the proof is complete.

We are now in a position to prove the main result of this chapter which is stated as

follows.

Theorem 5.4.3. Let Alg be any online list scheduling algorithm for

1 | P3 ~ D{p3) E NBUEopt | ^W3C3.

//Pr [X3>k = 1] < a < 1 holds for all j <n k in all Alg lists ir, then

APR(ALG, NBUEopt) <

1 — a

Proof. Let ir denote the list Alg produced for given expected processing times ß and

weights w. For fc >7r j Lemma 3.2.3 and Lemma 3.2.2 imply that

E
A3,k

OPT
X3tk — i E

wkP3 - w3Pk

OPT
wkP3 > w3Pk < E

wkP3

OPT
(5.3)

holds for all NBUE0PT processing time distributions. Theorem 5.4.2 and linearity of ex¬

pectation establish

E
ALG

OPT

E
opt + £,eJ £*>*, &3,kX3,k

jeJ k>-«3

OPT

^j,kXJtk
OPT
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Conditioning on X3>k = 1, applying (5.3) and Pr [X3>k = 1] < a for all j <* k yields

E
ALG

OPT

l + ^^Pr[IJ)t = l]E
jJ k>^3

A3,k

OPT

X.

3,k

vjGJ k>*3

wkP3
OPT

1+aE
ALG

OPT

Finally, rearranging the inequality and a < 1 completes the proof.

Analysis of the Wsept Algorithm

Now we consider the popular Wsept list scheduling algorithm, and calculate the average

performance ratio for exponential distributed job processing times, i.e., the adversary com¬

mits to exponential distribution. In applications, processing times are often modelled by

exponential distributed random variables. Hence this special case is rather important.

A list 7T is a Weighted Shortest Expected Processing Time First (Wsept)
list, if scheduling is done according to non-decreasing expected processing time and weight
ratio, i.e.,

— <— for j<*k.
w. wk

(5.4)

The random variable WSEPT = twc(7t) defines the total weighted completion time for

Wsept lists tt. Notice that Wsept is an online list scheduling algorithm since its lists are

determined with the knowledge of the weights and expected processing times, rather than

their realisations.

Corollary 5.4.4. The Wsept algorithm for the stochastic scheduling problem

Exp (ßj1)1|^~ YW3C3

yields

apr(wsept,Exp [ß l)) < 2.

Proof. Observation 5.4.1 states that the function OPT(p) is non-decreasing with respect

to p. Hence, by Lemma 3.2.4, exponential distributed random variables are NBUE0PT-

It is thus sufficient to prove Pr [X3tk = 1] < \ for j <7r fc in all Wsept lists tt. As

WkP3 ~ Exp ((wkß3)~l) and w3Pk ~ Exp ((w3ßk)~l) we have

Pr [X3tk = 1] = Pr [Ahk > 0] = Pr [wkP3 > w3Ph3rk\

»jPk

0 W3ßk Jt wkß3

"kl1]

-dsdt =
wkß3

wkß3

I
- < -

w3ßk 2

because j <* k implies Wkß3 < w3ßk by the Wsept ordering (5.4). Application of Theo¬

rem 5.4.3 completes the proof.
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In order to exemplify the theoretical result obtained in Corollary 5.4.4, experiments were

run by simulating exponential distributed processing times. The proof of Corollary 5.4.4

indicates that maximum values of E [^fpp] are to be expected if Wkß3 = w3ßk holds for

all j <n fc. Hence, we have chosen ß3 Wn 1 and simulated the problem

l|i>~Exp(l)| YC3-
3

Experiments were run on the instances

n = 2, 3, 4, 5, f 0, 20, 30, 40, 50, f 00, 200, 300, 400, 500, f 000

where for each n the simulation was repeated 1000 times.

Figure 5.1 depicts the results, where Rmm denotes the minimum ratio ^^fpp- measured,

-Rmax the maximum, and Ravg the average over the number of repetitions, respectively.

n ^T-min ^T-avg -fl-max

2 1.0000 1.2131 1.9974

3 1.0000 1.3692 2.8146

4 1.0000 1.4648 3.3045

5 1.0000 1.5390 3.9426

10 1.0336 1.7269 4.2513

20 1.1991 1.8531 3.4000

30 1.2338 1.8978 2.9656

40 1.4090 1.9235 3.3859

50 1.4407 1.9344 3.0831

100 1.5965 1.9606 2.6208

200 1.6982 1.9759 2.4156

300 1.7274 1.9866 2.2881

400 1.7896 1.9908 2.3472

500 1.8147 1.9919 2.2538

1000 1.8721 1.9962 2.1644

Figure 5.1: Experimental results.

5.4.2 Scheduling Identical Parallel Machines

Now we generalise our results to online list scheduling on m identical parallel machines.

Let ALG^-1 and OPT^ denote the objective values achieved by the algorithm Alg

and the offline optimum, respectively, on £ identical parallel machines. Moreover, the

completion time vector for a list tt on £ identical parallel machines is denoted by C^L
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Lemma 5.4.5 and Lemma 5.4.6 are due to Eastman, Even, and Isaacs [EEI64] and

reduce parallel machine to single-machine scheduling. We have included the short proofs
for sake of completeness. The method has also proved useful in previous work, see e.g.

[HSSW97] and [MSU99, PSW95].

Lemma 5.4.5. Let tt be any job list for non-preemptive list scheduling and let P be pro¬

cessing times, then

cf>
< -cll) + (l--) P3-

J
m

J

\ mj

Proof. We prove that the claim holds for all realisations c of CJ ,
where 7r = (l,2,...,n)

w.l.o.g.

For any j E J define J3 = {1,2,... ,j} and observe that the jobs in J3_\ are started

before job j, and j starts as soon as a machine becomes available.

Consider the schedule induced by J3-\ in which all jobs prior to j are scheduled. Since

the schedule does not involve idle time and j is scheduled on the machine i with least total

processing time so far, j is started prior to the average total processing time per machine

at time s3 , i.e.,

(m) y^ .

1
y^

1 (1)
s)

=
>

j
Pkml>k < — >

j
Pk = s) .

k<-*j-\ k<*j-\

Now

M M , /

l (i) ,

l (i) ,
(a * \

c\ = s) +Pj < —s) +Pi
= —c\ +1 Pi

J J
m

J
m

J

\ mj

completes the proof.

Lemma 5.4.6. For the scheduling problem P \ \ V w3C3 it holds that

QPT(m) y —opt1-1-1.
m

Proof. Let tt* denote the optimum list for the processing times p on m machines (which
need not be the optimum list for one machine). The corresponding completion time vectors

are denoted by c^ = c(7r*)^ and c^) = c^*)^, respectively. W.l.o.g. the jobs are

indexed such that q < e, < • • • < ci holds. Consider the schedule induced by the

subset J3 = {l,2,...,j}. Since j is the job in J3 to be completed last, the machine i

on which it is scheduled, is the one with maximum total processing time in the schedule.

Because machine i has at least average total processing time, it holds that

(m) \~^ ^

1
\~^

1 (1)
c =

> J
pkmt>k >

—

y pk = —c '.

k<~** j k<~** j

As tt* is the optimum list for p on m machines, and since this list may be used for single-
machine scheduling, we have

OPT(p)M = YwJm) >-YwJ1] > -OPT(p) (i)

m
L—' J

m
3&J 3&J
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which completes the proof.

Theorem 5.4.7. Let Alg be any online list scheduling algorithm for

P | P3 ~ Stoch (ß3) | J^ w3C3,

then

E
ALGM

OptH
< E

ALG(1)

optW
f —.

m

Proof. Lemma 5.4.5 and Lemma 5.4.6 establish

G
(m)

<
G

(i)

0PTM
-

m0PT(m)

p,
<

a
(i)

i

m J OPT(m)
~

OPT^) m J OPT(m)

Thus we have

i(m)
EjeJ^cr

<
EjeJ^c:

(i)

optH opt(!)

1\ Y,3ejW]Pj
^ Y,3eJw3C\

(i)

1
/ t ,

m J OPT<m)

<

opt(1)
1 —

m

by opt^"7-) > J23çjW3P3. Taking expectations completes the proof.

Corollary 5.4.8. Let Alg be any online list scheduling algorithm for

P | P3 ~ D(ß3) E NBUEopt | YWlC'-
3

//Pr [X3>k = 1] < a < 1 holds for all j <n k in all Alg lists tt, then

APR(ALG, NBUEopt) < L 1
.

I — a m

Corollary 5.4.9. The Wsept algorithm for the stochastic scheduling problem

P\P3~Ew(ß;1) \J2W3C3

yields

apr(wsept, Exp («, *)) < 3
m
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5.4.3 Adversarial Release Dates

So far, we assumed that all jobs are ready for execution at time zero. But now we extend

our analysis to scheduling with release dates. The earliest point in time r3 such that the

job j is ready for execution is called its release date. We modify our model as follows: the

online list scheduling algorithm is given expected processing times ß and weights w and

based on that information determines a job list tt. In particular, the scheduler is given no

prior information on release dates; they become available only during construction of the

schedule. In fact, we assume that jobs are released by an adversary that decides online

upon job arrival. In addition, we allow the algorithm to schedule jobs in the following

preemptive list policy: a job in execution may be interupted at any time and replaced by
a job which is earlier in a priority list and also ready for execution.

The reason for the assumption to allow job preemption is motivated from the necessity
of unforced idle-time and shall be illustrated by the following example.

Example 5.4.10. Consider single machine scheduling with deterministic processing times

for the problem 1 | r, | J23 C3. Online list scheduling is done according to the above policy.
One job has processing time M, which is considered to be sufficiently large, and n jobs
have processing time one. The long job is released at time zero, and the n short jobs are

released at time e > 0, where e is sufficiently small. Consider an arbitrary non-preemptive

scheduling algorithm Alg that does not idle if not forced to. It schedules the long job first

and then the n short jobs. In contrast, the offline optimum solution involves unforced idle

time: the machine idles for time e, then the short jobs are scheduled, and finally the long

job is processed. A simple calculation yields that Alg achieves average performance ratio

0(n).

This example shows that the adversary can force the algorithm to bad decisions, which

can not be corrected later, since job preemption is not allowed. However, it turns out that

preemption helps. We study the scheduling problem

P | P3 ~ D3(ß3) E A3, r3 ~ Adversary, prmt | y ;W3C3
3

and reduce preemptive scheduling on identical parallel machines with adversarial release

dates to non-preemptive single machine scheduling with trivial release dates, see Sec¬

tion 5.4.1.

We denote the adversarial release dates vector by r = (r\, r2,..., rn). Let opt^ and

ALQ(r,« denote objective values achieved by the offline optimum and an algorithm Alg, on

(t £)
£ machines and release dates r, respectively. Furthermore let C ' denote the completion
time of job j in an Alg schedule on £ machines with release dates r.

Lemma 5.4.11. For any vector of release dates r and job processing times p, we have

OPT(p)(r'm) > —OPT(p)(1).
m

for preemptive scheduling on m identical machines.
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Proof. Consider the optimum schedule for the problem P\r, print | Ej^jCj- In that

schedule, each job is possibly processed in parts on different machines. Call each fragment
of a job a block. Now set all release dates zero and eliminate idle time by moving each block

to the earliest possible point in time, preserving the assignment of blocks to machines and

their ordering. This yields a feasible schedule for the problem P | prmt | V wfi3 and thus

0pT(p)(r,m) > 0PT(p)(°'mL

W.l.o.g. the jobs are indexed such that c\ < c2 < < <yn holds. Consider the

schedule induced by the subset J3 = {1,2,... ,j}. Since j is the job in J3 to be completed

last, the machine i on which it is scheduled, is the one with maximum total processing
time in the schedule. Because machine i has at least average total processing time, it holds

that cf'm) > ±J2kej/Pk-
Observe that the value Efcej Pk equals the completion time of job j when processing

the jobs non-preemptively on one machine in the ordering tt = (1, 2,..., j,..., n). Hence

we have

(0,m) .

1 (1)
c) > —c) .

J
m

J

The list tt is feasible for the problem 1 | | V w3C3 and hence

0PT(P)(°>m) = y wJ?>m) >-ywjl) > -opt(p) (i)

m
L—' J

m
3&J 3&J

completes the proof.

Lemma 5.4.12. Let tt be any job list that is scheduled on m machines in preemptive static

list policy. For arbitrary vectors of release dates r and processing times p, it holds that

(r,wi) / , ,

1
(1)

3
m

3

Proof. We assume tt = (1,2,... ,n) without loss of generality. Observe that none of the

jobs j + 1,..., n can delay or preempt any of the jobs 1,2,... ,j because they are later in

the list tt. We may thus restrict ourselves to the jobs 1,2,... ,j.

Fix the schedule induced by the jobs f, 2,..., j — 1 in preemptive list policy and define

the functions

u(t) =

and

t(t) =

1 if all m machines are working at time t

0 otherwise,

1 if at least one machine idles at time t

0 otherwise.
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Let I(a, b) = Ja i(t)dt, W(a,b) = Ja uj(t)dt, let t0 = r3 and tx = r3 + p3 + ^Efc<^Pfc-
Observe i(t) = 1 — u)(t) and t\ < r3 + p3 + ^c .

If I(t0,ti) > p3 holds, then there is enough idle time between the jobs 1,2,... ,j — 1 to

finish job j until time t\, thus completing the proof.

To prove I(t0,ti) > p3, we establish the auxiliary result W(t0,ti) < ^ Efc<*-7-iPfc-
Since the total work performed by all machines simultanously between t0 and t\ can not

exceed the total work Efc^-iPfci we have mW(t0,ti) < Y^k<^3-\Pk-
By putting things together, we find

/(to,ii) = / i{t)dt = t1-t0- W(t0,*i) > *i — *o Y Pk= p3
Jtn

m
.
^„ -,

r-*l

'*°
'"^fc<J-l

which completes the proof.

Theorem 5.4.13. Let Alg be any online list scheduling algorithm for the problem

P | P3 ~ D3 (ß3 ) E A3, r3 ~ Adversary, prmt | y^w3C3'31

where jobs are scheduled in preemptive list policy, then

E
ALG(r,m)

QpT(r,m)
< E

ALG(1)

optW
1.

Proof. Lemma 5.4.11, Lemma 5.4.12, and the observation OPT(p)(r'm) > J23eJw3(r3 + p3)
establish

EjejW,C?(r'm) <YZ3e.Jw3CT YZ3(,jW3(r3+p3)
^

YZ3(,Jw3Cf]
1

QpT(r,m)
—

OPT^1) OPT(r,m)
—

OPT^1)

Taking expectations completes the proof.

The subsequent corollaries to Theorem 5.4.13 follow immediately from Corollary 5.4.8

and Corollary 5.4.9, respectively. Let X3>k be defined as in Section 5.4.1 for non-preemptive

single machine scheduling with trivial release dates.

Corollary 5.4.14. Let Alg be any online list scheduling algorithm for the problem

P\P3 ~ D(ß3) E NBUEqpt, t3 ~ Adversary, prmt | y ^jCj,
3

where jobs are scheduled in preemptive static list policy. If Pr [X3>k = 1] < a < 1 holds for
all j <* k in all Alg schedules tt, then

APR(ALG, NBUEqpt) < L 1.
1 — a
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Corollary 5.4.15. The Wsept algorithm for the stochastic scheduling problem

P | P3 ~ Exp (ßj1) , r3 ~ Adversary, prmt | y ^jCj
3

in preemptive static list policy yields average performance ratio

apr(wsept,Exp (ß~1)) < 3.

5.5 Open Problems

Problem 5.5.1. Our simulations indicate that the bound obtained in Corollary 5.4.4 is

tight for single machine scheduling. Is there a respective lower bound?

Problem 5.5.2. Consider the scheduling problem

1 | P3 ~ Stoch (ß3), r3 ~ Adversary | y ^WjCj
3

without preemptions. What bound on the expected performance ratio of a certain algo¬
rithm for it can be shown? Can such an analysis be extended to m parallel machines? The

paper of Goemans et. al. [GQS+02], the approach of Cü-schedules, see Skutella [Sku98a],
and the work of Moehring, Schulz, and Uetz [MSU99] could be a good starting point for

further research.

Problem 5.5.3. Consider the scheduling problem

1 | P3 ~ Stoch (ß3), prec | y, w3^3
3

with precedence constraints. What bound on the expected performance ratio of a certain

algorithm for it can be shown? Can such an analysis be extended to m parallel machines?

The problem is open even for the special case where the precedence constraints are chains

or trees.
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Online Spanning Trees

The Minimum Spanning Tree (Mst) problem aims at finding a spanning tree of min¬

imum total weight in a weighted graph. It is one of the classical problems in computer

science. Given a graph G = (V, E) on n vertices V = {1,2,... ,n) and m edges E Ç ( )
with egde-weights w : E —> E, find a tree T on the vertices V, such that the total

edge-weight w(T) = EeeTu'(e) is minimal. Recall that a tree is a acyclic and connected

graph.

In this section, we study a stochastic online variant of this problem and study how well

it can be solved against various types of adversaries.

6.1 Previous Work

The offline problem, i.e., all weights are known in advance, can be solved by well-known

greedy algorithms, e.g., Prim or Kruskal, see Cormen, Leiserson and Rivest [CLR90].
Recall that the algorithm Kruskal includes the edges of the graph in the spanning tree in

ascending order of weight, always keeping the induced graph acyclic. For recent results on

fast algorithms for this problem see Chazelle [ChaOO] or Pettie and Ramachandran [PR02]
and references therein.

Consider the following Mst problem in graphs with random edge weights. Let G =

(V, E) be a complete graph on n vertices and let the edge-weights be independent uniform

distributed random variables over the interval [0,1]. Let OPT denote the weight of an

(offline) minimum spanning tree.

For the offline problem in this probabilistic setting, Frieze [Fri85] proved that

lim E [OPT] = V- = C(3).
ra^oo ^—' 1°

3 = 1
J

The idea is to bound the indices of the edges Kruskal includes into its solution from

above and from below. Let m = () and assume that the edges are indexed by increasing

71
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weight. Since the expected weight of the z-th smallest edge in G is -^7-, the value given
above follows by linearity of expectation. Note that this argument heavily relies on the

fact that the whole graph is known.

Janson [Jan95] considered the distribution of OPT. Frieze and McDiarmid [FM89]
sudied the expectation of OPT on bipartite graphs; fc-regular graphs were considered by

Beveridge, Frieze, and McDiarmid [BFM98] and Frieze, Ruszinko, and Thomas [FRTOO].

Also, the algorithmic aspect of random graphs and graphs with random edge-weights
has received attention. Karp and Tarjan [KT80] proposed an algorithm for random

weighted graphs that requires O (n + m) expected time. McDiarmid, Johnson and Stone

[MJS97] analysed the behavior of the algorithm Prim.

Similar results have been achieved for other graph problems. Recently, Hagerup [Hag04]
proposed a simple, O (n + m) expected time algorithm that solves the Single Source

Shortest Path (Sssp) problem in graphs with random edge-weights that are not neces¬

sarily complete.

6.2 Model and Notation

The Mst problem can also be formulated as an online problem. As before, let G =

(V, E) be a complete graph on n vertices and let the edge-weights be independent uniform

distributed random variables over the interval [0,1], i.e., w(e) ~ Uni (0, f) for all e £ E.

An algorithm Alg receives the edges one-by-one and has to decide, before seeing the next

edge, whether to include the current one into the spanning tree T or not. The objective is

to minimise the total weight of the tree w(T) = J2eeTw(e).
We assume that the ordering of the edges is chosen by an adversary Adv. If the

adversary has to fix this ordering in advance he is called oblivious; otherwise, if the order

may depend on the decisions of the algorithm, the adversary is called adaptive. Adv is

fair if he discovers the weight of the edges at the same time as the algorithm. In contrast,

Adv is unfair if the edge weights are known in advance and used to determine the edge
order. We consider the following four adversaries: FO (fair, oblivious), FA (fair, adaptive),
UO (unfair, oblivious) and UA (unfair, adaptive).

The distance from optimality of an algorithm Alg against Adv for the graph G with

random edge-weights is measured with the average performance ratio

apr(alg, adv) = max < E

6.3 Results

alg(S')

opt(S)
edge-sequence S of adversary ADV

It follows from inclusion that for every algorithm Alg,

apr(alg,fo) < apr(alg,fa) and apr(alg,uo) < apr(alg,ua). (6.1)



6.4. Average Performance Analysis 73

Moreover, it turns out that the calculating the average performance ratio of any online

algorithm Alg for this problem against any adversary Adv can be reduced to calculating
its expected objective value. More specifically, Theorem 6.4.1 in Section 6.4 states that

apr(alg, adv) = O (E [alg]) ,

where ALG denotes the objective value achieved by an arbitrary algorithm Alg. It is hence

sufficient to consider E [alg] rather than E [^]
We give (asymptotically) tight upper and lower bounds for fair adversaries in Section 6.5

and unfair adversaries in Section 6.6. More specifically, we prove

n
5

E ALG > -

L J ~
4

E [alg] = 0(1)

E [alg] = Q (log n)

E[alg] = O(logra)

for every algorithm ALG against FO, see Theorem 6.5.1,

for some algorithm ALG against FA, see Theorem 6.5.4,

for every algorithm ALG against UO, see Theorem 6.6.1,

for some algorithm ALG against UA, see Theorem 6.6.2.

6.4 Average Performance Analysis

In this section, we establish Theorem 6.4.1 which reduces the calculation of the average

performance ratio E [^] of an algorithm Alg to calculating E [alg].

Theorem 6.4.1. Let Alg be an arbitrary online Mst algorithm against an arbitrary

adversary Adv with respective objective value ALG. Let OPT denote the value of a minimum

spanning tree, then

E
ALG

OPT

= 0(E[ALG]).

Although unlikely, the value of OPT can be very small. It is hence possible that

linira^ooE [^H] = oo. However, Lemma 6.4.2 states that this is not the case and assures

that the expectation exists.

Lemma 6.4.2. Let Alg be an arbitrary online Mst algorithm against an arbitrary ad¬

versary Adv with respective objective value ALG. Let OPT denote the value of a minimum

spanning tree, then

E
ALG

OPT

1
OPT < -

~

3
Pr

1
OPT < -

~

3
= o(l).

Proof. We partition the interval [0, \] into the intervals I3, where I0 := (n 1,l/3] and

n~J~\ for j > 1 and bound the probability for OPT £ I3. We define theh =

con

-O+i)

tribution of I3 as E [^| | OPT £ I3] Pr [opt £ I3] and claim that

(1) the contribution of I0 and I\ is o (1 ) and
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(2) if j > 2, then the contribution of I3 is e'

This implies that

ALG 1
„

1

-©(ra(j —1) Inn)

E
OPT

OPT < Pr OPT <

3=0

ALG

OPT
OPT £ I, Pr [OPT £ I3

oo

<o(l) + J2 e-0(ra(j-1} lnra)
= o (1).

To complete the proof, it remains to bound the respective contributions of the I3.

First we consider the case j = 0. Let the random variable Y count the number of

edges in the graph that have weight at most K Let m = (). Clearly E \Y] = ^ = 22yL
Furthermore, let the random variable L count the number of edges in the optimal spanning
tree that have weight at most K According to these definitions (n — 1 — L)n~1 is a lower

bound of OPT, since L edges have positive weight and the remaining n—l — L edges have

weight at least K Hence assuming that OPT < | this implies L > n — 1 — |. With L < Y

we get

Pr [OPT £ I0] < Pr
1

OPT < -

~

3
< Pr

2

Y>r = Pr[Y > (1 + 8)E[Y]]

f°r ^ = 3(n!i) ~ 1- This probability can be bounded from above by Chernoff's inequality

leading to a tail bound of e-0^. Since E [^|| | OPT £ 70] _

n2, we conclude that the

contribution of I0 to E [^f ] is o (1).

For the case j > 0 the random variable X counts the number of edges having weight
less than n~J. Clearly E [X] = '^^-n1-3. Now, if OPT < n~J, the graph must contain at

least n — 1 edges of weight less than n~J. We obtain

Pr [OPT £ I3] < Pr [opt < n~3] < Pr [X > n - 1] = Pr [X > (1 + 8)E [X]]

for 8 = 2nJ~1 — 1. Once again, we apply Chernoff's inequality, i.e.,

Pr[X> (1 + 8)E[X]] <ea{n)

where a(n) = E [X] (8 - (8 + f ) ln(8 + f )) and obtain

a(n) =
z

l-nl~d - (n - l)ln(2nd~l)

2

(n-1)

nl~] (2n]~l - 1 - 2n]~lln(2n]-1))
1n

-0(n) if j" = 1

-(j — l)nlnn + O (n) ifj>f

Since E [^§ | OPT £ I3] < n3+2 = e(-7+2)ln"', the contribution of h is o(l) and for j > 1

the contribution of I3 is e-0^-1)1""-). .
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The following lemma states that the value of a minimum spanning tree can also not be

too large. This is needed in the proof of the lower bound E [^ß] = H (E [alg]).

Lemma 6.4.3. Let OPT denote the value of a minimum spanning tree, then

Pr [opt > 5] = O (e~n) .

Proof. Throughout, c denotes a suitably chosen constant. It turns out that c = 5 suffices.

Suppose that OPT > c holds. Then there is an edge e in the minimum spanning tree T

with weight w(e) > -. Otherwise, we have

OPT = ^2 w(e) < (^ - 1)- <

eT

which is a contradiction.

Let e = {u,v} denote such an edge with w(e) < ^. Furthermore, let G Ç V be an

arbitrary subset of vertices such that u E C and v $. C. Consider the cut

(C,C) = {{s,t} E E : s E C,t EC}.

Then, every edge e' E (C,C) has weight w(e') > w(e). For sake of contradiction, assume

w(e') < w(e) for some edge e' E (C,C). Now include e' into T and observe that there

exists exactly one cycle in this graph. This cycle contains e and e'. If the edge e is deleted,
we obtain a spanning tree T". Now we find

w(T') — w(T) = w(e') — w(e) < 0 and hence w(T') < w(T),

which is a contradiction to the assumption that T is a minimum spanning tree.

Therefore, with the standard estimates (?) < (^f)k and (f - -)n < e~x

Pr [opt > c] < Pr there is a cut (C, C) such that w(e) > - for all e £ (C, C)
L n

< y n Fr w^
-

(C,C) ee(C,C)

<

<

2

E
fc=i

2

E
fc=i

ne

exp

fc(n —fc)
C \ 2

n

c(n — k)

v^ ( f en

fc=i
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Clearly, ne exp (—^f ) < 1 for c > 4. Hence (ne exp (—^)) is maximised for fc = f. We

choose c = 5 in order to apply n2e~~ < 25 and we find

Pr [OPT > 5] < ^exp (-^\ = 0 (e~n) ,

which completes the proof.

Proof of Theorem 6.4-1- First we show the upper bound E [^]
tioning on the event OPT > | yields the equality

0(E[alg]). Condi-

E
ALG"

= E
ALG

OPT-OPT.
OPT < -

~

3
Pr OPT < -

~

3
E

ALG

OPT
OPT > -

3
Pr OPT > -

3

Applying Lemma 6.4.2 and Pr [opt > |] < 1 immediately imply

E
ALG

OPT

< E
ALG

OPT
OPT > 0(1).

Furthermore, with the well-known fact E [X] = j0 Pr [X > t] dt which holds for positive

random variables X and with the equality Pr [A] = Pr [A \ B] Pr [B] + Pr [A \ ~BJ Pr [U]
we find

E
ALG

OPT
OPT > -

3
< 3E

= 3/

ALG OPT > -

1
3

Pr ALG > t I OPT > -

~ '
3

dt

<

Pr [ALG > t] - Pr [ALG > t I OPT < |] Pr [OPT < |]
Pr [OPT > |]

-E [alg] = O (E [alg]) ,

dt

l-o(l)

where the next-to-last inequality follows from Lemma 6.4.2.

For the lower bound E [^§] = H (E [alg]) condition on the event OPT > 5 and recall

Lemma 6.4.3. With a calculation before, we find

E
ALG

OPT

> E
ALG

OPT
OPT < 5 Pr [OPT < 5]

> -E [alg I OPT < 5] Pr [opt < 5]
5

f I°°
-(1 - O (e'71)) / Pr [alg >t\ OPT < 5] dt
5 Jo

(f-o(f)) / Pr {ALG >t]dt
Jo

(l-o (f ))E [alg] = Q(E [alg])

and the proof is complete.
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6.5 Fair Adversaries

6.5.1 A Lower Bound

The fair oblivious adversary FO is the weakest of those we consider. There is an upper

bound, see Theorem 6.5.4 below, which states that there is an algorithm that yields O (1)
expected objective value against FO. However, it could be possible that there is an al¬

gorithm Alg which yields E [alg] = (1 + e)E [opt] for arbitrary e > 0 or e = o (1 ). In

Theorem 6.5.1, we show that this is not the case.

Theorem 6.5.1. Every online algorithm Alg yields E [alg] > | = cE [opt] against a

fair oblivious adversary ¥0, where c> 1 is an appropriate constant.

Assume that we wish to choose the minimum of a set X = {X\,..., Xk} in an online

manner, where the X% are independent uniform distributed random variables over the

interval [0,1]. An online algorithm is given the values of the X% one-by-one and eventually

accepts one of these.

Let Wk denote the expected objective value of the best possible online algorithm MIN

for this problem. If fc = f then W\ is trivially \. Otherwise, if fc > f we assume that

MIN receives the value of X\. In the optimal strategy, the algorithm will accept X\ if it

is smaller than Wk_i, since Wk_\ is by definition the value which can be achieved by the

optimal algorithm.

The proof of Theorem 6.5.1 heavily relies on the following result.

Lemma 6.5.2. Wk is monotone decreasing and satisfies

Proof. By W\ = \ and since the optimal algorithm accepts X\ if and only if X\ < Wk_\,

we obtain the following recursion

Wk = E [Xx | Xl < H4_i] Pr [Xx < H4_i] + Pr [Xx > Wk.x] Wk.x

w w2
= -^Wfc-i + (1 - Wfc-i)Wfc-i = H4_! - -p.

The claim follows from Lemma 6.5.3 below.

Lemma 6.5.3. The recursion xn+\

solution

for every initial value x\ E [0,1].

xn(l — 2xn) is monotone decreasing and has a

n \nz
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Proof. Monotonicity is clear since xn < 1 and 1 — \xn < 1 by induction. Our strategy is

to define an auxiliary recursion yn which has a simple solution and relate it to xn. Let

yn+i = yn ( l - -yn ) + —,—-tt (6.2)
\ 2 ) n/(n + 1)

and observe that yn is an inhomogenous version of xn. It is easily verified that (6.2) is

solved by the function yn = \ for every n > 4.

We prove that

2
. .

Xn = yn --, —T + U„, (6-3)
n/(n + f)

where un is a function which satisfies \un\ < -^ for every n > 1 and every initial value

X\ E [0,1]. Observe that this implies the claim.

Define the ugly function un by

2

un = xn - yn +
—-——— for n £ {1,2,3,4},
n/(n + 1)

2 ( 2 \ 1 / 2 \2 2

Un+i = -[un —— + - [un ——- - -————— for n > 4.

n\ n/(n + l)J 2\ n/(n + l)J (n+l)^(n + 2)

We proceed by induction on n. The equality (6.3) holds for n £ {1, 2, 3, 4} by definition.

Assuming that xn = yn
— n2(l+l\ + un holds, we prove the equality for xn+\ and n > 4.

2(ra+l)
~

(n+1)2(n+2)
'
n2(n+1)2(n+2)

Recall that we can write yn = -. Also note the identity 2(2
n
=

,
.^c

,2)
H ^^

1 \
_

l
2

Xn-\-l Xn I 1 7^Xn I Xn Xn
2 n

2 1
' N 2

n2(n + f)

2

n2(n + f)

2

+ Un ~ ~ \yn + U

2 \ n^(n + f)

f
2

2 / 2 \ 1
= Vn T( 7~^ + ^yn+ -\Un TT —TT + TT I Un

2yn nV n2(n + l)7 2 V n2(n+l)
6n + 4

n2(n+l) (n+l)2(n + 2) n2(n + l)2(n + 2)
/ 1 \ 2 2

-yn[i- -ynj +
n2{n + l)~ {n + 1)2(n + 2)

+ Mra+1

2

(n + l)2(n + 2)

To complete the proof, we have to show \un\ < ^ for every n > 1. For the cases

n £ {1,2,3,4} this can be verified manually and for n > 5 it easily follows by induction

from the definition of u„.
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Proof of Theorem 6.5.1. Assume FO fixes some order ex, e2,..., em on the edges. Let Opt

be the best possible online algorithm for the minimum spanning tree problem and adversary
FO. Furthermore, let T* denote the spanning tree which is returned by Opt Let T be

obtained from T* by keeping for every vertex only the edge which was accepted first. For

u E V we denote this edge by au. If au = av = {u, v} for two vertices u, v E V, we simply
double {u,v}. We define

{t)--=\Yw^)- (6-4)
uev

On the other hand, assume we use algorithm Alg to chose online and independently

exactly one edge bu for each vertex u E V. Let ALG := \ E«ev w(bu). By Lemma 6.5.2,

we obtain

E [ALG] = \YE KM] = \Y W»-l = \nWn-l = 1 + 0

uev uev

We will now prove that E [w(aM)] > Wn-i for all u E V. Although this is intuitively

clear, we have to take into account that Alg and Opt are defined on different probability

spaces. Consider two vertices u and v. Assume that both algorithms choose for u the edge

{u,v}. Then Alg will also make some choice for v while it is possible that Opt does

nothing. Thus we can not exclude that Alg performs worse than Opt.

Now, let u E V. We write i(e) for the index of an edge e at u which is defined as

follows. If e is the j-th edge incident to u in the order fixed by FO then i(e) = j. In other

words, we take all edges incident to u and index them by 1 through n — 1.

Let i(au) and i(bu) denote the index at u of the edges au and bu, respectively. We can

rewrite the expectation of w(au) as

E [w(au)] = E [w(au) \ i(au) < i(bu)] Pr [i(au) < i(bu)]

+ E [w(au) | i(au) > i(bu)] Pr [i(au) > i(bu)] (6.5)

First, we bound the expectation of w(au) given that i(au) < i(bu). If this is the case

then algorithm Alg rejects the edge au. Therefore w(au) is at least Wn-t(au)+i by definition

of Alg. Hence, we have

E[w(au) | i(au) < i(bu)] > Wn-%{au)+i > Wn-i- (6.6)

Otherwise, if we condition on i(au) > i(bu) the expectation of w(au) can be bounded as

follows.

E[w(au) | i(au) > i(bu)]
n—l

>J2E M««) I ifau) > i(bu) A i(bu) = fc] Pr [i(bu)
k=\

n—l n—l

> J] Wn-kPr [i(bu) = k]>Y; Wn-iPr [i(bu) = fc]
fc=i fc=i

= fc]

= Wn-l (6.7)
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By substituting (6.6) and (6.7) into (6.5), we obtain by (6.4)

E HT)] = \YEKM > Tj^n-i = 1 + 0

uev

In the definition of T in (6.4) we have weighted for every vertex the corresponding edge by

\. This means we only count the equivalent of |~|] edges in T. In order to obtain a lower

bound on w(T*), we may add the weight of the |_f J — 1 cheapest edges in the graph G.

Hence, for n large enough we have

L-J-i

E [w(T*)] > E [w(T)] + ]T —— =
j + o(-)= cC(3) = cE [opt]

*-^ m+1 4 \n/

for an appropriate c > f. This completes the proof.

6.5.2 An Upper Bound

In this section, we present an online algroithm Tree which seeks to minimise the total

weight of the constructed spanning tree and yields 0(1) expected objective value against
a fair adaptive adversary FA. More specifically, we prove the following result.

Theorem 6.5.4. There is an algorithm Alg that achieves E [alg] = O (1) against an fair

adaptive adversary FA.

In order to prove Theorem 6.5.4 we will actually prove something slightly stronger.

Suppose we are given an online algorithm Connect that receives the edges of G one-by-

one, decides whether to accept or to reject an edge before seeing the next, and guarantees
to construct a connected subgraph of G. Then we can easily deduce an algorithm Alg

that ensures the construction of a spanning tree by including each edge e accepted by
Connect into a spanning forest T of G, unless e closes a cycle in T. We have thus reduced

the problem of designing an algorithm for finding a spanning tree with expected weight
O (1) to the problem of finding a connected subgraph of expected weight O (1). Hence,
in the sequel, we will consider the latter problem only. Algorithm CONNECT constructs a

connected subgraph C of G and is analysed in Theorem 6.5.7 below.

Let us now explain the main ideas behind Connect. Let e be an edge that is exposed
to the algorithm. There are exactly two circumstances under which e is accepted.

(1) Regular acceptance. If e satisfies the weight criterion for any one or both of its end-

vertices as explained below, then e is accepted and called a regular edge.

(2) Emergency acceptance. If rejecting e disconnects the graph induced by the accepted
and unseen edges, then e is accepted (regardless of its weight) and called an emergency

edge.

If none of the two conditions is satisfied, then e is rejected.
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Regular Acceptance

Let t denote the time when exactly t edges e\,...,et are exposed to Connect. For

each vertex v, we define a function p stated below which takes values in the set P =

{1,2,..., |~log(J|)]}, where n is the number of vertices, d a positive integer constant (to
be specified later), and log denotes the logarithm base 2. We assume n > 8d throughout.

Formally, the function p depends on a vertex v and the sequence e\,..., et of edges exposed
until time t, but for simplicity of notation, we use p(v,t) as a shorthand. Suppose that

e = {u,v} is shown at time t. We define that vertex v accepts e if

w(e)<—2^v't\
n

otherwise, v rejects e. An edge e = {u,v} is accepted regularly by Connect if u or v

accept the edge.

We call an edge e a v-edge, if e is incident with the vertex v. We divide the sequence

of w-edges of a vertex v shown by the adversary, into d subsequences of |_f J consecutive

edges. We call the fc-th of these sequences the degree-phase k for vertex v. In each degree-

phase, v must accept at least one v-exlge. Each degree-phase is subdivided into edge-phases,
where the z-th edge-phase consists of [^2_t] consecutive w-edges, for i = 1,..., |~log(||)].
If there are edges left after edge-phase |~log(||)], these are called the remainder of the

degree-phase. Observation 6.5.5 below shows that this definition is indeed consistent.

Let us now define the function p(v,t) which guarantees that each vertex v will have

accepted at least d edges regularly at termination of Connect. If at time t, the vertex

v has not yet accepted an edge in its current degree-phase, then the value of p(v,t) is

the number of the current edge-phase of v. Otherwise, i.e., if one edge was accepted or

the vertex is in the remainder of the degree-phase, then we set p(v,t) = 1 until the next

degree-phase begins.

The function p(v,t) ensures that by the end of a degree-phase at least one edge will

have been accepted regularly, see Lemma 6.5.6. The first edge to be accepted by a vertex

in any degree-phase is called the compulsory edge of that degree-phase, the other edges

accepted are called bonus edges. In addition, in each degree-phase after having accepted
one (compulsory) edge, the vertex will accept only those (bonus) edges that have weight
at most ^ since we have p(v,t) = 1 in that case.

Emergency Acceptance

Let e be the edge shown at time t and consider the graph C = (V, A U U) induced by the

set A of accepted edges and the set U of unseen edges at time t. If C — e is disconnected,
then e must be accepted in order to ensure the construction of a connected subgraph. In

that case, e is called an emergency edge and accepted regardless of its weight.
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Algorithm 1 Connect

Input. Sequence of edges E = (e\,..., em) with weights w(et).
Output. Connected graph C = (V, A).

Step f. Set t = 0, A = 0, U = Q, and d = 10.

Step 2. Let C = (V, A U U). If U = 0 output C and terminate. Otherwise set t = t + 1,

get the next edge e = {u,v}, and set U = U\{e}.

Step 3. If

w(e) < —2p(M'*} or w(e) < —2p{v^-2^>*) or w(e)<-
n n

goto Step 5.

Step 4. If C — e is not connected goto Step 5, otherwise goto Step 2.

Step 5. Let A = A U {e} and goto Step 2.

Analysis of the Connect Algorithm

First we show that the algorithm Connect is actually well-defined. More specifically,
we have to show that the number of edges suffice for the claimed number of edge- and

degree-phases and that none of these phases is empty.

Observation 6.5.5. The choice of the constants and the assumption n > 8d imply that

edge-phases 1 through |~log(||)] of any degree-phase use m total less then |_|J edges and

that the above definition is therefore consistent.

Proof. The assumption n > 8d implies log(||) > 0 and hence |~log(J|)] > 1. Consider an

edge-phase i such that 1 < i < [log(||)]. By n > 8d and i < |~log(||)] < log(||) + l we find

[^2"*] - a2"* and 111 - a- By definition, such an edge-phase has length [^2"*] > 1.

Hence

riog(Ä)i riog(Ä)i

85^1 llu6V8d^l OO

n
~-, ^

U V^r,-, ^

U
y -2-* < y -i2-<^V2-<-<
^ I Ad

~ ^ 2d
~

2d ^
~

2d
t=i t=i t=i

Therefore, the |_^J edges available for each degree-phase suffice for [log(||)] edge-phases
and each such phase contains at least one edge.

Lemma 6.5.6. For all n > 8d, algorithm Connect has the property that every vertex

v E V accepts at least one edge regularly m each of its d degree-phases.

Proof. In edge-phase number |~log(||)] an edge is accepted if w(e) < ^2^log^^. As

M2\l°ë(û)l > M2log(sà) = 1 and since edge-weights are bounded by f, we conclude that at

the latest in this edge-phase an edge will be accepted regularly.
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Observe that Lemma 6.5.6 implies that the minimum degree of the graph constructed

is d.

Theorem 6.5.7. Against a fair adaptive adversary FA, algorithm Connect outputs a

connected subgraph C of G with E [w(C)] = 0(1).

We break the proof of Theorem 6.5.7 into two lemmas. Lemma 6.5.10 bounds the

expected weight of the regular edges, while Lemma 6.5.If bounds the expected weight of

the emergency edges.

The following notation and definitions are used in the sequel. For a vertex v we denote

by E(v) the set of its incident edges, i.e., the set of all w-edges. For any W Ç V let

E(W) = {{v,wj_ E E : v,w EW} and e(W) = \\E(W)\\. For a set W, any pair (X,Y)
with X CW, X = W\X is called a cut. Let E(X,X) = {{v,v} E E : v E X,v E X}
and e(X,X) = \\E(X,X)\\ denote the number of cut edges. Furthermore, we define some

random variables.

Indicator variables. A(v,e) indicates if vertex v accepts edge e regularly. S(v,e,k)
indicates whether edge e is shown to vertex v in degree-phase fc. D(W) indicates whether

in a set W Ç V each vertex v E W has accepted exactly d compulsory edges in E(W)
after the execution of Connect.

General random variables. A(v, fc, i) denotes the number of edges accepted regularly

by v in edge-phase i of degree-phase fc. For a vertex v and a subset W Ç E(v) of its

incident edges let

A(v, W,k) = J2 A(v, e)S(v, e, fc)
eew

denote the number of w-edges in W accepted regularly by v in degree-phase fc and let

d

A(v,W) = J2A(v,W,k)
k=l

denote the total number of w-edges in W that are accepted regularly by v in some degree-

phase. P(v, fc) denotes the value of the function p(v,t) at the time when the compulsory

edge of v of degree-phase fc is accepted. P(v, e) denotes the number of the edge-phase of v

when the edge e is exposed.

The following observations follow immediately from the definition and the fact that

edge-weights w(e) are independent random variables.

Observation 6.5.8. For all vertices v E V, we have that the probability that no edge is

accepted regularly m edge-phase i of degree-phase k is

( 8d \ 4d

Pr [A(v, k,i) = 0\ A(v, fc, 1) = 0,..., A(v, fc, i - 1 ) = 0] < 1 2l < e~2.
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Observation 6.5.9. For the random variable P(v,k) we have

Pr [P(v, k) = i]< e-2(t-1}

by Observation 6.5.8.

Lemma 6.5.10. For a vertex v, let A(v) = {e £ E(v) : A(v,e) = 1} denote the set of

regularly accepted v-edges during the execution of Connect. Then

E Y w^
eeA(v)

O
n

Proof. Let Wk denote the weight of the compulsory edge accepted by v in degree-phase
fc. Observe that if the compulsory edge is accepted in edge-phase i, then all edges in

the previous i — 1 edge-phases must have been rejected. Thus, by Observation 6.5.9 and

E [Wk | P(v, k) = i]< f 2* we find that

ri°g(gj)l oo , ,

E [Wfc] = V E \Wk I P(v, fc) = i] Pr [P(v, k) = i]<Y —2le~2{l-l) < —.
^—' '—'

n n
%=i %=i

A bonus edge is accepted if its weight is at most —, which happens with probability —.

Thus the total contribution of all bonus edges accepted by v is at most

follows that

I62d2
Hence it

E Y w(e)
eeA(v)

d

k=l

k

162d2 22d2
<

i62d2J2

o
n n n n

which completes the proof, assuming that d is a constant.

Lemma 6.5.11. Let F denote the number of emergency edges that were accepted during

the execution of Connect, then Pr [F > 1] = O (n"f J and E [F] = o(l).

Let us first sketch the idea behind the proof of Lemma 6.5.11, which is also visualised

in Figure 6.5.2. If an emergency edge has to be accepted during the execution of the

algorithm, then the following bad event must have occured. There must exist a set W Ç V

such that all (bonus) edges over the cut (W, W) were rejected and each vertex in W has

accepted its (compulsory) edges within W. We intend to show that if the set W is "large",
then the probability that all edges over the cut (W, W) are rejected is small, and if W

is "small", then the probability for such a dense subgraph is small. The actual proof of

Lemma 6.5.ff is subdivided into several technical claims which we now state.
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Accepted Edge Rejected Edge Emergency Edge

Figure 6.1: Emergency Edge

Claim 6.5.12. For any edge e = {v,w} and any degree-phase k we have that

Pv[A(v,e) = l | S(v,e,k) = l] < —.
n

Proof. Suppose that vertex v is in degree-phase fc when e is exposed, i.e., S(v,e,k) = 1.

When edge e is exposed it is either a possible bonus edge (if vertex v has already accepted
its compulsory edge for degree-phase fc) or it is a possible compulsory edge (if all edges in

the previous edge-phases have been rejected). The indicator variable B(e,v,k) takes the

value 1 if the first event occurs and 0 otherwise, i.e., if the second event occurs.

Suppose B(e, v, fc) = 1, i.e., v has already accepted its compulsory edge of degree-phase
fc. Then, at time t when e is shown, we have p(v,t) = 1 and the probability of accepting
e is hence ^. Otherwise, we have B(e,v,k) = 0 for the current edge-phase P(v,e) = i

and all edges in the i — 1 previous edge-phases must have been rejected. Therefore, by
Observation 6.5.9

Pr [B(e, v,k) = 0\ P(v, e) = i] < Pr [P(v, fc) > i] < e~2{l-l).

Moreover if B(e,v,k) = 0 and p(v,t) = P(v,e) = i then the edge is accepted with prob¬

ability ^2\ Observe that in this argument we heavily used that the adversary FA is fair,

i.e., does not know the edge-weights in advance.

Further note that the events P(v, e) = i for i = 1,..., |~log(||)] and B(e, v,k) = b with
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b E {0, f} induce a partition of the probability space. Now we calculate

Pr[A(v,e) = l | S(v,e,k) = 1]
= Pr [A(v, e) = 1 | S(v, e, fc) = f, B(e, v, fc) = f] Pr [B(e, v, fc) = f]

Wâ)l

+ Y^ Pr[A(w,e) = 1 | S(v,e,k) = 1, B(e,v,k) = 0, P(v,e) = i]-
%=i

Pr [B(e, v,k) = 0\ P(v, e) = i] Pr [P(v, e) = i]

fi°g(sa)l

= YI Pr [A(w, e) = f | S(v, e, fc) = f, P(w, e) = i, B(e, v, fc) = f] •

t=i

•Pr[P(w,e) = i,P(e,w,fc) = f]

Wâ)l

+ ^ Pr[A(w,e) = 1 | S(v,e,k) = 1, P(v,e) = i, B(e,v,k) = 0]-
%=i

Pr{P(v,e) = i,B(e,v,k) = 0]

1fi,
P°g(â)l

<— ^ Pr[P(w,e) = z,P(e,w,fc) = f]
t=i

+ J] —yPr[P(v,e) = i,B(e,v,k) = 0]
%=i

1fW R0g(i!)18^
< —+ y —2Tr [B(e, v,k) = 0\ P(v, e) = i] Pr [P(v, e) = i]

n
^-^

n
%=i

16a v—-\ 8a
, 0c. -n 38a

< h > —2*e~2(t~1) <V-2V

n L—' n n
%=i

and the proof is complete.

The essence of Claim 6.5.12 is that no matter when the adversary exhibits e, the

probability of acceptance is at most O (^). In the sequel we will use p := ^ as a shorthand.

Claim 6.5.13. Let v be a vertex, let fc be some degree-phase, and let W Ç E(v) be a fixed
set of v-edges, then Pr [A(v, W, fc) > 1] < p||LF||.

Proof. The key idea is that we condition on the set of w-edges exposed in the degree-phases

f,..., fc — f. We prove that for each set U Ç E(v)

Pr[A(v,W,k) > 1 | [/exposed] <p\\W\U\\, (6.8)

holds, where we wrote "U exposed" as shorthand for "U is the set of w-edges exposed in

the first fc — f degree-phases of vertex v".
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In order to prove (6.8) we recall that A(v, W, fc) = Eeei-y A(v> e)S(v, e, fc) and thus by
Claim 6.5.12 and Boole's inequality

Pr [A(v, W, fc) > 1 | U exposed] < Y Pr [A(v, e) = 1 | S(v, e, fc) = 1] Pr [S(v, e, fc) = 1]
eew\u

<p\\W\U\\.

Now (6.8) yields

Pr [A(v, W,k)>l]= Y Pr iA(v, W,k)>l\ U exposed] Pr [U exposed]
UCE(v)

< Y Pi I W\C/||Pr[C/exposed]
UCE(v)

—

pII^II /,
Pr [[/exposed]

UCE(v)

= p\\W\\,

which completes the proof.

Let G = (W, A) be a directed graph. For any set U Ç W define the m-neighbourhood of
v m U by N~(v, U) = {w E U : (w,v) E A} and the respective m-degree by deg~(w, U) =

\\N(v,U)\\. Further, let N~(v) = N~(v,W) and deg~(w) = deg~(v,W) denote the m-

neighbourhood and m-degree, respectively.

Claim 6.5.14. Let G = (W, A) be a directed graph on \\W\\ = s vertices such that each

vertex has m-degree exactly d, where d is even. Then there is a cut (X, X) m W with

\\X\\ > | such that all vertices m X have at least | m-neighbours m X, each.

Proof. Consider the following experiment. Each vertex is placed in a set Y or in Y = W\Y
with respective probability \, independently of all other vertices. Define X = {v E Y :

deg~(v,Y) > |}, and X = W\X. By independence of vertex placement and as d is even

it holds that

Pr
— d

deg (v,Y) > -

1

2'

Therefore, the expected number of vertices that are in Y and that have at least | in-

neighbours in Y is |. Hence, there exists a cut (X,X) in W with ||X|| > | such that all

vertices in X have at least | in-neighbours in X, each.

The following Claim 6.5.15 bounds the probability that each vertex in a certain set

W Ç V has accepted its (compulsory) edges within W. In the sequel we omit |~ ] for sake

of simplicity.
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Claim 6.5.15. Let W Ç V with \\W\\ = s, then Pr [D(W) = 1] < (4e(3ps)2

Proof. Consider the graph induced by compulsory edges after the execution of Connect.

Recall that D(W) = 1 holds for a set W if each vertex in W has accepted exactly d

compulsory edges in E(W). Let (X,X) be a cut in W with ||X|| = |. Then C(X,X)
indicates whether all vertices in X have accepted at least | neighbours in X, each. By

Claim 6.5.14 there exists a cut (X, X) in W such that C(X, X) = 1 as we may orient each

compulsory edge towards the vertex which accepted it, doubling edges that were accepted

by two vertices. Now Boole's inequality yields

Pr [D(W) = 1] < Pr Y 0(A:, X) > 1

_(X,X),\\X\\= i

< Y Pr[C(X,X) = l]
(X,X),\\X\\= f

)pr[C(Z,Z) = l],

where (Z, Z) is any cut in W with \\Z\\ = |. For any vertex v E Z use Z(v) = E({v}, Z) as

a shorthand. For any degree-phase fc Claim 6.5.13 yields that Pr [A(v, Z(v), fc) = l] < |ps.
The event A(v,Z(v),k) = 1 must have happened in at least | degree-phases and thus

Boole's inequality yields

Pr A(v,Z(v))> Pr YA(v,Z(v),k)>
.k=l

< -ps

As this holds for all vertices in Z, the estimate (d) < 4a yields

Pr [C(Z, Z) = l]< < (3ps)

The standard estimate (^) < (^) and hence (f) < (4e)* yields the claimed bound.

Now we state Claim 6.5.16 which bounds the probability that for a set W Ç V all

(bonus) edges E(W, W) are rejected.

Claim 6.5.16. Let W Ç V, \\W\\ = s and let (W,W) be a cut, then

16ds(n — s)
Pr [e(W,W) = 0] <exp

n

where with abuse of notation e(W, W) denotes the random variable that counts the number

of edges m (W, W) that were accepted regularly.
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Proof. By the weight criterion, each edge is accepted with probability at least —, and

thus rejected with probability at most 1 — ^. Hence the probability that all s(n — s)

edges over the cut (W, W) are rejected is at most

s(n—s)

Pr[«WW) = 0]<(l-i£)
"

<exp(-l!^i>)
as claimed.

Proof of Lemma 6.5.11. Let e = {v, w} be an arbitrary edge. Suppose that e is an emer¬

gency edge, and consider the graph induced by regular edges after execution of Connect.

Then there is a cut (W, W) such that \\W\\ < |, all edges over the cut were rejected, and

v E W, w E W. It is hence necessary that D(W) = 1 and that e(W, W) = 0, otherwise e

cannot be an emergency edge. Therefore, the probability that there exists an emergency

edge is bounded by the probability that such a set W exists. Hence, we have that

3WÇV : \\W\\ < -,D(W) = l,e(W,W) = 0

< Y Pr [e(W,W) = 0AD(W) = 1] .

wçv,\\w\\<%

Now we distinguish two cases. If \\W\\ < j^i we apply Claim 6.5.15, otherwise we apply
Claim 6.5.16. Notice also that Kd+X is the smallest possible graph such that D(W) = 1.

Hence we may assume \\W\\ > d + 1. With p = ^ we obtain

Pr [F > 1] < Y Pr iD(W) = 1] + Y Pr ie(W> ^) = °]

d^
4

* E I H114^ + e 1--=^
:1020d

x '
lo20d- -2

A B

We consider both sums A and B separately. Firstly, we find that

^ E (l)(K114f|Xl
lu^^d

(d\

S

ne
.

t
.

i / tscA 8

—(4e)4 114—
s \ n

(d

i \ S

i / sd\*
114de(4e)4 114—

V n
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Assuming d > 10 and comparing two consecutive values for s yields that the function is

monotone decreasing in the interval d + f < s < --m^-
If we actually set d = 10 we obtain

(d_i\

d+l

114de(4e)^ (lU^^^j ) =0 (n"f
Secondly, we can deduce that

,_,
v-^ fn\ ( 16ds(n — s)

B= 1^ I
-

)exp

102lld— — 2

si \ n

/n\ / 16ds(n — s)
< n max exp

1020d-
<*<? V s J V n

/en\s ( 16ds(n — s)
< n max I — ) exp

n^rr; <s<% V s J V n

^16 / 1 1
, . n

< n max exp —n —1 H ; H : m(ecd)
z<c<io20d V c V cd 16a
ti¬

lt is easily verified that ^ + ^ ln(ecd) < | holds for d = f 0 and c £ [|, f020d], from which

we find P = exp (—6(n)).

Summarising, we have shown that Pr [F > 1] = O (n~2 ) holds. For the expected value,

we apply this result and find that

n—l

E [F] = y iPr [F = i]< nPr [F > 1] = o (1)
t=0

which completes the proof.

We remark that no serious attempt for finding best-possible constants for d and the

weight criterion was made.

Proof of Theorem 6.5.7. First we prove that C is connected. For sake of contradiction

suppose that C is not connected. Then there exits a cut (W, W) with e(W, W) = 0 in C.

Let t be the time when the last edge e over (W, W) is rejected by Connect. At time t

all accepted edges A and all unseen edges U are within W or W. Thus, at that time the

graph C = (V, AU U) is disconnected. Therefore e is an emergency edge, contradicting the

fact that it is rejected.

For any vertex v, let A(v) denote the set of edges that were accepted regularly by v

and let F denote the number of emergency edges. As the weight of each (emergency) edge
is bounded by f, we have

EKO)] <YE
vev

Y w(eA
eeA(v)

E[F].

Application of Lemma 6.5.fO and Lemma 6.5.ff completes the proof.



6.6. Unfair Adversaries 91

6.6 Unfair Adversaries

6.6.1 A Lower Bound

In this section, we prove a lower bound of Q(log n) for the expected objective value of any

algorithm against an unfair oblivious adversary uo. Due to (6.1), this negative result also

holds for unfair adaptive adversaries UA.

Theorem 6.6.1. For every online algorithm Alg, E [alg] = Q(logn) holds against an

unfair oblivious adversary UO.

Proof. For the sake of brevity we write ß\ := -^ and ß2 := -^. We partition E into two

subsets Ei and E2 = E \ E\, such that

E1:={eEE:ß1< w(e) < ß2} .

The strategy of UO is to expose first all edges in E\ to Alg and then those in E2.

Let W denote the set of vertices that are not incident to any edge of weight less than

ßi. We have

E[\\W\\] = nPr[VuEV\{v} :w({u,v}) > ßx]

The following observation is needed in the sequel. For every vertex v, let the random

variable Y(v) count the number of edges in E\ which are incident to v. By Chernoff's

inequality, there is no vertex v with Y(v) > |, with probability 1 — o(l). Hence, every

vertex is incident to at least | edges in E2, with high probability.

In order to construct a spanning tree, it is necessary that Alg accepts a subgraph with

minimum degree at least one, i.e., at least one edge must be accepted for each vertex.

We consider two cases: either Alg accepts at most
j edges of E\, or more.

For the first case, observe that it is not possible to decide if a certain vertex v belongs
to W, until the weight of every incident edge is exposed. We show that accepting at most

j edges of Ex yields that at most ^-^ vertices of W are covered by these, in expectation.

Recall that UO exposes E\ first and then E2. Consider the time when every edge of E\

is shown, but none of E2. Let v be a vertex v for which an edge of E\ was accepted. If no

such vertex exists, trivially no vertex of W is covered yet.

We apply our above observation and condition on the event that at least ^ edges are

yet to be shown. A vertex v belongs to W only if every unseen edge has weight at least

-^L Hence we find the crude estimate
2«,

n
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Hence, if at most ^ edges of E\ are accepted, the expected number of vertices in W covered

by these is at most
;j

• Thus, at least 1^.11 edges of E2 have to be accepted to cover W,
which yields total weight Q (logn).

Otherwise, if more than ^ edges of E\ are accepted, we obtain Q (logn), because every

edge in E\ has weight at least -^.

6.6.2 An Upper Bound

In this section, we show that there is an algorithm which yields O (logn) expected objective
value against an unfair adaptive adversary UA. By equation (6.f), this algorithm performs

equally well against an unfair oblivious adversary UO.

Theorem 6.6.2. There is an algorithm Alg that achieves E [alg] = 3 log n+ o (1) against

an unfair adaptive adversary UA.

Proof. Consider the following simple algorithm Alg. Accept every edge which does not

close a cycle with the forest constructed so far and has weight less than
3

°gra. Furthermore,
we accept edges that are necessary to gain connectivity, i.e., the emergency edges as defined

in Section 6.5.2.

If the algorithm is not forced to accept edges of weight larger than 31ogra, then ALG <

3logn. Otherwise, if the algorithm accepts emergency edges the weight of the solution is

still at most n — l. We claim that

Pr [Alg accepts an emergency edge] = O (n

and conclude that E [alg] = 3 logn + o (1).

The probability that Alg accepts emergency edges is equal to the probability that the

edges of weight at most
3 °gra do not induce a connected subgraph in G. As the edge

weights are uniformly and independently drawn from [0, f], this probability is equal to

the probability that a random graph with edge probability
3 °gra is not connected. It is

well-known that the latter is O (n~2 ) ;
see Bollobâs [BolOl] for example.
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