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Abstract

The leitmotiv of this thesis is Dynamic Financial Analysis (DFA), that is,

large-scale computer simulation methods for the holistic modelling of in¬

surance business with the aim of finding strategies that have a favourable

impact on the overall risk and profitability of a company. Part I pro¬

vides a comprehensive overview of DFA and its elements in mathematical

language, thus identifying the interfaces between DFA and the various

disciplines of applied mathematics, in particular, financial and insurance

mathematics.

One of the most challenging parts of DFA is the modelling of economic

risk factors, in particular, interest rates. Part II provides a model for the

full term structures of interest rates of several economies together with the

related currency exchange rates, satisfying the very specific requirements

posed by DFA. The development includes not only the formulation of the

model as such, but an entire, engineering-like process starting with the

requirements and including a sound theoretical evaluation of the model,

development of methods for its calibration and validation, implementation

of all elements and their use in representative practical settings. Special

emphasis is put on the use of the model in the realm of market-consistent

actuarial valuation. The main aim and achievement of Part II is twofold.

On the one hand, it provides a complete, implemented and proven model

ready for deployment in practice. On the other hand, since all aspects

are fully documented and transparent, this thesis can also serve as an

engineering guide for the development of further models.

xi
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Kurzfassung

Das Leitmotiv dieser Dissertation ist Dynamic Financial Analysis (DFA),
das heisst, Computersimulationen zur holistischen Bewertung von Versi¬

cherungsgeschäft mit dem Ziel, Strategien zu finden, die eine günstige

Auswirkung auf Risiko und Profitabilität der gesamten Firma haben.

Teil I bietet eine umfassende Übersicht über DFA und seine Elemente in

mathematischer Sprache. Dies dient der Identifikation der Schnittstellen

zwischen DFA und verschiedenen Disziplinen der angewandten Mathe¬

matik, insbesondere Finanz- und Versicherungsmathematik.

Einer der schwierigsten Teile von DFA ist die Modellierung ökonomischer

Risikofaktoren, insbesondere Zinsstrukturen. Teil II bietet ein Modell für

die Zinsstrukturen mehrerer Ökonomien zusammen mit den entsprechen¬

den Wechselkursen unter Berücksichtigung der besonderen Anforderun¬

gen von DFA. Die Entwicklung umfasst nicht nur die Formulierung des

Modelles, sondern einen vollständigen ingenieursmässigen Prozess, der bei

den Anforderungen beginnt und alle relevanten Aspekte einschliesst, ins¬

besondere die theoretische Evaluierung der Modelle, Methoden für deren

Kalibrierung und Validierung, die Implementierung sowie die Anwendung

in repräsentativen Fallbeispielen, wobei besonderes Gewicht auf die markt¬

konsistente aktuarielle Bewertung von Verbindlichkeiten gelegt wird. Ziel

und Errungenschaft von Teil II sind zweifach: Einerseits wird ein vollstän¬

diges und einsatzfähiges Modell dargelegt. Andererseits, da alle Aspekte

komplett und transparent dokumentiert sind, kann diese Dissertation auch

als Richlinie für die Entwicklung weiterer Modelle dienen.

xiii
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Introduction

The leitmotiv of this thesis is Dynamic Financial Analysis (DFA), that is,

large-scale computer simulation methods for the holistic modelling of in¬

surance business with the aim of finding strategies that have a favourable

impact on the overall risk and profitability of the company.

The need for DFA was raised by developments in the insurance industry
- globalization, deregulation and the ensuing fierce competition - and the

development of DFA was mainly driven by the needs of practitioners for

appropriate tools for quantitative analysis. Therefore, DFA is mainly an

integration platform for a number of techniques from actuarial and fi¬

nancial mathematics. However, it often suffers from the use of techniques

inappropriate for the specific task at hand and, in general, from some lack

of overall rigour and coherence. This thesis is aimed at addressing these

issues in several ways.

Part I provides a comprehensive overview of DFA and its elements in

mathematical language. It is a somewhat formalized version of the re¬

lated article [14] in the Encyclopedia of Actuarial Science [117]. This part

does not contain mathematical achievements in the strict sense, but it

identifies the interfaces of DFA with several disciplines of applied math¬

ematics, thus providing guidance to the researcher wishing to contribute

to DFA and to the practitioner in need for new modelling elements.

From among the elements of DFA, the most important one for the ap-

xv



xvi Introduction

plied mathematician is the scenario generator that produces Monte Carlo

scenarios for a large number of dependent risk factors and for long time

horizons. Economic variables have a special status due to their intricate

relations and the need for the absence of arbitrage. Therefore, the related

scenario generation is usually bundled in an Economic Scenario Genera¬

tor (ESG).

The most difficult element within an ESG is the model for the term struc¬

ture of interest rates. Many standard models from mathematical finance

fail to satisfy the DFA-specific requirements like positive interest rates,

long-term stability and faithful reproduction of empirical features. The

task becomes even more demanding if interest rates for several economies,

together with the currency exchange rates, have to be modelled simulta¬

neously. Moreover, in the advent of new financial reporting standards

(IFRS) and new regulations (Solvency II), the demand for market con¬

sistent valuation becomes paramount, and an interest rate model has to

cater for this demand as well.

Part II deals with the development of an interest rate and exchange rate

model consistent with these requirements. Development means not only

the formulation of the model as such, but an entire, engineering-like

process starting with the requirements and including a sound theoreti¬

cal evaluation of the model, development of methods for its calibration

and validation, implementation of all elements and their use in represen¬

tative practical settings.

The main aim and achievement of Part II is twofold. On the one hand, it

provides a complete, implemented and proven model ready for deployment

in practice. On the other hand, since all aspects are fully documented and

transparent, this thesis can also serve as an engineering guide for the de¬

velopment of further models.

Part II has become more voluminous than desirable. This is partly due

to the presence of many introduction, survey and excursion sections that

grew along the research path. Moreover, it unites a large number of ele-
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ments from different areas, with the related need to introduce everything

rigorously. As the research was driven by practical needs, some of the

elements used in Part II are more or less known. But, in order to achieve

a seamlessly integrated system, these elements had to be adapted and

combined in a meaningful way, and new elements were created where nec¬

essary. For these reasons, it may be difficult to extract details of the

scientific contribution out of the text as it stands. As a partial remedy,

the remainder of this introduction provides a reading guide to Part II.

Starting point is a review of the requirements and the motivation of the

price kernel model in Section 5.3. Then, Section 6.3 verifies the presence

of the stylized empirical properties of interest rates and FX rates in the

data sample used later on.

Section 7.2 re-develops the basically well-known arbitrage theory of the

price kernel, but in a formalism adapted to the purpose. The really in¬

teresting part of Chapter 7 is Section 7.3 which provides a comprehensive

assessment of the capabilities and limitations of the price kernel in the

realm of market-consistent valuation. Moreover, Section 7.3 also intro¬

duces an algorithm for the Monte Carlo valuation of fairly general Amer¬

ican options.

Section 8.4 develops a new, simple and workable time-inhomogeneous ex¬

tension of the well-known potential approach introduced earlier in Chap¬

ter 8.

The exponential-quadratic model with an underlying multivariate Ornstein-

Uhlenbeck process is constructed in Sections 9.2 and 9.3. The presentation

there is more detailed than in the literature and works out some new as¬

pects. Section 9.4 provides a generic representation of the model, allowing

to obtain the well-known properties plus a few new ones.

Calibration by Generalized Method of Moments (GMM), adapted to the

particularities of the model, is introduced in Sections 10.2, 10.5 and 10.6.
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Section 11.3 develops some results that allow to use the Probability In¬

tegral Transform (PIT) method, reviewed in Section 11.2, in situations

where only Monte Carlo scenarios are available. Section 11.4 then refines

a non-parametric approach and implements and investigates a recent idea

in the literature on copula-based parametric evaluations of PIT output.

Everything investigated and developed in the aforementioned sections was

fully implemented in Matlab, and the usefulness of the models and meth¬

ods in practical settings is proved in a number of case studies:

In Section 10.8, a single- and a double-currency version of the exponential-

quadratic model are calibrated to real-world data, including the use of a

genetic algorithm. The properties of the calibrated models are discussed

and practical experience is summarized. In Section 11.5, the calibrated

models are evaluated by using the PIT and the related parametric and

non-parametric evaluation methods.

Finally, the double-currency model is used for the valuation of an inter¬

national reinsurance deal involving both underwriting and financial risk.

Section 12.2 features some purely actuarial investigations, whereas Sec¬

tion 12.3 is an example of market-consistent valuation in the presence of

embedded options; the type of evaluation that will keep actuaries busy

for several years to come.
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Chapter 1

An Introduction to DFA

The purpose of this chapter is to give a non-formal overview of Dynamic

Financial Analysis (DFA) in order to set the scene for the subsequent

chapters of Part I that describe DFA in a more formal way and put it into

the context of the various mathematical disciplines involved. This chapter,

as well as the non-technical parts of the subsequent chapters of Part I,

are quite closely based on the related article [14] in the Encyclopedia of

Actuarial Science [117].

1.1 Overview

Dynamic Financial Analysis (DFA) is a systematic approach based on

large-scale computer simulations for the integrated financial modelling of

insurance and reinsurance companies aimed at assessing the risks and

the benefits associated with strategic decisions. Originally, the term was

mainly used in non-life insurance, but meanwhile it has also become pop¬

ular in life insurance.

The most important characteristic of DFA is that it takes an integrated,

holistic point of view - contrary to classic financial or actuarial analysis

3



4 Chapter 1. An Introduction to DFA

where different aspects of one company were considered in isolation from

each other. Specifically, DFA models the reactions of the company in

response to a large number of interrelated risk factors including both un¬

derwriting risks - usually from several different lines of business - as well

as investment risks. In order to account for the long time horizons that are

typical in insurance and reinsurance, DFA allows to make dynamic pro¬

jections for several time periods into the future, where one time period

is usually one year, sometimes also one quarter. DFA models normally

reflect the full financial structure of the modelled company, including the

impact of accounting and tax structures. Thus, DFA allows to make pro¬

jections for the balance sheet and the profit-and-loss account (P&L) of the

company.

Technically, DFA is a platform using various models and techniques from

finance and actuarial science by integrating them into one multivariate

dynamic simulation model. Given the complexity and the long time hori¬

zons of such a model, it is not anymore possible to make analytical eval¬

uations. Therefore, DFA is based on stochastic simulation (also called

Monte Carlo), where large numbers of random scenarios are generated,

the reaction of the company on each one of the scenarios is evaluated, and

the resulting outcomes are then analyzed statistically. Chapter 2 provides

an overall view of a generic DFA system and identifies its elements, and

Chapter 3 gives an in-depth description of these elements.

With this setup, DFA provides insight into the sources of creation and

destruction of value and into the impact of external risk factors as well

as internal strategic decisions on the bottom line of the company, i.e. on

its financial statements. An important virtue of DFA is that it allows to

gain insight into various kinds of dependencies that affect the company

and that would be hard to grasp without a holistic approach. Thus, DFA

is a tool for integrated risk management and strategic decision support.

Section 1.2 describes the problem space that gave rise to the genesis of

DFA, and Section 1.3 provides more information on the uses of DFA.
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1.2 Origins and Value Proposition

The aim of this section is to describe the developments in the insurance

and reinsurance market that gave rise to the genesis of DFA. For a long

time - up until the 1980's or 1990's, depending on the country - insur¬

ance business used to be a fairly quiet area, characterized by little strategic

flexibility and innovation. Regulations heavily constrained the insurers in

the types of business they could assume, and also in the way they had to

do the business. Relatively simple products were predominant, each one

addressing a specific type of risk, and underwriting and investment were

separated, within the (non-life) insurance companies themselves and also

in the products they offered to their clients. In this rater static environ¬

ment, there was no particular need for sophisticated analytics: actuarial

analysis was carried out on the underwriting side - without linkage to

the investment side of the company which was analyzed separately. Rein¬

surance as the only means of managing underwriting risks was acquired

locally per line of business, whereas there were separate hedging activities

for financial risks. Basically, quantitative analysis amounted to modelling

a group of isolated silos, without taking a holistic view.

However, insurance business is no longer a quiet area. Regulations were

loosened and gave more strategic flexibility to the insurers, leading to new

types of complicated products and to fierce competition in the market.

The traditional separation between banking and insurance business be¬

came increasingly blurred, and many companies developed into integrated

financial service providers through mergers and acquisitions. Moreover,

the risk landscape was also changing, due to demographic, social and po¬

litical changes, and due to new types of insured risks or changes in the

characteristics of already-insured risks (e.g. liability). The boom in the

financial markets in the late 1990's also affected the insurers. On the one

hand, it opened up opportunities on the investment side. On the other

hand, insurers themselves faced shareholders that became more attentive

and demanding. Achieving a sufficient return on the capital provided by

the investors was suddenly of paramount importance in order to avoid a

capital drain into more profitable market segments. A detailed account of

these developments, including case studies on some of their victims, can
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be found in [19].

As a consequence of these developments, insurers have to select their

strategies in such a way that they have a favorable impact on the bottom

line of the company, and not only relative to some isolated aspect of the

business. This is the domain of Integrated Risk Management, see [38].

Clearly, this calls for corresponding tools and methods that permit an

integrated and holistic quantitative analysis of the company relative to

all relevant risk factors and their interrelations. In non-life insurance, the

term "DFA" was coined for such tools and methods. On the technical

level, Monte Carlo simulation was selected because it is basically the only

means that allows to deal with the long time horizons present in insurance,

and with the combination of models for a large number of interacting risk

factors.

1.3 Areas of Applications

At a very general level, DFA is used to determine how an insurer might fare

under a range of future possible environment conditions and strategies.

Here, environment conditions are topics that are not under the control

of management, whereas strategies are topics that are under the control

of management. Typical strategy elements whose impact is explored by

DFA studies include:

Business mix: relative and absolute volumes in the different lines of

business, premium and commission level, etc.

Reinsurance: reinsurance structures per line of business and on the en¬

tire book, including contract types, dependencies between contracts,

parameters (quota, deductibles, limits, reinstatements, etc.), cost of

reinsurance.

Asset allocation: normally only on a strategic level; allocation of the

company's assets to the different investment asset classes, overall or

per currency; portfolio re-balancing strategies.
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Capital: level and structure of the company's capital; equity and debt of

all kinds, including dividend payments for equity, coupon schedules

and values, redemption and embedded options for debt, allocation

of capital to lines of business, return on capital.

DFA can investigate these strategy elements under all those environment

conditions that the scenario generator can model; see Section 3.1. The

analysis capabilities of DFA include:

Profitability: Profitability can be analyzed on a cash flow basis or on

a return-on-capital basis. DFA allows to measure profitability per

line of business or for the entire company.

Solvency: DFA allows to measure the solvency and the liquidity of the

company or parts of it; be it on an economic or on a statutory

basis. DFA can serve as an early warning tool for future solvency

and liquidity gaps.

Compliance: A DFA company model can implement regulatory or statu¬

tory standards and mechanisms. In this way, the compliance of the

company with regulations, or the likelihood of regulatory interven¬

tions can be assessed. Besides legal ones, the standards of rating

agencies are of increasing importance for insurers.

Sensitivity: One of the most important virtues of DFA is that it allows

to explore how the company reacts to a change in strategy (or also a

change in environmental conditions) relative to the situation where

the current strategy pertains also to the future.

Dependency: Probably the most important benefit of DFA is that it

allows to discover and analyze dependencies of all kinds that are

hard to grasp without a holistic modelling and analysis tool. A very

typical application here is to analyze the interplay of assets and

liabilities, i.e. strategic asset/liability management ("ALM").

These analytical capabilities can then be used for a number of specific

tasks, either on a permanent basis or for one-time dedicated studies of

special issues. If a company has set up a DFA model, it can reuse it on

a regular basis, e.g. quarterly or yearly, in order to evaluate the in-force
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strategy and possible improvements to this strategy. In this way, DFA

can be an important part of the company's business planning and risk

management setup. On the other hand, DFA studies can also be made on

a one-time basis if strategic decisions of great significance are to be made.

Examples for such decisions include mergers and acquisitions, entry in or

exit from some business, thorough re-balancing of reinsurance structures

or investment portfolios, or capital market transactions. Basically, DFA

can be used for assessing strategic issues that affect the company as a

whole.

The main users of DFA are insurance and reinsurance companies them¬

selves. They normally use DFA models on a permanent basis as a part

of their risk management and planning process; [91] describes such a sys¬

tem. DFA systems in this context are usually of substantial complexity,

and only their continued use justifies the substantial costs and efforts for

their construction. Another type of users are consulting companies and

brokers who use dedicated - usually less complex - DFA studies for special

tasks, e.g. the structuring of large and complicated deals. An emerging

class of users are regulatory bodies and rating agencies; they normally set

up relatively simple models that are general enough to fit on a broad range

of insurance companies and that allow to conduct regulation or rating in a

quantitatively more sophisticated, transparent and standardized way, see

e.g. [4]. A detailed account of the most important uses and users of DFA

is given in [29]; some new perspectives are outlined in [68].

1.4 A Survey of the Field

A survey of the surroundings of DFA in a technical sense, that is, the

linkages of DFA to various areas of applied mathematics, will be provided

in Section 2.2 and Chapter 3. A fairly extensive survey of how DFA inte¬

grates into the actuarial and financial landscape is provided in [14]. This

survey is current as of 2003, and we confine this section to pointing out

some recent developments.
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The DFA committee of the Casualty Actuarial Society (CAS) has changed

its name into Dynamic Risk Modeling (DRM) committee, but keeps on

being a major driving force in the development of the field. Current

activities include

1. Standardizing and improving the way in which DFA results are used

for executive-level decision making.

2. Re-writing the DFA Handbook [29], with emphasis on adding case

studies and fully integrating coherent risk measures [5].

3. Updating the public-access DFA - that is, Dynamo [40] - so as to

have an open-source DFA framework.

Another major driving force for DFA in the future will be the regulatory

authorities. The assessment of insurer solvency is currently undergoing

major changes. The aim is to establish a risk capital-based framework

similar to the one from the Basel II accord in the banking world. Related

research from the actuarial viewpoint on a global level is described in

[73]. In many countries, specific solvency assessment approaches in this

new spirit have been or are being developed. In Switzerland, for instance,

this is the Swiss Solvency Test (SST) [58]. Two features that are common

to all modern solvency assessment frameworks deserve special attention

from the DFA viewpoint:

1. Insurers can use their internal models for the determination of risk

and risk-based capital, provided that these models satisfy some ac¬

ceptability criteria.

2. Assets and liabilities are subject to market-consistent valuation.

This means that assets are valued at their market price, while li¬

abilities are valued based on the price that financial markets would

place on them, taking into account all embedded options and finan¬

cial guarantees [58].

DFA, as a holistic modelling approach taking into account both financial

and underwriting risks lends itself quite naturally to filling these tasks.

Although, if it comes to valuation, some developments beyond the present
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state are necessary. Part II will develop some of the necessary ingredi¬

ents.



Chapter 2

A Generic DFA System

2.1 Overall Structure

The purpose of this chapter is to identify the components of DFA and their

interrelations. The structure referred to here is generic in that it does not

describe a specific DFA system, but it identifies all those elements that

are typical for any DFA. Figure 2.1 gives an overview of such a generic

DFA system.

The scenario generator comprises stochastic models for the risk factors

affecting the company. Risk factors typically include economic risks, un¬

derwriting risks, asset risks, and business risks (e.g. underwriting cycles).
The output of the scenario generator is a large number of Monte Carlo

scenarios for the joint behavior of all modelled risk factors over the full

time range of the study, representing possible future "states-of-nature"

(where "nature" is meant in a wide sense). Calibration means the process

of finding suitable parameters for the models to produce sensible scenar¬

ios; it is an integral part of any DFA. Scenario generation is described in

more detail in Section 3.1. If the Monte Carlo scenarios were replaced

by a small set of constructed deterministic scenarios, then the DFA study

would be equivalent to classical scenario testing of business plans.

11
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Analysis/Presentation

) Output Variables

Company Model MStrategies

) Risk Factors

Scenario Generator

Figure 2.1: Schematic overview of a generic DFA system.

Each one of the scenarios is then fed into the company model or model

office that reflects the reaction of the company on the behavior of the risk

factors as suggested by the scenarios. The company model reproduces the

internal financial and operating structure of the company.

Each company model comprises a number of parameters that are under

the control of management, e.g. investment portfolio weights or reinsur¬

ance retentions. A set of values for these parameters corresponds to a
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strategy, and DFA is a means for comparing the effectiveness of different

strategies under the projected future course of events. The output of a

DFA study consists of the results of the application of the company model,

parameterized by a strategy, on each of the generated scenarios. So, each

risk scenario fed into the company model is mapped onto one resulting

scenario. Company and strategy modelling is described in more detail in

Section 3.2.

Given the Monte Carlo setup, there is a large number of output scenarios,

so that sophisticated analysis and presentation facilities become necessary

for extracting information from the output; see Section 3.3. The extracted

information can then be used to readjust the strategy for the optimization

of the target values of the company; see Section 3.4.

2.2 Formal Specification

In Section 2.1, we have given a functional overview of a generic DFA and

its elements. Now, we are going to formulate this setup in mathematical

language in order to embed DFA in the realm of applied mathematics.

The terminology employed here loosely follows [62].

Since uncertainty is involved, we introduce a probability space (£1, A, P)
on which all random variables are defined. We let t Z denote time on a

discrete time scale. This simplification is admissible since time scales in

DFA are typically equispaced. One time step is usually one year, some¬

times one quarter, and rarely one month. The meaning of different values

for t is as follows:

• t < 0 denotes the past, assumed to be known.

• t = 0 denotes the present, i.e. the starting point of the DFA.

• t > 0 denotes the future, assumed to be uncertain.

Moreover, we let T G N denote the time horizon, that is, the number of

time steps in the future over which the DFA is to be performed. Hence,
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the time frame of the DFA is t 6 {0, 1, ...
, T}.

Recall from Figure 2.1 and Section 2.1 that the future fate of the company

depends on a number N of risk factors. Let the random variable Xn(t)
denote the value of the n-th risk factor at time t. The joint behavior of

all risk factors over time is then modeled by the multivariate stochastic

process

X = (X(£))f=0 where X(i) = (X^t), ... , XN(t))'. (2.1)

The space of possible realizations of X is denoted by X. We will generally

have X c RNx(T+1\ The value of X at the initial time t = 0 is assumed

to be known, that is X(0) = x.

As X is random, we have to introduce a model for this random behavior.

A pair (X,V), where X is the space of possible realizations of X, and V

is a family of probability distributions on X, is called a stochastic model

for X. Since the observations of X are indexed by time, and since we

cannot generally assume independence over time, (X, V) is a multivariate

dynamic model in the sense of [62].

We further assume that the family V of probability distributions on the

space X is of the form V = {Pq : 6 G 9}, where 9 is the parameter,

belonging to the parameter space 0. While the whole family V is called

stochastic model, a specific instance Pq is called a stochastic scenario.

As will become clear below, one DFA simulation is always based on one

stochastic scenario. It follows from the setup above that the process of

finding a stochastic scenario involves several stages:

1. The activity of selecting the risk factors Xn to include in the risk

factor process X is called model specification.

2. The activity of selecting a stochastic model V = {Pe : 9 G 0} is

called model selection.
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3. Given a selected stochastic model V, the process of identifying a

suitable parameter ÖG0, that is the process of selecting a specific

stochastic scenario Pq G V, is called calibration.

In addition to the known initial value X(0) = x(0) of the risk factor

process, past values X(—s) = x(—s), ... , X(—1) = x(—1) may also be

known. The sample {x(t)}^f0 is called historical data, and s G No is

called backward horizon. Historical data is often required by the company

model (see further below), and it may also be used for model selection

and calibration.

When the risk factors X are specified, the stochastic model V is selected

and the stochastic scenario Pq is calibrated, the actual scenario gener¬

ation, that is, the simulation can be done. This consists of generating

Monte Carlo realizations

X* := {Xfc(4)}[=0 (2.2)

of the trajectories of the risk factor process X over the simulation period

[0,T]. We note that X/c(0) = x for all k and that any two scenarios X-7

and Xfc are independent conditional on X(0). The result of the simulation

is the scenario set

{xfc}L = {{x"(*)}L}L' (2-3)

where K G N is the number of simulations. Hence, the simulation turns

the stochastic scenario Pq into the numerically tractable form of a sce¬

nario set. The specifications up until here cover the scenario generator

and calibration parts according to Figure 2.1. More specific information

on the risk factors included in X and on the internal structure of stochas¬

tic models V and stochastic scenarios Pq is given in Section 3.1. Some

indications on how to select K such that the scenario set is a sufficiently

good approximation of the stochastic scenario are given in Section 11.3.

Each scenario Xfc represents one possible future course of events for the

risk factors modelled. According to Figure 2.1, each scenario must be fed

into a model of the working structure of the company, the company model.
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If we assume that the result of the company in period t only depends on

the realizations X(t) of the risk factors in the same time period, then the

company model can be formalized as a mapping

/ : RN x RM -> RL

(X(t),y(t)) -> Z(t).
( • }

The vector Z(t) contains the output variables, that is, one or several vari¬

ables representing the operational result of the company. The vector y(t)

represents values that are under the control of the management of the

company. The set y := {y(t)}f=i of these control values is called a strat¬

egy. A strategy y may be fully deterministic, i.e. pre-specified as of t = 0,

or it may depend on past values of the risk factors, in the sense

yk(t)=g(Xk(t-l), ...,Xk(t-s)). (2.5)

That is, the strategy must be prévisible in stochastic process terminology.

In many real-life situations, the result of the company in period t will also

depend on risk factor values in earlier periods. Hence, the company model

must often be formalised as

/ : RJVx(<z+i) x RMx(9+i) -, ML

(X(t),...,X(t-q);y(t),...,y(t-q)) h-> Z(t),
('}

where we must have q < s. The issue of strategy modeling will be ex¬

plored in more detail in Section 3.2.

The company model, parameterized with the strategy, transforms each

risk factor scenario into an output scenario that describes the operating

results of the company under the given realization of the risk factors and

with the specified strategy; formally

z* = {z*(t)}L = {/(x*W.y*W)L}^.l. * = !.•••* (2-7)

The collected output scenarios {Zfc}^L1 form the result set. Since a result

set always pertains to a specific strategy y and to a specific stochastic sce¬

nario Pq, we may also denote it by {Zfc;y,Pö}^sL1. The problems around

company and strategy modelling will be dealt with in more depth in Sec¬

tion 3.2.
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The result set {Zfc} is the Monte Carlo representation of the result process

Z = {Z(t)}f=1. This means that we have to analyze an entire stochastic

process that may, moreover, be multivariate. Hence, there is a strong

need for transformations that reduce this vast amount of information to

a form that a human analyst or a formal optimizer can grasp, see again

Figure 2.1. There are different approaches to this task, and also many

caveats, which we will analyze in more detail in Section 3.3.

For the moment, we remain on a rather abstract level. Let Z be the space

of possible realizations of the output process Z. Then we assume that we

have transformations of the form

: ZK —* R
(2 to

{Zfe;y,Pö}£Li ~ e(y,Pe).
{Z'*}

Here, e is a measure of either risk or reward associated with the strat¬

egy y under the stochastic scenario Pq. Letting /i(-, •) denote a measure

of reward, and y the set of admissible strategies (which may be heav¬

ily structured or constrained), we can formulate DFA as the following

abstract, optimization problem:

y* = argmax fi (y, Pq) s.t. e (y, Pe)eC. (2.9)
yey

Here, /i denotes a function as in (2.8) measuring reward, is a vector

of one or several functions as in (2.8) measuring risk, and C is the set

of admissible values for these risks. Hence, (2.9) specifies the control

and optimization element in Figure 2.1. The possibilities of control and

optimization in DFA will be further explored in Section 3.4.
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Chapter 3

The Elements of DFA

3.1 Scenario Generation

Scenario generation lies at the basis of DFA; see Figure 2.1. The con¬

stituents of scenario generation are formally specified and embedded into

the context in Section 2.2. The overall task of scenario generation is to pro¬

duce Monte Carlo scenarios for the risk factors X(t) = (Xi(t), ...Xjsf(t))f
over the simulation period t = 1,...,T. This entails the tasks of model

specification (determining which factors to include into X), model selec¬

tion (finding a family {Pq : 9 G 0} of probability laws), calibration (find¬

ing a suitable 9 G 0) and Monte Carlo simulation (producing a scenario

set {{X(fc)(£)}£Lo}!Li)' In many situations, an additional validation of

the scenario set produced is necessary.

The scenario generator has to satisfy a number of particular requirements:

First of all, it does not only have to produce scenarios for each individual

risk factor, but must also allow, specify and account for dependencies be¬

tween the risk factors (contemporaneous dependencies) and dependencies

over time (intertemporal dependencies). Neglecting these dependencies

means underestimating the risks since the model would suggest diversi¬

fication opportunities where, actually, none are present. Moreover, the

19
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Economic Underwriting Investment Business

Per economy: Per LOB: gov't bonds (U/W cycles)
- inflation - attritional losses stocks (R/I cycles)
— interest rates - large losses real estate (OP risk)

- loss development (etc.)

(FX rates) Across LOBs: (corporate bonds)

(credit spreads) - CAT losses (ABS)

(GDP) (ILS)

(wage levels) (reserve uncertainty) (etc.)

(etc.) (etc.)

Table 3.1: Overview of the risk factors included in DFA scenario gen¬

erators. Variables in parentheses are only included in more sophisticated

systems.

scenarios should not only reproduce the "usual" behavior of the risk fac¬

tors, but they should also sufficiently account for their extreme individual

and joint outcomes. Given the holistic point of view of DFA, the scenario

generator has to contain stochastic models for a large number of quite

diverse risk factors, belonging to different groups. Table 3.1 shows an

overview.

The economic risk factors according to Table 3.1, particularly inflation and

interest rates, are the most basic ones in the sense that both underwrit¬

ing and investment outcomes depend on them rather than the converse.

The relations between the economic risk factors are more intricate than

between the underwriting ones, so that their modelling is usually bun¬

dled into a separate, closed unit, a so-called economic scenario generator

(ESG). The modelling of economic risk factors is quite extensively dis¬

cussed in Chapter 5.

The value of investable assets does not necessarily correspond to the value

of the financial risk factors from Table 3.1. This is particularly the case for

fixed-income securities, and it adds an additional model layer. However,

as long as the fixed income securities do not contain significant embedded

derivatives, there are no further stochastic modelling problems. A port¬

folio of coupon-paying bonds can always be expressed by an equivalent

portfolio of zero-coupon bonds, and the prices of the latter follow directly
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from an interest rate model, as do, if necessary, prices of possible embed¬

ded derivatives. Some challenge arises from the modelling of the portfolio

composition over time. The most popular modelling approach here is to

keep the portfolio duration constant by applying certain rebalancing rules

at each time step. Details on investment management approaches for in¬

surers can be found in [6].

Underwriting risks are usually modelled per line of business. The claims

per line of business are usually separated into attritional losses (high fre¬

quency / low severity) and large losses (low frequency / high severity).
Attritional losses can be modelled as annual aggregate losses or loss ratios,

that is XA{t) ~ F for some suitable distribution F. Large losses must be

modelled on a frequency-severity basis, that is, XL,(t) = X)i=i ^u where

N(t) is the random number of losses in period t, and Xl,X2, ...
~ iid G

are the severities of the single losses. Only in this way can one properly

reflect the impact of non-proportional insurance. Catastrophe losses are

special in that one event (an earthquake, for instance) affects several lines

of business. Catastrophe modelling can also be done through stochas¬

tic models (see [79], for instance), but - for the perils covered by them

- it is fairly commonplace to rely on scenario output from special CAT

modelling tools such as CATrader, RiskLink or EQEcat. Actuarial science

provides a wide range of models for both loss ratios and frequency-severity

approaches; see [41] for an overview. Although these models were created

with pricing in mind, they can be reused quite directly for simulation.

The considerations above cover the incurred losses Xi(t) in period t. For

certain lines of business (liability or aviation, for instance), a loss incurred

in a certain time period, Xi(t), is only paid gradually over an extended

amount of time, according to a payout pattern (p(s))f=0, where p(s) de¬

notes the percentage of the loss Xi(t) that is effectively paid in period

t + s. Hence, the effective cash outflow in period t is

S

rather than Xi(t). Since DFA models are cash flow-based, and since the

speed of payout influences the investment income on the funds held to
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cover the losses, payout patterns must not be neglected in DFA models.

Payout patterns are usually modelled in a deterministic manner and pro¬

vided by the reserving department of the company. However, in reality

there is also uncertainty as to the loss development, and, accordingly, it

is desirable to incorporate this uncertainty into a DFA model. A compre¬

hensive treatment of both deterministic and stochastic models for payout

patterns is provided in [116].

If losses X(t) are modelled over an extended time span t = 0,1, ...T,

their dependence on economic factors has to be accounted for as well.

Loss costs (house repairs or therapies, for instance) can depend on infla¬

tion or other economic indicators, as can loss frequencies (credit insur¬

ance, for instance). Money amounts can be adjusted by simple indexing,

whereas claims frequencies are usually adjusted by mixing the claims ar¬

rival process with the related economic indicator (inflation, for instance);

Chapter 9 of [41] provides full details.

Besides the underwriting risks and the basic economic risk factors such

as inflation, (government) interest rates and equities, sophisticated DFA

scenario generators may contain models for various further risk factors. In

international setups, foreign exchange rates have to be incorporated, and

an additional challenge is to let the model also reflect the international

dependencies. Additional risk factors for one economy may include Gross

Domestic Product (GDP) or specific relevant types of inflation as e.g.

wage or medical cost inflation. Increasingly important are also models for

credit defaults and credit spreads which must, of course, properly reflect

the dependencies on other economic variables. This, subsequently, allows

to model investments like asset-backed securities and corporate bonds

that are extremely important for insurers, see [6]. The modelling of op¬

erational risks (see [38], which also provides a very general overview and

classification of all risks affecting financial companies), which are a current

area of concern in banking regulation, is not yet very wide spread in DFA.

An important problem specific to insurance and reinsurance is the pres¬

ence of underwriting cycles ("hard" and "soft" markets), which have a
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non-negligible business impact on the long time horizons considered by

DFA. These cycles and their origins and dependencies are not very well

understood and very difficult to model; see [55] for a survey of the current

state of knowledge. Nevertheless, simple models for business cycles are in

place; see [79] or Chapter 9 of [41], for instance.

The real challenge of DFA scenario generation lies in the composition

of the component models into an integrated model, that is, in the mod¬

elling of the ubiquitous contemporaneous and intertemporal dependen¬

cies among the risk factors. These dependencies come in many different,

more or less strong forms, many of which are non-linear. A particular

challenge in this context is the adequate assessment of the impact of ex¬

treme events, when the historically observable dependency becomes much

stronger and risk factors appear much more interrelated (the so-called

tail dependency). A comprehensive taxonomy of dependency concepts

and modelling approaches is provided in [37]. Different approaches for

dependency modelling are pursued, namely:

• Deterministic modelling by postulating functional relations between

risk factors, e.g. mixture models or regression-type models; see [41].

• Statistical modelling of dependencies, with linear correlation being

the most popular concept. However, linear correlation has some

serious limitations when extreme values are important; see [54] for

a related study and possible modelling approaches.

The discussions above make it clear that a stochastic model {Pq : 9 E 0}
for the risk factor process {X(£)}£L0 will hardly ever have a tractable,

coherent form. Rather, it consists of a number of intricately entangled

component models, and the number of parameters will usually be quite

high. This makes calibration, that is finding suitable parameters OG0,a

daunting task, further complicated by the fact that, for most risk factors,

only small amounts of data are available. Parsimony and transparency

are, therefore, crucial requirements for models being used in DFA scenario

generation.
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Under the circumstances outlined above, it must be feared that the sto¬

chastic scenarios Pq selected are subject to considerable parameter un¬

certainty. An additional validation is, therefore, necessary. If sufficient

amounts of historical data are available, formal backtesting procedures
- as described in Chapter 11 - can be applied. This is, however, not

the case for many risk factors. The only possibility then is to do either

peer reviews of the model or statistical evaluations of the scenario out¬

put {{X(fc)(t)}f=0}^=1 and to compare the results with external forecasts

or expert opinions. Validation will become even more important in the

future if DFA models are to be used as internal models in a regulatory

context; see Section 1.4.

The generation of Monte Carlo scenarios, that is, the transformation of

a stochastic scenario Pq into a scenario set {{X.^k\t)}^LQ}^=1 ,
does not

affect most DFA practitioners as they rely on commercially available soft¬

ware packages. Nevertheless, one should bear in mind that generating

thousands of Monte Carlo scenarios for a large number of dependent risk

factors over many time periods poses some non-trivial problems; see [59].
The most elementary part is to have a random number generator that can

produce thousands or even millions of iid U(0,1) pseudo random numbers.

Indeed, some of the commercially available random number generators

fail miserably in this task, so that related evaluations are a must; see [12].
These random numbers are then used to produce realizations of univariate

or multivariate random variables with other distributions. The accuracy

of this second stage can be tested by using the Probability Integral Trans¬

form described in Section 11.2, where it is particularly important to check

if there are sufficiently many replicates far out in the tails of the distribu¬

tion. One problem that each DFA analyst has is to determine the number

K of Monte Carlo replicates in such a way that the range of possible

outcomes is well covered. Some answers to this question are given in Sec¬

tion 11.3.

Finally, it is fundamentally difficult to make judgments on the plausibility

of scenarios for the expanded time horizons often present in DFA stud¬

ies. Fitting a stochastic model either to historical or current market data

implies the assumption that history or current expectations are a reliable
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prediction for the future. While this may be true for short time horizons,

it is definitely questionable for time horizons as long as five to 20 years,

as they are quite commonplace in insurance. There are regime switches

or other hitherto unexperienced events that are not reflected by historical

data or current market expectations. Past examples include asbestos lia¬

bilities or the events of September 11th, 2001. An interesting case study

on the issue is [16], whereas [110] explores in very general the limitations

of risk management based on stochastic models and argues that the latter

must be complemented with some judgmental crisis scenarios.

3.2 Company and Strategy Modelling

The scenario generator produces a scenario set {{X.k (t)}f=0}^=1 repre¬

senting the possible future courses of events of the risk factors affecting

the company. The next step, according to (2.6), is then to model the

reaction of the company under each one of the scenarios. That is, we have

a transformation

/ : R^X(g+l) x RMx(q+l) _^ RL

(X(t)>...,X(t-g);y(t),...>y(t-9)) ^ Z(t),

assuming that historical data is available back to t = —q. This transfor¬

mation is called company model or model office. Following Section 2.2,

the vector y{t) represents values that are under the control of the man¬

agement of the company, and the set {y(t)}J-0 is thus a strategy. The

vector 7i(t) consists of variables representing the financial condition of the

company. Typical examples include earnings before or after interest and

tax, or the level of shareholders' equity. More information on the selec¬

tion of target variables is given in [29]. Given the aim of DFA to model

the bottom line impact of strategic decisions, elements of Z(£) are usually

balance sheet or income statement positions.

(2.6) alludes that / is some mathematically tractable function. The real¬

ity, however, is different. The aim of DFA is to make projections of the

bottom line of the company, that is, its financial statements. This re¬

quires a careful representation of the internal operation and consolidation
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structure of the company, including the effects of investment, reinsurance

and even some accounting rules. So, besides mathematically tractable el¬

ements, / generally also contains decision rules of the if-then type. Think,

for instance, of a multi-layer excess-of-loss reinsurance program with lim¬

ited reinstatements and a drawdown clause on the upper layers. Hence,

we must consider / as a function that generally has none of the desirable

mathematical properties like continuity or linearity. This distinguishes

DFA company models from the ones used in dynamic programming-based

ALM models which are kept simple enough to allow the use of formal op¬

timization techniques, at the possible expense of a biased representation

of the operating structure of the company.

Company models can be relatively simple, as the ones in [79] or [41] which

basically consolidate in a purely technical way the outcomes of the various

risks. However, many DFA company models used in practice tend to be

highly complex. In particular, they also incorporate the effects of regula¬

tion, accounting and taxation since these issues have an important impact

on the behavior and the financial results of insurance companies. Exam¬

ples of detailed models for US property-casualty insurers are described in

[70] and [40]. The partial model shown in Figure 3.1 represents just one

line of business of a company; the full model would then contain several

other lines of business, plus the entire investment side of the company, plus

the top level structure consolidating everything into the balance sheet.

This gives a good idea of the actual complexity of real-world DFA mod¬

els. Modelling of non-life insurance companies is somewhat more recent

than related efforts in life insurance, usuall termed life office modelling;

see [65] or [93], for instance. Synoptical overviews of company modelling
- for both life and non-life - are provided by [67] and [94].

Company models used in DFA are usually very cash flow-oriented, i.e.

they try to imitate the cash flows of the company, or, more specifically,

the technical and financial accounting structures. Alternatively, it would

be imaginable to structure a company model along the lines of economic

value creation. The problem with this approach is, however, that this

issue is not very well understood in insurance; see [63] for a survey of the

current state of the knowledge.
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The strategy vector y(t) represents those parameters that are under the

control of the company at time t. In order for a strategy {y(t)}f=Q to be

plausible, it must be prévisible, that is, y(t) must be known before time

t. Typical elements in a strategy are reinsurance retentions or investment

portfolio weights. The simplest way of strategy modelling is to use values

predetermined at the start of the simulation for all t > 0. This is not very

realistic in many situations, since DFA simulations cover time periods of

several years. On this time scale, management is well capable of adapting

a strategy according to the development of the risk factors. So, a more

realistic approach is to let the strategy depend on past values, for instance

yk(t)=g{Xk(t-l),yk(t-l)), t = l,...T,

that is, the strategy becomes path-dependent. Strategy formulations of

this type are called decision rules. They can account for managerial flexi¬

bility to some extent, but not perfectly. In order to obtain optimal strat¬

egy choices fully reflecting managerial flexibility, one has to do formal

dynamic optimization. This is, however, difficult in realistic DFA settings

given the above-mentioned analytical intractability of company models.

The topic of optimization is further discussed in Section 3.4.

3.3 Output and Evaluation

The result of a DFA simulation is a result set {Zk}^_1 where

Z» = {/(X*(t),y*(t))}^

representing the probability law of the result process {Z(t)}^=0 under

the stochastic scenario Pq and the strategy y. Given that the result set

stretches over time, over scenarios and, usually, across several variables, its

evaluation requires some sophistication. For the time being, we limit the

attention to univariate outcomes Z(t) := Zi(t), and we let Z := {Z{t)}J=l.

Classically, an output variable {Z(t)}f=1 is analyzed for each t separately,

or at the horizon T only. The most general approach is to analyze the
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empirical distribution

1
K

Fz{t){z) = x^~L{zHt)<*}-
k=l

If Z(t) represents a financial result, then this distribution is called profit-

and-loss distribution or P&L for short. For comparison and decision mak¬

ing, it is more desirable to characterize the P&L by a few numbers, typi¬

cally by one measure for risk and one measure for reward. These measures

are either estimates of transformed moments of Z(t), that is,

Ê[s(Z(*))|P*,y] = i£>(Zfc(i)),
fc=l

or estimates of the empirical quantiles, that is,

qa[Z(t)\Po,y] := F%t){a) := mm^k\t) : | > a

where Z^k\t) denotes the k-th. order statistic of {Zk(t)}^=1, or combina¬

tions thereof. The measure of reward is usually the expectation. As for

the measure of risk, the choice is somewhat richer. The most classical one

is the standard deviation which equally accounts for upside and downside

deviations. In modern risk management, however, the trend goes towards

risk measures for the downside only, with VaR
,
that is qa(Z(t)), being

the most prominent one. The problem with VaR and many other risk

measures is, however, that they fail to satisfy the subadditivity property

p(X + Y)<p(X)+p(Y)t

where p stands for some measure of risk. That is, they are not coherent

in the sense of [5]. Subadditivity, however, is particularly important in

the context of DFA where one often has to relate results of parts of the

company to the result of the entire company. If there is no subadditivity,

risk for the parts stand in no sensible relation with total risk, thereby

failing to account for the benefits of diversification that are so crucial

for insurance business. Luckily, the use of coherent measures of risk is

becoming the standard in DFA. This is also reflected by the fact that

the new version of [29] will contain a full chapter dedicated to them.

The most popular coherent measure of risk in DFA is the TailVaR, often
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referred to as Expected Shortfall (ES), although they are only equivalent

for continuous distributions. It is defined as

TailVaRa[Z(t)] = -E [Z(t) \Z(t) < qa[Z(t))]>

which can be easily computed from a Monte Carlo sample. The left panel

of Figure 3.2 shows a typical evaluation of a DFA result set with mea¬

sures of risk and reward evolving over time. The right panel illustrates

an important caveat in this type of evaluation: the target variable may

temporarily assume values that correspond to a disruption of the ordinary

course of business such as ruin or regulatory intervention. Such degen¬

erate trajectories have to be accounted for in suitable ways, otherwise

the terminal results may no longer be realistic. One possibility is to cen¬

sor these trajectories, to compute the probability of coming into distress

and to state measures of risk and reward conditional on not coming into

distress. Probabilities that the target variables exceed certain thresholds

z, e.g. for bankruptcy or regulatory intervention, are particularly popu¬

lar when DFA results must be reported to executive management. Such

probabilities are easily computed by

p = —: card {k : Zk(t) < z for some t] .

By repeating the simulation and computing the target values for several

different strategies one can compare these strategies in terms of their risks

and rewards, determine ranges of feasible results and, finally, select the

best among the feasible strategies. Figure 3.3 shows such a comparison,

conceptually very similar to risk-return analysis in classical portfolio the¬

ory. It is, however, important to notice that DFA does not normally allow

for the use of formal optimization techniques (such as convex optimiza¬

tion), since the structure of the model is too irregular. The optimization

rather consists of educated guesses for better strategies and subsequent

evaluations thereof by carrying out a new simulation run. Such repeated

simulation runs with different strategy settings (or also with different cal¬

ibrations of the scenario generator) are often used for exploring the sensi¬

tivities of the business against strategy changes or against changes in the

environment, i.e. for exploring relative rather than absolute impacts in

order to see what strategic actions do actually have a substantial leverage.
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Figure 3.2: Left panel: evolution of risk and reward measures over time.

Right panel: an illustration of trajectories that distort the evaluation.

A common feature of all evaluation methods shown above is that they

heavily depend on the probability law Pq assigned to the risk factor

process {X(t)}f=0 Given the high model and parameter uncertainty (see
Section 3.1), this is problematic. One way to deal with this is sensitivity

analysis. If 9q G 0 is the best estimate for the parameter, then sensitivity

analysis is the attempt to compute

^B[g(Z(t))\Pe,y] 9=1

or ^qa[Z(t)\Pe,y]
0=00

Given the dimension of 9, the non-tractability of the function / relating

the risk factors X(t) to the output variables Z(t) and the computational

efforts required to evaluate the model, this is practically impossible. How¬

ever, by educated guessing and some experiments, one can identify at least

some key parameters with particularly high impact on the results and fo¬

cus calibration efforts on these parameters.
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Figure 3.3: Left panel: comparison of three strategies in a risk-return

diagram. Right panel: return measure for the same three strategies as a

function of the risk tolerance level.

An analysis technique that partly circumvents model and parameter risk

is drill-down analysis. Consider the set {Zk}£=1 of simulated trajectories

Zk = (Zfe(l),..., Zk{T)Y and let iClTbea set of particularly desirable

or undesirable results. Then, one can easily identify all those trajectories

that fall into A, yielding an index set X — {k : Zk 6 .A}. Then, one can

identify the related scenarios Xk for which k G 2" and analyze these scenar¬

ios statistically in order to identify environment conditions that give rise

to outcomes in A. In many cases, this is more easily said than done due

to the dimensionality and the dynamic nature of the risk factor process

{X(t)}f=1. However, this type of analysis mitigates model and parameter

risk since it basically attempts to compute f~{A) Ç X, that is, the subset

of the state space X that gives rise to results in A, by using a brute-force
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exhaustion of X. In this context, the probability law Pq is only an auxil¬

iary to speed up this exhaustion.

Up until here, we have considered only projections, that is, we have ex¬

plored the space of possible future courses of events of the risk factors

and the behaviour of the company under a certain strategy. In some sit¬

uations, however, we have to do valuation, that is, we have to assign a

monetary value to the future business. This is the case if the business un¬

der consideration is for sale, an ART deal [113] or a takeover, for instance.

Assume that Z is a suitable monetary output variable such as the dividend

stream or the net cash flow of the business. In principle, one can then

proceed along the lines of classical corporate finance [18] by computing

the net present value (NPV) for each scenario path

NPV [Zk] =Y,e-RWtZk(t),
t=o

where R(0, t) is the relevant market interest rate for maturity t at valua¬

tion time 0. Then, one can proceed as shown earlier in this chapter. There

is, however, one problem. Usually, Z depends on financial risk factors such

as equity markets or interest rates. That is, some of the cash flows stem

from embedded derivatives. Under these circumstances, the NPV with a

fixed interest rate is meaningless, as it fails to incorporate the value of

the flexibility granted by the option; see [118]. In order to account for the

value of the flexibility, we must have a more general way of discounting,

in other words, a deflator:

7r0(Zfc)=X^(t)Zfc(t).
t=o

The deflator {£(£)}£lo *s some kind of a stochastic discount factor that

leads to a value 7To(Zfc) which is adjusted for all financial risk. A detailed

discussion of the deflator is provided in Section 7.2.

The value 7ro(Zfe) is still a random variable, but adjusted for all systematic

risk from the financial markets. It can then be valuated along the classical
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lines, by computing a risk-adjusted reward like RORAC or RAROC or

EVA. That is, the expected gross reward is reduced by the cost for the

risk capital needed to support the business. Sections 12.2 and 12.3 provide

examples and comparisons of projections and valuations.

3.4 Control and Optimization

As was argued in Section 2.2, DFA is essentially an optimization problem

of the form

y* = argmax p (y, Pq) s.t. e (y, Pq) G C.

yey

That is, under the given stochastic scenario Pq, we have to find the strat¬

egy y* that maximizes the reward as measured by the criterion p over all

admissible strategies in the set y while respecting the constraints speci¬

fied by the criterion e and the set C. Given the time resolution of DFA,

we are actually mainly interested in the initial value y* (0) of the strat¬

egy, but under the assumption that we are able to adapt it as time evolves.

The use of formal optimization techniques in DFA is generally limited by

the sheer size and complexity of the risk factor process {X(t)}JL0 (see
Section 3.1) and of the company model / (see Section 3.2). A formal op¬

timization over the set of admissible strategies usually requires thousands,

if not millions, of evaluations of the full model, and this is often beyond

the feasible for large-scale DFA models.

The most prevalent optimization technique in practical DFA is, therefore,

educated guessing. In the process of model construction and evaluation,

the analysts involved usually acquire a deep understanding of the struc¬

ture of the business under consideration. Based on this understanding,

one is usually well capable of formulating alternative strategies. The DFA

model can then be re-evaluated under these alternative strategies, and re¬

sults can be compared. Figure 3.3 shows the results of such a comparison:

the re-structured reinsurance strategy may not be the absolute optimum,
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but it is shown to bring a considerable improvement.

If the business under consideration is sufficiently simple or well-structured

so that a formal optimization appears feasible, then there are two basic

approaches:

1. Combine repeated Monte Carlo evaluation of the DFA model with

some sufficiently general optimization method.

2. Transform the DFA model into a dynamic stochastic optimization

model.

For the former approach, there exists a number of optimization proce¬

dures that can deal with target functions that are not linear, quadratic or

convex. Examples include the fmineon function of Matlab and the genetic

algorithm; see Appendix B for both, fmincon can only find a strategy y*

that is locally optimal around some given base strategy y#. Moreover,

some problems are to be expected if the target function is not continuous,

which may well be the case in DFA; see Section 3.2. The genetic algo¬

rithm, on the other hand, can find a global optimum independent of an

initial guess and for rather ill-behaved target functions, though at very

high computational expenditure.

There are some possibilities to improve the efficiency of the optimization.

First, since we optimize the strategy y without changing the stochastic

scenario Pq, the scenario set {{Xfc(t)}^:0}^=1 needs only be generated

once for the entire simulation. This considerably reduces the evaluation

time of the model. Moreover, some of the parameters in the strategy y

may be kept constant, or the strategy may be formulated in terms of a

parametric decision rule; see Section 3.2. That is, if

y(t + l)=Pa(X(t),y(t))

for some function with a parameter a, one can considerably reduce the

dimensionality of the search and, hence, the number of model evaluations.

For limited problems like the optimization of reinsurance programmes or
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strategic asset allocation, such formal optimizations are feasible. A par¬

tial example is provided in Section 12.3.

An example of how the second approach from the list above, that is,

dynamic stochastic programming, can be related to DFA is provided in

[43]. More details on the use of stochastic programming in asset liability

management are provided in [121]. The distinctive feature of stochas¬

tic programming is that it requires a scenario tree rather than a set of

Monte Carlo scenarios. Such a scenario tree can be constructed directly,

but there are also ways to obtain it from a model otherwise designed for

Monte Carlo simulation; see [43] or [121].

However, there are some problems with scenario trees in the DFA envi¬

ronment. One problem is that a scenario tree for a large number of risk

factors quickly becomes intractable. Hence, the stochastic programming

approach is only applicable to problems with small numbers of risk fac¬

tors, such as the strategic asset allocation for pension funds. Moreover,

it is hard to keep scenario trees arbitrage-free; see [121]. The presence

of arbitrage opportunities, however, should be discovered by a properly

implemented optimizer and, hence, leads to meaningless optimization re¬

sults; see the discussion section in [43].



Chapter 4

Assessment and Outlook

4.1 Assessment of Present State

In view of the developments in the insurance markets as outlined in Sec¬

tion 1.2, the approach taken by DFA is undoubtedly appropriate. DFA is a

means for addressing those topics that really matter in the modern insur¬

ance world, in particular the management of risk capital and its structure,

the analysis of overall profitability and solvency, cost-efficient integrated

risk management aimed at optimal bottom line impact and the addressing

of regulatory, tax and rating agency issues. Moreover, DFA takes a sen¬

sible point of view in addressing these topics, namely a holistic one that

makes no artificial separation of aspects that actually belong together.

This stance is further supported by the trend in the regulatory environ¬

ment towards risk-based supervision; see [73] and [58]. If properly evolv¬

ing, DFA models can fill the role of internal models in this new regulatory

setup, leading to a unified process for internal risk management and exter¬

nal solvency reporting. A side effect of a credible risk-based supervision

could be that the assessment of insurer financial strength is in the public

domain again, thus limiting the influence of rating agencies.

37
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The genesis of DFA was driven by the industry rather than academia. The

downside of this very market-driven development is that many features

of practically used DFA systems lack a certain scientific soundness. The

complexity of the risk factor models, which are often ad-hoc combinations

of modelling elements, often leads to high model risk, and this model risk

is carried forward into the results by the use of evaluations that fully de¬

pend on the stochastic model. In line with risk factor models, company

models are also very detailed but often fail to incorporate properly the

value of managerial flexibility. If DFA models are to gain acceptance as

internal models in a regulatory environment, this lack has to be overcome.

4.2 Outlook on Future Developments

For the near and mid-term future, we can expect that company-level ef¬

fectiveness will remain the main yardstick for managerial decisions, and

the advent of risk-based supervision underpins this. Hence, the trend to¬

wards integrated risk management will prevail. Technically, Monte Carlo

methods have become ubiquitous in quantitative analysis, and they will

remain so, since they are easy to implement and easy to handle, and they

allow for an easy combination of models. The availability of ever more

computing power will make DFA even less computationally demanding in

the future. However, as compared to the present state, DFA models will

have to become more sophisticated in a number of ways:

Driven by the new regulations and financial reporting standards, but also

by traumatic experience from the past [19], market-consistent valuation

of insurance business [21] is gaining importance. Until now, most DFA

studies have focused on projections only, but in the future, DFA will also

have to cater for valuation. While the cash flow - based structure of the

company models is compatible with this requirement, some of the under¬

lying economic models need a higher degree of sophistication. Company

models, in turn, must better reflect the value of managerial flexibility.

This may entail that they become somewhat simpler than the ones cur¬

rently in use, but the potential for simplification is limited if balance sheet
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impact is to be modelled.

On a technical level, the issue of optimization has to be addressed. The

potential of dynamic stochastic programming is somewhat limited in this

respect, because of the limitations of scenario trees in terms of number of

variables, absence of arbitrage and proper reflection of extreme outcomes.

Research efforts should be concentrated on methods that can be used in

conjunction with Monte Carlo scenario output.

In scenario generation, there are two main challenges. The first one is

to develop models for the financial risk factors that cater for market-

consistent valuation; for instance, by featuring a deflator. The other one

is dependence modelling, so as to have sound methods for combining par¬

tial models for different risk factors in a way that accounts for all inherent

dependencies. A side issue of particular importance in a regulatory con¬

text is the development of validation methods for risk factor models.

In general, the DFA approach has the potential of becoming the state-of-

the-industry for integrated risk management, strategic decision support

and even reporting to the public domain. If this vision is to become real¬

ity, much interdisciplinary research and development is still necessary.
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Chapter 5

Introduction

5.1 Problem Statement and Requirements

The scenario generator, including facilities for calibration and validation,

is the basis of each DFA system. The purpose of the scenario genera¬

tor is to produce Monte Carlo scenarios spanning the range of possible

outcomes for all variables of interest. The role of the scenario generator

within DFA is identified in Chapter 2, and relevant features are discussed

in Section 3.1.

Among the risk factors stated in Table 3.1, the group of economic and

financial risk factors plays a somewhat special role. This is due to the

strong functional and statistical dependence between economic variables,

and because additional economic properties like no-arbitrage or covered

interest parity must be satisfied. Therefore, the scenario generation for

economic and financial risk factors is usually grouped into one highly inte¬

grated model for all factors, called Economic Scenario Generator (ESG).
In the remainder of this section, we briefly review the requirements to an

ESG; they largely correspond to those stated in [14], [69], [29] or [2].

43
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The variables to be covered by an ESG are listed in Table 3.1. Within

one economy, the most important ones are inflation, interest rates and the

equity market. Inflation is important mainly because the development of

future claims heavily depends on it. Inflation is generally represented by

a consumer price index (CPI), but an inflation model can also be cali¬

brated to more specific types of inflation like wage inflation or medical

cost inflation. The most general measure of inflation is the GDP de¬

flator. Some economies (mainly UK; US to some extent) have markets

for inflation-adjusted bonds. Then, instead of a univariate inflation rate,

one can model the term structure of real (inflation-adjusted) interest rates

and retrieve the inflation from the difference to the nominal interest rates.

Interest rates are usually the risk-free ones. For modern DFA, it is crucial

that the ESG models the full term structure of interest rates and not just

a few selected key rates. Interest rates are important in view of the fact

that bonds are generally the biggest part of the investment portfolio of

an insurer, but they also play a role in the modelling of life insurance

and ART contracts. Corporate bond yields are rarely modelled in ESGs,

although they would be useful given the large corporate bond portfolios

that many insurers possess.

Equity markets are modelled through an equity index. As DFA company

models are usually cash flow-based, it is desirable to have a model that

includes both the prices and the dividends. Equity models should be cali¬

brated to indices that reflect the point of view of an institutional investor.

The best choice here are probably the indices of Morgan Stanley Capital

International (MSCI), which are market capitalization-weighted, freefloat-

adjusted and distinguish between prices and dividends. Moreover, MSCI

indices exist for all relevant markets.

If an ESG covers several economies, then it has to contain the above-

mentioned risk factors for each one of the economies. Moreover, it has to

include the currency exchange rates between the economies.

Other economic risk factors listed in Table 3.1 are not included in all
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common ESGs. The gross domestic product (GDP) can be useful for

indexing losses, or as a leading indicator for other quantities, including

economic cycles. Property is an important investment for many insurers,

but a property model is also useful for indexing losses in property-related

lines of business. Property markets should be modelled in the same way

as equity markets, that is, with separate prices and rental yields. Unem¬

ployment rates may be interesting for the indexing of claims in certain

lines of business.

The models requirement for these economic risk factors according to the

references cited above are the following:

1. The scenarios must be representative for the empirical behaviour

of the risk factors modelled. Given the multivariate and dynamic

structure of DFA, this includes, in particular, contemporaneous and

intertemporal dependence. Given the focus on risk management, ex¬

treme outcomes must also be reflected properly. The models should

also have structures that can cope with the long time horizons preva¬

lent in DFA.

2. The models must respect generally accepted economic principles.

For financial risk factors, this means in particular that the models

must be arbitrage-free. This requirement becomes even more impor¬

tant if the models are also used in the realm of market-consistent

valuation; see below.

3. The models must be simple and transparent. Given the large number

of variables to be included, this is essential for tractability. More¬

over, it must be possible to explain the model to external parties in

order to assure acceptance of its use. In statistical terms, this entails

the requirement of parsimony, that is, low numbers of parameters.

This is essential given the sparseness of data generally available for

calibration.

4. Methods and tools for calibration and validation must be an integral

part of the model. A model without a sensible parametrization is

useless, and sensibility of a parametrization is only recognized if it

has passed validation procedures.
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5. The model and its implementation must have good numerical qual¬

ities. This means in the first place the use of sound stochastic

simulation methodology and other numerical methods. The most

refined mathematical model is useless if the quality of the Monte

Carlo scenarios is hampered by a careless implementation. Though

not of utmost importance, computational efficiency should not be

neglected. The generation of some tens of thousands of scenarios

should not take more than a few hours.

Up until recently, requirements for an ESG focused exclusively on its pro¬

jection capabilities. However, with the advent of fair valuation or market-

consistent valuation (see [21] or [75]) in the context of IFRS and Solvency

II, the valuation capabilities become more important. This reinforces, in

particular, the requirement for no-arbitrage, and favours modelling ap¬

proaches from mathematical finance over purely statistical ones.

The sequel of this thesis will focus on models for interest rates and FX

rates. Some of the requirements can be made more specific in this context.

This will be done in Section 5.3 connected with a taxonomy of possible

modelling approaches.

5.2 Economic Scenario Generators

There exists a considerable number of ESG models for actuarial use corre¬

sponding more or less to the profile outlined in Section 5.1. Some of them

are well documented, others - usually developed by private companies -

are considered proprietary and, therefore, only imperfectly documented

so that no real evaluation is possible. Since most of the models, to the

extent that their structure is known, are quite similar, we focus in this

presentation on a description of the common features.

The earliest ESG model for actuarial use was Wilkie's [119], also described

in [41]. Although outdated today due to the lack of a full term structure

model and the presence of arbitrage, it is still an important reference. An-
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other important model, marketed by the actuarial consulting Firm Till-

inghast Towers Perrin and widely used in the industry, is CAP:Link; see

[121]. Some versions of CAP:Link can model several economies, making

it Global CAP:Link. A class of interesting but imperfectly documented

models is due to Andrew Smith and B&W Deloitte; see [114]. Very well

documented, on the other hand, is Andrew Cairns' model [23]. The inter¬

est rate part of it (see also [24]) is considered in more detail in Section 8.3.

Influenced by Cairns' model, and influential among UK actuaries, is the

model by Barrie & Hibbert Ltd; see [69]. This model features, in particu¬

lar, a regime-switching model for the equity returns; see [66]. The Barrie

& Hibbert model was also the basis for the economic models developed

in response to a joint initiative of the CAS and the SOA; see [2]. This

model is likely to become widely used in the US, given the influence of

the sponsoring institutions.

Basically all ESG models are structured as cascade models, that is, they

consist of modules for the different risk factors, and these modules have a

hierarchical dependence structure. This approach allows to combine exist¬

ing models for risk factors, and it also leads to flexibility and transparency

(see Requirement 3 above). The alternative to cascade models would be

fully integrated multivariate time series models like VAR or VECM; see

[35]. However, such models cannot cope with the dimensions necessary

for a full term structure, and they are not arbitrage-free either.

The term structure of interest rates is the most complicated one among

the risk factors to be modelled. Therefore, term structure models are

usually at the basis of the cascade. These models usually come from the

realm of mathematical finance and belong to the classes of equilibrium

models or price kernel models (see Section 5.3 below), often with time-

inhomogeneous extensions. In order to cope with the statistical properties

of term structures, they usually have two or more random factors.

Models mainly intended for the use in the UK, but also the new CAS/SOA
model for the US, feature a term structure of real interest rates instead

of a univariate inflation rate process. This makes sense as long as there
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is an active market for inflation-linked bonds from which the real term

structure can be estimated.

The sources of randomness are usually multivariate Gaussian processes,

thus keeping the models (particularly for interest rates) within the realm

of complete markets. Some members of Smith's model family may be an

exception, but this feature is undocumented.

Most models do not put emphasis on the use for market-consistent valua¬

tion which, in a Monte Carlo setup, amounts to modelling the state price

deflator (hereinafter called price kernel). Notable exceptions are Smith's

models [114] which pioneered the use of this valuation technique in the

realm of actuarial work. Cairns' models [23, 24] also have a price kernel

structure and are, therefore, suitable for valuation.

The method proposed in [102] is radically different from all those hitherto

mentioned. It is based on a refined re-sampling of historical data instead

of parametric models for the risk factors. This approach preserves empiri¬

cal features like contemporaneous dependence or heavy-tailed innovations

even with very large numbers of variables. In order to assure consistency

over time, re-sampling is done on carefully transformed variables, and

some extensions like a GARCH volatility generator are added.

5.3 Models for Interest Rates and FX Rates

This section provides an overview of the different approaches to interest

rate modelling with the main aim of motivating the choice of the modelling

approach that will be pursued in the sequel of this thesis. Interest rate

modelling is a very wide field with a number of quite different schools

of thought and hundreds of specific models. A concise introduction is

[25], a textbook-level description of modelling approaches is provided by

[26], whereas [74] is a comprehensive reference manual. Aspects of multi-

economy term structure models are investigated in [84], and [71] puts the

emphasis on distinguishing the different schools.
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The baseline is that we need a model class that produces positive interest

rates, that is suited for projections far into the future and that can cope

with multi-economy settings. It - almost -

goes without saying that the

model class should be arbitrage-free within one economy as well as across

economies. The terminology related to interest rates is defined in detail

in Section 6.1.1.

The most classical interest rate models belong to the class of equilibrium

models. That is, there is an underlying equilibrium of a representative

agent economy from which the interest rates are derived; see Section 7.1

for some related considerations. This economy and its equilibrium need

not be known explicitly, but they can be shown always to exist. Implied

interest rate processes have mean-reverting features, thus assuring numer¬

ical stability for long-horizon projections. Classical examples include the

Vasicek and CIR models (single factor) or, more generally, the class of

affine models (including multi-factor models). Single-factor models are

often also referred to as short rate models, since the only random factor

is identified with the short rate process, that is

dr{t) = a(r(t))dt + a(r(t))dW(t).

This is somewhat misleading as there are always more or less explicit

forms for the ZCB prices via

where Q is the equivalent martingale measure. Equilibrium models in

their pure form are time-homogeneous. Thus, the term structure is a

function of a finite number of variables, so that the term structure of the

model cannot generally fit an observed initial term structure, and, hence,

cannot fully incorporate the information contained therein on the antici¬

pated future course of events.

This gave rise to the development of models that can exactly reproduce

the initial term structure. Such models are termed no-arbitrage mod¬

els. This term is somewhat misleading as time-homogeneous models are

P(t,T) = EQ expU r(s)ds
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also internally arbitrage-free. Only the mismatch between modelled and

actual initial term structures may cause arbitrage opportunities in prac¬

tice. At first, no-arbitrage models consisted of equilibrium models with a

deterministic time-inhomogeneous extension, for instance the Hull-White

model used in the Barrie & Hibbert ESG; see [69].

Then came Heath-Jarrow-Morton (HJM). This was a major revolution

mainly driven by practitioners who needed better methods for the val¬

uation of derivatives while not caring too much about macroeconomic

foundations. The basic idea of HJM is to consider the evolution of the

entire forward curve, that is

df(t,T) = a(t,T)dt + o-{t,T)dW{t).

The conceptual difference to equilibrium models is that in general no un¬

derlying economic equilibrium is assumed. Notice however that, under

some regularity conditions, most interest rate models can be represented

in the HJM framework, including equilibrium models. The HJM approach

has become extremely popular for derivatives valuation and for interest

rate risk management, but less so for scenario generation, since it does

not put emphasis on long-term stability.

The class of market models, most prominently represented by Brace-

Gatarek-Musiela (BGM) grew out of the HJM approach. The key idea

is to model directly observable quantities like LIBOR rates or swap rates

instead of the short rates or instantaneous forward rates that are only

observable through proxies. BGM then assumes that these rates follow

a log-normal law. Market models, like HJM, have become popular for

derivatives valuation and for short-term risk management, but they have

not yet made their way into DFA economic scenario generation. For the

latter task, one would have to use swap market models rather than LI¬

BOR market models because of the focus on longer terms to maturity.

The class of price kernel models, which is related to equilibrium models,

grew in parallel to HJM and market models. The base element is a positive

diffusion process (£(t))t>o adapted to some filtration (^"t)t>o, and ZCB
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prices are defined by

p(*,r) = EpK(r)|^]/«t),

where P is some probability measure, for instance, the real-world measure.

If {£{t))t>o is, moreover, a supermartingale, then interest rates remain

positive almost surely, thus establishing the positive interest framework.

Contrary to the other model classes, where only very specific models as¬

sure positive interest, we have here an entire, fairly generic model class

which satisfies this requirement that is crucial for long-term projections.

On top of this, it can be shown that, under some regularity conditions, the

FX rate between two economies is given by the ratio of the price kernels.

Given all these facts, price kernel models are the natural choice for inter¬

est rate and FX rate modelling in DFA, and this choice is reinforced by

further advantages. First, price kernels can be generated from underlying

diffusions with flexible dimension, thus allowing for multi-factor models.

And second, the price kernel provides a generic means for the valuation of

all kinds of interest rate-contingent claims under the real world measure;

Chapter 7 provides the details. There are two particular construction

methods for price kernels, namely the martingale or Flesaker-Hughston

approach and the potential approach due to Rogers. Within the realm

of DFA scenario generation, the former approach is explored by Cairns

[23, 24], whereas this thesis deals with the latter approach.

Current modelling approaches beyond the ones above include Markov-

functional models and the chaotic approach. Most of the models belonging

to the aforementioned classes feature bond prices that are some function

of an underlying Markov process, and the Markov-functional approach is

aimed at generalizing this to find new and richer model structures. The

chaotic approach takes the price kernel as its starting point and uses a

Wiener chaos representation in order to find more general and richer mod¬

els than can be found with conventional construction methods. So, both

approaches essentially try to extend the range of models based on Brown-

ian motion. On the other hand, little is done to incorporate other types

of basic processes, like a-stable Levy motion into interest rate modelling.

This may be due to the fact that, in these cases, one comes into the realm

of incomplete markets, and much of the convenient arbitrage theory would

have to be reworked thoroughly.
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Chapter 6

Phenomenology

6.1 Terminology

6.1.1 Interest Rates

The purpose of this section is to introduce the terminology for the fixed-

income quantities, as well as some general relations that hold indepen¬

dently of model assumptions. We let t denote time, and we assume a

continuous-time setup, i.e. t £ Rq". General reference is [74],

For all 0 < t < T < oo, let P(t, T) denote the price at time t of a zero-

coupon bond (ZCB), i.e. the price of a security that pays for sure one unit

of currency at the time of maturity T > t. Sometimes, it may be more

appropriate to consider the time to maturity, i.e. r :=T — t.

Unless otherwise stated, we always consider continuous compounding of

interest. Given this, for all 0 < t < T < oo, let R(t, T) denote the yield

to maturity of the zero-coupon bond P(t,T), defined by

P(t,T).e(r-*>Ä<*'T>=:l,

53
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which is equivalent to

log P(t,T)
R(t,T) =

T-t

For every fixed t > 0, the set lZ(t) := {(t,R(t,T)) : T > t] is the term

structure of interest rates, or the yield curve.

For t > 0, let r(t) denote the instantaneous, continuously compounded

risk-free interest rate, commonly referred to as the short rate; it is defined

as

r(t) := yR(t,T).

For all t > 0, let B(t) denote the value of the money market account at

time t, defined as

B(t) :=B(0)exp j f r(s)ds\

We make two important assumptions on the functioning of the underlying

markets. First, we assume absence of arbitrage and second, we also assume

absence of credit risk. These assumptions imply the following rules to

hold, irrespective of more specific modelling assumptions:

1. Any ZCB price process has a deterministic terminal value, i.e.

P(T,T) = 1, T>0.

2. A ZCB price will always have a positive value, and it will never

exceed its terminal value:

0 < P(t, T) < 1, 0 < t < T < oo.

3. A ZCB price cannot exceed the price of a ZCB with shorter maturity:

P(t,T2) <P(i,Ti), 0<£<Ti <T2 <oo.

4. Interest rates shall not be negative:

R(t,T)>0, 0<t<T <oo.
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5. The value of a ZCB must always be equal to the value of a replicating

portfolio of ZCBs and forward rate agreements.

For all 0 < t < Ti < T2 < oo, let f(t,T1,T2) denote the forward rate

- or the yield to maturity of a forward rate agreement - i.e. the yield

to maturity, agreed-upon at time t, for a zero-coupon bond starting at

time T\ and maturing at time T2. The law of one price then implies the

following relation:

J-1
— -Ll

where f(t,Tx,T2) is called the forward rate. For 0 < t < T, let f(t,T) de¬

note the instantaneous forward rate, i.e. the instantaneous, continuously

compounded interest rate, agreed-upon at time t, valid for time T. It is

defined as

fit,T) := \\mf(t,T,T + 8), 0<t<T<oo.
5\,0

We find the following relations for the instantaneous forward rate:

1 d
f{t,T) = -^\ogP{t,r)

T=T
P(t,T)dTP^n

P{t,T) = exp\-J f(t,s)di

r(t) = f(t,t).

When we are in an international setup, where the yield curves of several

economies are considered, we simply add an index denoting the respec¬

tive economy to each of the objects defined above: P^(t,T), R(k\t,T),
f(k\t,T), Akï(t) and B^k\t). By convention, k = 1 denotes the domestic

economy.

6.1.2 Foreign Exchange Rates

Assume that we consider K different economies. We use here the term

"economy" rather than "country", since there is not necessarily a one-to-

one connection between country and currency, the most prominent exam¬

ple being the Euro. We assume that each one of the K economies has its
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own distinct currency. Let i and j denote two of these economies. The

spot exchange rate Cij(t) denotes the spot price as of time t, expressed

in units of currency i, to be paid for one unit of currency j. Absence of

arbitrage implies the following rules to hold for all t G Rg~ independent of

any model:

Cij(t)>0, i,je{l,... ,K},

Cu(t) = l, ie{l,...,K},

Cij(t) = i1/Cji(t) ie{l,...,K],

Cij(t) = Cik(t)Ckj(t), i,j,ke {1,..., K}.

These rules give rise to a considerable simplification in the modelling of

the FX rates. Indeed, if we select some domestic or pivotal currency,

denoted by i = 1, then it suffices to set up stochastic models for the ex¬

change rates C\j(t) for all £ = 2, ... , K, whereas all other rates follow

deterministically from the above-stated relations.

Besides the spot exchange rate Cij(t), we will also consider the forward

exchange rate, denoted by Fci:j{t,T), where 0 < t < T < oo. This is the

number of units of currency i that is paid at time t for one unit of currency

j to be delivered at the future time T. Absence of arbitrage implies that

the covered interest parity holds, see [18] (p.793ff):

FCij(t,T) = Cij^-W*^-11^».

Two important quantities that are often used in the statistical analysis of

the FX markets are the depreciation rate

Cij(t,T) = log Cij(T) - log Cij{t),

which is the log-return over the period [t,T], and the forward premium

Pij (t,T) = log FCij (t, T) - log dj (t).

6.2 A Survey of Stylized Facts

It was emphasized in Section 3.1 and Section 5.1 that one of the most

important requirements for a DFA scenario generator - and, hence, its
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interest rate component - is the faithful reproduction of the empirical

behaviour of the variables modelled. It is difficult to make specific state¬

ments on the behaviour of "the interest rates" or "the FX rates", since,

depending on the specific sample used, one might obtain rather diverse

results. However, there is a number of stylized facts quite generally ob¬

servable in interest rate and FX data. We give a summary of these stylized

facts in this section, whereas the next section verifies their prevalence in

the specific data samples used in this thesis.

We start with a remark on the use of historical data. Calibrating pro¬

jection models to historical data makes the implicit assumption that the

past of a variable is a reliable prediction of its future. This assumption

is sensible as long as there are no structural breaks in the mechanisms

governing the behaviour of the data. However, such structural breaks

occur sometimes. An important example is the Bretton-Woods system

which pegged the exchange rates of the major currencies in a 1%-band.

This system broke down in 1971, and exchange rates were allowed to float

freely afterwards. Another structural break occurred in the late 1970ies,

when the US Federal Reserve introduced new policies for setting their key

interest rates with the aim of controlling inflation. These policies were

subsequently also adopted by other central banks. For these reasons, it is

not advisable to use historical interest rate and FX rate data from before

the early 1980ies. Another problem is the introduction of the Euro in

1999, leading to the lack of sufficiently long historical data series. There

are, however, ways to construct artificial Euro data for times before 1999

if needed; for instance, Bloomberg's Theoeuro index. More information

on the historical background behind interest rates and FX rates can be

found in [92] and [74].

The stylized facts on interest rates relevant for DFA scenario generation

are discussed in [24], [69] and, to some extent, in Chapter 8 of [41]. Here

is a summary, including also FX rates:

1. There are no negative interest rates, but interests can vary within

a broad range over time. Values from close-to-zero (Japan) up to

almost 20% (UK, late 1980ies) could be observed. On the other
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hand, interest rates do not grow to arbitrarily high levels, except in

countries prone to hyperinflation.

2. Interest rates are very persistent, that is, the autocorrelation is close

to one, and they tend to fluctuate around local equilibria for ex¬

tended amounts of time. However, they can also move towards the

next local equilibrium quite swiftly, particularly under the influence

of external shocks. So, there is mean reversion in interest rates, but

the equilibrium can fluctuate slowly over long time spans.

3. The shape of the yield curve is upward-sloping most of the time; the

slope can be more or less steep. There is, however, a non-negligible

probability that the yield curve is downward-sloping (inverted) or

hump-shaped.

4. Short-term rates are significantly more volatile than long-term ones.

In some economies, rates with time-to-maturity around one to three

years are also more volatile than rates with maturities below one

year; see [17].

5. There is high, but imperfect positive contemporaneous correlation

between interest rates of different maturities. Correlation tends to

be highest for rates with similar maturities and for long maturities

in general.

6. There is also high, but imperfect correlation between interest rates

of different economies, and interest rate levels or movements have

some explanatory power for the FX rate. This is related to weakened

forms of the Purchasing Power Parity (PPP); see [15] for further

investigations.

7. FX rates are always positive, and they are also quite persistent.

Given their dependence on interest rates, FX rates can also fluctuate

around local equilibria for extended amounts of time. Moreover, FX

rates may have drifts over longer time spans, so-called Peso effects.

8. Heavy-tailed innovations are an issue for short maturities and low

time aggregation (e.g. daily). For longer maturities and higher time

aggregation, heavy tails tend to be less of a problem.
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There is a vast econometric literature investigating any conceivable em¬

pirical aspect of interest rates and FX rates. It is beyond the scope of this

thesis to provide even a brief overview. Good starting points are [28], [74]
and [39]. We only take a quick look at a few additional aspects that may

be of some importance in the realm of this thesis.

Numerous forcasting relations are postulated between interest rates and

FX rates. The most popular one is the expectation hypothesis which

states that the forward rate is a predictor of the future short rate, that

is E[r(T)|^i] = f(t,T) for t < T. In this basic form, the hypothesis is

rejected by almost every data set. However, versions including constant

or time-varying term premia like E[r(T)|jTt] = f(t,T) + p(t,T) can be

reconciled with the data. If one knows the empirical term premium, one

can compare it with its theoretical counterpart in the model in order to

assess the suitability of the latter; see [7], for instance.

An analogous approach can also be taken with spot and forward FX rates,

postulating that EJC^T)^] = Fc^i^T). This hypothesis too is re¬

jected by the data; this phenomenon is called forward premium anomaly.

See [8] or [84] for more details.

Given the low amounts of historical data that we have due to the high

time aggregation, it would be useful to extract information from data with

lower time aggregation. If it comes to volatility structures, this can be

achieved through scaling laws. A scaling law is a relation between the

observation time scale At and the powers of the absolute returns of some

traded asset, formally

(E[\rAt\p])1/p = c(p)(At)D^,

where c(p) and D(p) are deterministic functions. Scaling laws were ex¬

tensively investigated for FX rates in the realm of high-frequency finance;

see Section 5.5 of [39]. Empirical investigations revealed tractable rela¬

tions between At and (E[|rAt|P]) for t = 1,2 and At ranging from

10 minutes up to two months. Such relations can be used for obtaining

additional input for calibration, or they can be related to their empirical

counterparts for assessment purposes.
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6.3 Evaluation of Data Sets Used

While Section 6.2 gives an overview of general stylized facts of yield curve

and FX data, we investigate in this section the related properties of the

specific data sets that will be used later in this thesis for the calibration

and backtesting of our models.

The sample used includes 201 monthly observations starting in January

1988 and ranging up to September 2004. It consists of government bond

yield curve data for Switzerland (henceforth denoted CHF) and the United

States (USD), and exchange rate data for the two currencies. For both

economies, we have yields for 32 times-to-maturity, namely 3 months, 6

months and 1 year up to 30 years. The yield curve data for after 05/1994

(CHF) and 01/1991 (USD) stems from the Fair Market Curve Index series

ofBloomberg which are computed from a wide range of traded instruments

and which are considered as state-of-the-art among practitioners. Earlier

observations were taken from the National Bank (CHF) and the Federal

Reserve (USD). A smooth transition was assured by mixing the two data

sources over a one-year intermediate period, which may sound problem¬

atic. However, it is not, since the differences between the two data sources

were found to be minimal in the full overlapping period. All exchange rate

data is from Bloomberg.

Figure 6.1 shows the trajectories of interest rates from both economies

for a representative set of times-to-maturity, and Table 6.1 presents the

related numbers. We can see that the average term structure is upward-

sloping with a tendency to flatten above five years. There are, however,

instances where the yield curve is downward-sloping (10.5% of observed

months for CHF, 3.5% for USD), and there are instances where the yield

curve is neither upward- nor downward-sloping (15.24% for CHF, 14.93%

for USD). Moreover, the shapes have a strong tendency to cluster.

In general, interest rates are highly persistent. Table 6.1 indicates that

autocorrelations at lag 1 are close to one for all maturities. The autocor¬

relation diagnostic plots (see Appendix A for a description) in Figure 6.2
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CHF Yields: Levels

TTM Mean StDev Skew Kurt ACF(l) Tail

3m

iy

3y

5y

10y

20y

3.62%

3.54%

3.68%

3.87%

4.24%

4.64%

2.79%

2.43%

1.81%

1.55%

1.26%

1.00%

0.76

0.60

0.44

0.41

0.45

0.55

2.31

2.11

2.04

2.06

2.11

2.22

0.99

0.99

0.99

0.99

0.99

0.99

<0

<0

<0

<0

<0

<0

CHF Yields: 1st Differences

TTM Mean StDev Skew Kurt ACF(l) Tail

3m

iy

3y

5y

10y

20y

-0.01%

-0.01%

-0.01%

-0.01%

-0.01%

-0.01%

0.33%

0.27%

0.21%

0.19%

0.16%

0.16%

0.78

0.51

0.34

0.19

-0.16

-0.23

5.20

3.95

3.03

2.93

3.22

4.76

0.29

0.34

0.45

0.46

0.41

0.31

0.09

<0

<0

<0

<0

<0

USD Yields: Levels

TTM Mean StDev Skew Kurt ACF(l) Tail

3m

iy

3y

5y

lOy

20y

4.70%

5.06%

5.68%

6.05%

6.48%

6.84%

2.11%

2.13%

1.86%

1.62%

1.42%

1.23%

-0.16

-0.24

-0.17

0.00

0.20

0.24

2.35

2.34

2.48

2.34

2.15

1.99

0.99

0.99

0.99

0.98

0.98

0.98

<0

<0

<0

< 0

<o

<0

USD Yields: 1st Differences

TTM Mean StDev Skew Kurt ACF(l) Tail

3m

iy

3y

5y

10y

20y

-0.02%

-0.02%

-0.02%

-0.02%

-0.02%

-0.02%

0.21%

0.25%

0.27%

0.27%

0.23%

0.20%

-0.59

0.01

0.19

0.23

0.27

0.27

4.01

3.09

2.54

2.56

2.59

2.66

0.53

0.45

0.38

0.35

0.29

0.24

<0

<o

<o

<o

<0

<0

USD / CHF Exchange Rate

Mean StDev Skew Kurt ACF(l) Tail

Cij

Cij

0.70

0.00

0.08

0.03

0.35

0.59

2.50

3.19

0.96

0.31

<0

0.15

Table 6.1: Descriptive statistics for the yield curve and FX rate data for

CHF and USD. Values in italics are not significantly different from zero on

the 5%-confidence level. The statistics used are described in Appendix A.l.

Further discussions are provided throughout Section 6.3.
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CHF Yields

t 1 1 r

1990 1994 1998 2002

USD Yields

t 1 r

J I I L

1990 1994 1998 2002

Figure 6.1: Trajectories of selected interest rates over time: iy (solid),

5y (dashed), lOy (dash-dotted) and 20y (dotted). The dots below the trajec¬

tories indicate months with downward-sloping yield curve; the dots above

the trajectories indicate months with yield curve that is neither upward-

nor downward-sloping. See p. 60 for further discussions.
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Figure 6.2: Autocorrelation diagnostic plots (according to Appendix A.2)

of the by-rate rates of USD(top) and CHF (bottom) for both levels (left)
and first differences (right). The plots clearly confirm the very high per¬

sistence of the interest rate time series; see p. 60 for further discussions.

Corresponding plots for other times to maturity show very similar results.

provide a more detailed picture: there is very strong autoregressive depen¬

dence, but also some moving-average component. Moreover, since there

is even significant autocorrelation in the first differences, we must assume

that the series are integrated of order greater than one.

Besides being highly persistent, it also appears that the rates have a gen¬

eral downward trend over the observation period. However, the average

of the first differences is not significantly different from zero. Anyway, the

trajectories in Figure 6.1 suggest that it is problematic to use historical

data for estimating expected levels of future interest rates. Depending on
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CHF
x i0-" USD

Figure 6.3: As a proxy for the conditional volatility, the annualized

variances of lagged differences, h~1 Var[R(Xt+h, t) — R(Xt,r)] are plotted

against the time lag h for different times to maturity r. The hump-shaped

volatility structure is clearly visible; see p. 64 for further discussions.

the sample length used, one can obtain a wide range of different estimates.

Volatilities, as expressed by the standard deviations of levels and first

differences in Table 6.1 are highest around one year and decrease towards

longer maturities. Also, they tend to be somewhat lower for maturities

below one year. To get more information on the conditional dynamics, we

investigate the variance of lagged differences of yields, i.e.

h^VaxlRiXt+t^T) - R(XtiT)]t

annualized to put all measurements on equal footing. As is argued in [88],
this is a good proxy for the conditional variance

h^VarlRQLt+hrflRÇXuT)]

(which is itself hard to measure) in the case of time series with very high

autocorrelation. Moreover, the theoretical counterpart is readily available;



6.3. Evaluation of Data Sets Used 65

CHF Levels USD Levels

CHF 1 st Differences USD 1 st Differences

Figure 6.4: Contemporaneous correlations (z-axis) between interest rates

of different times to maturity (x- andy-axis) within each economy for both

levels and first differences. The correlation is very high, but clearly not

perfect; see p. 65 for further discussions.

see (9.35). Figure 6.3 shows estimates across time lags of one month to

five years for a representative set of times to maturity for both economies.

One can clearly see the phenomenon known as the hump-shaped term

structure of conditional volatility which is widely discussed in the interest

rate literature; see e.g. [88] or [74]. The differences in the general levels of

the graphs for different maturities reflect the fact the unconditional vari¬

ances are the highest for short times to maturity, decreasing considerably

for longer times to maturity; see also Table 6.1.

The contemporaneous correlation between interest rates of different ma-
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Yields at equal TTM FX rate against yields

5 10 15 20 25 30 5 10 15 20 25 30

Figure 6.5: Contemporaneous correlations of interest rates of equal ma¬

turity across economies (left) and between FX rates and interest rates

(right). Solid lines represent levels, dashed lines represent first differ¬

ences. In the right panel '*' denotes USD, and '+' denotes CHF; see

p. 66 for further discussions.

turities is almost perfect if long maturities are involved, but significantly

below 1 for shorter maturities, as can be seen in Figure 6.4. For long

maturities, even the innvovations, as expressed by first differences, are al¬

most perfectly correlated, but moves in shorter maturities can have quite

low correlation values. Across the economies, interest rates of the same

maturity are also quite strongly positively correlated, with increasing ten¬

dency towards longer maturities. This is shown in Figure 6.5, where one

can also see that the correlations between the FX rate and the interest

rates is generally low, even insignificant in some cases.

The distributions of the interest rate levels tend to be significantly skewed

for CHF, but less so for USD, and excess kurtosis is absent throughout.

The distributions of the first differences are only significantly skewed for

some shorter maturities for which there is also some excess kurtosis. There

are no significantly heavy tails, with the exception of the 3m-rate for CHF.

The FX rate, both levels and log-returns, shows features similar to the
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Figure 6.6: Some graphical evaluations of the FX rates: trajectories

for levels (NW) and log-returns (SW), autocorrelation diagnostic plots

(according to Appendix A.2) for levels (NE) and log-returns (SE).

ones described for the interest rate. Figure 6.6 and Table 6.1 provide more

information. Note that the FX log-returns show significantly heavy tails.

As we are operating in the realm of multi-factor models, the number of in¬

dependent random factors to be used is an important issue. It is addressed

by a Principal Component Analysis (PCA); see [115] as a general reference

or [74] for the use of PCA with yield curve data. The first differences of

the yield curve samples as described above were used, and there was one

PCA for the CHF data, one for the USD data and one on the combined

sample. The results are summarised in Figure 6.7. The bar graphs on the

upper and middle left confirm the conventional wisdom that most of the

yield curve variability is explained by three random factors (CHF: 97.12%,

USD: 98.66%), and even two factors might be sufficient (CHF: 92.87%,
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USD: 97.21%). For the combined sample, it takes four (95.18%) or five

(97.20%) factors, with three factors appearing as the absolute minimum

(92.15%). The panels on the right-hand side of Figure 6.7 show Hotelling's

t2 statistic, which can be interpreted as a measure of distance from the

average in the high-dimensional sample space, plotted against time. This

information can be used in model validation in order to explain predictive

failures of calibrated models. For the USD data, in particular, we can

see that the extreme observations are quite strongly clustered in the late

nineties.

In conclusion, the evaluations of our data set confirm the stylized facts on

interest and FX rates from the literature cited in Section 6.2. Regarding

model selection, the evaluations clearly reject single-factor models such

as CIR, as they are never capable of reproducing the observed behaviour.

Moreover, a good model should also include some possibility to add time-

inhomogeneity. This is because we cannot devise sensible estimates for

the expected future interest rate levels from the data. Depending on the

time lag, we can have a wide range of mean values. Therefore, it should

be possible to account for market expectations as expressed e.g. by the

initial yield curve. On the other hand, heavy tails are not very much of

a problem on this level of time aggregation. Nevertheless, we should not

forget that there is always a possibility for extreme events, and we should

at least add a few stress scenarios in practical evaluations.
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Figure 6.7: Results of the PCA of the yield curve data for CHF (top),
USD (middle) and CHF and USD jointly (bottom). The bars in the left

panel show the percentage of variance explained by the respective principal

component, whereas the solid line shows the cumulated sum. The dashed

and dotted lines are at 90% and 95%. The right panels show Hotelling's t2

against time. The solid, dashed and dotted lines represent the 75%, 90%

and 95% levels respectively. For more information see p. 67.



Seite Leer /

Blank bpt



Chapter 7

The Theory Behind the

Price Kernel

7.1 Introduction, Background, Motivation

7.1.1 Introduction and Motivation

The modelling approach used in this thesis belongs to the general class

of price kernel models, sometimes also called state price deflator models.

Price kernel models have a somewhat marginal status in the wide universe

of interest rate models.The more popular classes of models are short rate

models (e.g. Vasicek or Cox-Ingersoll-Ross), forward rate models (e.g.

general Heath-Jarrow-Morton models), and market models (e.g. Brace-

Gatarek-Musiela) ; see Part II of [74]. There are, however, good reasons

for this choice, and there also exist close relations between price kernel

models and the other model classes.

The main motivation for the choice of the price kernel approach arises from

the requirement that we have to set up an international term structure

model that must simultaneously incorporate the yield curves of several

71



72 Chapter 7. The Theory Behind the Price Kernel

economies and the related currency exchange rates. Price kernel models

provide a tractable way to satisfy these requirements in an economically

sensible, i.e. arbitrage-free way. Moreover, state price models can be

formulated in terms of the objective probability measure rather than the

risk-neutral one. This is an advantage given that the model must be opti¬

mised so as to faithfully reproduce the observable behaviour of real-world

yield curves. Moreover, a model formulated without the risk neutral mea¬

sure may find more acceptance in the actuarial world, where the concept

of risk-neutral pricing is not very well introduced.

The concept of the price kernel has been known in economics since the

1950s, when it was introduced by Arrow and Debreu in the context of

von Neumann-Morgenstern utility theory. A comprehensive reference on

the general theory in both discrete and continuous time is [48]. Despite

the old age of the general concept of price kernels, its direct application

to interest rate modelling is a more recent development. It started in

1992 with Constantinides' SAINTS model, see [36]. The development

then continued on two paths: The first one was started by Chris Rogers

and is generally referred to as the potential approach; see [106]. The

second approach is the so-called positive interest or Flesaker-Hughston

framework after its original creators; see e.g. [60]. Though different in

appearance, the two approaches have the same underlying concepts and

are basically equivalent. This is emphasized in some of the more recent

publications on price kernel models, especially in [76] and [84]. The former

is a main reference for the sequel of this chapter. There have already

been applications of price kernel models in the realm of DFA scenario

generation, notably Andrew Cairns' model [23] and the Smith-model (see
www. thesmithmodel. com).

7.1.2 Digression: Economic Background

This section provides a short derivation of the price kernel in the clas¬

sic setting of equilibrium theory and von Neumann-Morgenstern utility

theory. The presentation is informal and for illustration only. The gen¬

eral reference is [48]; the specific presentation follows [84]. Consider an

economy where a representative agent optimizes the expected discounted
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utility of future consumption:

max E
c

/»OO

Jt
e-psU{cs) ds Tt (7.1)

Here U{.) is the von Neumann-Morgenstern utility function of the rep¬

resentative agent, c = (ct)t>o is some consumption stream, and p is a

constant discount factor. In equilibrium, the first-order condition for a

specific consumption stream c* to be optimal is

E
dU(c*{T)) K(T) dU(c*(t)) 7r(t,K(T))

dc*(T) ePT dc*(t) epT
Tt = 0, (7.2)

where 7r(t,K(T)) is the price at time t for buying a contingent claim

that pays K(T) at time T > t. In words, (7.2) means that the utility

forfeited by spending 7r(t, K(T)) for buying a contingent claim must be

compensated by the added utility of the future payoff K(T). Introducing

a process £ = {£{t))t>0 defined as

4W
dt*(t)

' (7.3)

one can restate (7.2) as

7r(t, K(T)) = E
im

K(T) Tt (7.4)

Von Neumann-Morgenstern utility functions are characterized by a pos¬

itive first derivative, hence we have £(t) > 0 for all t > 0. Moreover,

it follows from (7.4) that the deflated price process £(t)7r(t,K(T)) is a

martingale. A process £ = (£(i))t>0 with these properties is called state

price deflator or price kernel. Under the technical conditions used in Sec¬

tion 7.2, it is shown in [48] that there exists a price kernel if and only if

there is no arbitrage.

Given this result, one could now set up a specific model for the underly¬

ing economy and the utility function of the representative agent and then

solve (7.1) to obtain the price kernel £ and, in turn, the term structure

of interest rates by observing that K(T) = 1 for a ZCB maturing at time

T. This path was actually followed in the construction of the famous
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Cox-Ingesoll-Ross (CIR) model; see e.g. Section 11.5.9 of [74]. The prob¬

lem with this explicit approach is that it is extremely difficult to find a

setup that results in a model with sufficient statistical properties. For

instance the CIR model, while providing a fairly good model for the short

rate, cannot properly reproduce observed real-world yield curves; see [74].

Moreover, there are also some problems with the validity of the concept

of a representative agent economy; see [80]. That is, we could not take

advantage of the fact that the processes driving such a model correspond

to some real-world quantities.

It is, however, possible to specify directly a model for the price kernel

£ — (£(^))f>o> as l°nS as one respects the required properties of the latter.

This is the path followed by [36] and all the subsequent approaches to

price kernel models stated above. In the sequel of this thesis, we will also

move along these lines.

7.2 Specification of the Price Kernel

7.2.1 Single-economy Case

While Section 7.1.2 is mainly for illustration and to put things into a

historical context, this section provides a formal specification of the price

kernel for a single economy. A comprehensive presentation of the theory is

given in Chapters 5 and 6 of [48]; this presentation loosely follows [76]. Let

t Rq~ denote time and let (Q, A, P) be a probability space, where P is the

objective probability measure. All the uncertainty in the model is mod¬

elled by a (/-dimensional standard Brownian motion B = (B1, ... , Bd)',
where Bl = (Bl)t>o. We specify the filtration T = (Tt)t>o as the natural

filtration of B augmented by all P-null sets. Let (—/4)t>o De a positive,

^"-adapted process with continuous paths and define

At:=- f /4 ds, t > 0, (7.5)
Jo

which is an increasing ^"-adapted process starting at .Ao — 0. We assume

E lA2^] < oo where A00=\imAt, (7.6)
t—»-oo
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and we note that, through Jensen's inequality, this also implies that

E [Aqo] < oo. From the construction of At it then also follows that

E[At] < oo for all t > 0. Now we can define the process £ = (Ç(t))t>0 as

m-=^[Äoo\Tt]-At, t>0. (7.7)

Before using £ as the price kernel, we explore some of its properties:

Proposition 7.1 Let the process £ be defined as above. Then we have:

1. £(t) > 0, t>0,

2. £ is a (P,T)-supermartingale,

3. E[supf>0£2(£)] < oo, and

4. limt-oo E[£(i)] = 0.

PROOF. (1) Using Equations 7.7 and 7.5 we obtain £(t) = E [— /É°° /4 ^s| Tt]
which is positive for all t given the assumption that —/4 is positive.

(2) By construction, £ is ^"-adapted. Moreover, for all 0 < s < t < oo we

have

E[t(t)\Ts] = E[A00\Ts}--E[At\Ts]<E{A00\Ts]-As=Ç(s),

since E [At\ Ts] = As + E /a*(-/4) ds J^ > Afl. The L^property of £

then follows from the construction and from (7.6).

(3) See [76]

(4) Obvious, given (7.7). D

Remark 7.2 Given Proposition 7.1 we can assume, without loss of

generality, that (At)t>o is normalized such that £(0) = E[Aoo] = 1.

Remark 7.3 // a positive supermartingale with the limit property (4)

of Proposition 7.1 is, moreover, Markovian, then it is called a potential,

thus justifying the name potential approach for the method to be pursued

in the sequel; see [106].
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Remark 7.4 In a specific modelling effort, it is not necessary to spec¬

ify explicitly the process (—/4)t>0 resp. (At)t>o- One can start right away

with a process (£(£))t>o which is a positive (P,T) -supermartingale with

limt_+00 E[£(£)] = 0 and E[sup0<t<oo £2(£)] < oo. The Doob-Meyer decom¬

position (see Chapter 1.4 of [78]) then assures that £ has a representation

(unique up to P-null sets) as in (7.7).

Let now K(T) be some ^r-measurable random variable with Ei[K(T)2] <

oo, interpreted as the payout of some contingent claim maturing at time

0 < T < oo. For 0 < t < T, let 7r(t, K(T)) denote the time-t price of the

contingent claim K(T). We define

n(t,K(T)):=E[i{T)^)]rt] ,
0<i<T<oo. (7.8)

In the special case where the contingent claim is a ZCB, we have K(T) = 1,

and the pricing relation from (7.8) simplifies to

P(t,T) = 7r(t, K(T) = 1) = E^(pl^l ,
0 < t < T < oo. (7.9)

Lemma 7.5 Let the process £ be defined as in (7.7), and let the ZCB

prices be defined as in (7.9). Then we have for all 0 < t < T < oo;

1 f(+ rp\ _ 1 dE[AT\Ft]
_

1 -p \ BAt\ Tri n-nA

2. r(t) — ,(.,
-~f M

£
'

(t)
dt

-

$(*)•

PROOF. By using the definitions from Section 6.1.1 and calculating. The

second equality in (1) is by Fubini. D

Proposition 7.6 Let the process £ be defined as above, and let the ZCB

prices be defined as in (7.9). Then we have:

1. 0 < P{t, T) < 1, 0 < t < T < oo,

2. P(T,T) = 1, 0<r<oo,

3. P{t,T2) < P(*,2i), 0 < t < Ti < T2 < oo,
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4. R(t,T) > 0 and f{t,T) > 0, 0 < t < T < 00, and

5. limr^oo P(0, T) = 0.

Proof. Recall the definition of P(t,T) from (7.9). Then:

(1) "> 0" follows from the positivity of £ and "< 1" from the supermartin-

gale property of £; see Proposition 7.1 for both.

(2) Follows from the fact that E[£(T)\TT] = £(T).

(3) Using the properties of conditional expectation and the supermartin-

gale property of £ from Proposition 7.1 yields

ViaT2)\Tt}=E[ElÇ(T2)\TT1}\Tt}<E[aT1)\Tt].

(4) Recall the definitions of R(t,T) and f(t,T). The claims then directly

follow from (1) and (3). (Note that P(t,T) is differentiate in T).

(5) Follows immediately from (4) of Proposition 7.1. D

Remark 7.7 The conclusion from Proposition 7.6 is that a price ker¬

nel model can produce yield curves that satisfy the basic requirements set

forth in Section 6.1.1. This does, however, not yet mean that the model

is arbitrage-free; this remains to be verified.

We move on to prove that the present modelling approach is arbitrage-

free. The derivation of the no-arbitrage property will also establish the

connection to the generally more popular modelling setup based on the

equivalent martingale measure. We let

Mt:=E[^oo|^], t>0, (7.10)

and we note that (Mt)t>o is a martingale, square integrable due to the

assumption stated in (7.6), and with càdlàg paths due to the definition

of the filtration T. The martingale representation theorem ([78], Theo¬

rem 4.15) yields the representation

d
*

Mt = E[A00] + ^2 / Yl(s)dBl(s) P - a.s. t>0, (7.11)

where, for all i = 1, ... , d, the processes (Yl(t))t>o are unique and T-

adapted with E Jo (>"(*)) «" < 00 for all T > 0. We also note that

d£(£) = dMt - dAt = dMt - r(t) £(£) dt, (7.12)
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where the second equality is by Lemma 7.5. Now, the scene is set for

Theorem 7.8 For each fixed T G [0, oo), assume that (7.6) holds and

that

E exp

%—l n t—J- n

YHty

.

«*).
dt = 1. (7.13)

Then there exists a probability measure Q equivalent to P and described

by

dQ

dP
= «T)S(r) = £(T) exp | jT r(t) dt 1 (7.14)

under which the price ir(t, K(T)) of any TT-tneasurable and square-integrable

contingent claim K(T) can be expressed as

7r{t,K{T))=B(t)EQ
K{T)

B(T)
Tt = EQ exp I - j r{s) ds [ K(T)

(7

Tt

5)'
for 0 <t <T < oo. In particular, the discounted price process

(ïï(t,K(T)))Q<t<T is a Q-martingale.

PROOF. Essentially an application of Girsanov's Theorem (see [78]); for

details see Appendix A of [76]. D

Remark 7.9 1. Theorem 7.8 particularly applies to ZCBs, i.e. the

situation where K(T) = 1 and hence 7r(t,K(T)) = P(t,T).

2. If Theorem 7.8 is applicable, then there is no arbitrage.

3. Verifying the assumption in (7.13) is non-trivial. A sufficient con¬

dition is that

m
''

at) J

is bounded for all 0 < t < T < oo; see [76]. Alternatively, one can

revert to the Novikov condition, see [78].
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By using Equations 7.11, 7.12 and 7.5, we obtain the following represen¬

tation of the price kernel

dÇ(t) = »tdt + YJYi(t)dBi(t). (7.16)
i=l

We observe that the process (/4)*>o introduced at the very beginning is

actually the drift of the price kernel. Moreover, under the setup prevailing

here the volatility of the price kernel is completely determined by its drift:

the processes Yl(t) from (7.11) provide a unique representation of the

martingale Mt which is, in turn, completely specified by p\. Applying

Lemma 7.5 to (7.16) and re-arranging terms, we obtain

dat)

at)

where we use the definition

= -r(t)dt-f^pi(t)dBi(t), (7.17)
i=l

/A*) =
Y'(t)

i = 1, ... , d, t>0,

for the market price of risk with respect to the i-th risk factor (B7,(t))t>o.

Defining the vector p(t) := (p1^), ... , pd(t)) ,
we can write

dm
= -r(t) dt- p(t)'dB(t), (7.18)

or, in explicit form

m=^v^-j\(s)ds-^j\\p(S)\\2dS-jy(SydB(s)^
= exp< - / r(s) ds\ r](t),

(7.19)

where (r](t))t>o is the Radon-Nikodym derivative of Q with respect to P,

that is,

V(t) = E
dQ

dP -lJ*\\p{s)\\2ds-J*p(s)'dB(s)Tt =E exp<|-- / \\p(s)\\2ds- I p(a)'dB(sH Tt

(7.20)

Hence, under some regularity conditions, the price kernel and the equiva¬

lent martingale measure are just two different ways of expressing the same

things.
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7.2.2 Price Kernels in the Multi-Economy Case

The extension of the price kernel concept to a multi-economy setup is

straightforward. We assume that we have n economies - denoted by

(1), ... , (n) - each one with its own currency. We assume that the un¬

certainty of all economies is modelled by one d-dimensional Brownian

motion B = (Bt)t>o on the probability space (Q,,A, P), where P is the

global objective measure. The filtration T = {Tt)t>o is the P-augmented

natural filtration of B.

Now, we consider any two economies (i) and (j). The spot exchange rate

between currencies (i) and (j) is denoted by Cij(t), interpreted as the

time-t price, expressed in units of currency (i), for one unit of currency

(j); see Section 6.1.2 for more details and some model-independent no-

arbitrage properties. Each economy has its own price kernel, namely

|^| = -r» (t) dt - p» (t)'dBt (7.21)

and

g|) = _rCfl {t) dt _ pü) (t)VBt, (7.22)

where r^ (t) and p^ (t) are the short rate and the market price of risk for

the respective economies.

Now, assume that S^\t) is the price of some traded asset in economy

(j), denominated in units of currency (j). Then, according to the re¬

sults of Section 7.2.1, (£^(i) S^(t))t>o is a P-local martingale. Assum¬

ing complete markets, £(J) is the only process (up to scaling) with this

property. On the other hand, Cij(t) S^\t) is a traded asset in econ¬

omy (i), denominated in units of currency (i). Therefore, we also have

that (£^(£) Cij(t) S^(t))t>o is a P-local martingale. Hence, the ex¬

change rate must equal the scaled ratio of the two price kernels, that

is Cij(t) = Cij(0) £(j)(-0/£WM- More formally, we have the following

result:

Proposition 7.10 Assume the probabilistic setup of Section 7.2.1 and

Section 7.2.2, and let £<*) as in (7.21), and £(j) as in (7.22) be the price
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kernels of two economies (i) and (j). Then the spot exchange rate Cij(t)
between the currencies of (i) and (j) is given by

G%3{t) - Gt3iP)
£(.)w ^(.)(0)

,
t>0.

The P-dynamics of the exchange rate are given by

^2iB = (r^(t)-r^(t) + p^(ty<TCiAt))dt + <TCij(tYdBt,

where the volatility of the exchange rate is given by

ffcliW = P(i)(*)-Pü)(*).

Proof. See [84] or [106]. D

The consequences of Proposition 7.10 are discussed in [84]. We just note

here that the characteristics of the exchange rates are fully determined by

the characteristics of the involved price kernels, so that there is no need

for the estimation of extra parameters.

7.3 Valuation by Using the Price Kernel

7.3.1 The Base Case

In the preceding sections of Chapter 7, the emphasis was mainly on the

projection capabilities of the model class, that is, on its capability of

producing scenarios that have certain desired properties like absence of

arbitrage or positive interest rates. However, the model can also be used

for valuation, that is, assigning fair present values to some future, uncer¬

tain cash flows. The theoretical foundations of the valuation approach

are provided in Section 7.2; the present section mainly focuses on appli¬

cations. Useful further references are [48] and [75].

Recall that all uncertainty in the model follows from a Markovian driver

process Ç^-t)t>o with natural filtration (Tt)t>o> The price kernel is then

given by £(£) = f(t,~Kt) for some measurable function /(t,x). If K(T) is
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an .^-measurable cash flow occurring at some given future time T > t,

then, according to Section 7.2, the time-t value of K(T) is given by

n{tJ<{T))=Em^m. (7.23)

We will usually let the valuation time be t = 0. The approach naturally

extends to sequences of future cash flows. Let to < ti < ..., t^ < oo be

some sequence of time points, and let K(tn) be an Ttn-measurable cash

flow for each n = 1, ...,
N. Then we have

If we have a cash flow K{T) that is deterministic or .^-measurable, then

(7.23) turns into

ir(t,K(T)) = g(T)E[^)|:Ftl = K(T)P(t,T), (7.25)

as one would expect from the classical theory. Finally, if we have a cash

flow K(T) that is independent oî Tt, then (7.23) becomes

^{t, K(T)) = E [K(T)\ E[^))l'Ftl = E [K(T)] P(t, T). (7.26)

This means that non-systematic risk, i.e. risk that is not related to the un¬

certainty inherent in the modelled financial market, is not rewarded by the

price kernel. The reason for this is that the whole theory is based on the

assumption that the agent is capable of diversifying any non-systematic

risk perfectly. If this assumption is not fulfilled, e.g. in the case of insur¬

ance risk, then this non-systematic risk has to be accounted for by other

means; see Section 7.3.3 for some ideas.

The extension of the basic valuation principle in (7.23) to a multi-currency

setting is straightforward. Suppose that we have two economies (i) and

(j) with their respective pricing kernels (£^(^))+>n ano- (^J'H^))+>n ^na^

are both adapted to the same filtration (Tt)t>o- Recall from Section 6.1.2

that Cij(t) denotes the spot price in units of currency (i) for one unit of
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currency (j). Recall from Proposition 7.10 that the spot exchange rate is

given by

cvW-c«(°^W(t) £O)(0)-

Let K^(t) denote a cash flow denominated in currency (j). The reporting

currency, however, is (i). So, the cash flow to be valuated is Cij(t)-K^\t).
Combining the different elements, we obtain

7T^(0,K(t)) = E \çW(t)Ci3it)KW(t) To /£(i)(0)

= E ^w^(o)»a^(*)
£«)(*) £Ü)(0)

To £(i)(0)

= Cij(0)E[^\t)K^(t)
= Cij(0)irW(0,K(T)).

To '£('•> (0)

(7.27)

This means that the variability of the FX rate over time is not explicitly

part of the valuation. The reason for this is that we assume a complete,

frictionless and perfectly liquid financial market in which the agent can

perfectly hedge the risk coming from the FX rate.

It is easy to see that the basic valuation formula in (7.23) can be evaluated

by means of Monte Carlo simulation as long as the cash flow K(T) can

be expressed as K(T) = g(T, X^) for some sufficiently nice and explicitly

known function. Hence, this valuation approach already covers a wide

range of securities, including coupon bonds, floating rate bonds and all

kinds of European interest rate derivatives. There are, however, notable

cases where the basic valuation formula from (7.24) does not apply, namely

1. The cash flows (K(tn))n==1 depend on optimal stopping time, with

the main example being American options. This case will be dealt

with in Section 7.3.2.

2. The cash flow K(t) depends on both Xt and some exogenous random

variable independent of Tt. Some ideas on how to deal with this case

are given in Section 7.3.3.
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7.3.2 Valuation of cash flows with optimal stopping

The valuation method set forth in Section 7.3.1 works well as long as

cash flows K{tn) can be expressed as an explicit function of the driver

Xt. There is, however, an additional degree of complication that requires

special attention if the specification of the cash flows depends on an opti¬

mal stopping time, as e.g. in the case of American or Bermudian options.

Then, the valuation problem to be solved is tantamount to the optimiza¬

tion

max tt(0,K(t)), (7.28)

where T[o,t\ is the set of all stopping times defined on the interval [0, T].
In order to be able to use the Monte Carlo scenarios, we introduce here a

version of the Longstaff - Schwartz algorithm. This algorithm was origi¬

nally presented in [90]. A more formal presentation plus proofs that the

algorithm actually converges are given in [34]. The version of the algo¬

rithm developed here is adapted to the specific conditions of a price kernel

model.

We consider a discrete, equispaced time frame (£A£)£L0. For notational

simplicity, we let Kt = K(tAt), £* = Ç(tAt), Tt = TtAt and 7^ (if) =

7r(t, K). Moreover, we let T\t,T\ denote the set of all stopping times taking

values in {t, t+1, ..., T}. The optimization problem from (7.28) translates

into

max 7T0(Kr). (7.29)

We let (Vt)f=o denote the value function of the optimization problem. At

each time t, this value function is either the value of the immediate payoff

(termination value) or the present value of the remainder of the sequence,

whichever is greater. As the problem has a finite time horizon, the value

function can be constructed through backward induction. Formally:

VT = KT,

Vt =msx(Kt,7rt(Vt+1)), 0<t<T.
(7.30)

This also amounts to

Vt = irt(Krt) where rt = min{s > t | Vs - Ks} (7.31)
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and, in particular, we have

E[V0} = sup E [KT] = E [KT0], (7.32)

where To is as in (7.31) with t = 0. This means that we have managed to

give an explicit expression for the optimal stopping time, so that we can

now re-formulate the backward induction in terms of stopping times:

(7.33)
0<t<T,

where

At = {Kt > 7Tt (KTt+1)} ,
0<t<T.

The formulation of the backward induction in terms of optimal stopping

times as given in (7.33) is one of the cornerstones of the Longstaff -

Schwartz method. The other one is the assumption that the underly¬

ing processes are Markovian. Recall that all uncertainty emanates from

the Markovian driver process (Xt)t>o as set forth in Section 9.2. The price

kernel and the payoff both have representations in terms of measurable

functions, say £t = f(t,Xt) and Kt = g(t,Xt). Let s > t, we then have

^t{Ks) = E%Ks\Tt]Kt

= E[f(s,Xs)g(s,Xs)\Xt}/f(t,Xt)

= h(s,t,Xt)

for some measurable but not necessarily explicitly known function. The

idea is now to approximate the conditional expectation by an orthogonal

projection on a subspace of I? generated by a finite number of functions.

To this end, we consider a sequence (ei(x))i:>1 of real-valued measurable

functions on the state space of the driver process (Xt)t>o-

Assumption 7.11 Following [34] we assume that the functions (ei(x)){>1
satisfy the following conditions.

1. For each t = 1, ...,
T — 1, the sequence (ei(Xt))i:>1 is total in L2.

2. For each t = 1, ...,
T — 1 and m > 1, if YaLi ^ieifàt) = 0 a.s.,

then Xi = 0 for i = 1, ...,
m.
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The choice of the approximating functions can pose some problems, as

the dimension of Xt may be rather high in realistic settings. This issue

will be dealt with below. The estimation procedure is operationalized in

the following way: Suppose we have N simulated trajectories (X\ )f=\,

..., (X^)^!, ... , (X^0)^. Let K? = g(t,X?) denote the associated

payoffs, and let em(x) = (ei(x), ..., ei(x))' G Rm. Then, for each trajec¬

tory n, we can recursively estimate the associated realization rtn of the

optimal stopping time:

ne {1, ..., N} : <

where

Tn — T
T '

(7.34)
7? =t-lAt+rtn+1-lAc, l<t<T,

At = {K? > a!t em (X?)} ,
1 < * < T,

and at is the least-squares estimate

N

in

a£Rr

2

at = argmin ]T (V - a'em (X?)) ,
1 < * < T.

n=l

Once all realizations of the optimal stopping time are known, the valuation

can be done in the obvious way:

n

V0 = max I Ko, j, ^ ^P1 I • (7-35)
\ n=l ^0

The authors of [34] show that, if Assumption 7.11 holds and if Kt £ L2,
then the above algorithm converges almost surely for each choice of m as

N tends to infinity.

We now return to the problem of selecting an appropriate sequence (efc(x))fcG^
of approximating functions ejt : M.d —» R for the regression in (7.34). This

task is relatively simple in the one-dimensional case, as there exist many

families of suitable functions like power series, Laguerre or Hermite poly¬

nomials, splines, or even wavelets. The situation becomes more difficult

in a multi-dimensional setting. We present here a simple generic approach

for coping up with this situation.
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We start in the one-dimensional case, x G R. We assume that we have

managed to identify a series (ëk{x))ken of suitable functions and an appro¬

priate degree m. Specifically, we always assume that ëk(x) is a polynomial

of degree k — 1, e.g. Laguerre or power series. We can now apply this

one-dimensional approximation to each dimension separately, yielding the

following information

(êifci)
ë2(xi) •• ërh(xi)\

: I"-.;. (736)

êi(xd) ëi(xd) ••• ëfn(xd)/

The presentation in matrix form is only for convenience. Now, there are

different possibilities to turn the data from (7.36) into a vector-valued

function as required in (7.34). The most simple one is to turn E(x.) into

a vector:

em(x) = vec (Ê(x)) G Rd. (7.37)

This choice is simple, but does not comprise any product terms between

the different components of x, which may be problematic if the different

components of the driver process (Xt)t>o are strongly correlated. To

cope up with this problem, we can select combinations of length k of

the elements of E(x) and let the product of each combination form one

component of the vector em(x). For d = 2 and m = 2 this looks like

em(x) = (e1(x1)e2(xi),ei(x1)e1(x2),e1(x1)e2(x2),

e2(x1)ei(x2),e2(xi)e2(x2),e1(x2)e2(x2))/ G Rm.

The problem with this approach is that the length of em (x) increases very

quickly, indeed,

m = dim (em(x)) = (f\ ,
k < md.

A first measure to control the dimension is to let always k = 2, i.e. to

consider only products of two base functions. Recall also that we assume

the functions ek(x) to be polynomials of degree up to m— 1, it seems plau¬

sible to include only those products with a combined degree not greater

than m — 1. This considerably reduces the dimensionality. Moreover, it

should be noticed that the least-squares computation only has to be car¬

ried out once per time step, which will amount to a relatively low number
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of executions, and the related Matlab function Isqlin can deal with large

problems quite efficiently.

The method set forth above is fairly generic, but will lead to rather expen¬

sive computations. Here is a more simple alternative that is, however, not

universally applicable. In many cases, the payout K(t) will be defined as

a functions of one of the observables, R(t, r) say, which is one-dimensional

and a function of Xt itself:

K(t)=g(tiR(t1T))=g(tirT(t,Xt))=g(t1Xt).

The idea is then to select again a series of univariate approximating func¬

tions (ëk(x))keE and to concatenate them with the functional representa¬

tion of the one observable that the payout depends on:

e*r(x) = g*. {rT(t, x)), k = 1, ...,
m.

Intuitively, this approach can lead to a considerable reduction in the di¬

mensionality of the regression problem in (7.34) without loss of relevant

information. But it still has to be verified whether this intuition is ac¬

tually correct and whether the convergence results of [34] still hold. In¬

stead of using parametric regression as discussed above, one could also

use non-parametric regression methods; see [95]. This works fine in the

one-dimensional case. For the multi-dimensional case, a combination tech¬

nique as set forth further above would have to be used.

7.3.3 Valuation of exogenous cash flows

In practical insurance situations, we often have random cash flows that

are independent of or only partly dependent on the financial market as

presented by our model. How - or to what extent - can such cash flows be

evaluated in our price kernel framework? Recall from (7.26) that the value

according to the general valuation principle from (7.23) of some cash flow

that is independent of the filtration (Tt)t>o governing the price kernel is

given by the discounted expected value, that is

7r(t,KT) = E[KT]P(t,T).
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This is based on the standard assumption in mathematical finance that

the agent is perfectly capable of diversifying all non-systematic risk and,

hence, does not deserve a reward for the latter. This is clearly unsatis¬

factory for an insurer that is precisely in the business of assuming and

managing non-systematic risk. Therefore, extensions of the price kernel

approach are needed. But, before proceeding further, let us generalise the

problem by assuming that the cash flow Kt is given by

KT = h(XT,YT), (7.38)

where X = (Xt)t>o is the familiar driver process underlying the price

kernel, Y = (Yt)t>o is some other process independent of X, and h(.)
is some sufficiently regular function. Then, we can still use the general

valuation principle from (7.23) to obtain

*it,KT)-
^ ,

and it is no problem to evaluate this expression by Monte Carlo meth¬

ods. However, 7r(t, Kt) still does not contain any allowance for the non-

systematic risk emanating from Y. Let us assume now, as Bühlmann does

[21, 10], that we can decompose Kt as

N

KT = h (XT, Yr) = ^ fn(XT)gn(YT), (7.39)

where we assume N = 1 in the sequel without any loss of generality.

That is, we have a decomposition into fully systematic and fully non-

systematic components. Such decompositions can be achieved in fairly

general situations, see Section 12.3 or [10]. Now we can condition on Y

to obtain

KT = 7r{t,KT\YT)

= E [f(XT)g(YT)t(T)\ Tt; YT] /£(*)
= g(YT)7r(tJ(XT)). (7.40)

That is, we obtain a new random cash flow Kt which is adjusted for sys¬

tematic risk emanating from the financial market as modelled by X. Note

that this corresponds roughly to Bühlmann's decomposition [21] into price

of a unit (here: 7r(t, /(Xqt))) and number of units (here: ^(Y^)), where
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the number of units is still a random quantity at this stage. Now, we can

continue with the valuation of the financially adjusted risk Kt by what¬

ever method deemed suitable, irrespective of the financial risk component.

For a first attempt, let us assume that we manage to find another price

kernel £Y = (£Y(^))t>0 f°r the risk factor process Y. Under some reg¬

ularity conditions on Y and g(.), this is actually no (technical) problem;

see [21]. Given the independence of X and Y, £Y is also independent of

X. Applying the general valuation principle from (7.23) to Kt, we obtain

the total value

7T(t,KT) =7TY(t,9(YT)) 7T*(t,f(XT)), (7.41)

which corresponds again to [21]. However, depending on the type of risk

that Y represents, one might feel uneasy about the use of this second

price kernel.

Recall the theoretical considerations in Section 7.2, where we can see that

the price kernel valuation is equivalent to the expected discounted pay¬

off under the equivalent martingale measure. This valuation, however, is

not justified by the mere fact that the discounted payoff can be turned

into a martingale. The crucial point is rather that we can set up a self-

financing portfolio that replicates the contingent payoff. Then, the law

of one price dictates that the value of the payoff be the purchase price

of this replicating portfolio. The martingale property then follows as a

rather technical consequence. See [118] for a discussion of this issue. The

construction of the replicating portfolio, however, requires the presence

of a liquid and frictionless market underlying the contingent payoff under

scrutiny. Notice that this requirement also results if we motivate the price

kernel along the more traditional lines presented in Section 7.1.2: it must -

at least in principle - be possible to replicate the Arrow-Debreu securities.

There are cases where the assumption of such an underlying market holds

- at least in good approximation. One can think of certain credit expo¬

sures, weather risk or crop yield insurance. However, for other types of

insurance business it is clearly not satisfied and, therefore, one might re-
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main in doubt as to whether the deflator valuation provides a viable price.

If one is in doubt on the viability of the price kernel for the non-systematic

risk contribution Y, one can still proceed along purely actuarial lines.

That is, one takes the financially adjusted payoff Kt and applies one of

the many actuarial pricing principles to it. These pricing principles are

based on the assumption that the risk is fully borne by the insurer and

that possible shortfalls must be covered by risk capital which, in turn,

must yield a sufficient return to the investors. For an overview of actu¬

arial valuation techniques, see e.g. [41]; a simple example of a modern

actuarial valuation technique is presented in Section 12.2. An interesting

point for future research would be to explore possible relations between

price kernels and actuarial valuation techniques like the Esscher or Wang

transforms.

It is important to notice that such purely actuarial valuation is, in turn,

only viable if all systematic (hedgeable) risk has been removed. So, in

general situations, the question is not whether one needs actuarial or fi¬

nancial valuation techniques, but rather how to combine the two.



Seite Leer /

Blank leaf



Chapter 8

The Potential Approach

to Modelling

8.1 The Basic Setup

The conclusion of Section 7.2 is that the price kernel £ = (£(£))t>o must be

a positive supermartingale with the additional property that E[£(£)] —» 0

as t —> oo. We are now left with the problem of finding suitable ways

for constructing price kernels with these properties, and we follow the so-

called potential approach originally proposed by [106] and further explored

by [84] in the multi-economy case.

We take the probabilistic setup of Section 7.2, so that the no-arbitrage

results shown there remain valid. Specifically, let t Rq~ denote time

and let (Q,T,1?) be the probability space for all economies, where P is

the objective probability measure. All the uncertainty in the model is re¬

flected by a d-dimensional standard Brownian motion B = (B1, ... , Bd)',
where B% = (Bl)t>o- We specify the filtration F = (Tt)t>o as the natural

filtration of B augmented by all P-null sets.

Let X = (Xt)t>o be a continuous-time Markov process with Rd as its

93
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state space. We will refer to this process as the driver process. More

specifically, we assume that X is a time-homogeneous Itô diffusion:

Definition 8.1 A time-homogeneous Itô diffusion is a stochastic process

Xt(u>) : Rq" x Q —» Rn satisfying a stochastic differential equation of the

form

dXt = b(Xt)dt + o-(Xt)dBt, t>0, X0-x,

where Bt is an m-dimensional Brownian Motion and the functions b :

Rn -> Rn and a : Rn -> Rnxm satisfy the condition

|6(x) - 6(y)| + Kx) - a(y)| < D |x - y|, x,y G Rn,

where \a\2 = J2i,jWij\2-

A detailed discussion of Itô diffusions is given in Chapter 7 of [104]; here

are some properties relevant for the moment:

Proposition 8.2 Let X be an Itô diffusion as specified in Definition 8.1.

Then:

1. X exists; moreover, it is essentially unique (modulo P-null sets) and

has P-almost surely continuous sample paths.

2. X is adapted to the filtration Tt
° generated byXo and {Bs : 0 < s < t},

and it is also square-integrable: E fQ \Xt\2 dt < oo.

3. X has the Markov property and also the strong Markov property.

PROOF. See [104]: Theorem 5.2.1 for (1) and (2); Theorem 7.1.2 and

Theorem 7.2.4 for (3). D

Remark 8.3 From now on, we assume the filtration F to be as de¬

scribed in (2) of Proposition 8.2.

In order to turn the driver process X into a price kernel £, we use the

resolvent of a continuous-time Markov process. Whereas the resolvent is

defined for a fairly general class of Markov processes, some of the proper¬

ties that we will rely upon do only hold if the Markov process X is more

specifically an Itô diffusion.
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Definition 8.4 Let a > 0, let (Xt)t>o be a Markov process taking values

in Rd, and let g G Ck(Rd). Then the resolvent operator Ra is defined by

(Rag)(x)=E>

'

/«OO

Jo
e-asg(Xs)ds

Lemma 8.5 Ra : Cb(Rd) -> Cb(Rd)

Proof. See Lemma 8.1.3 of [104]. D

From now on we will more specifically assume that g Cb(Rd, [0, oo)),
and we exclude the degenerate case of g(x) = 0. It is immediately clear

from Definition 8.4 that Rag is then also positive. Now we are ready to

define the price kernel:

Definition 8.6 Let X be a time-homogeneous Itô diffusion as specified

in Definition 8.1, let g G Cb(Rd, [0, oo)) \ {0}, and let a > 0. The price

kernel £ = (£(£))t>0 is defined by

Note that (Rag)(Xo) is just a norming constant that assures £(0) = 1;

we may omit it for simplicity's sake from time to time without loss of

generality. We now have to show that £ actually qualifies as a price kernel

in the sense of Section 7.2:

Proposition 8.7 Let £ be as specified in Definition 8.6. Then £ is a

positive (P,F)-supermartingale and E[£(t)] —> 0 as t —>• oo.

PROOF. Positivity and convergence of the expectation are obvious given

Definition 8.4 and Definition 8.6. Let h > 0:

Ex[t;(t + h)\Tt} = E3 e-a(t+/i)gXt+h

= e~a^e~aiT»,.Xt

< e—at-piX

/•OO

/ e~asg(Xs) ds

Jo

r r°°
EXt / e-asg(Xs)ds

Jo
/»OO

/ e-asg(Xs)ds =£(t).
Jo

Tt
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The L1-property follows from Lemma 8.5 and measurability is assured by

the properties of conditional expectation.
"

D

In a multi-economy setup, we still have only one driver process X - in a

sufficiently high-dimensional space Rd - but we select one specific function

g(k\.) for each economy (k), and we obtain £^(.) by plugging each g^k\.)
into Definition 8.6.

Proposition 8.8 Let £ be the price kernel as specified in Definition 8.6.

Then, for all t>0, the short rate r(t) is given by

r(t) =
g&t)

(Rag)(Xt)
'

Proof. This result is stated in [106] without detailed proof. The latter is

added here for completeness' sake. Due to Lemma 8.5 and Proposition 8.7,

£ admits a Doob-Meyer decomposition £(£) = Mt — At, where Mt is a

martingale and At is an increasing process. Assume first that Mt has the

following explicit form:

Mt = E>

/•OO

/ e-asg(Xs) ds

Jo
Tt

This is clearly a martingale; moreover, due to the Markov property

Mt = Ex

»t

Tt

/»I /»OO

/ e~asg(Xs) ds+ e~asg{Xs) ds

Jo Jt

= / e-asg(Xs)ds + e-atE** / e~asg(Xs)
Jo Uo

= f e-asg(Xs)ds + (Rag)(Xt).
Jo

Hence, because of Definition 8.6, we have £(£) = Mt — At for

At = f0 e~asg(Xs)ds as conjectured. Since the Doob-Meyer decompo¬

sition is unique (modulo inequality on P-null sets), we have indeed the

explicit form of Mt. Inserting in (7.12) and comparing coefficients com¬

pletes the proof. D
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8.2 Construction Method: Inverse Resolvent

The problem with the construction of £ through Definition 8.6 is that

it is hard to find explicit representations for the resolvent as given by

Definition 8.4. The key ingredient for a solution to this problem is the

infinitesimal generator of the Itô diffusion X:

Definition 8.9 Let X be a time-homogeneous Itô diffusion in Rd as given

by Definition 8.1. The infinitesimal generator A ofXis defined as

(Af)(x) = limE*[f{Xt)]-f{x) for x G Rd.

The set of functions f : Rd —» R for which the limit exists for a specific

x is denoted by T>a(x); the set T>a contains the functions for which the

limit exists for all x G Rd.

It turns out that the infinitesimal generator of an Itô diffusion has an

explicit representation:

Theorem 8.10 Let X be a time-homogeneous Itô diffusion according to

Definition 8.1, and let f G C^(Rd). Then f VA and

W)(x) = x>(x)g(x) + aÉM.,Wj|w.
Proof. See [104], Theorem 7.3.3. D

Theorem 8.11 Let a > 0. Then Ra and a — A are inverse operators:

l.IffE C02(Rd) then Ra(a - A)f = f.

2. Ifge Cb{Rd) then Rag G VA and (a - A)Rag = g.

Proof. See [104], Theorem 8.1.5. D

Following the path of [106], we can now circumvent the problems associ¬

ated with the resolvent.
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1. We select some function / : Rd —> (0, oo),

2. then we define Rag := f,

3. so that we have g = (a — A)f.

Some care must be taken when selecting the function /. On top of being

positive, we should also have / G Cq (Rd), that is, / is twice continuously

differentiate with compact support, for the infinitesimal generator to be

well defined. In principle, the requirement for a compact support can

be dropped, but it must be verified on a case-by-case basis whether the

implied g = (a — A) satisfies the requirements set forth in Section 8.1, i.e.

positivity, boundedness and continuity. If we actually manage to find a

suitable function /, then we can set

c(+\ „-cet (^ag)(Xt)
_

„-at /(Xt) , ,

which also looks fairly tractable from a numerical point of view. Some

choices for / will be explored further below. An alternative construction

method based on eigenfunctions of the infinitesimal generator of the driver

process is sketched, but not further developed, in [106]. Some preliminary

studies showed that, appealing though this approach looks, it does not

lead to tractable models. We will therefore stick to the inverse resolvent

method in the sequel.

8.3 Alternative: The Flesaker and Hughston

Approach

Recall from Section 7.2 that price kernel models for interest rates are

based on the fundamental relation

where £ = (£(£))t>o that is adapted to the d-dimensional Itô diffusion X

and for which E[£(£)] —> 0 as t — oo. The question is then how to con¬

struct such processes £, and we have opted for the potential approach as
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originally suggested by [106].

In this section, we briefly explore an alternative to the potential approach,

which could be termed martingale approach or Flesaker-Hughston ap¬

proach (after [60]) or - in the context of DFA - Cairns approach (after

[24, 27]). Suppose that the price kernel £ can be represented as

oo

£(£)= ! M(t,s)ds, t>0, (8.2)

t

where M(0,T) = 1 and (M(t,T))t>o is a positive martingale in t for all

T > 0. Then, we have

, ,

fM(t,s)ds
, N

P(t,T)=
Jr ;

,
0<*<T<oo. (8.3)

Jt M{t,s)ds

An interesting special case arises if we have M(t, s) = M(t, s)4>(s), where

M(t, s) has the same properties as M(t, s) above, and (f)(s) is a positive

and decreasing deterministic function. Plugging this into Eqtation 8.4

with t = 0 and recalling that M(0, T) = 1 for all T > 0, we obtain

#s) = -c^P(0,T), T>0, (8.4)

for some constant c^ > 0. That is, we can incorporate the initial term

structure in a very natural way if desired. On the other hand, if we let

M(t,T) = H(T — t,Xt) for some time-homogeneous Itô diffusion X and

some suitable function H(t, X), then we obtain time-homogeneous models

with ZCB prices

frp .H(u,Xt) ds

P(t,T) =
JT~t

; ;
,

0<*<T<oo. (8.5)
J0 H{u,Xt)ds

In the references stated above, it is shown that this class of models has

the desired properties of absence of arbitrage, positive rates, flexible curve

shapes and clustering of high and low interest rate levels.

The first specific instance of this model class is the Rational Log-Normal

Model; see p. 227 of [74]. This model is very simple and tractable, but
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not suitable for use in the context relevant here as it only admits one

stochastic factor.

A multi-factor model for the use in DFA-type settings was developed and

tested by Cairns; see [24] and some preceding working papers. This model

features the time-homogeneous setting of (8.5) with

(n n n

H{u, x) = exp l -ßu + J2 o-iXie-^ - £Z^^-^+a'>

and X = (Xt)t>o being an n-dimensional Ornstein-Uhlenbeck process

dXt = -AXtdt + CdBt, X0 = x,

with diagonal mean reversion matrix A = diag(ai,... ,an) and general

symmetric correlation matrix CC = (pij)'ij-i, which is the exact oppo¬

site of the setup chosen in Chapter 9. In its most general form, this model

has 2n + 1 + n(n + l)/2 parameters as opposed to n2 + In parameters

for the most general form of the exponential-quadratic model from Chap¬

ter 9. This parsimony is an advantage in view of the low amounts of data

available for calibration in typical DFA situations. The integrals in (8.5)
have to be evaluated numerically at each time step and for each random

replicate in a Monte Carlo simulation as they depend on the value of the

underlying process X. Notice, however, that the integrals are along one

dimension only, irrespective of the dimension of X, so that no particular

numerical problems arise. Evaluations carried out in [24] suggest that

the model is well capable of reproducing the salient empirical features of

interest rates.

A second model class, presented in [27], is aimed at including stochastic

volatility while the ZCB prices have the integral affine form

J~texp{A(iz)+B(iQ'Xt}cfa
(' ]

f0°°exp{A{u) + B(u)'Xt}du
'

It is then shown that, if the model has to have the required properties,

the underlying process X can have the same generic form as for general

affine models (see [74], Chapter 7). The deterministic functions A(u) and
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B(u) can be obtained as the solution of a system of differential equations.

Although the models in [24] and [27] are only formulated in single-economy

settings, they can be generalised to multi-economy settings in exactly the

same way as models based on the potential approach. Since the price

kernel can be computed explicitly (see (8.4), the models presented here

also fit into the generic valuation approach presented in Section 7.3.

8.4 A Time-inhomogeneous Extension

The construction approach for the price kernel as introduced in Section 8.1

comes with the disadvantage that the resulting yield curves cannot be fit¬

ted exactly to some given initial term structure {P(0, t) : t> 0}. Provided

that the model order is sufficiently high, one can achieve fairly good fits;

see [13]. However, the order of the model cannot be increased infinitely

just to fit the initial curve, because this may result in too high numbers

of parameters for the model to be calibrated meaningfully. Moreover, it

may be desirable to have an exact fit to the initial term structure so as to

fully incorporate the information contained therein.

To cope with this situation, we propose here a simple time-inhomogeneous

extension to the potential model which is partly inspired by [36] and [106].
The distinctive feature of our method is that the function introducing the

time inhomogeneity is superimposed on the price kernel rather than on

the driver process as in most classical models like Hull-White. Hence,

there is only one scalar function per yield curve, which can be determined

unambiguously, even if the driver process has a high dimension.

Let us assume that we have already fitted a time-homogeneous model

to some set of ZCB price data; i.e. we already know the law of the

time-homogeneous price kernel £, and hence the modelled initial ZCB

prices {P(0,T) : T > 0}. These may, however, differ from the actually

observed initial ZCB prices {P(0, T) : T > 0}. In order to overcome

this discrepancy, we define a new, time-inhomogeneous model through a
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modified price kernel £ = (£(£))t>o defined as

l(*) = M*K(*)> *>o. (8-6)

Recalling the general definition of the price kernel, and in particular

(7.9), we obtain the following relation for the ZCB prices under the time-

inhomogeneous model:

P(0,T) = Ex [|(T)1 = Ex [/i(T)£(T)j = h(T)P(0,T),

so that the deterministic correction function h(T) is uniquely specified by

and can be estimated through

KT) = ^jgj ,
T > 0. (8.7)

So far, so good. But does the so-specified time-inhomogeneous price ker¬

nel £ still satisfy the general requirements of a price kernel set forth in

Section 7.2, i.e. is £ still a positive supermartingale with expectation

tending to zero as time tends to infinity?

If the time-homogeneous model satisfies the requirements for the price

kernel, then Proposition 7.6 assures that 0 < P(0, T) < 1 for all T > 0.

If the real-world ZCB prices also satisfy the elementary no-arbitrage con¬

dition 0 < P(0, T) < 1 then it follows from (8.7) that h(t) is positive for

all t > 0 and hence, by (8.6), £ is also positive. Along the same line of

argument, we can postulate that both P(0, T) and P(0, T) tend to zero as

T tends to infinity. This is, of course, not sufficient for assuring that h(T)
tends to 1. However, real-world ZCB prices are only observable up to

some finite maximum time Tmax, beyond which P(0, T) must be obtained

by extrapolation. And we can then select the extrapolation method in

such a way that limr_,oo h(T) = 1, and hence lim/p^oo EX[£(T)] = 0.

What about the supermartingale property? First, we note that h(T) is a

deterministic function, hence measurability of £ is no problem. Moreover,

it is realistic to assume that both P(0, T) and P(0, T) are sufficiently well-

behaved for h(T) to be strictly bounded, so that £(£) is also L1 for all t.

The crucial topic is to specify conditions under which we have

E5 i(T) Tt <i(t), 0<t<T <oo.
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By (8.6) and (7.9) this is equivalent to

m -

e-k(t)i^]
-

pwy
°^r<°°- m

A sufficient condition for this inequality to be satisfied is easily found:

since P(t,T) is always in (0,1], the upper bound is never below one.

Hence, the inequality is satisfied if h(t) is non-increasing in t.

For the general case, we will see in Section 9.3 that the ZCB prices P(t, T)
can be expressed as P(t, T) = F(Xt,T— t) where Xt is the time-i value of

the Markovian driver process X, and F(x, r) is function explicitly known

in all cases of interest. Then, Inequality 8.8 amounts to

Wi-Whï)' ^R*,0<t<T<oo. (8.9)

This evaluation may be tedious, but it is feasible.

The approach presented in this section, though perhaps not very elegant,

yields a feasible time-inhomogeneous extension of the time-homogeneous

generic model introduced in Section 8.1. This approach allows to fit a

model to any given initial term structure. An alternative would be to in¬

troduce time inhomogeneity into the driver process X for the price kernel.

This approach may be less desirable because it may be very hard to cali¬

brate. A final statement on the usability can only be made when specific

models are applied to real-world data; this will be done in Section 10.8.
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Chapter 9

The Exponential-

Quadratic Model Class

9.1 Introduction

We briefly summarise the current situation. In Chapter 7, we have intro¬

duced the price kernel £ = (£(£))*>o as a means for the valuation of future

contingent cash flows under the real-world measure P. We have shown

that the value of a cash flow K(T) that satisfies some measurability and

integrability conditions is given by

EUT)K{T)\Tt]
7T(t,K(T)) =

«*)

This particularly includes the case of zero-coupon bonds, where K(T) = 1,

and hence

p(t,r) = ,(t,if(T)) = îŒ,

which opens the way for the construction of interest rate models. It was

also shown that, if this setup is to be arbitrage-free, the price kernel £

must be a positive supermartingale adapted to a d-dimensional Brownian

Motion B = (Bf)t>o and having the property E[£(£)] —> 0 as t —» oo.

105
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In Chapter 8, we have then introduced a generic method for constructing

such price kernels: If X = (Xt)f>o is a d-dimensional, time-homogeneous

Itô diffusion with resolvent operator Ra, and if g is a sufficiently regular

function mapping Rd into [0, oo], then the process

Uj
(Ra9)(Xo)

has the desired properties for a > 0. As the resolvent (Rag)(x.) is often

not easy to compute, one can first postulate a function /(x) = (Rag)(x).
The implied function g can then be recovered through g = (a — A)f,
where A is the infinitesimal generator of X.

Hence, we are left with the task of making suitable choices for the process

X and for the function g or /, respectively. In [106], Rogers explores a

number of possible choices, some of which are further investigated in [84].
For completeness' sake, and to motivate the choices relevant in the rest

of this thesis, we give a brief overview here.

For the driver process X, the first choice is a multivariate Ornstein-

Uhlenbeck process of the form

dXt = T(0 - Xt)dt + Y>dBt. (9.1)

This class of processes can reproduce the essential feature of mean re¬

version (see Chapter 6), and is analytically well tractable. A possible

alternative is the multivariate version of the Cox-Ingersoll-Ross (CIR)

process, that is

dXt = r(0 - Xt)dt + Sdiag(Xt) *dBt. (9.2)

This process also has mean reversion. Moreover, it has the advantage that

it only takes positive values and that it has level-dependent volatility. The

downside is that the analytical properties are hard to grasp in the case of

a general mean reversion matrix T.

Geometric Brownian Motion would be another possibility, but it is less

suitable in the context of interest rate models as it is lacking the essential
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feature of mean reversion. The Markovian setup of Chapter 8 would also

allow for more general processes like jump diffusions. However, the arbi¬

trage theory developed in Section 7.2 is valid for Brownian Motion only

and is not applicable to any deviation from the latter.

As for the choice of the function /, a wide range of possibilities exists.

In an earlier phase of my research, the following choices, all suggested by

[106] were investigated:

Exponential-quadratic: /(x) = exp < -(x — c)'Q(x — c) >
, (9.3)

Exponential-linear: /(x) = exp{7/x}, (9.4)

Quadratic: /(x) — 7 + -(x — c)'Q(x — c), (9.5)

Linear: /(x) = 7'x. (9.6)

First of all, the pure quadratic and linear models were soon found to

be inferior to their exponential counterparts in that they required more

complicated constraints while not offering advantages in terms of lower

numbers of parameters or simpler structures and, hence, dropped out of

the competition.

The exponential-linear function gives rise to the well-known class of affine

models (see [84]), where ZCB prices have the form

Pit, t) = exp {a(r) + b(r)'Xt} (9.7)

for some functions a(r) and h(r). Hence, negative interest rates can only

be avoided if the driver process X is of the less tractable CIR type accord¬

ing to (9.2). Moreover, except for some very specific cases, the functions

a(r) and b(r) are not explicitly known and have to be obtained through

the numerical solution of partial differential equations; see [74]. In a

typical DFA context, where tens of thousands of single rates have to be

computed, this appears less desirable. Moreover, explicit forms for ZCB

prices and yields are also an advantage if the model is to be calibrated by

using methods like GMM or MLE.
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The exponential-quadratic function from (9.3) was found to yield models

most suitable for our purposes. With some constraints on the parameters,

it is possible to produce positive interest rates even when using the more

tractable Ornstein-Uhlenbeck process from (9.1) for the driver X. In this

case, we also have explicit formulae for the ZCB prices and yields, and we

can work out moment conditions for the calibration with GMM.

Hence, the ultimate decision was to select the exponential quadratic func¬

tion according to (9.3) in conjunction with the multivariate Ornstein-

Uhlenbeck process according to (9.1). The rest of this chapter is orga¬

nized as follows: Section 9.2 investigates the properties of the multivari¬

ate Ornstein-Uhlenbeck process, Section 9.3 presents the detailed con¬

struction of the model, Section 9.4 explores the analytical properties of

interest rates and FX rates under the model, and Section 9.5 puts the

model into a wider context.

9.2 The Driver Process

In Section 8.1 we only required the driver process X to be a time - ho¬

mogeneous Itô diffusion according to Definition 8.1. Now, following [106]
and [84], we propose the following specific and more tractable structures:

Definition 9.1 Let the M.d-valued process X = (Xt)t>o be defined as the

solution of the SDE

dXt = -TXtdt + dBt, X0 = x.

The matrix T M.dxd governs mean reversion, and, and we assume

the real parts of all its eigenvalues to be positive. B = (Bt)t>o zs a d-

dimensional standard Brownian Motion.

This definition follows [106] rather than [84] in that the implied long-run

mean is zero. As will become clear in the applications of the process,

this comes with no loss of generality. Moreover, this setup with Xt GM.d,

Bt G Rd and full-rank volatility matrix also assures market completeness,
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which is necessary for cross-country no-arbitrage; see [48], Section 6.H.

The process X as specified here is a time-homogeneous Itô diffusion in

the sense of Definition 8.1, so that the existence and uniqueness results

of Proposition 8.2 are also valid. Then, according to Theorem 8.10, the

infinitesimal generator (Af)(x) is given by

(A/)(x) = -(rx)'(V/)(x) + i
tr [(#/)(*)] = J(A/)(x), (9.8)

where (V/) and (Hf) are the gradient vector and the Hessian matrix,

respectively, of / G CqÇëJ*), and (A/) is the Laplacian of /, supposing

Cartesian coordinates. In the sequel, we explore some useful properties of

the Ornstein-Uhlenbeck process:

Proposition 9.2 Let 0 < t < T < oo. In the process as given by De¬

finition 9.1, Xt given Xq = x is normally distributed with conditional

mean

/i(x,i):=Ex[Xt]=e-rfx

and conditional covariance matrix

V(x,t) := Ex [(Xt - li(x,t))(Xt - M(x,t))']

= f e~Ts (e-Ts)'ds
Jo

=: V(t).

Due to the condition on the eigenvalues ofT in Definition 9.1, the limit

V(oo) := linv-^oo V(r) exists, and the process X has a stationary distri¬

bution which is Gaussian with zero mean and covariance matrix F(oo).

Proof. We condition on X0 = x. Following Chapter 5.6 of [78], X then

admits the representation

Xt = e
-rt

x+ [ e'^alBt
Jo

It follows from this representation that Xt is normally distributed. Con¬

tinuing along the lines of Chapter 5.6 of [78] we immediately obtain

M(x, t) = Ex [X,] = e~l *x.
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Similarly, using the above representation and the Itô isometry, we obtain

for the variance

V(x, t) = Ex [(Xt - Mx, t))(Xt - /i(x, *))']

f eFs {eTs)'ds (e-rty
Jo

= P (e-rteTs) (e-rteTs)' ds
Jo

= f e~Ts (e-ps)/ ds.

Jo

Existence of the stationary distribution is by Theorem 6.7 of [78]. D

Under some regularity conditions, we can even obtain a closed-form ex¬

pression for V(t):

Proposition 9.3 Assume that the matrix T is symmetric, non-singular

and the real parts of all its eigenvalues are positive. Then we have

y(t) = ir-1(l-e-2ri),

and the covariance matrix of the stationary distribution of X is given by

v(oo) = ir-1.

PROOF. Recall that the matrix exponential is defined as eAt = YlkLo Id
^k-

Therefore, we can write fQ e~Fs (e~rs) ds = fQ e~(r+r ^sds = fQ eAsds

for the non-singular matrix A = —217. This leads to

* *
_°°_ 0fc _?°„ ^fc+i f °°

tk

£
fc=0

»--" v / \^-i
0 g

fc=0

k~° \k=l

Given the existence of the stationary distribution in the general case

(shown in Proposition 9.2), we have that e-rt —> 0 as t —> oo, and hence

y(oo) = ir-1. d
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Let X be as specified in Definition 9.1, and let / G C1>2(M£ x Rd,
Then the general version of Itô's Lemma as given in Theorem 3.3.6 of [78]

simplifies to

df{t,xt) =ft(t,xt)dt-(vxf)(t,xt) • (rxt)dt

1 (9-9)
+ -tr [(Hxf)(t,Xt)} dt + (Vx/)(t,Xt) • dBt ,

where ft = §, Vx/ = (j^, and Hxf = (^-)"j={

9.3 The Model

The model specified below, which is the richest one among those summa¬

rized in Section 9.1, is suggested by both [106] and [84]. The construction

draws on the inverse resolvent approach described in Section 8.2. We let

f(x) := (Rag)(x) have the exponential-quadratic form

f(x) = exp ji (x - c)'Q(x - c)|, (9.10)

where c G Kd is a constant vector and Q G Rdxd a symmetric and positive

definite matrix. The gradient (V/)(x) and the Hessian (Hf)(x) are then

given by

(V/)(x) = /(x)Q(x-c),

(Hf)(x) = f(x) [(Q(x - c)) (Q(x - c))' + Q] .

We let the driver X be a multivariate Ornstein-Uhlenbeck process as given

in Definition 9.1:

dXt = -TXtdt + dBt, X0 = x.

According to (8.1), the price kernel £(£) then has the form

£(t) = exp {-at + i(Xt - c),Q(Xt - c)|. (9.12)

We can recover the implied function g(x) by using Theorem 8.11 and the

specific form of the infinitesimal generator given in (9.8):

g(x) = f(x) (a + xT'Q(x - c) - \tr ((Q(x - c)) (Q(x - c)/ + Q)^ .
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We make the following definitions suggested by [106]:

S:=T'Q + QT-Q2 ,
v := (r' - Q)Qc. (9.13)

Lemma 9.4 If S and v are defined as in (9.13), we then have that

fl(x) = /(x) ( a + i (x - 5"1v)'5(x - 5"av)

- \ v'S-V - 1 tr[Q] - i |Qc|2

PROOF. Some linear algebra including the fact that £r[xx'] = x'x for any

xGld.

If we manage to calibrate T and Q in such a way that S is positive definite,

and if we let moreover

a =
i ( v'S^v + tr[Q] + \Qc\2) , (9.14)

then we obtain a version of g(x) that is non-negative for all x S Rd,

namely

g(x) = f(x)±(x-S-1v)'S(x-S-1v).

We also observe that, by making the assumptions in Equations 9.13 and

9.14, we automatically satisfy the requirement that a > 0: If S is posi¬

tive definite, then so is S_1. Moreover, the trace of a symmetric matrix

equals the sum of its eigenvalues, and the eigenvalues of a symmetric pos¬

itive definite matrix are all positive.

By applying Itô's Lemma (9.9) to £(t) = e-at/(Xt) and then using (7.18)
we obtain the representation

H^ = -rifidt - p{t)'dBt ,
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where r(t) is the short rate and p(t) is the market price of risk, specifically:

r(t) = a + (Q(Xt-c))'(TXt)

-\ tr ((Q(x - c)) (Q(x - c))' + Q), (9.15)

pit) = -Q(Xt-c). (9.16)

As explained by Proposition 8.8, the short rate r(t) equals g(Xt)/f(Xt)
with g(.) as given in (9.3) above. Re-applying the assumptions from Equa¬

tions 9.13 and 9.14 we obtain

r(t) = \ (Xt - S-^ySCXt - S^v). (9.17)

By Proposition 9.2, r(t) is a squared Gaussian process.

To recover the ZCB prices we have to calculate Ex[£(T)|JFt], which equals

e-a(r-t)Ext [y(xT_t)j due to the Markov property of X. We introduce

r := T — t > 0. As shown in [85], we have

Ex[/(Xr)] = |l-gy(r)|-"

exp ji (/x(x,r) - c)' (1 - QVir))-1 Q (/x(x,r) - c)| ,

where \A\ denotes the determinant of a matrix A G Hdxd, and the con¬

ditional mean /x(x, t) and the conditional covariance V(t) are as specified

in Proposition 9.2, that is

ß(x,r) = e~rrx and V(r) = [ e~rs (e~rs)'ds.
Jo

The ZCB prices are then given by

P(t,T) = e-aT\l-QV(r)\-^

exp ji (ti(Xt,r) - c)' (1 - QV^))-1 Q (/x(Xt,r) - c)

-i(Xt-c)'Q(XÉ-c)j. (9.18)
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For the yields, defined as R(t, T) = — ^ log P(t, t + r), we obtain

R(t,T) = a+±log\l-QV(t)\

-

±- j (Ai(Xt> r) - c)' (1 - QV(t))~1 Q (fi(Xt, r) - c)

-(Xt-c)'Q(X4-c) 1. (9.19)

The instantaneous forward rates f(t, T) are are somewhat tedious to com¬

pute. Recall from Section 6.1.1 that

f(t,T) =—log P(t,T), 0<t<T.

Applying this to the ZCB prices from (9.18), we obtain

f^=a+2m\llA{T)]
-~ (m(X„t) - c)' A^-'Q(ß(Xt,t)), (9.20)

where we use the definition

A(r):=l-QV(r), r > 0, (9.21)

which is a matrix-valued function of "Rq. Following Section 8.3 of [122],
we have

§z \a{t)\ = EEa«w I%iMI - <9-22)
i=i j=i

where A^(t) denotes the complement matrix of Aij(r), that is, the ma¬

trix A(t) without its 2-th row and j'-th column, and

Mr) := §^A(r) = -Q (e"^) (e^)', (9.23)
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where the second equality is by the representation of V(r) from Proposi¬

tion 9.2. For the third term on the right-hand side of (9.20), we obtain

^ (ti(Xt,r) - c)'A-\r)Q (/x(X„r)) =

-2(Tfi(Xt,T))'A-1(T)Qfi(Xt,T)

+ 2ctA-1(r)Q(TpJ(Xt,T)) {Q2A)
- p(Xu t)'A-1 (r)i4(r)A-1 (r)Qfi(Xt, r)

+ 2c/A-1(r)i(r)^-1(r)Q/x(Xf,r)

-c'r^rjiMi-^rjgc,

where we use the obvious fact that

^(Xt,r) = -Tfi(Xt,r), (9.25)

and the less obvious one that

£a-\t) = -il-VMMii-V). (9-26)

which is obtained by differentiating A(t)A_1(t) = 1 and applying the

product rule for matrix-valued functions from Section 4.2 of [122]. The

spot FX rate between economies i and j is given by

Cij(t) = Cij(0) exp j - (qÜ) - a^) t +
i (Xt - (£>)' Q& (xt - <£>)

-±(xt-c«)V>(xt-c<*>)
_I(x_c0)yQ0)(x_c0))
+ 1(x-c«)'q«(x-c«)

(9.27)

We observe that the exponential-quadratic approach leads to rather cum¬

bersome forms for the different prices yields and exchange rates. This

makes further analytical evaluations rather tedious or even impossible.

Numerically, if the task is just to compute the above expressions from

simulated values of the driver process X, there are no particular problems



116 Chapter 9. The Exponential— Quadratic Model Class

(for instance using Matlab). However, the - generally non-linear - con¬

straints necessary to make the model relevant may be hard to implement

in a calibration procedure. It is, therefore, worthwhile to think about

simplifications:

Remark 9.5 As is well known from linear algebra, for every symmet¬

ric bilinear form on M.d, there exists an orthonormal basis with respect to

which this bilinear form is represented by a diagonal matrix whose entries

are the eigenvalues. So, we have for our bilinear form:

(x - c)'Q(x -c) = (x- c)'B'AB(x - c),

where B is an orthogonal matrix and A = diag(X\ , ... , Xd). We note,

moreover, that Xi is positive for all i. As long as X is a purely abstract

state process, we do not lose generality with respect to the original setup

if we assume X to be rotated by B, and let then Q be a diagonal matrix

with positive entries. This leads to more parsimonious models, and the

requirement for positive definiteness of Q takes a very simple form.

9.4 Properties of the Model

9.4.1 Preliminaries

Following Remark 9.5, let us assume that the matrix Q is diagonal with

positive entries (i.e. positive definite), and that the matrix T is according

to Definition 9.1, such that the stationary law of the driver process X

exists; see Proposition 9.2. The structure of the model implies that we

can express R(t,T) as R(Xt,r) for r = T — t > 0. Now, we can rewrite

(9.19) as

Ä(Xt>r) = a+ i-log|l - QV(t)\ - i- gT(Xt), (9.28)

where

qT(x) = x'A(r)x + b(r)'x + c(r)
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with

,-rV
-l

A(t) = e"1 T

(1 - QV(t))~l Qe~lT- Q,

b(r) = 2 Q-(l-QV(r))-lQe-Tt

-1

c(r) = c' (1-QV(t))~1Q-Q

We note that the matrix A(t) is symmetric. For any fixed time to maturity

r, the term qT(Xt) is a quadratic form of a normally distributed vector.

In order to obtain a similar representation for the exchange rate, we rely

on the log-return or depreciation rate Cij(t,T) rather than on the spot

exchange rate:

dj (t,T)= log dj (T) - log dj (t), T>t.

Combining (9.27) and (9.29), we obtain the representation

cij(t,r) = -(oö)-a«)(r-t)
+

Ï (g^(Xr) - qW(Xt) - q®(XT) + </(i)(Xt)) ,

(9.29)

(9.30)

where

qW(x) ^x'AiX + b'iX + a

with

Df — ^SC^ Cj,

qW (x) = x'AjX + bjX + Cj

with

Aj = Q^\

Cj = c^'Q^c{j\

These representations in terms of quadratic forms of normal random vec¬

tors are the key to the further investigation of the properties of the model.

Before proceeding further, we state some related general results which are

due to Mathai and Provost; see [96],

Proposition 9.6 Let X ~ A/d(/x, V) and let q(x) = x'Ax + b'x + c be a

quadratic form with A G M.dxd symmetric, b G M.d and c G R. Then:

E [q(X)\ = tr [AV] + p!Ap, + h'p, + c,

Var [q(X)] = 2tr [(AV)2] + 4fi'AVAfi + Ah'AVAp, + b'Fb.
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// we have a second quadratic form q(x) = x'Ax + b'x + c of the same

kind as q(x), then we have:

Cov [q(X), q(X)] = 2 tr[AVÄV] + ^ylAVÄy.

+ 2p!AVb + 2b'VÄp, + b'Vb.

Proof. See [96], Section 3.3, in particular Theorem 3.3.2 and 3.3.4. D

Proposition 9.7 Let X = (Xt)t>0 be a multivariate Ornstein-Uhlenbeck

process as given by Definition 9.1, and let q(x) and q(x) be quadratic

forms as in Proposition 9.6. Then, for h> 0, we have

Cov[q(Xt),q(Xt+h)} =2 tr [e-T'hAe~rhV(oo)ÄV(oo)
+ b'e-rhy(oo)b.

Proof. See [88]. D

9.4.2 Interest Rates

Now we can investigate the unconditional moments of R(Xt,r) under

the stationary law of Xt which is normal with zero mean and covariance

matrix y(oo) according to Proposition 9.3. By applying Proposition 9.6

to (9.28), we can compute the unconditional expectation

E[Ä(Xt,r)] =a+^log|l-Q^(r)|-^;(tr[A(r)^(cx))]-c(r)). (9.31)

For the unconditional variance of R(Xt,r), we obtain

Var [R(Xt, r)] = ^ (2tr [(A(r)V(oc))2] + b(r)V(oo)b(r)). (9.32)

The unconditional contemporaneous covariance can be investigated be¬

tween different maturities t\ and r^ as well as between different economies

% and j:

Cov[Ri(Xt,T1),Rj(Xt,T2)}=£^(2tr[Ai(r1)V(oo)Aj(T2)V(oo)}
+ bi(r1),V(oo)bj(r2)y (9.33)
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Using Proposition 9.7, we can also investigate the autocovariance (the
extension to multi-economy setting is straightforward):

Cov[R(Xt+h,T),R(Xt,r)} =^(2tr [e-r'hA(r)e-ThV(oo)A(r)V(oo)

+ b(r)/e-rhV(cx))b(T) . (9.34)

An investigation of the conditional dynamics of R(Xt, r) would most nat¬

urally also cover the conditional variance of the levels, that is

Var[Ä(Xt+h,T)|Ä(Xt,r)].

But this is not tractable due to the structure of the model, and also

difficult to estimate empirically. However, we can easily investigate the

unconditional variance of the differences, i.e. Var[R(Xt+h, t) — R(Xt, r)].
As shown in [88], the latter is a good proxy for the former in situations

where the levels are highly persistent, which is the case with interest rates

as we see in Section 6.3. We have:

Var [R(Xt+h,r) - R(Xt,r)} =2 (Var [R(Xt,r)]

-Cov [R(Xt+h,T),R(Xt,r)]y (9.35)

where the first-term on the right-hand side is given by (9.32) and the

second by (9.34). This expression also has an easily tractable empirical

counterpart. If this variance is considered for several time lags h simul¬

taneously, then it is advisable to divide by h so as to have everything

annualized. The question arises if - or under what circumstances - the ex¬

pression /i-1Var[i2(Xt+/l,r) — R(Xt,r)] can reproduce the hump-shaped

volatility pattern of the data shown in Figure 6.3. To investigate this, let

us assume that the mean reversion matrix T is diagonal. We note that the

diagonal entries Tu are then positive according to Definition 9.1. Since

the matrix Q is assumed to be diagonal anyway, we also have that the

matrices A(r) and V(oo) in (9.32) and (9.34) are diagonal. Given this,

we can write

f(h) = ivar [R(Xt+h,r) - R(Xt,r)}

1
d

-^E^W+^W- (9-36)
i—l
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where

fi(h) = | (1 - e-2Fiih) , ai = Au(r)2Vii(oo)2 > 0,

9i(h) = i (1 - e-Viih) , bi = 6i(r)2^(oo) > 0,

by plugging (9.32) and (9.34) into (9.35) and rearranging. It is straight¬

forward to show that both fl(h) and g'i(h) are negative and cannot have

a zero for h > 0. Given the positivity of a^ and bi, the function f(h) in

(9.36) is, therefore, downward-sloping. Hence, if the model has to pro¬

duce hump-shaped dynamics as in Figure 6.3, we have to allow non-zero

off-diagonal elements in the mean reversion matrix T.

In this context, we also note that, due to the time-homogeneity of the

model, we have

E[R(Xt+h, r) - R(Xt, t)] = 0. (9.37)

Desirable though it would be, it is not possible to make statements on the

exact distribution of R(Xt, r). To get an idea, we note that the quadratic

form çT(x) in (9.28) can be re-written as

9r(x) = (x-^W^Mr^'^M^x-i^M^bw)
-ibW'AM-'bW+ c(t)

provided A(r) is invertible. That is, up to some scaling and offset,

R(Xt,r) has the same distribution as

Y'A(t)Y, where Y ~ Md (/x(X0,t) + A^b^ß, V(t)),

with p,(x, t) and V(t) as in Proposition 9.2. Under very restrictive condi¬

tions, which do not apply here, this would have a non-central x2_ distri¬

bution. However, in the more general case relevant here, we are only left

with a number of rather complicated infinite series representations; see

Chapter 4 of [96]. Rather than studying suitable finite approximations of

these representations, we will do an empirical evaluation of simulated data

in Chapter 10 to investigate the features of the distribution of R(Xt,r).
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As already mentioned, the model structure precludes the exact formula¬

tion of conditional moments given the interest rates at some time t. This

is because the current value of the driver process is unobservable and can

only be estimated. Doing this for the initial value Xo = x is necessary,

but doing it for a large number of time steps during calibration would

seriously hamper the accuracy of the latter and is, therefore, not useful.

Nevertheless, the most important moments conditional on x are stated

here, in order to provide some a-priori understanding of the behaviour of

a calibrated model. The conditional expectation is given by

Ex [R(Xt,r)] = a +
J-

log |1 - QV(t)\ - J- (tr[A(r)V(t)]

+ p,(x, t)'A(r)ii(x, t) + b(r)'/i(x, t) + c(r)^j. (9.38)

This result is obtained by applying Proposition 9.6 to the representation

in (9.28) using the result on the conditional distribution of the driver X

from Proposition 9.2. The terms A(r), b(r) and c(r) are as in (9.28), and

/x(x, t) and V(t) are as in Proposition 9.2. Using the same machinery, one

obtains

Varx [R(Xt, r)\ = ± (tr [(A(r)V(t))2]

+ 4fi(x,t),A(r)V(t)A(r)p,(x,t)

+ Ab(r)fV(t)A(T)p,(x, t) + b(r)'V(t)b(r)). (9.39)

Finally, by using Proposition 9.7 instead of Proposition 9.7, one obtains

a result on the conditional dependence structure:

Covx \R^(Xt,Ti),R^(Xt,Tj)] = -r^—htr \A^(ri)V(t)A^(rj)V(t)

+ 4p(x,t)'A®(Ti)V(t)AV\Tj)iA(x1t) + 2^

^2b^\Tj)V(t)A^\Tj)p,(x,t) + b^(ri),V(t)b^\Tj)). (9.40)

9.4.3 Exchange Rates

In the same way as for the interest rates, we can now compute the uncondi¬

tional moments of the log-returns c^ (t, T) of the the exchange rate. Recall
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that the stationary distribution of the driver process is A/"d(0, V(oo)) ac¬

cording to Proposition 9.3. Applying this result and Proposition 9.6 to

the representation of Cij(t,T) in (9.30), we obtain

E [cij(t,T)\ = - (aü> - a(i)) (T - t), T> t. (9.41)

The computation of Var [cij(t,T)\ is, in principle, also straightforward,

but rather tedious. Consider again (9.30) and define a random vector

Z := (q5(XT), -qj(Xt), -qi(XT), -qi(Xt))''. Then we have

Var [dj(t,T)] = ie'Cov[Z]e, (9.42)

where e = (l,l,l,l)/. Let us assume the following notation for the struc¬

ture of the matrix Cov[Z]:

/ V\ —C\2 —C\z Ci4 \

—C\2 V2 C23 —C24

—Ci3 C23 V3 —C34

\ Cl4 —C24 —C34 V4 )

Cov[Z] =

Then we can use Proposition 9.6 to compute

Vi = Varfe(Xr]), V2 = Varfc-(XJ),

V3 = Varfe(XT]), V4 = Var[ft(Xt]).

and Proposition 9.7 to compute

C12 = Covfo(XT)>C,-(Xt)], C13 = Covfe(Xr),ft(Xr)l,

Cm = Cov[qj(XT),qi(Xt)], C23 = Covfe(Xt)lft(XT)],

C24 = Cov[qj(Xt),qi(Xt)}, C34 = Cov[qi(XT),qi(Xt)}.

It would be possible to further simplify this expression (e.g. V\ = V2), but

we do not pursue this further as the computation of these expressions does

not pose any fundamental problems. Along the same lines, one could as

well compute further expressions like the autocovariance of the log returns,

or the covariance of the log returns with interest rates.

9.5 The Context of the Model

We have already mentioned in Section 9.1 that the exponential-linear form

of the price kernel according to (9.4) gives rise to models belonging to the
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well-known class of Affine Term Structure Models (ATSM). But also the

model that we have constructed in Section 9.3 based on the exponential-

quadratic function from (9.3) is embedded in a broader class, namely the

Quadratic Term Structure Models (QTSM).

Definition 9.8 In a Quadratic Term Structure Model, the zero-coupon

bond prices P(t, t + r) are quadratic functions

P(t,t + r)= P(Xt,r) = exp{-X'tA(r)Xt + W(r)Xt + c(r)} ,

where X = (Xt)t>o is a d-dimensional Markov process solving

dXt = fi(Xt)dt + o-(Xt)dBt

as in Definition 8.1, A(r) G Rdxd non-singular, b(r) G Rd and c(r) G R.

Considering the expression for the ZCB prices in (9.18), we immediately

see that our model fits into the definition. We can also see that Defini¬

tion 9.8 extends the class of ATSM (9.7) by adding a quadratic term. As

for the ATSM (see [49]), there are also characterisation results for QTSM.

Proposition 9.9 The following conditions are necessary and sufficient

for a model to be a QTSM:

1. The short rate r(t) is a quadratic function of the state process X.

2. The drift of the state process X under the risk-neutral measure Q is

an affine function.

3. The diffusion matrix of the state process X is constant.

Proof. See [87]. D

This proposition can be used as an alternative definition of a QTSM, as

done in [3]. Plugging the market price of risk from (9.16) into the state

process X according to Definition 9.1, we can see that the Q-dynamics of

the latter are given by

dXt = (Qc - (r + Q)Xt)dt + dBt .
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Together with the expression for the short rate in (9.15), this shows that

our model also fits into the alternative equivalent characterization pro¬

vided by Proposition 9.9. Moreover, Proposition 9.9 shows that if we

used a CIR-type process according to (9.2), we would obtain a model out¬

side the QTSM class. Yet another characterization, used by [57] is that

the forward rates must be a quadratic function of the state process X,

that is

/(*, t + r) = X'tAf(r)Xt + b/(r)% + c(r).

Since we have

P(t,t + r) = expl f f(t,t + s)ds\ and/(M + r) = -— \ogP(t,t + r),

the specification in terms of forward rates is equivalent to the one in De¬

finition 9.8. (9.20) shows that our model is also compatible with this last

specification of QTSM.

As in the case of ATSM, the functions A(r), b(r) and c(r) in Defini¬

tion 9.8 are generally only defined implicitly as the solutions of a system

of differential equations, see [88]. However, there exist explicit solutions

in a much wider range of cases than for ATSM. In particular, we have

managed to define a fairly general class of QTSM where all important

quantities have explicit expressions.

Unlike for ATSM or HJM-type models, the literature on QTSM is very

limited. The term QTSM itself was probably coined by Ahn, Dittmar and

Gallant [3] when they elaborated a unified representation for a few older

models (including [36]). Moreover, they showed in an empirical study that

QTSM are much better capable of reproducing the empirical properties

of interest rates than ATSM. This is an important advantage in view of

the requirements posed by DFA.

Thorough investigations were also carried out by Leippold and Wu. In

[86], they review and formulate models by using the price kernel notation.

The case study [88] confirms the good tractability of the models - also in

terms of calibration - and the superior empirical characteristics. In [87],

they show that QTSM also have favourable properties if it comes to the
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pricing of a wide range of fairly general options.

Finally, one can even argue that QTSM are the most general sensible

class of models in the following sense: In the specification of the ZCB

prices from Definition 9.8, one could add terms of degrees higher than

two, leading to Polynomial Term Structure Models. However, Filipovic

shows in [57] that any polynomial model with degree higher than two

violates essential consistency conditions. Finally, [30] also provides a very

rigorous mathematical treatment of the QTSM class in the language of

general Markov process theory. Moreover, they suggest an extension of

the QTSM class to include defaultable securities.
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Chapter 10

Calibration of Models

10.1 Problem Statement and Basics

We start by describing the general estimation problem and introducing

a few fundamental notions. A comprehensive reference on modelling and

estimation theory is [62]. A stochastic model is a pair (y, V), where y is

the set of possible observations, and V is a set of probability distributions.

Calibration is the task of selecting a suitable distribution ? 6 ? for a

given observation Y G y. In the sequel, we will only deal with parametric

models, i.e. with models where V = {Pq ' 0 G 9}, where O C RK is the

parameter space. In general, we will estimate some function g(9) rather

than 6 itself. An estimator is then a mapping of the form:

5: y - g(Q)
Y h- g(6).

A desirable property of any estimator is unbiasedness, meaning that, on

average, the estimator produces the true value of the parameter:

Definition 10.1 An estimator 5 is an unbiased estimator of g(9) if

Ee[5(Y)}=g(6), 0 G 6.

127
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An observation Y G y is assumed to be of the form Y = {Yi, ... , Yn},
where each Yi is in W for some p > 1. Typically, one Yi consists of

a cross-section of yields for different maturities and FX rates at some

point in time, thus making Y a multivariate time series. In general, the

length n of the observation Y -

or, rather, the fact that n is typically

smaller than desirable - plays an important role in the calibration of

interest rate models. Given this, we can consider sequences of models

(yni'Pn) = {P$ ' 0 G 0} that depend on n. Notice, however, that the

parameter 9 is assumed independent of n, otherwise we run into problems.

In turn, we also consider sequences of estimators ön : yn —* #(0). This

naturally leads to

Definition 10.2 A sequence of estimators {ön} is asymptotically unbi¬

ased if

Ee[ön(Y)]n^ g(9), 9eQ.

A more useful criterion is the one of consistency:

Definition 10.3 A sequence of estimators {Sn} is called

1. Weakly consistent if 6n(Y) converges in P# - probability to g(9).

2. Strongly consistent if ôn(Y) converges Pq - almost surely to g(9).

Another important property of parametric models is its identification.

In the absence of the latter, it may not be possible to obtain sensible

parameter estimates, even under perfect information. In particular, if

g (9) is a non-identified parameter function, then there exists no unbiased

estimator of g(9); see [62], p. 129.

Definition 10.4 Let (y, V — {Pq : 9 G G}) be a parametric model.

1. A parameter value 9\ G G is identified if there exists no other para¬

meter value 92 G Q, 92 ^ 9\ such that Pq1 = P$2.

2. The parametric model {Pq : 9 G Q} is identified if each 9 G G is

identified.
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3. A function g(9) of the parameter is identified if

g(0i) ï g(ô2) =* P01 î Pe2, 9u92eB.

Up until now, we have focused on ways in which the estimate Ö(Y) con¬

verges to the true value g (9). In the sequel, we turn our attention to the

dispersion of the estimate Ô(Y) around g(9). We assume that the para¬

metric model (y, V = {Pq : 9 G G}) has densities £(y; 9) with respect to

some reference measure /x and for all 9 G G.

Definition 10.5 A parametric model with densities £(y,9), 9 G G, is

regular if:

1. G is an open subset of MP.

2. £(y,9) is differentiable with respect to 9.

3. fy£(y,9)dfi(y) is a differentiable function of 9 with

^ J £(y,9)d»(y) = J ^£(y,9)dß(y).
4- The Fisher information matrix

1(9) = E9

exists and is positive definite for all 9 G G

^log£(y,9) -^\og£(y,9)'

Theorem 10.6 Assume that we are given a regular model in the sense

of Definition 10.5. Every unbiased estimator 5(Y) for g(9) G R9 that

satisfies the additional regularity condition

E, \\ô(Y)f <oo, 9ee,

has a covariance matrix that satisfies

where A)p= B is to be understood in the sense that A — B is positive semi-

definite. The right-hand side of the inequality is called the Cramér-Rao

bound.
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Proof. See [62], p. 132-133. D

As a consequence, we can identify an optimality criterion for unbiased

estimators:

Definition 10.7 Under a parametric model which is regular in the sense

of Definition 10.5, a square-integrable and unbiased estimator of g (9) is

called efficient if its covariance matrix attains the Cramér-Rao bound.

This definition naturally extends to the asymptotic case. An efficient

estimator is an estimator whose value is - on average
- equal to the true

value to be estimated and has the lowest possible dispersion around the

the true value.

10.2 Generalized Method of Moments

In this Section, we introduce the Generalized Method of Moments (GMM)
as the tool for calibrating the interest rate and FX model as introduced in

Chapter 9 to historical data. The presentation here takes into account the

fact that our model has a structure that is somewhat different from most

of the standard interest rate models. A survey of alternative methods,

that also serves a a motivation of the choice of GMM, will be given in

Section 10.3.

Our interest rate and FX model has the following generic structure: We

have a stationary process (Zt)t>0 of observables, where Z4 G Rn for all

t > 0 and some n G N. These observables are the yields for several

times to maturity and several economies plus the exchange rates between

the involved economies. Instead of yields, one can also use ZCB prices,

forward rates or yield spreads, and instead of plain values, one can also use

first differences or log returns for numerical or analytical convenience. In

all cases, the observables are a function of an unobservable d-dimensional

driver process (Xt)t>0, specifically:

Zt = z(XttWtip1), t>0. (10.1)
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Here, (Wt)t>0 is a noise process. In the model class considered here, this

noise process is absent, but it may prove useful to introduce it artificially

for estimation purposes. px G RPl is a vector of parameters pertaining

specifically to the function z(.). The state process is the well known driver

process as introduced in Section 8.1; it follows a time-homogeneous Itô

diffusion

dXt = ß (Xt,p2) dt + a (Xt, p2) dBt (10.2)

according to Definition 8.1. This process is also Markovian. We will

restrict our attention to the specific choice introduced in Section 9.2. p2 G

RP2 is a vector of parameters pertaining specifically to the driver process.

The parameter vector of the full model is p = (pi,p2) G Rp, where

P = Pi + P2. In general - and in all models considered here -

p is

subject to a number of constraints that assure certain desirable properties

of the model like numerical stability, positive interest rates or absence of

arbitrage. In general, we can formulate this as

c(p) encRQ, (io.3)

where c : Rp —> R^ is some - not necessarily linear - function. Note

that the calibration literature, including the references cited further be¬

low, either completely disregards the issue of constraints, or only gives it

a marginal role.

On the empirical side, we have observations Yt G M.N at discrete equi-

spaced time points tAt for t = 1, ... ,
T and At > 0. For the sake of

simplicity, we index the observations by t only. The task is then to find a

suitable value for p given the observations {Yt)J=i and respecting possible

constraints.

If our model is stationary for some p E 1Z, then we can analyze the

stationary, time-invariant law of the observables. We assume that this

law has a density

p(Z0,Z_i, ... ,Z-L',p)

for any set of observables from different lags. For simplicity of nota¬

tion, we stack the observables from the different lags in one vector Y =
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(Z0, Z'.!, ... , Z'_L) G R^ where N = (L+l)n; with the empirical coun¬

terpart Yt being defined equivalently. Suppose now that we can derive

some moment relation

EP [/ (Y; p)} = g (p) (10.4)

for suitable functions / : RN xRp -> RM and g : Rp -»• RM. Equivalently,

we can look for some function m(p; Y) G RM such that

Ep[m(p;Y)]=0, (10.5)

i.e. (10.4) turns into m(p;Y) = f(Y,p) — g(p). If our model is also

ergodic for p, then the empirical counterpart

1
T

m(p;Y) = -^m(p;Yt) (10.6)
t=i

provides a consistent estimate of the theoretical expectation in (10.5). If

M = P then we can simply solve m(p; Y) = 0 to obtain the estimate p.

This is known as the Classical Method of Moments (CMM). However, in

order to bring more information into the calibration, we generally work

with an over-specified model, i.e. M > P. Then we can solve

pT = argmin m(p; Y)' W m(p; Y) s.t. c(p) G H (10.7)
peRp

for some symmetric and positive definite weighting matrix W G RMxM.

This is then called the Generalized Method of Moments (GMM). Let p0

denote the true parameter of the model. Then, for the asymptotic distri¬

bution of the GMM estimate pj., we have

y/T(pT-Po)
"

A/X0,n (10.8)

meaning that GMM is asymptotically unbiased in the sense of Defini¬

tion 10.2. The covariance matrix V is given by

V = (D0WD0)-1D,oWSWDo(D,0WDo)-\ (10.9)

where Do is related to the Jacobian of the moment condition functions,

namely
9 m(p0;Y)l, (10.10)A) = E

Po
dPo
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and S is given by

S= lim Var
T->oo

4pELm^°;Y*)
Vf

(10.11)

From (10.9) it becomes clear that the GMM estimator attains minimum

variance if the weighting matrix W is equal to 5-"1 or any scalar multi¬

ple thereof. In this case, the optimal value of V is V* = (D05'_1-Do)_1-
Moreover, if W = S'-1, then T times the minimized objective function

from (10.7) is asymptotically ^-distributed with M — P degrees of free¬

dom. Therefore, this type of estimation is often also called Minimum x2
Estimation.

The problem with the optimal weighting matrix W = S_1 is that S actu¬

ally depends on the parameter p to be estimated; see (10.11). However,

even with a non-optimal weighting matrix W, the resulting parameter es¬

timate is still asymptotically unbiased, albeit not with minimum variance.

This leads to the following practical procedure:

1. Compute a preliminary estimate pT by running GMM optimiza¬

tion according to (10.7) with some initial weighting matrix W°, e.g.

W° = l.

2. Use the preliminary parameter estimate pT to obtain an estimate

S(pr) of S according to (10.11), plug this into W = S_1 and re¬

run the GMM optimization in (10.7) to obtain a refined parameter

estimate pr.

This procedure is called two-stage GMM. It could be extended to n-stage

GMM by repeating Step 2 above. However, practical experience shows

that this does not generally lead to substantial improvements. Having

done this staged optimization, the asymptotic covariance matrix V from

(10.8) can be estimated as

Vr = (dtCptYsAM^DtCpt)) ~l• (10.12)

where Dt(-) is the empirical counterpart of (10.10). We also note that

Vr is an estimate for the inverse of the Hessian of the GMM objective
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function at the optimum. This is useful since optimization routines like

Matlab's fmincon also return a numerical estimate of the Hessian with

the results, which saves us some calculations.

In order to make GMM according to (10.7) operational, one has to address

a number of issues:

1. Number and type of moment conditions; see Section 10.4.

2. Estimation of weighting matrix; see Section 10.5.

3. Numerical optimization method; see Appendix B.2.

4. Diagnostics to assess goodness of fit; see Section 10.6.

After having treated all these issues in depth, it will turn out that putting

GMM to work is all but a simple task, involving the solution of a number

of difficult theoretical and numerical problems.

There is a vast literature on GMM and its refinements and applications.

The introduction in this section was based on [28] and [62], which are

both good theoretical presentations and include also pointers to the rel¬

evant original articles. The latter reference also treats constraints on the

parameters. A comprehensive account from a more applied viewpoint is

provided by [74]. References dealing with specific topics and alternatives

are given further below.

10.3 Survey of Alternative Methods

In Section 10.2, we have presented GMM as the calibration method of

choice without any look at possible alternatives. Indeed, there is a wide

range of alternatives, of which Part IV of [74] provides a comprehensive

overview, with emphasis on the application to more classical models like

Vasicek or CIR. In this section, we only give a brief overview which takes

into account the somewhat special structure of our model, that is, the fact
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that there is an unobservable stochastic process X underlying the model

for the observable quantities. An interesting survey in this context is [47].

The first calibration method usually cited in the literature is Maximum

Likelihood Estimation (MLE). Letting p(y; p) again denote the stationary

density of the observables Y, this can be formalized as

1
T

p = argmax - Y] logp(Yt; p). (10.13)

However, MLE is not an option in the present context for several reasons.

First of all, we do not have an analytically tractable likelihood function

for our model. Indeed, unless for very specific parameters, the densities of

the interest rates as stated in Section 9.3 are only given as infinite series

representations; see [96]. Even finite approximations thereof would be

hard to handle numerically. Another reason is that MLE is very sensitive

to even slight mis-specifications, and we generally must face the possibil¬

ity that such mis-specifications are present in our models. Finally, MLE

does not allow any freedom in setting optimality conditions or in integrat¬

ing external judgement, which GMM provides quite naturally through the

flexibility in selecting number and kind of moment conditions. The first

problem could, at least in principle, be circumvented by quasi-MLE meth¬

ods or by simulated MLE (see Section 17.5 of [74] for both). However,

this does not address the other two problems, and one can also expect

considerable numerical problems.

Though we disregard MLE in general for the reasons stated above, it is

worthwhile here to make a link between GMM and MLE. Under some

regularity conditions for the stationary density p(y; p) we have

= 0. (10.14)

The expression in the square brackets is known as the score vector, and

- as M = P in this case - it can be plugged into classical method of

moments estimation, leading to the condition

Ep
d
— logp(Y; p)
op
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This is exactly the first-order condition for MLE as in (10.13). Moreover,

one can show that, in this situation, the matrix S according to (10.11)
is the Fisher information according to Definition 10.5. Hence, MLE (or
GMM with the score vector) attains the Cramér-Rao bound and is as¬

ymptotically efficient according to Definition 10.7. More details are given

in [28].

Depending on the underlying model, it may be impossible or overly com¬

plicated to compute the theoretical moment functions g(p) = Ep[/(p; Y)]

analytically. In this case, for some proposed value of p, one can simulate

a long trajectory (Yu)^=1 and estimate g(p) from this simulated sample.

Depending on the complexity of the model, the length U of this simulated

sample is in the thousands or even tens of thousands; see Figure 11.1 to

get an idea. Moreover, it has to be assured that no transient effects enter

the sample. In principle, this brute-force approach, known as Simulated

Method of Moments (SMM) is always doable, but it is computationally

very expensive and severe accuracy problems are to be expected.

A special case of SMM that has become fairly popular is the so-called

Efficient Method of Moments (EMM). Starting point is GMM with the

score vector as above. In many practical situations - including the model

presented in this thesis - the score functions may be impossible or overly

complicated to calculate. The idea is then to approximate the original law

p(y; p) with an auxiliary model g(y; 6) that is more tractable. Note that

we must have dim(ö) > dim(p) for the approximation to work properly.

The auxiliary model is fitted to the original observations (Yt)J=i, yielding

an auxiliary parameter estimate 0. On the other hand, one simulates a

long sample (Ys)f=1 from the original model and uses this to compute an

accurate estimate of the scores of the original model through the scores

of the auxiliary model:

m(p,ö) = i;£^loggCYs;d).
s=l

The estimate ofthe original parameter is then obtained as in normal GMM

by

p = argmin m(p, 0)'Wm(p, 0).
p
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Note that the long sample (Ys)f=1 has to be re-simulated for each inves¬

tigated value of p, making the method computationally highly expensive.

Moreover, EMM estimates are only as good as the auxiliary model. As

mentioned, this auxiliary model must have more parameters than the

original model, thus exposing the method to the curse of dimensionality.

Common practice in EMM is to use a relatively universal auxiliary model,

most often the Semi-Non-Parametric (SNP) model proposed in [61], the

original inventors of EMM. SNP is a Hermite expansion of multivariate

Normals, with AR or ARCH structures for the residuals if necessary. SNP

requires at least n(n +1) (3/2) parameters to fit an n-dimensional time se¬

ries, which is definitely too much in the situation of interest here. Another

caveat is that such an auxiliary model generally introduces properties like

arbitrage or negative interest rates through the backdoor. Given that

the models considered here were carefully constructed to avoid such fea¬

tures, this is definitely undesirable. For the reasons stated here, we will

not use EMM. A sound description of EMM and SNP is given in [61], a

critical discussion providing some of the arguments above comes from [47].

Robust GMM as described in [108] works, in principle, like the ordinary

GMM outlined in Section 10.2. The only difference is that the moment

estimators are based on methods from the realm of robust statistics which

are insensitive against outliers. The latter are not too much of an issue

for interest rates on monthly aggregation; see Section 6.3. For other asset

classes (equity, real estate) and lower time aggregation (daily), this can be

different. However, there is a fundamental problem to be borne in mind:

in historical financial data, there are generally no severe measurement er¬

rors. So, each outlier must be considered as an authentic phenomenon.

Therefore, if a model driven by Gaussian noise is calibrated to data with

enough outliers so that robust calibration is necessary, then this model

must be complemented with a generator for such outliers. Otherwise, the

scenarios will underestimate the true risk.

A further estimation approach is Kaiman Filtering. In principle, it fits

particularly well into the context of our model as it explicitly assumes a

setup with an unobservable state process X and an observable process Y.
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The generic setup in discrete time looks like

Yt = f(Xt, et; p) measurement equation,

Xt = g(Xt-i,rjt;p) system equation,

where e and 77 are Gaussian noise processes and p is the parameter vector

of interest. The algorithm works recursively: For time t — 1, we assume

that we have estimates of Xt-i, its covariance Pt-\ and the parameters

Pt-i- Then, there are three steps:

1. Prediction step: find forecasts Xt\t-i and Pt\t-\-

2. Update step: plug in the new observation Yt to compute refined

estimates of X^ and Pt.

3. Estimation step: use Xt and Pt to obtain an updated estimate pt.

In the pure Kaiman filter, the functions / and g must be linear, so it

does not apply to the exponential-quadratic model as set up in Chap¬

ter 9. However, there exist Extended Kaiman Filters, where non-linear

functions are approximated by their first-order Taylor expansions, and

this can be applied to our model.

Details on Kaiman Filtering are given in Sections 18.2 and 18.3 of [74]
and further discussions are provided by [47]. An application of Extended

Kaiman Filtering in a setup quite close to the one in this thesis is pre¬

sented in [107].

Extended Kaiman Filtering can be a viable alternative to GMM, and

extensions of [107] to settings relevant in the realm of this thesis are an

interesting topic for future research. Preference was given to GMM mainly

because of some points of concern: underlying the estimation step is quasi-

MLE with all the associated problems as discussed above, moreover, one

has to incorporate constraints on the parameters (see Section 9.3), which

may have drawbacks.
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10.4 Moment Conditions

The problem of the selection of moment conditions actually encompasses

two questions, for none of which there is a generally agreed-upon answer:

1. Which moment conditions to use?

2. How many moment conditions to use?

In practice, the most popular and promising approach to selecting moment

conditions is pragmatic. One selects the types of moment conditions to

be used based on different types of reasonings on the model, the data and

the application area:

Mathematical reasoning The mathematical structure of the model of¬

ten induces choices of moment conditions - because certain moments

are either particularly simple or impossible to calculate. Also, the

model structure may make certain moment conditions particularly

important. For instance, in the equilibrium models that we use

here, calibrating the unconditional (= equilibrium) expectations is

particularly important.

Economic reasoning In the realm of interest rates and FX rates, cer¬

tain economically motivated conditions play a role. There are hard

requirements like the absence of arbitrage or positive nominal rates.

These generally enter the calibration through constraints, but they

can also influence moment conditions. On the other hand, there are

various constraints, like the Purchasing Power Parity (PPP) or the

expectation hypothesis, that can be translated into moment condi¬

tions. In this case, however, it is important to verify whether such

hypotheses are actually supported by the data.

Statistical reasoning As the purpose of DFA scenario generation is the

faithful reproduction of the real-world behavior of the data, this is

probably the most important kind of reasoning. Careful statisti¬

cal analysis identifies the salient features of the data that are then

translated into moment conditions. Economic reasoning or the study

goals may provide guidance for the analysis, and the mathematical
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structure of the model may constrain the feasibility of certain mo¬

ment conditions.

Focus and goals of study Depending on these issues, certain moment

conditions may prove more important than others. For instance, in

a study with a short time horizon, the long-term equilibrium of the

model is of minor importance, and when tail-based risk measures are

used, then it becomes more important to get the volatilities right.

Given that we are usually interested in the entire yield curve, it is impor¬

tant to look at moment conditions for different times to maturity and not

just for the short rate. This does not mean that all moment conditions

have to be evaluated at all times to maturity, but if statistical evaluation

suggests that a feature heavily depends on time to maturity, as e.g. the

equilibrium rate, then this moment condition must be evaluated at a rep¬

resentative set of times to maturity.

Concerning the number of moment conditions to use, the conclusion from

practical work is that one should not try to determine it explicitly. The

important issue is to find a set of sensible moment conditions evaluated

at representative times to maturity. This leads implicitly to a reasonable

number of moment conditions.

There are many case studies describing such pragmatic approaches to find¬

ing moment conditions in GMM. An important one that provided valuable

guidance for the models considered here is [88]. More case studies and

further references are provided in [74]. Besides this application-oriented

approach, there also exist more generic methods for obtaining moment

conditions:

One generic way to obtain moment conditions is to use the scores as intro¬

duced in (10.14). Using the scores only amounts to doing MLE with all

its practical disadvantages. One could complement the scores with other

moment conditions to come to some kind of "MLE++", but there remain

disadvantages: For the models considered here, the scores are overly com¬

plicated or impossible to compute. Moreover, the scores do not have an
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intuitive interpretation relative to the data. For reasons outlined there,

we also refrain from using EMM described in Section 10.2.

Another, very elegant, way to obtain generic moment conditions is sug¬

gested by [64]. Let X = (Xt)t>o be a strictly stationary, time-continuous,

d-dimensional Markov process
- as the one defined in Section 9.2 and used

in our model - with infinitesimal generator A. Then, for every function

/ for which (Af)(Xt) is well-defined, we have E[(Af)(Xt)] = 0 under

the stationary distribution of X. Moreover, a similar result holds for

the reverse-time version of X. The problem with this approach is in the

present setting is that we actually have to compute the infinitesimal gen¬

erator of the observables R(t,r) = rT(Xt) rather than of the process X

itself, which is difficult.

10.5 The Weighting Matrix

As we have seen in Section 10.2, using the right weighting matrix W is a

key to proper GMM estimation. The optimal choice is W = S~1, where S

is the asymptotic covariance matrix of the moment conditions as specified

in (10.9). This matrix depends on the observations as well as on the

parameter and must be estimated. To this end, we rewrite (10.9) as

S= lim E
T-xx>

T \ / T

i(J>(po;Yt) ) (J>(poiY,)'
,t=l / \t=l

OO
(10.15)

3=1

where

Sj(po) = E [m(p0; Yt) m(p0; Yt+i-j)']

is the j-th. autocovariance matrix of m(po; Yt). There are various ways

for estimating S, depending on whether serial correlation or heteroskedas-

ticity have to be dealt with. A generic form of the estimator is given by

j

5 = 5o + £>(i)(Si + ^), (10.16)
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where

êi = yip f E m(fc*t) m(p; Y,.,)'.

The term T/(T — P) is a small sample correction, where P is again the

number of estimated parameters. The estimator requires some previous

estimate p of the parameters of interest. This estimate usually comes

from the first stage of the two-stage estimation procedure described in

Section 10.2. J is a lag truncation parameter that excludes estimates

from higher lags where the autocovariance is close to zero, w(j) is a ker¬

nel weight optimizing the estimator.

If the values m(p, Yt) of the moment function evaluated at the different

observations are uncorrelated and homoskedastic, then one can set J = 0,

and (10.16) boils down to the usual estimator for the contemporaneous

covariance matrix. In general, however, we must be aware of autocorre¬

lation and heteroskedasticity. For this case, following the suggestions of

[28], we use the Newey- West kernel given by

J — j
w(j) = —-— for 0 < j < J and w(j) = 0 otherwise, (10.17)

ü

and a lag truncation factor of J = [T-1/3]. Alternative weighting schemes

are suggested e.g. by [61]. A more refined estimation of the lag truncation

factor J could be based on fitting a VAR model and using the resulting

diagnostic tests.

10.6 Diagnostics

Besides providing estimates for the parameters themselves, the GMM es¬

timation procedure is also supposed to provide information on how well

the calibrated model fits the data. As already observed in Section 10.2,

we have

T m(pr, Y)' W(pT, Y) m(pT, Y) *5 x2M_p , (10.18)

where pT is the GMM estimate for the parameters according to (10.7),
and W(pT, Y) is the optimal weighting matrix according to (10.11), esti¬

mated with the GMM estimate for the parameters. M is the number of
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moment conditions, and P is the number of parameters, where we must

have M > P. The test induced by Formula 10.18 is commonly known

as the GMM Omnibus Test and it provides information on whether the

calibrated model as a whole fits the data. In practical work, it turned out

not to be very selective.

In order to obtain inference for each single parameter, we can use the

fact that the parameter estimate is asymptotically normally distributed

according to Formula 10.8 with covariance matrix according to (10.9):

Vt(pt-Po) ~ -A/-(0,n

where V = (D'0WDo)'1D'0WSWDo(D'0WDo)'1.

If the optimal weighting matrix W = 5_1 according to (10.11) is used,

then (10.12) provides an estimate Vt(Pt) °f Vi namely

Vt(pt) = \Dt(Pt)''St{Pt)~^'Dt(Pt))
Form this, for each single parameter p%, one can obtain an asymptotic

i-test for the null hypothesis that the true value p0 is actually zero. More

importantly, one can also obtain a a-confidence interval:

PÏ G pt ± ti-f;r-i vW(Pr))«/r, (10.19)

where £ç,r-i denotes the g-quantile of Student's ^-distribution with T —

1 degrees of freedom. Given the usual values for T (> 100), the t-

distribution can usually be replaced by the normal one. See [28] or [74]
for more information.

10.7 Fitting the Initial Yield Curve

The GMM method as presented above can fit a model to a stationary

stretch of historical observations. In other words: the estimated parame¬

ter vector pT obtained from GMM determines the behavior of the model

in equilibrium. However, in DFA scenario generation as well as in other

applications as e.g. derivative valuation, we need to start from a distinct
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initial state at some distinct time point to, i.e. the model must also be

calibrated to this initial state. We also note that the initial value xo of

the driver process can never be determined using GMM, as it does not

belong to the specification of the equilibrium of the model.

The approach here is that we maintain the parameter estimate pT from

GMM without any changes - so as not to lessen the content of historical

information in it - and only optimize over the initial value Xo of the

driver process to adapt the model to the initial conditions. Formally, let

Y(x; Pt) G RD be the vector of observable yields and FX rates as defined

by the model as a function of the value x of the driver process, and let

Yo G RD be their observed values at the initial time point. Then we can

simply determine xq by non-linear least squares, i.e.

1

Xo = mm -

xGRd 2 w(Y(x;pr)-Y0)|[ , (10.20)

where W is a diagonal weighting matrix allowing to put more or less em¬

phasis on the fit of certain initial conditions. If the driver process is of the

Ornstein-Uhlenbeck type according to Definition 9.1, then no constraints

need to be imposed on xo- The implementation uses the Matlab function

fmincon as described in Section B.2.

10.8 Case Studies

10.8.1 Single-Currency Case - USD

In this section, we calibrate a two-factor version of the exponential-quadratic

model as introduced in Section 9.3 to a subset of the data introduced in

Section 6.3, specifically the USD yield curve data from May 1991 up to

December 2003, corresponding to 152 monthly observations.

With the empirical facts from Section 6.3 and their theoretical counter¬

parts for the exponential-quadratic model as given in Section 9.4, we can

now set up a GMM calibration. The terminology follows the one given

in Section 9.3. Motivated by the PCA mentioned above, we opt for a
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two-dimensional driver process, which is at the lower end of the sensible

range. In the mean reversion matrix T, we explicitly allow for non-zero

off-diagonal elements. The dependence matrix Q, however, is restricted

to diagonal form following Remark 9.5. The discount factor a is fully

specified through the other parameters by (9.14) and, therefore, not an

element of the calibration. This results in a parameter vector p with

P = 8 elements and assignments

Pi = Tu, p2 = Ti2, P3=r21, P4=F22,

P5=Qll, P6=Q22, P7 = Cl, P8=C2.

In order for the calibrated model to have the desirable properties of sta-

tionarity, positive rates, absence of arbitrage and complete markets, we

have to impose a number of constraints on the above parameters, irre¬

spective of the moment conditions. For the mean reversion matrix T, this

is

o<rn<i, r12<o, r22<rn,

0<r22<l, r2i<0, Re(Ai) >0, i = l,2,

where Xi, i = 1,2, are the eigenvalues of V. The constraint T22 < Tu

is for identification purposes only. The other ones assure that the driver

process has the desired stationarity properties; see Section 9.2, in par¬

ticular Proposition 9.2. It is easily verified that the eigenvalues of T are

always real if the other constraints are fulfilled. The constraints for the

matrix Q are

Qi > 0, Q2> 0, Re(^) > 0, i = 1,2,

where S is the symmetric matrix defined by (9.13) and vi, i = 1,2, are

its eigenvalues. The eigenvalue constraint thus assures positive definite¬

ness. If T is diagonal, then the eigenvalue constraint simplifies to the form

Qi < 2r^ for i — 1,2. The positivity constraint on Q\ and Q2 assures

positive definiteness of Q and a complete market. These constraints can

easily be mapped to the arguments of the fmincon function of Matlab; see

Section B.2. The non-linear eigenvalue constraints are somewhat annoying

as they hamper the numerical stability of the optimization, but practical

experience showed that the parameter values go completely astray when

these constraints are dumped.
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Moment conditions are selected based on the intuition obtained from the

statistical evaluations in Chapter 6. First of all, we have to get the mean

level of the yield curve right. To this end, we fit the unconditional ex¬

pectation of the yield as given by (9.31) to its empirical counterpart for a

representative cross-section of maturities, i.e.

10 • Ep [R(Xt, n)], where n = 3m, ly, 3y, 5y, lOy, 15y and 20y.

Contemporaneous dependence is accounted for by fitting the theoretical

correlation coefficient to its empirical counterpart, i.e.

Covp{R(Xt,To),R(Xt,Ti)}

y/VarplRiXt^VarplRiXuTi)]
'

where tq = 3m and t* = ly, 3y, 5y, lOy, 15y and 20y. Theoretical covari¬

ance and variances are computed according to Equations 9.33 and 9.32,

respectively. Given the very high persistence of the interest rate time

series (see Section 6.3), we can reflect the conditional volatility by the

unconditional variance of lagged differences, i.e.

Varp[R(Xt+hi,r)-R(Xt,r)}

hiVELrp[R(Xt,T)]

where the theoretical variances are given by (9.35) and 9.32. Figure 6.3

suggests that letting r = 5y and hi = lm, 6m, ly and 2y captures well

the hump-shaped volatility without having to sacrifice too much of the

scarce data.

The scaling with the constant factor and with the variances is for a prac¬

tical purpose: It turned out that the optimization is only numerically

stable if all the moment conditions are approximately equal in location

and scale, and the scale should, moreover, be sufficiently higher than the

accuracy of the optimizer. It should not be left unmentioned that a good

deal of tedious fine tuning was necessary to get the optimization running

smoothly.

With the settings just introduced and the Matlab implementation, con¬

strained GMM estimations as described in Section 10.2 were carried out.

Specifically, two-step GMM was used: the first step with weighting matrix
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Unconditional Mean Contemporaneous Correlation

13 5 10 15 20 13 5 10 15 20

Time to Maturity [Years] Time to Maturity [Years]

Conditional Dynamics Initial Yield Curve

1 6 12 24 36 1 3 5 10 15 20

Lag [Months] Time to Maturity [Years]

Figure 10.1: Comparison of theoretical moment properties and their em¬

pirical counterparts for the three parameter sets given in Table 10.1 ob¬

tained from the GMM calibration of the single-currency model according to

Section 10.8.1. The stars represent the empirical values, whereas the lines

represent the theoretical values of the model under each one of the parame¬

ter sets given in Table 10.1: solid = diagonal model, dashed = symmetric

model, dotted = general model. One sees, in particular, that the calibrated

model does not reproduce the empirically observed hump-shaped volatility

structure (SW panel), and the contemporaneous correlation structure is

not very well reproduced either (NE). Mean (NW) and initial (SE) yield

curves, on the other hand, fit fairly well.
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Diagonal

r12 = r2i = 0

Symmetric

Tl2 = T21

General

Name Value 95%-CI Value 95%-CI Value 95%-CI

Tii

Tl2

r2i

T22

Qu

Q22

Cl

C2

0.2710 ± 0.0576

0.0000 ± 0.0000

0.0000 ± 0.0000

0.0506 ± 0.0041

0.0876 ± 0.0104

0.0831 ± 0.0205

0.0008 ± 0.1763

0.0006 ± 0.1771

0.4283 ± 0.7923

-0.2789 ± 0.5993

-0.2789 ± 0.5993

0.4283 ± 0.7915

0.0164 ± 0.7057

0.0985 ± 2.5904

1.8389 ± 0.1725

0.6503 ± 0.2176

0.2633 ± 0.2461

-0.0547 ± 0.0133

-0.1753 ± 0.0445

0.1715 db 0.1726

0.0426 ± 0.0318

0.0619 ± 0.0590

-0.4033 ± 3.7542

1.2075 ± 1.1869
1

x0
„2
x0

-0.3818

1.7985

0.4698

0.5230

-0.1967

-0.3998

T

M - P

x2
P-Value

128

11

5.1911

0.9216

128

10

6.3534

0.7848

128

9

3.2027

0.9557

Table 10.1: Results of the GMM calibration of the single-currency model

according to Section 10.8.1 for three configurations of the mean reversion

matrix T: diagonal, symmetric and general. The upper panel shows the

estimates together with a 95% confidence band obtained from the t-statistic

in (10.19). The middle panel shows the estimates for xo obtained accord¬

ing to (10.20). The lower panel shows the results of the GMM Omnibus

Test derived from (10.18).

W = 1 and the second step with the optimal weighting matrix accord¬

ing to the Newey-West estimator given in Section 10.5, and diagnostics

according to Section 10.6 were computed. The estimation was done for

three settings of the mean reversion matrix T:

Diagonal Ti2 = T2i = 0. Corresponds to a driver process with two

completely decoupled components. This is interesting statistically

as the base case. Moreover, the matrices T, Q and S according

to Section 9.3 are all diagonal, so that the related eigenvalue con¬

straints can be translated into linear inequality constraints which

leads to improved speed and accuracy of the constrained numerical

optimization.

Symmetric T^ = T2i. This is mainly interesting for numerical rea¬

sons, as the covariance matrix V(r) can be computed in closed form

instead of numerically by using Proposition 9.3.
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General Ti2 and T2i can take general (non-positive) values. This is

the most flexible version of the model, and the computationally

most expensive, as V(r) must be computed numerically according

to Proposition 9.2.

The results are summarized in Table 10.1. At first glance, they look fairly

plausible; in particular, they are all in the interior of the constrained pa¬

rameter space. The moderate to slow mean reversion of the driver process

(expressed by Y\\ and T22) corresponds to what is found in many other

models as well; see [74] for a survey. In terms of the x2-statistic, all ver¬

sions of the model can be reconciled with the data.

Some of the ^-confidence intervals for the symmetric and general cases do

not look very credible. This is due to the fact that the ^-statistics are

computed from a purely numerical estimate of the Hessian matrix of the

target function; see the discussion around (10.12). In the mentioned cases

- due to the presence of the non-linear constraints - this estimate tends

to be numerically unstable; see [97]. A conclusion of this is that better

diagnostic statistics are needed, for instance the GMM Bootstrap as sug¬

gested in [72].

Finally, using the GMM parameter estimates, the initial value for the

driver process was estimated based on (10.20), using observed yields for

lm, 3m, 6m and ly, ... , 20y. The results are also reported in Table 10.1.

Figure 10.1 shows a comparison of the theoretical features of the three cal¬

ibrated model settings (diagonal, symmetric, general) with their empirical

counterparts. Features include the ones used for the GMM optimization

as well as the fit to the initial yield curve. The fits are generally not very

good and, interestingly enough, the simplest model, i.e. the diagonal one,

provides the best fit. In particular, the hump in the conditional dynamics

is not very well captured. The fits shown here are not as good as the

ones in [88]. It should, however, be pointed out that the study here fits a

model with fewer parameters to a much wider range of maturities and a

shorter data set.
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Figure 10.2: Summary statistics over time at several maturities of 5000

US interest rate scenarios produced by the exponential-quadratic model

calibrated with the "diagonal" parameter set from Table 10.1, but without

the time-inhomogeneous overlay according to Section 8.4- Solid line =

scenario mean, dashed lines = 25% and 75% quantiles, dotted lines = 5%

and 95% quantiles. The stars indicate the empirical long-term average.

One can clearly see the asymmetric distribution of the interest rates and

the convergence towards the long-term equilibrium.
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Figure 10.3: The same summary statistics as in Figure 10.2, but this

time with the time-inhomogeneous overlay according to Section 8.4- The

effect of the latter on the mean interest rate is clearly visible.
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Figure 10.4: Comparison of one-step-ahead point forecasts for several US

rates with the actual realizations for the 120 months from January 1994

to December 2003. Forecasts were generated according to the "diagonal"

parametrisation of the model as given in Table 10.1. The solid diagonal

line represents equality of forecast and realization; the dash-dotted line is

a least-squares regression line through the data points. There is at least

a small bias for all times to maturity, but the 1-year rate is particularly

problematic since the bias is highest for the range in which values are

situated most frequently.
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Figure 10.2 shows some Summary statistics over time at several maturi¬

ties of 5000 interest rate scenarios produced by the exponential-quadratic

model calibrated with the "diagonal" parameter set from Table 10.1. One

can see there that the scenarios deterministically start at the initial yield

curve, and that their average approaches a long-term equilibrium within

a few years. Also the dispersion around the mean stabilizes after some

time, indicating the reversion of the model towards its stationary distri¬

bution. Other salient features are the marked asymmetry of the rates

for all times and maturities and the decreased dispersion with increasing

maturity. Negative rates entirely absent in the scenario set.

Figure 10.3 was produced in the same way as Figure 10.2, but this time

with the time-inhomogeneous extension according to Section 8.4 superim¬

posed on the scenarios. One can see that the stubborn reversion towards

the equilibrium is not present anymore. The inhomogeneous correction

has quite a heavy impact mainly on the shorter-term rates, diminishing

for longer-term rates and for the farther future - as one would expect.

A further evaluation is shown in Figure 10.4. The diagonal model accord¬

ing to Table 10.1 was fitted to each historical yield curve and then used to

generate one-month-ahead point forecasts. These forecasts are then com¬

pared to the actual realizations in order to assess the forecasting accuracy.

The pictures for some key rates show that the model does not produce

completely unbiased forecasts, but the deviations are not dramatic either,

particularly in view of the intended purpose.

In Figure 10.5, we explore the range of possible yield curve shapes under

the "diagonal" version of the model according to Table 10.1. The figure

shows that even this simplest version of the model is capable of producing

upward-sloping and downward-sloping as well as other (humped) shapes

of the yield curve, as it is observed in real-world data; see Section 6.3.

The related probabilities of the model (75.5% upward, 4.4% downward

and 20.1% others) correspond approximately with the observed frequen¬

cies in the data (81.6%, 3.5% and 14.9%, respectively).
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Diagonal: Pu = 0.755, Pd = 0.044, Pq = 0.201

CM n

x o

Figure 10.5: Survey of the attainable yield curve shapes as a function of

the value of the driver process X = (Xi,X2)' for the "diagonal" parame¬

trization of the two-factor model according to Table 19.1. The hyperbolic

lines delimit the areas giving rise to upward-sloping, downward-sloping

and other shapes, respectively; the ellipses represent the density of the

stationary distribution. The probabilities stated on top are with respect to

the latter distribution. For further discussions, see p. 153.
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The evaluations shown here represent first attempts of backtests of the cal¬

ibrated model. They evaluate how well the model fits the data and how

well it can forecast the future. Of course, these few punctual evaluations

are not sufficient for a full validation of the model for practical use. There¬

fore, the topic of validation will be dealt with in more detail in Chapter 11.

10.8.2 Double-Currency Case - CHF and USD

Based on the experience with the single-currency calibration as described

in Section 10.8.1, we are now going to calibrate a double-currency ver¬

sion of the exponential-quadratic model as introduced in Chapter 9 to the

data presented in Section 6.3. The terminology follows the one set forth

in Section 9.3. We select the USD as the pivot currency and denote it by

the superscript (1), whereas the CHF is the secondary currency denoted

by (2). The general procedure is the same as in Section 10.8.1.

Given the results of the Principal Component Analysis in Section 6.3, we

select a four-factor version of the model. This should suffice to explain 95%

of the variability of the combined data sample. Following Remark 9.5, the

dependence matrices Q^k\ k = 1,2, are restricted to diagonal. Moreover,

the parameters o/fc) are fully determined by the other parameters; see

(9.14). This results in the following parameter vector p:

p\ = rn, p9 = r3i, P17 = Q£Î\ n(2)

P2 = Tl2, PlO — T32, Pl8 — W22 J P26)— ^22 >

pz = ri3, Pll = T33, Pl9 — ^33 >

r>(2)
P27,= W33 >

Pa — Ti4, Pl2 = T34,
ni1)

P20 = Q44 ,

n(2)
P28>— W44 5

ph = r2i, Pl3 = T4i,
(1)

P21 = C\ ',
(2)

P29, =C\J,

Pq = T22) Pl4 = T42, P22 =41}> (2)
P30> — C2 ,

Pi = T23 > Pl5 = T43, P23 = C(s\ (2)

P8 = T24> Pl6 — T44? P24 = $\ (2)
P32, =C\'.

If we allow a fully unstructured mean reversion matrix T, we have P = 32
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parameters. However, in order to take advantage of the better numerical

properties, we will mainly deal with submodels where the mean reversion

matrix T is symmetric. Specifically, we explore a diagonal, a tri-diagonal

and a fully symmetric version. In order for the models to have the desired

properties, we have to impose the constraints specified in Section 9.3. For

the mean reversion matrix T, they read as

0 < T« < 1, i = l, ... , 4,

ry < o, i^ j,

Re(Xi) > 0, i = l, ... , 4,

where À^, i = 1, ...4, are the eigenvalue of V. The constraints on the

dependence matrices Q^ are

Q|î°>0, A = 1,2, i = l, ...,4,

Re(i/f°) > 0, k = 1,2, i = 1, ... , 4,

where v\ ,
i = 1, ...,4, are the eigenvalues of S^k\ k = 1, 2, respectively,

the symmetric matrices from (9.13).

Moment conditions are selected based on the experience with the single-

currency model in Section 10.8.1 and on the statistical evaluations in

Section 6.3. The first batch of conditions is for the unconditional expec¬

tation:

10-Ep R^HXt,^)],
where k = 1,2 and t\ = 3m, ly, 3y, 5y, lOy, 15y and 20y. The theoreti¬

cal expectation is according to (9.31). The contemporaneous dependence

within each economy is accounted for by

Covp[Ä(fc)(Xt,r0),JR(fc)(Xt,r,)]

^/Varp [R(V(Xt,T0)] Varp [R(V(Xt,n)]

where k = 1,2, tq = 3m and T\ = ly, 3y, 5y, lOy, 15y and 20y. Theoret¬

ical variances and covariances follow from Equations 9.33 and 9.32. The

conditional dynamics are again given by

Varp[RW(Xt+hi,T) - R^(Xt,r)]
ZnVarp[Ä<*>(Xt,T)]
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where k = 1,2, tj = 5y and h = Im, 6m, ly, 2y. The conditions up to

now correspond to those for the single-currency case. In order to account

for cross-economy dependence, we add the conditions

Covp[^1)(Xt,ri),JR(2)(Xt,ri)]

^/Varp [Ä(i)(Xt,T0] Varp [Rp)(Xt,TÙ]
'

where ti = 3m, ly, 3y, 5y, lOy, 15y and 20y. The covariance term is given

in (9.33). The FX rate is explicitly accounted for by

10 • Ep [ci2 (t, t + At)] and Varp [c12 (t, t + At)]

according to Equations 9.41 and 9.42, where At = lm. This makes a total

of 43 moment conditions for P < 32 parameters. Parameter estimation

was carried out by the GMM method as described in the previous sections

of this chapter, and the results are shown in Table 10.2. The results of

the classical optimization procedure (fmincon of Matlab) turned out to

depend heavily on the chosen initial values; see Appendix B for an illus¬

tration. In order to overcome this problem, a global search for suitable

initial values was carried out by using the genetic algorithm as described

in Appendix B. Table 10.2 only presents results for simplified setups with

symmetric mean reversion matrix Y, so that the covariance matrix V(r),
according to Proposition 9.2, can be computed in the closed form accord¬

ing to Proposition 9.3. In these cases, the execution of fmincon took less

than two minutes, and the previous global search took about 30 minutes.

For general mean reversion matrices, where V(r) must be computed it-

eratively, the standard optimization only took more than an hour on a

2.8 GHz Mobile Pentium machine with 512 MB of RAM and was plagued
with heavy numerical problems.

The results for the diagonal version of the model in Table 10.2 are easiest

to interpret intuitively. From the four independent Ornstein-Uhlenbeck

processes, two have a very fast mean reversion, and the other two have a

rather slow one. This corresponds to the conventional wisdom that inter¬

est rates are governed by factors with both slow and fast mean reversion.

For the USD (economy 1), the interest rates are mainly governed by two

factors with only weak dependence on the other ones. For CHF (economy
2), the interest rates mainly depend on three factors, rather than only two.
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Diagonal Tri-Diagonal Syram. General Syram.

Name Value 95%-CI Value 95%-CI Value 95%-CI

Tu

T22

T33

T44

0.9287 ± 0.1485

0.0837 ± 0.1800

0.0727 ± 0.0059

0.6716 ± 1.1358

0.8442 ± 0.0941

0.0794 ± 0.0074

0.1200 ± 0.0025

1.0000 ± 0.9009

0.9307 ± 0.1488

0.0960 ± 0.0711

0.0767 ± 0.0415

0.7971 ± 1.4146

Tl2 = T21

Tl3 = T3i

Ti4 = T4i

T23 = T32

T24 = T42

T34 = T43

0.0000 ± 0.0000

0.0000 ± 0.0000

0.0000 ± 0.0000

0.0000 ± 0.0000

0.0000 ± 0.0000

0.0000 ± 0.0000

-0.0024 ± 0.7341

0.0000 ± 0.0000

0.0000 ± 0.0000

-0.0104 ± 0.0174

0.0000 ± 0.0000

-0.1583 ± 0.1208

0.0000 ± 0.1514

-0.0019 ± 1.4023

0.0000 ± 0.1657

-0.0105 ± 0.1148

0.0000 ± 1.0818

-0.0198 ± 0.1119

o(1)
W22

Q33

0.0005 ± 0.0320

0.0001 ± 0.0877

0.1001 ± 0.0263

0.0611 ± 0.0611

0.0001 ± 0.0433

0.0002 ± 0.0006

0.0936 ± 0.0161

0.0653 ± 0.0654

0.0001 ± 0.0980

0.0018 ± 0.0273

0.1094 ± 0.0368

0.0543 ± 0.0429

c(1)
c3
c(1)
C4

0.0642 ± 0.1486

1.3409 ± 0.0000

0.3090 ± 1.1486

0.3184 ± 5.2996

0.0276 ± 0.2889

1.1994 ± 0.4194

-1.3676 ± 1.1729

0.1965 ± 1.2885

0.0681 ± 0.1512

1.3476 ± 0.1578

0.1622 ± 1.0292

0.4427 ± 0.5390

Qu

Q22

Q33
o(2)
V44

0.0001 ± 0.1538

0.0376 ± 0.0856

0.0337 ± 0.0813

0.0176 ± 0.0641

0.0001 ± 0.0061

0.0357 ± 0.0128

0.0328 ± 0.0244

0.0121 ± 0.0303

0.0001 ± 0.1483

0.0401 ± 0.0950

0.0334 ± 0.0788

0.0138 ± 0.0306

c(2)
ci
c(2)
c2
c(2)
c3
c(2)
c4

0.0150 ± 0.1484

0.0043 ± 0.1542

0.1533 ± 4.8428

0.1686 ±13.7867

0.0245 ± 0.1492

0.6580 ± 3.9315

-1.8255 ± 3.2295

-0.1700 ± 4.0859

0.0151 ± 0.1484

-0.0005 ± 0.1513

0.1272 ± 0.1998

0.1352 ± 0.2682

x0
„2
xo

T3
„4
x0

-0.0630

0.9755

0.1961

0.6136

2.3136

-0.8828

-0.8294

-0.3984

-3.1349

0.8631

0.0942

0.7001

T

M - P

x2
P-Value

177

23

6.4901

0.9994

177

20

6.4211

0.9967

177

17

24.7640

0.1001

Table 10.2: Results (analogous to Table 10.1) of the GMM calibration

of the double-currency model according to Section 10.8.2 for three config¬

urations of the mean-reversion matrix: diagonal, tri-diagonal symmetric

and general symmetric.
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This asymmetric dependence between the two economies makes sense in¬

tuitively: while the Swiss economy clearly depends on the US economy,

the converse is certainly only the case to a very limited extent. For the

tri-diagonal case, we also see the mixture between slow and fast mean

reversion. Moreover, at least some of the admitted dependencies between

the components of the driver process do, indeed, obtain non-zero values.

The patterns of dependence of the interest rates on the driver process

are not significantly different from the diagonal case. The same is true

for the general symmetric setup. The t-confidence intervals according to

Section 10.6 are rather wide in some cases, which has numerical reasons

and emphasizes, once more, the need for better diagnostics.

Figure 10.6 shows the comparison of the theoretical features of the cali¬

brated models according to Table 10.2 with their empirical counterparts.

The goodness of fit is approximately equal to the one for the single-

currency model shown in Figure 10.1. Figure 10.7 shows summary sta¬

tistics over time for 5000 scenarios generated with the parameters for

the diagonal case in Table 10.2. As in the single-currency case, we can

clearly see the features of mean reversion, asymmetric distribution and

non-negative rates. The impact of the time-inhomogeneous correction is

also visible, but not as strong as in the single-currency case (Figure 10.3).

Figure 10.8 provides further insight into the distribution of the interest

rates. The asymmetriy of the distribution is clearly confirmed. The sce¬

narios are not only concentrated on the positive half-axis, but they they

also have a lower bound greater than zero, which is a disadvantage of the

model. The GPD estimates of the tail coefficient £ (see [99]) are some¬

what intriguing. While the plot for the one-year rate (top right) clearly

indicates no heavy tails, the situation for the five-year and ten-year rates

is less clear, in that some of the possible estimates are positive. However,

the most stable part of the shape plots is always around zero, so that we

can also assume absence of heavy tails here, as we would expect it for a

quadratic form of normal random variables.

As the time-inhomogeneous correction function according to Section 8.4

has such a considerable impact, it is worthwhile to check whether it is ac¬

tually admissible, that is, whether it preserves the supermartingale prop-
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Figure 10.6: Comparison of theoretical moment properties and their

empirical counterparts for the three parameter sets given in Table 10.2

obtained from the GMM calibration of the double currency model accord¬

ing to Section 10.8.2. The stars represent the empirical values, whereas

the lines represent the theoretical values of the model under each one of

the parameter sets given in Table 10.2: solid = diagonal model, dashed

= tri-diagonal model, dotted = general symmetric model. As in the sin¬

gle-currency case, we notice that the calibrated model does not reproduce

the hump-shaped volatility structure; see p. 159 for further discussions.
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Figure 10.7: Summary statistics over time (as in Figure 10.2) for 5000

interest rate scenarios generated with the "diagonal" parameter set accord¬

ing to Table 10.2, including the time-inhomogeneous overlay according to

Section 8-4- Asymmetric distribution of interest rates, reversion towards

the equilibrium and the impact of the time-inhomogeneous overlay on the

mean rates are clearly visible.
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Empirical Density of 1y-Rates
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Figure 10.8: Evaluations of the distribution of 10000 scenarios of CHF

interest rates generated with the "diagonal" parameter set from Table 10.2.

The left panels show the empirical densities of rates for different times to

maturity after one year (dotted), five years (dashed) and 10 years (solid).
The right panels show the GPD estimates of the tail coefficient £ as a

function of the threshold (solid) with the 95% confidence intervals (dotted)

according to [99]. For further discussions see p. 159.
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Time to Maturity Time
Time to Maturity^

Figure 10.9: Evaluation of the time-inhomogeneous correction function

by using condition (8.8). The white surfaces represent h(t + r)/h(t) and

the gray surfaces represent the minimum attainable values ofl/P(t,t+r),
where t is time and r is time to maturity, both in years. Since the white

surfaces do not intersect with the gray one, condition (8.8) is satisfied

and the model with the time-inhomogeneous overlay still produces positive

yield curves without arbitrage.

erty of the price kernel causing interest rates to remain positive,

verification can be done by using the condition (8.8), that is

This

h(t + r)

h(t)
< min ^ri-^, * > 0, r > 0,

where P(x, r) is the functional form of the ZCB prices according to (9.18),
t is time and r is time to maturity. Figure 10.9 shows the surfaces induced

by evaluating both h(t + r)/h(t) and minxGRd 1/P(x, r) across t > 0 and

t > 0, and we clearly see that the condition is satisfied.

Figure 10.10 shows a comparison of point forecasts against actual realisa¬

tions analogous to Figure 10.4, but with overlapping three-month-ahead

forecasts instead of one-month-ahead forecasts. Again, we can see some

bias in the forecasts, but this bias is not very high, and it attains its min¬

imum in those regions where most of the actual values are located.
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Figure 10.10: Comparison of overlapping three-month ahead forecasts

for several rates with the actual realizations for the 200 months from Jan¬

uary 1988 to September 2004- Forecasts were generated according to the

"diagonal" parameter set in Table 10.2 The solid diagonal line represents

equality; the dash-dotted line is the least squares regression line through

the data points. The R2 statistics of these regressions are stated in the

title lines of the panels. A discussion is provided on p. 163.
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All in all, the goodness of fit of the model to the data is far from be¬

ing perfect, but it should be sufficient for the purpose of DFA scenario

generation where the emphasis is mainly on exploring the range of possi¬

ble outcomes. Further tests of the calibrated model will be presented in

Section 11.5.2.
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Chapter 11

Validation of Models

11.1 Problem Statement

This chapter provides methods for backtesting a calibrated model. Back-

testing is the ultimate assessment whether a calibrated model is able to

produce scenarios that are representative for the possible future behaviour

of the risk factors modelled. Therefore, backtesting is the mandatory last

step before a calibrated model can be used for DFA scenario generation

or related tasks.

Let us recall the situation. We consider a discrete time scale t G Z and

some random variables of interest {Yt}f-i for which we have a stochas¬

tic model V — [Pq : 9 G 0}. For instance, Yt can be a cross-section of

interest and FX rates at time t, and V might be the class of exponential

quadratic models as introduced in Section 9.3. Assuming that t is the

current time, we use a calibration sample Y = {Yt, lt-i, ..., Yt-s} and a

calibration method ô : Y i-» g(9) to select one particular model Pq from

the model class V. For instance, the calibration method 5 might be the

constrained GMM as presented in Section 10.2.

167
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The calibration as such already provides us with some backtesting. First,

the model is an optimal choice with respect to some carefully chosen target

function. Moreover, calibration methods usually allow for the computa¬

tion of certain diagnostic statistics to assess whether the entire model or

certain parameters can be reconciled with the data. For the case of GMM,

some diagnostics of this kind are presented in Section 10.6. Others, like

AIC or entropy, could be added. On a less formal note, one can compare

theoretical features of the model Pq with empirical features of the calibra¬

tion sample Y. Some examples of this kind are shown in Section 10.8.1.

The common feature of all these evaluations is that they assess how well

the model fits the data used for its calibration. This is also called in-

sample backtesting, and it measures the goodness-of-fit or the explanatory

power of the model.

Whenever working with a stochastic model, a decent goodness-of-fit is

necessary. But in the context of DFA, it is not sufficient because DFA

is about forecasting the future, i.e. exploring the range of possible future

outcomes of Yt+k of the modelled variables for k > 0. Hence, the model

Pq must also prove its suitability under this point of view. The validation

of the model regarding its capability to capture outcomes beyond the data

to which it was calibrated is called out-of-sample backtesting.

Before proceeding further, we introduce a few notions. The selected sto¬

chastic model Pq and the set Tt of information available up to and in¬

cluding current time t are used to make forecasts about the behaviour

of Yt+k at the future time t + k, where k > 0 is the forecast horizon.

If k = 1, this is called a single-step forecast, if k > 1, we have a multi-

step forecast. If simultaneous forecasts for several ki > 0 are made at t,

then we have a multi-horizon forecast. The more important distinction is,

however, between the different types of forecasted quantities:

1. Point forecasts project a single numerical quantity representing the

behaviour of Yt+k, usually the conditional expectation E^Yt+fcl-?7*]-

2. Interval forecasts project an interval [l6(t + k,!Ft),u6(t + k,Tt)] m

which the value of Yt+k is expected to lie with some probability p.

The most popular interval forecast is the Value-at-Risk, with the
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forecast interval (—oo, qp(Yt+k)], where qp(Yt+k) is the projected p-

quantile of Yt+k-

3. Distribution forecasts project the full distribution function Ff+k (y\Tt)
of Yt+k, or the related density ft+k(y\^t) if applicable. A special

case is if only a part of the distribution is forecasted, usually the

tail beyond some threshold. This is relevant if projections of the

Expected Shortfall are to be made, for instance by using the Gener¬

alised Pareto Distribution (GPD) above a high threshold; see [52].

Point forecasts are the most classical and most frequent application of fore¬

casting and there is a huge related literature in the realm of econometrics,

and there exist well-established methods for out-of-sample backtesting.

A standard reference is [35]. Interval forecasts have gained a lot of im¬

portance in recent years due to the emergence of Value-at-Risk in the

financial industry. Though less well resarched than for point forecasts,

there is also established methodology for backtesting interval forecasts,

with [33] being a good reference. The case applying to DFA scenario gen¬

eration, however, is the forecasting of full (conditional) distributions, as

is easily seen from stylized DFA setups as given in [14]. The problem of

backtesting distribution or density forecasts is much less researched, and

there is essentially one viable approach, namely the Probability Integral

Transform (PIT) explored in Section 11.2.

The Probability Integral Transform (PIT) is - to my knowledge - the only

viable generic method for the out-of-sample backtesting of distribution

forecasts. The PIT states that if we plug the actual realizations yt+h

into the correct conditional distributions Ft+h{ • \^t), then the resulting

sequence {Ft+h(yt+h\Tt)}f=i is iid U(0,1). This is a very classical result,

probably first stated by Paul Levy in 1937 for discrete probability spaces

[89]. In 1952, Murray Rosenblatt extended Levy's result to more general

settings; see [109]. Therefore, the PIT is also referred to as the Rosenblatt

Transform in a part of the existing literature. Afterwards, the PIT was

used occasionally in pure mathematical statistics and in miscellaneous ap¬

plications; see [112] for a thorough formal treatment and pointers to early

applications. The use of the PIT for backtesting financial models is more

recent. The foundations were laid by Francis Diebold and coauthors: the
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basic univariate case is introduced in [45], while [46] extends the PIT to a

multivariate setting and provides a method for improving density forecasts

by exploiting remaining irregularities in the PIT residuals. Since back-

testing in general, and backtesting of distribution forecasts in particular,

is not a very popular theme in finance, the fundamental ground-laying pa¬

pers by Diebold an coauthors are only followed by few others, and most

of these are only of limited interest to the pragmatic practitioner. This

is because Diebold's more academic followers generally take the fact that

the Ft+hiyt+hlFtys must be iid uniform under the null hypothesis as a

starting point and then develop ever more sophisticated tests for this null

hypothesis, with power against ever more fancy alternatives. In practice,

however, one is not so much interested in abstract global statements, but

rather in information about specific aspects that the model is not able

to cover. Also interesting are statements on the PIT in situations with

overlapping forecast intervals and multiple forecast horizons. These issues

will be dealt with in the sequel.

We note that there is quite some interest in the development of methods

for the out-of-sample validation of distribution forecasts. With the advent

of Solvency II, there will also be a need for internal models in non-life in¬

surance, and if these models are to be used for the computations relevant

to the regulator, then they must be validated. On the other hand, usable

internal models in the DFA context are likely to be of the DFA type, i.e.

their underlying scenario generators must produce forecasts for entire dis¬

tributions, and good distribution forecasts become even more important

if tail-based risk measures like expected shortfall are used.

11.2 The PIT: Probability Integral Trans¬

form

Let us now introduce the PIT formally, in a univariate setting first. Let

{Yt}tez be a univariate time series, and let {yt}f=-s De a sample of ob¬

served realizations of this time series. Observations from t = —S up to

t = 0 are used as calibration sample, t = 1 up to t = T is the out-of-sample

period. Let Tt denote the cr-algebra of information available up to and



11.2. The PIT: Probability Integral Transform 171

including time t, so that {Tt}tez is a nitration. Though it goes unmen-

tioned in some situations, we assume all distributions to be conditional

on To. The variable of interest is Y = (Yi, ..., Yt)', and we assume that

its joint CDF F(yi, ..., ?/t) :— F{y\, •••, Vt\Fo) is absolutely continuous

with respect to the Lebesgue measure. We let Ft(yt) := P[Yt < yt\To]
denote the marginal CDFs of the It's. The conditional laws of the Y^s

are given by

Ft(yt\Tt-i) := F(yt\yt-i, ..., yi,T0)

:= P[*i < yt\Yt-i = Vt-i, -., Y± = yuTo).

Now we can state the theorem that is the foundation of the backtesting

methods presented in the sequel:

Theorem 11.1 (Levy Transform, Rosenblatt Transform or

Probability Integral Transform)
Assume the setup introduced above and define a transformation

R : RT —» RT componentwise by

Ri(y) = Fi(yi), R2(y) = F2(y2\Ti), ..., Är(y) = FT(yT\TT-i).

Let Z = R(Y). Then we have Zu ..., ZT ~ iid U(0,1).

PROOF. From [89] or [109] D

This theorem is the basis for the following proposition from [45] that

covers the situation of single-step distribution or density forecasts:

Proposition 11.2 Assume that the sequence of observations {yt}t=i îS

generated from the sequence of unknown conditional laws {^(yl^-t—i)}^=i-
// a sequence of distribution forecasts {Ft(y\Tt-i)}T=i coincides with

{Gt(y\Tt-i)}tLi then the sequence of probability integral transforms

{zt = Ft(yt\Tt-i)}J=i

is iid U(0,1).

Proof. See [45]. D
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Hence, we only need to plug the observations yt into the distribution

forecasts {Ft( • \Tt-i)}f=i to obtain the sequence {zt}J-i and the test the

joint null hypothesis that the latter is independent and identically U(0,1)-
distributed. This issue will be dealt with in Section 11.4.

Proposition 11.2 extends quite naturally to the situation of k-step-ahead

forecasts, i.e. to the situation where we make forecasts Ft(y\Tt-k) of the

distribution of Yt given information only up to time t — k for some fixed

k £ N. Let again {yt}J=i De the set of out-of-sample observations and

assume for simplicity that T = k • S. In the same way as for the one-

step-ahead forecasts, we can compute the PIT values zt := Ft(yt\Tt-k)
for each t. Now, we group the PIT values into k subsets as follows:

{^l> Zi+k, Zi+2k, •.. 2l+(S-l)fc}j
{z2, Z2+k, Zl+2k, ••• <Z2+(S-l)fc}>

{Zk, Z2k, Z3k, ••• Zsk}-

Each one of these subsets contains PIT values from fc-step-ahead forecasts

on non-overlapping forecast intervals, so that Proposition 11.2 applies.

Hence, the zt's within each one of the subsets above are iid U(0,1), and

the combined sample contains only dependence up to lag k — 1. Formally:

Proposition 11.3 Let k G N and assume that the sequence of observa¬

tions {yt}t=i, where T = kS, is generated from the sequence of condi¬

tional laws {Gt(y\Tt-i)}t=i. If a sequence of k-step-ahead distribution

forecasts {Ft(y\Tt-k)yt=i coincides with the related true conditional laws

{Gt(y\Tt-k)}J=i, then

{zi+sk = Fi+sk(yi+sk\Ti+(s-i)k)}s=i ~ iid U(0,1), i = 0, ...,
k - 1,

and the combined sample {zt]J=i only contains dependencies up to and

including at most lag k — 1.

The joint null hypothesis that the zt's are identically U(0, l)-distributed
and that there is no dependence beyond lag k — 1 can be tested by using

a variety of methods; see Section 11.4 below.
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Using the same techniques as above, the PIT can also be extended to

multivariate time series. Let now {Yt}tez be a multivariate time series

with Yt G RN and let {yt}£L_s be the related sample of observations.

We use the analogues of the different distribution functions given for the

univariate case. In particular,

*i(y|*i-i) = P {Ytl < y\ ...,YtN < yN\Tt.i)

is the joint conditional CDF of Yt given information up until time t — 1.

We assume that ^(y^-i) is absolutely continuous with respect to the

Lebesgue measure. Using a copula argument to be made precise further

below, we can show that Ft(y\Tt-i) has a representation

N

Ft(y\Tt-i) = Ft {yl\Tt-i) Y[Ft (yV_1> ..., y^Ft-i) • (11.1)
t=2

The terms on the right-hand side can be identified with the components

of the PIT given in Theorem 11.1, but in this case along the dimensions

of Yt for a fixed t rather than along the time axis, i.e.

Ft(y|^-i) = Ri(y)My) • • • a*(y),

so that, for each fixed t, Zt = R(Yt) is uniformly distributed on [0,1]^
with independent components. Together with the result for the univariate

case along the time axis, we obtain

Proposition 11.4 Assume that the sequence of observations {yt}t=i îS

generated from the sequence of unknown joint conditional laws

{Gt(y\Tt-i)}tLi. If a sequence of joint distribution forecasts

{i7t(y|.7rt_i)}?L1 coincides with {Gt(y\Tt-i)}T=i, then each one of the

sequences {z\}J-i, where

zi = Ft(yi\yi-1,...,y1;Tt-1),

of componentwise probability integral transforms is iid U([0,1]), and the

different univariate series {z\Yt=i are mutually independent.

Methods to test for the joint null hypothesis and to extract specific infor¬

mation from deviations from the latter will be given in Section 11.4.
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11.3 PIT: The Non-Parametric Case

The PIT as introduced in Section 11.2 implicitly assumes that the forecast

distribution Ft(y\Tt-i) is given analytically. This is often not the case,

either because the underlying model is too complicated, or because it is

non-parametric. However, the Monte Carlo approach provides a solution

to this problem, thus making the PIT procedure universally applicable.

We can generate a large sample {Yi}fL1 of iid replicates of Y ~ F, where

we let Y := Yt and F(y) := Ft(y\Tt-\) for simplicity. Then we can approx¬

imate the analytical distribution F by the related empirical distribution

function (EDF)

1
N

FN(y) = üT,1iYi<y}> 2/eR- (11-2)

As long as we can assume that F is continuous, the theorem of Glivenko-

Cantelli assures that the ECDF converges uniformly to the analytical one:

sup\FN(y) - F(y)\ -> 0 P-a.s. (N - oo). (11.3)
yeR

This is reassuring, but of less practical value. Of interest is rather the

number N of Monte Carlo replicates that we have to generate such that

Fjv(y) deviates from F(y) by at most e for some confidence level a:

sup\FN(y)-F(y)\>£
yeR

< a. (11.4)

In the sequel, we provide a simple approach to tackle this problem: Let

Fn again denote the EDF obtained from N iid Monte Carlo replicates

{Yi}i=1 as in (11.2) above. Moreover, let Un denote the EDF of an iid

sequence {Ui}fLi of U(0, l)-distributed random observations. Then, as

shown in Section 6.10 of [105], we have

DN := sup\FN(y) - F(y)\ = sup\ÛN(y) - U(y)\ , (11.5)
yGR yeM

where the second equality denotes equality in distribution. This means

that the distribution of Dn does not depend on the underlying distribu¬

tion function F, as long as the latter is continuous. (11.5) is the basis for

the well-known Kolmogorov-Smirnov test for the goodness-of-fit. Here,
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however, we continue on a different path. In fact, Dn has the limiting

property

VnDn -^D (N -> oo),

where
oo

P[D>d] = 2^](-l)fc-1e- 2k2d\ d>0. (11.6)
fe=i

This approximation is fairly accurate for N > 100. Now let 0 < a < 1

and sa > 0. Then we must have as a boundary case

P [DN > e] = a,

which is equivalent to

y/NDN > VNe = a.

Given the asymptotic result above, we have

D>VNe a

with fairly high accuracy for sufficiently large iV (see above).

Note that, by (11.6), a decreases as N increases. Hence, for given a and

s
a,

we have to find

Nai£ = min { n G N

oo

2^2(_l)k-le-2k2ne2 < a (11.7)
fc=l

Then, for N > N^^, the Monte Carlo EDF Fn satisfies the accuracy

property in (11.4). For the sake of completeness, we note that

oo

2^(-l)*-^-2^2 = l-d4 (O,e-2d") ,

k=i

where $4(2, q) is the Jacobi Theta function of the fourth type according

to (16.27.4) of [1]. Within the present study, the evaluation of (11.6) is

done by brute force, i.e. by summing over a finite number of terms, which

is justified given the quick decay of the absolute value of the terms.
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Figure 11.1: Required number N of Monte Carlo simulations according

to (11.7) versus allowed discrepancy e between theoretical and empirical

distribution for different confidence levels a in the case of continuous uni¬

variate distributions (on double-logarithmic scale).

Figure 11.1 shows the required number N of Monte Carlo simulations

for different allowed discrepancies e and for different confidence levels a

according to (11.7). We see that, even in the simple case of continuous

univariate distributions, the minimum number of simulations for high ac¬

curacy levels easily reaches the thousands. In particular, the number of

simulations increases very quickly for higher required accuracy.

This consideration is just for the univariate case only. An equivalent

statement for the multivariate case with general dependence structure is

desirable though it may not be so straightforward. There exists gener¬

alization of the Kolmogorov-Smirnov statistic for higher dimensions; see

[22]. However, it would require an amount of work that is momentarily

beyond the scope of what is possible in the realm of this thesis to make
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such a generalization operational. Therefore, for the time being, we give

here a more ad-hoc approach.

Suppose now that we have to simulate a multivariate random variable

Y G Md, and let e > 0 and a G (0,1) again be the maximum discrepancy

and the confidence level, respectively. In analogy to (11.5), we consider

the marginal Kolmogorov-Smirnov discrepancy for each dimension,

DN := sup |iW) - *V)|, i G {1, ..., d} , (11.8)
y*R

where FN and Fl are the empirical and the theoretical marginal distri¬

bution functions, respectively. We are interested in the event that none

of the discrepancies DN exceeds the tolerance £ at a given confidence

probability a,

P[3i£{l, ...,d}:DN>s] <a. (11.9)

This is equivalent to

P [yi G {1, ..., d] : DN < e] > 1 - a
, (11.10)

which can be reformulated as

P[Vie{l,...,d}:DN<e] >1-EP[^>ê]
(n>n)

= l-d-P[DN>e].

The first part is by Bonferroni's inequality, and the second part is by

(11.5) which states that all D^'s have the same distribution. Combining

Equations 11.10 and 11.10, we obtain the condition

P [DN > e] < j , (11-12)

where we can again use the approximation from (11.7). This method ac¬

tually neglects dependencies between components of Y and, therefore, is a

very crude upper bound for the required number N of simulations. In the

case of strong dependence of the components of Y, the actually required

number may be considerably lower.
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This generalization to the multivariate case is better than nothing, but

otherwise clearly unsatisfactory, as it only specifies a very crude upper

bound for the required number of simulations. A more sophisticated eval¬

uation, e.g. along the lines of [22], would be desirable.

11.4 PIT: Evaluation

Up until now, we have explored the PIT in different settings and we have

shown that, if the forecasted distributions {i7t(-|.7:t-i}£Li coincide with

the true conditional distributions {Grt(-|^rt—i}t=i 5
then the PIT trans¬

forms {zt^^i of the observations {yt}T=i are iid U(0,1). The tasks are

now

• To test whether the joint hypothesis of {zt}f=i being iid and U(0,1)
holds.

• To extract as much information as possible from possible deviations

from the null hypothesis.

There are two basic approaches for these tasks, which could be labeled

as parametric and non-parametric. In the parametric approach, one as¬

sumes that a parametric model is underlying {z^f-i. This model must

correspond to the iid U(0,1) case for certain parameter values, and the

test is then made for the parameters to have these specific values. The

parametric approach in the real of PIT evaluation was pioneered by [11].

Here, we consider the more general approach by [32], which actually con¬

tains [11] as a special case. The advantage of the parametric approach

is that it requires relatively low amounts of data to come to significant

rejections of the null hypothesis under realistic conditions, which is im¬

portant in the setting investigated in this thesis. The disadvantage is that

parametric approach tests do not allow to extract much information be¬

yond rejection or non-rejection. The non-parametric approach basically

consists of evaluating histograms or empirical densities (for the U(0,1)
distributional assumption) and correlograms or periodograms (for the in¬

dependence) calculated from {zt}J=i. This approach is advocated in [45]
and [46] and presented here with a number of refinements. The advantage
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of the non-parametric approach is that it allows to extract specific infor¬

mation on the mis-specification and improvement potential of the model.

The disadvantage is that it generally requires relatively large amounts of

data, and it is often not so simple to come to a significant overall rejection.

11.4.1 Parametric Evaluation

The task at hand here is to test for the joint null hypothesis that the

sequence {zt}f=i of PIT values is iid and U(0, l)-distributed. Note that

testing for the U(0,1) hypothesis alone is quite simple; it suffices to use

one of the well-known tests such as %2 or Kolmogorov-Smirnov; see [115].

Testing the joint hypothesis, or testing for the absence of dependence ir¬

respective of the marginal distribution, is considerably more difficult. For

these issues, we introduce and implement here a copula-based approach

suggested by [32].

The idea is strikingly simple: We embed the null hypothesis that {zt}f=i
is iid C/(0,1) in a broad class of copula-based Markov Chain models and

then test for the iid t7(0,1) case within this class. This allows us to

obtain power against a broad range of alternative hypotheses, which is

not the case for more simplistic evaluation frameworks; see below. More

specifically:

Assumption 11.5 We assume that the sequence of PIT values {zt}f=i is

the realization of a Markov Chain with true stationary distribution G*(-)
and copula C*(-, ) for the dependence structure of(zt-i,Zt). Moreover, we

assume that both G*(-) and C*(-, •) are absolutely continuous with respect

to the Lebesgue measure on their respective domains of definition.

For our test framework, we select a parametric family {G( • ;ß) : ß G B}
of marginal distributions and a parametric family of copulae

{C( •

, ; a) : a G A}.

Assumption 11.6 For the selected parametric families, we assume

1. G( • ; ß) and C( •

,
• ; a) have densities for all a £ A and ß G B.
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2. 3ß*EB: G(u;ß*) = G*(u), uG[0,l].

3. 3 a* e A: C(u,v;a*) = C*(u,v), (u,v) G [0, l]2.

4. 3ßQeB: G(u;ßo) = u, uG[0,l].

5. 3 ao G A : C(u, v;ao) = uv, (u, v) G [0, l]2.

Assumption 11.6 means that the model must encompass both the true

model and the null hypothesis. The log-likelihood function of {zt}J=i is

then given by

T T

£(a,ß) = -J2l°e9(zf,ß) + ^J2logc(G(zt^,ß),G(zt;ßy,a).
t=l t=2

(11.13)
We note that Assumption 11.6 implies that £(ao,ßo) = 0. The null hy¬

pothesis now reads as

H0: a*=a0 A /?*=#,, (11.14)

which can be tested for by using the likelihood ratio framework as de-

scribed, for instance, in [103]: If (a,ß) is the unrestricted maximum like¬

lihood estimate of (a,ß), then, under Hq, we have

SLR := 2T (i(â, ß) - £(a0, ßo)) - xl , (11-15)

where k is the difference in the number of parameters to be estimated, that

is, k = d\m((a*', ß*')') — dim((a'Q,ß'0)'). This is the general framework,

and we can now define specific models for both the stationary distribution

and the copula.

For G( • ;ß), we need a parametric family of distributions that can ap¬

proximate a wide range of distributions for variables taking values only in

[0,1], as zt will never assume any value outside this interval. We loosely

follow a suggestion given in [32] and define

g(z; ß) = C(ß) exp j jr ßnPn {^^j \
,

0 < z < 1, (11.16)
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where k G N, ß = (ßi, ..., ß^)' £ ^N, G(ß) is a constant ensuring that

J0 g(z\ß)dz — 1, and Pn(x) denotes the Legendre polynomial of degree

n. These polynomials are widely used in numerical mathematics for the

approximation of functions with compact support; see e.g. [Ill] or [101]
for details. If necessary, the Legendre polynomial of degree n can be

expressed explicitly as

ft(-)-iE(-ir(:)^-C,;ara). -1***1.

m=0 v ' v '

The Legendre polynomials are defined on [—1,1]. Therefore, the variable

transformation x = (2z — l)/2 is done to transform Pn(%) hi such a way

that it covers the domain [0,1] of the zt's. The case of 9 = 0 corresponds

to the £7(0,1) distribution. The advantage of this model is that it can

approximate a wide range of different distributions on the unit interval.

The downside is that calibration is quite cumbersome, since the DF needed

for the full log-likelihood function of (11.13) cannot be computed in closed

form, and Matlab does not offer an explicit function. Moreover, the most

suitable order N must also be determined, which means iteration over

different values of N and comparison based on AIC. A somewhat simpler

alternative to the model of (11.16) is the /^-distribution, which has density

^'S1)1*"1'1''1*"' °-2-1, (1L17)

where T(-) is the Gamma function and ß = (ßi,ß2)'', see [77] for details.

The case ß = (1,1)' corresponds to the U(0, l)-distribution. Although
less versatile than the generic model in (11.16), the beta distribution also

covers a wide range of different shapes of distributions on the unit interval.

Moreover, computational support in Matlab is readily available through

the functions betacdf and betapdf.

Now, we turn to possible models for the copula C(u, v;ao) in Assump¬

tion 11.6. The use of copulae in risk management is fairly well publicized

so that we do not go further into details here (see [54], [53] and [31]).
The crucial technical condition for a copula to be easily usable in the

present context is that its density is continuous and has an explicit repre¬

sentation. The list of copulae presented hereafter is not exhaustive; other
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choices would be possible.

The first copula considered is the Gaussian copula, which is a represen¬

tative of the class of Elliptical copulas and which allows the approach

studied here to encompass some more classical setups. Its density is given

by

c(ui,u2;a) = ——-t-— —rr
, -l<a<l, (11.18)

^-^(ui))^-1^))

where $(•) and $(•) are the CDF and PDF respectively of the univariate

standard Normal distribution and 0Q(*, •) is the joint PDF of a bivariate

standard Normal distribution with correlation a. The case of a = 0 corre¬

sponds to independence. The Gaussian copula is symmetric and does not

exhibit tail dependence, but allows to produce both positive and negative

dependence.

A radical alternative is the Gumbel copula. Its CDF is given by

C(ui,u2; a) = exp < — (ttf + v^) \
,

1 < a < oo,

where üi = — logWj. The related PDF is given by

c(ui,u2;a) = C(ui,u2;a)(uiu2) xx

feû)2)a-1

(ü^+üf)2-1/«
x (û? + w?)1/a + a-ll

. (11.19)

Independence occurs at a = 1, which may be problematic as this is on

the boundary of the parameter space. This copula is not symmetric and

allows for tail dependence. It cannot produce negative dependence.

The Farlie-Gumbel-Morgenstern (FGM) copula is given by

C(ui,u2\a) = u\u2 [1 + a(l — iti)(l — U2)], —1 < a < 1.

It has density

c(ui,u2;a) = l + a(l-2ui)(l-2u2), -1 < a < 1. (11.20)

Independence corresponds to a = 0. This copula is symmetric and can

produce both positive and negative dependence. However, it does not
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exhibit tail dependence.

The use of this type of tests in finance was actually pioneered in [11], but

in a much simpler setting where {zt}f=i is embedded into the model

zt — \i = a(zt-i — ft) + o-£t, where et ~ iid A/"(0,1). (11.21)

It can be shown - see [32] - that this is actually a special case of the setup

presented in this section: If one takes the Gaussian copula from (11.18),
and if one selects

for the marginal distribution, then this is equivalent to the time series

model in (11.21).

Let us now consider a variant of the above tests that verifies the depen¬

dence structure only, assuming that the marginal law (?*(•) is completely

unknown. The original null hypothesis from (11.14) simplifies to

H0 : a* = a0, (11.23)

irrespective to the choice of a model for G*(-). This test is based on a

Pseudo-MLE estimate of the copula parameter a, specifically

à = argmax £(a),

where

1
T

K<*) = f X>gc(Gr(2t-i),GT(*t);c*). (1L24)
t=2

For the marginal distribution, we plug in the rescaled empirical distribu¬

tion function

1
T

Gt(z) = —— £l{zt<2}, 0<z<l. (11.25)
t=i

In order for this modified estimation to work, some additional conditions

on top of assumptions stated above must be put in place:
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Proposition 11.7 Let Assumptions 11.5 and 11.6 as well as the con¬

ditions of Proposition 4-3 of [31] hold. Then, under the null hypothesis

of (11.23), the estimate à from (11.24) zs consistent and asymptotically

normal, that is

Vr^-a^-^Äf^B-1) as n -> oo,

where B is the Fisher information

B = E — \ogc(G*(zt-i),G*(zt);a*)— logc(G*(^_i),G*(zt);a*)

Proof. See [31] and [32]. D

Remark 11.8 The additional conditions mentioned in Proposition 11.7

are highly technical, and the details are omitted here for the moment. How¬

ever, they should be added later on. We only mention here that a* should

be in the interior of the parameter space A Ç M.d, which precludes the use

of the Gumbel copula (see (11.19) in this context).

The parametric likelihood ratio test from (11.15) can now be replaced by

a pseudo-likelihood analogue. If the assumptions of Proposition 11.7 hold,

then, under the modified null hypothesis from (11.23), we have

Splr = 2T (1(a) - («*)) ~ xl , (11-26)

where £(•) is the modified likelihood function of (11.24) and k = dim(a).

Alternatively, [32] also suggest a Wald-type test using the asymptotic

property established in Proposition 11.7. To this end, they show that the

Fisher information B can be estimated as

ê=
N(N- 1) S

fa
logcQJiiUfiCLo)— logc^C^ao)' ,

l<i<j<N

(11.27)
where {Ui}^L1 is a large, simulated sample of iid U(0,1) random variables.

Guidelines on how large this sample has to be are provided in Section 11.3.

Proposition 11.9 Let the same conditions hold as in Proposition 11.7,

and let

W = (a — cxq)' B (ä — Qq) •
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Marginal Copula Statistic 1000 Pts. 500 Pts. 250 Pts. 125 Pts.

Marginal Only

n/a n/a
'2

X 0.6921 0.8767 0.2375 0.1522

Dependence Only

n/a Gauss PLR

Wald

0.8598 0.6304

0.8537 0.6316

0.1179

0.0873

0.4628

0.4451

n/a FGM PLR

Wald

0.8821 0.5795

0.8774 0.5745

0.1042

0.0894

0.2174

0.1910

Joint Marginal and Dependence

Beta

Beta

Gauss

FGM

Gumbel

Gauss

LR

LR

LR

0.7407 0.6196

0.9572 0.6800

0.7864 0.5842

0.2052

0.2211

0.1983

0.1703

0.2008

0.1419

Table 11.1: Sample table of results for the various parametric evaluations

described in Section 11.4-2. Data used here consists of different numbers of

artificial iid U(0,1) replicates. All numbers are p-values of the respective

tests.

Then, under the null hypothesis from (11.23), we have

TW^xî as T->oo,

where k = dim(a), and d denotes convergence in distribution.

Proof. See [31] and [32]. D

The downside of the Wald approach is that it relies only on asymptotic

properties. Hence it may be less suitable for the typical situation where

only small amounts of data are available.

Table 11.1 provides a sample evaluation table containing the results of all

the tests presented in this section. The first column specifies the assump¬

tion made for the marginal distribution G(-;ß) and the second column

specifies the assumption for the copula C( •,
• ; a) of the Markov chain

according to Assumption 11.5. The third column specifies the type of

test used. Each further column gives the p-values of the different tests

for a specific series of PIT values. The upper part of the table contains

an evaluation of the marginal distribution only. The test is the x2-test
as given by (11.28). The middle part contains tests for the correct de¬

pendence structure. For each choice of copula, two tests are carried out,
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namely the Pseudo Likelihood Ratio (PLR) test according to (11.26) and

the asymptotic Wald test according to Proposition 11.9. The marginal

distribution is unspecified here. The lower part of the tabel contains joint

tests for marginal distribution and dependence. For each chosen pair of

marginal distribution and copula, the Likelihood Ratio (LR) test accord¬

ing to (11.15) is carried out. The four data series used here are sets of

artificial iid U(0,1) replicates, with 1000, 500, 250 and 125 elements, re¬

spectively. Therefore, the numbers do no carry a lot of information. We

just note that, as it should be, the null hypothesis is never rejected on the

usual confidence levels, and that the PLR and Wald tests produce results

very close to each other.

11.4.2 Non-parametric Evaluation

For a non-parametric evaluation of {zt}f-i, which does not impose any

particular model assumptions, we basically follow the informal approach

of [45] and [46], but we add some further evaluations in order to extract

more information from the sample. All evaluations are collected in a

standardized figure which contains six panels. An example of such an

evaluation, based on artificial data, is shown in Figure 11.2. Note that all

tests are for a confidence level of a = 5% unless stated otherwise.

The first panel on the upper left contains a simple bar plot of the zts

in their chronological order. It allows to get a first superficial idea as

to whether the z^s are uniformly distributed on the unit interval, and

whether there are intertemporal dependencies.

The second panel on the upper right provides a formal assessment of

the hypothesis that the zt's are unconditionally uniformly distributed on

the unit interval. To this end, a histogram of {zt}t=i with H = [VT\
equispaced bins is plotted. Let n^ denote the number of observed zt's

falling into a particular bin h = 1, ...,
H. Under the null hypothesis, the

probability pn of any observation Zt falling into bin h is 1/H for each

h. Hence, for each bin h, the number n^ of observations falling into

it has a Binomial distribution with parameters T and 1/H. The dash-



11.4. PIT: Evaluation 187
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Figure 11.2: Sample picture for the non-parametric evaluation described

in Section 11.4-2 based on 500 simulated U(0,1) replicates. Even though

the data is iid U(0,1), one can see that the relatively small sample leads to

some partial evaluations that are in contradiction to the null hypothesis,

particularly the correlograms for the second and fourth power.
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dotted horizontal lines in the panel specify the related confidence interval.

Moreover, a x2-test for uniform distribution is carried out, see [115], the

p-value of which is indicated above the panel. Specifically, under the null

hypothesis we have:

m

*

(nh - T/H)2 2

Sx2 := 2^ t/h
Xh~1 • (11.28)

h=l '

The remaining four panels investigate the intertemporal independence

°f {zt}f=i- In particular, they show the autocorrelation functions of

{(zt - fi(z))k}f=1, where /i(z) = (1/T) J%=1 zt and k = 1,2,3,4. These

evaluations allow us to assess whether the model is able to capture the

conditional dynamics of the data in terms of mean, variance, skewness

and kurtosis. The specific plots are Autocorrelation Diagnostic Plots as

described in Appendix A. 2.

A reading guide on how to extract information from the evaluation figure

is provided in [45] for some basic mis-specifications and in [46] for some

more sophisticated ones. The additional test statistics present in the eval¬

uations here allow to make better-founded decisions on the significance of

a phenomenon if the plot itself is not very clear.

A word of warning: The measurement of (auto)correlations suffers from

the notorious problems described in [54]. On the one hand, independence

always implies zero correlation, so that rejecting the null hypothesis in

the case on significant non-zero correlation is no problem. On the other

hand, absence of significant correlation is absolutely no guarantee for in¬

dependence in general situations. In statistical language: The evaluation

here has no power at all against a very wide range of specific alternatives.

There is, however, no need to worry about possible bounds for the cor¬

relation other than —1 and 1, since we can reasonably assume that the

distributions of (zt — ß(z)) and (zt-i — ß(z)) are of the same type, so that

Theorem 4 of [54] applies.

The example in Figure 11.2 also shows a serious problem of non-parametric

evaluation: Although it was generated with 500 iid U(0,1) replicates,
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there are a few significant autocorrelation estimates, and the histogram

does not look very uniform as well. In practical settings, backtest samples

will usually be shorter, so that this type of evaluation suffers somewhat

from small-sample uncertainty.

11.5 Backtesting: Case Studies

11.5.1 Single-Currency Case - USD

In this section, we apply the backtesting methodology introduced above

to the single-currency, two-factor exponential-quadratic model calibrated

according to Section 10.8.1. Specifically, we only use the "diagonal" para¬

meter set according to Table 10.1. Given the general wisdom that a yield

curve model in a DFA setting should have three factors (see Section 6.3)
and given the GMM diagnostics from Section 10.8.1, we do not expect a

good performance in the backtests. Therefore, we do not lose a lot by

restricting the backtest to an in-sample period, namely the 120 months

from January 1994 to December 2003. Moreover, we only carry out uni¬

variate backtests for the 1-, 5-, 10-, and 20-year rates.

The non-parametric evaluations for the one-year and 20-year rates are

shown in Figure 11.3 and Figure 11.4, respectively. The results are rather

sobering: the unconditional distributions are significantly non-uniform,

and there are significant autocorrelations for all cases investigated. The

histogram in Figure 11.3 suggests that the unconditional level and vari¬

ance of the one-year rate are systematically overstated by the model, and

none of the conditional moments is properly reflected either. Figure 11.4

suggests that the unconditional distribution of the 20-year rate is sys¬

tematically under-estimated; the rejection with respect to the conditional

moments is not as blunt as for the one-year rate. Given this, it makes

no sense to carry out further evaluations of this specific model here. A

conclusion is that we should go for a model with three rather than two

factors to ensure a sufficient richness of possible structures.
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Time Series View of z X test: p-value - 0
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Figure 11.3: Non-parametric evaluation plot according to Section 11.4-2

for the one-year rate in the backtest setup of Section 10.8.1. The histogram

as well as the correlograms suggest a clear rejection of the model; see p. 189

for a detailed discussion.
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Time Series View of z X test: p-value = 3.766e-009
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Figure 11.4: Non-parametric evaluation plot according to Section 11.4-2

for the 20-year rate in the backtest setup of Section 10.8.1. The histogram

suggests a clear rejection w.r.t. the marginal distribution, whereas the

rejection of the intertemporal dependence structure suggested by the cor¬

relograms is not very significant; see p. 189 for a detailed discussion.
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Marginal Copula Statistic ly-rate 5y-rate 10y-rate 20y-rate

Marginal Only

n/a n/a X' 0.0000 0.0000 0.0000 0.0000

Dependence Only

n/a Gauss PLR

Wald

0.1487

0.1131

0.0268

0.0153

0.0000

0.0000

0.0000

0.0000

n/a FGM PLR

Wald

0.5044

0.4848

0.1534

0.1478

0.0000

0.0001

0.0000

0.0003

Joint Margxnal and Dependence

Beta

Beta

Gauss

FGM

Gumbel

Gauss

LR

LR

LR

0.0000

0.0000

0.0000

0.0000

0.0000

0.0000

0.0000

0.0000

0.0000

0.0000

0.0000

0.0000

Table 11.2: Result table for the various parametric evaluations from Sec¬

tion 11.4-1 applied to the backtest setup of Section 11.5.1. All numbers

are p-values. Numbers in rows labeled with PLR are results of the para¬

metric likelihood ratio test according to (11.15), Wald refers to the Wald

test statistic in Proposition 11.9 and PLR refers to the semi-parametric

likelihood ratio statistic from (11.26). Beta refers to the use of the be¬

ta-distribution (11.17) as the model for the marginal distribution, whereas

Gauss refers to the Gaussian one from (11.22). For the dependence struc¬

tures, we have FGM according to (11.20), Gumbel according to (11.19)
and FGM according to (11.20). For further discussions see p. 189.
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Table 11.2 shows the results of the parametric evaluation described in

Section 11.4.1. As one would expect from the histograms in Figures 11.3

and 11.4, the null hypothesis that the marginal distribution is U(0,1) is

grossly rejected, and so is the joint hypothesis. However, we can also see

that the partial hypothesis regarding the conditional dynamics is clearly

not rejected for the 1-year rate and only weakly rejected for the 5-year rate.

This goes clearly against the intuition obtained from the correlograms in

Figure 11.3. The background may be the well-known fact that MLE

is very sensitive against even slight violations of the underlying model

assumptions. So, if the model assumptions are as clearly violated as is

suggested by Figure 11.3, then the output of the MLE should not be

trusted. This suggests to follow a pragmatic procedure:

1. Do the non-parametric evaluation as described in Section 11.4.2. If

this evaluation suggests a clear violation of the assumptions (mar¬

ginal, dependence, or both) then reject the model or at least the

clearly violated assumptions.

2. In case there is no clear rejection (of marginal, dependence, or both),

carry out the parametric tests as described in Section 11.4.1 to ob¬

tain additional insight or further confirmation.

11.5.2 Double-Currency Case - CHF and USD

In this section, we apply the backtesting methodology introduced above to

the double-currency, four-factor exponential-quadratic model calibrated

according to Section 10.8.2. Again, we only use the "diagonal" parame¬

ter set according to Table 10.2, and we consider the rates for ly, 5y, lOy

and 20y time-to-maturity. We also do the evaluation in-sample rather

than out-of-sample as it should be. This is mainly in order to obtain a

backtest sample of sufficient length with the limited amount of historical

data available. However, given the wide variety of behaviorial patterns

in the historical data (see Section 6.3), the results of such an in-sample

evaluation can be considered as strong indicators for the behaviour of the

model out-of-sample.



194 Chapter 11. Validation of Models

0.5

0.1

-0.1

0.1

-0.1

Time Series View of z

50 100 150

Correlogram (z-|i(z))

_

» •
^ __ t__ __ __ __ .__ __ __

h i h h h

Z test: p-value = 0.2268

20

10

0

il-'i j'

1 23456789 10

Correlogram (z-n(z))3

i •

': I:
'

I:

* *

0.2

-0.2

0.2

1 23456789 10
-0.2

0.5

Correlogram (z-[i(z)Y

•
.

jjjji LI

1 23456789 10

Correlogram (z-n(z))4

T

123456789 10

Figure 11.5: Non-parametric evaluation plot according to Section 11.4-2

for the CHF 10-year rate in the backtest setup of Section 10.8.2. The

histogram clearly suggests no rejection w.r.t. the marginal distribution.

The rejection of the intertemporal dependence structure is rather clear for

the even moments, but little to not significant for the odd ones; see p. 193

for a more detailed discussion.
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Marginal

x2
Dependence

F-G-M

Marginal & Dependence
F-G-M + ß Gauss + Gauss

CHF 1-year

CHF 5-year

CHF 10-year

CHF 20-year

0.0007

0.1104

0.2268

0.0000

0.8712

0.9436

0.2551

0.0131

0.0001

0.0204

0.0057

0.0000

0.0000

0.0677

0.0124

0.0000

USD 1-year
USD 5-year
USD 10-year
USD 20-year

0.0000

0.0000

0.0001

0.0142

0.1107

0.0235

0.0447

0.0909

0.0000

0.3395

0.5176

0.2061

0.0000

0.3182

0.4535

0.0712

Table 11.3: Result of the formal tests according to Section 11.4-1 applied

to the backtest setup of Section 11.5.2. All numbers are p-values. Those

in the first column were obtained from the x2 statistic (11.28), those in the

second column from the semi-parametric likelihood ratio statistic (11.26)
with the FGM copula (11.20), and those in the two last columns were

obtained from the LR statistic according to (11.15) with beta marginal

(11.17) and FGM copula (11.20) and Gaussian marginal (11.22) with

Gauss copula (11.18). For further discussions see p. 197.

Figure 11.5 and Figure 11.6 show the non-parametric evaluation plots

according to Section 11.4.2 for the 10-year rates of CHF and USD, re¬

spectively. They can be considered as representative for the other rates

within the respective economy. The results are not as devastating as the

ones in Section 11.5.1: the values of the PIT transforms Zi cover the full

interval [0,1], and for CHF, the null hypothesis of uniformity can clearly

not be rejected. Moreover, autocorrelations for the z^s are only weakly

significant. However, there are significant autocorrelations for the second

and fourth powers of the z^s, indicating that the model does not properly

reflect the conditional variance of the sample. This is not very astonishing

given the rather modest fit of the related moment conditions according to

Figure 10.6.

The results of the (semi-)parametric evaluations according to Section 11.4.1

are presented in Table 11.3. Based on the experience from Section 11.5.1,

we only consider the Farlie-Gumbel-Morgenstern (F-G-M) copula for the

dependence, the /^-distribution for the marginals and the likelihood ra¬

tio statistic for inference. The results of the Berkowitz test (see [11];

equivalent to a parametric setup with a Gaussian copula and transformed
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Time Series View of z X test: p-value = 0.0001005
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Figure 11.6: Non-parametric evaluation plot according to Section 11.4-2

for the USD 10-year rate in the backtest setup of Section 10-8.2. The

histogram suggests rejection w.r.t. the marginal distribution. The rejec¬

tion of the intertemporal dependence structure is rather clear for the even

moments, but less so for the odd ones; see p. 193 for a detailed discussion.
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Gaussian marginals) is added for the sake of completeness and comparison

to this special case.

The general observation from Table 11.3 is that the part pertaining to

CHF obtains better results than the one pertaining to USD, which goes

in line with the intuition obtained from Section 10.8.2. The tests for the

dependence structure produce more or less affirmative results, whereas the

picture for the joint hypothesis is more mixed. In particular, the high p-

values for some the USD rates are somewhat counter-intuitive. This may

be due to the general problems with MLE discussed in Section 11.5.2.

In very general, the evaluation neither provides a strong corroboration

of the calibrated model, nor does it produce such a blunt rejection as in

Section 11.5.2.
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Chapter 12

Case Study — Funds

Withheld Asset

12.1 Introduction

In order to illustrate the use of the models introduced in this thesis, we

present here an application to a fictitious reinsurance deal. Any resem¬

blance between this example and authentic reinsurance deals is neither in¬

tentional nor accidental, but inevitable. This type of deal is called Funds

Withheld, and its use is quite commonplace in the reinsurance markets.

The deal has two involved parties, namely the Cedent and the Reinsurer.

The Cedent has some loss reserves that must be removed from its balance

sheet. To this end, these reserves are ceded to the Reinsurer on a 100%-

quota share basis. This is generally known as a Loss Portfolio Transfer

(LPT) in ART, see e.g. [113]. The premium that the reinsurer receives

for accepting the liabilities corresponds to the NPV of the losses plus ex¬

penses plus risk premia depending on what risks are included.

There are, however, two problems in place. On the one hand, the Cedent

is in dire straits - the reason behind the need for balance sheet relief - and

does not have the cash to pay the premium up front. The assets are there,

199
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but they cannot instantly be liquidated at reasonable conditions. Hence,

the Cedent is not insolvent, but temporarily illiquid. This no real prob¬

lem, since the liabilities are long-tailed and the actual payments are far in

the future when liquidity is - hopefully - restored. On the other hand, the

Reinsurer has a less-than-optimal credit rating so that this LPT - which

we assume to be of quite substantial size - represents a non-negligible

credit risk for the Cedent which is even more accentuated by the fact that

rating agencies also penalize concentration risk. The solution to both of

these problems is that the parties agree to set up a Funds Withheld Asset

(FWA) structure, which works as outlined hereafter.

Everything takes place at discrete time intervals of length At > 0. For

simplicity, we let t E No denote the number of time intervals, i.e. the

actual time on the continuous scale is tAt. The outset of the deal is at

t = 0. We also assume that there is a cutoff time, denoted T, at which

the deal is redeemed.

There is an ultimate loss amount of Xu assumed to be net of expenses.

The payout pattern of the losses is denoted by (p(t))JLi, where each p(t)
denotes the percentage of the initial reserve that is paid in the t-ih time

interval [(t — l)At, tAt). Hence, the cash outflow in the interval is p(t)Xu,
and the cash outflow up to time t is Xu J2s-iP(s)'

At the outset, the Cedent sets up a notional account to the benefit of

the Reinsurer, with initial balance -B(O). Then, in each time period t, the

Cedent makes the claims payments due, p(t)Xu. Now, instead of receiving

the reinsurance recoverables from the 100%-quota share, the paid amount

is deducted from the FWA account balance - as long as the latter is

non-negative. Hence, the account balance B(t) behaves like

B(t) = max (B(t - 1) - p(t)Xu, 0) = max ( B(0) - Xu ^p(t), 0 J .

(12.1)

If, for some reason, there are still claims payments due when the account

balance B(t) is already at zero, then the Reinsurer has to inject these

claims payments. These cash injections are denoted by I(t), and they
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amount to

[O if B(t-l)>p(t)Xu,

I(t) = L(t)Xu-B(t-l) if p(t)Xu>B(t-l)>0, (12.2)

[p(t)Xu if B(t-1)=Q.

At the end of each time period t, the Cedent pays to the Reinsurer a

coupon at a fixed coupon rate r on the current balance B(t) of the account.

Moreover, at the cutoff date T, the final balance B(T) is paid out to the

Reinsurer. The cash flows A(t) to the reinsurer therefore amount to

wx

\rB(t) if t<T,
,

A(t) = I w '

(12.3

\(l + r)5(t) if t = T.

As long as there is no uncertainty in the loss amount Xu or in the loss

development (p(t))f=1, this setup is fully deterministic. We will, however,

deviate from this assumption.

Things get further complicated by the fact that there are N currency

zones, denoted by superscripts (1), ... , (N). The setup introduced above

is in place for each one of these currency zones. So, there is a set of vari¬

ables B(t)W, I(t)(i), p(t)W, rW, and A(t)^ for each currency zone (i).

Currency (1) is the reporting currency of the Reinsurer.

Specifically, we have two currency zones, namely the USD (1), which is also

the reporting currency, and the CHF (2), which is the foreign currency.

The time horizon T is 10 years, and the unit time interval At is one year.

The detailed settings are presented in Table 12.1, where one can also find

a number of summary statistics, in particular the Mean Time to Payment

(MTP), defined as

T IT

MTP = y,1 P& X" / !>(*)x- > (12-4)
t=l / t=l

the MacAulay Duration Dm, defined as

Dm = f> p(t) Xu e-(fl<°-'> / f>(i) Xu e"'«^), (12.5)
t=l / t=l
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Ci2(0) = 0.7900 [USD /CHF]

(1) USD

E \xW] = 100 [USD] E

(2) CHF

*X<2)] = 100 [CHF]

t[y] p(1>(t) R(1)(0,t) pW(t) RW(0,t)

l

2

3

4

5

6

7

8

9

10

30.8% 2.06%

28.4% 2.49%

16.4% 2.95%

9.0% 3.17%

6.5% 3.46%

3.2% 3.71%

2.0% 3.90%

1.7% 4.03%

1.5% 4.14%

0.5% 4.29%

3.8% 0.95%

2.2% 1.28%

3.0% 1.58%

5.0% 1.79%

19.0% 2.03%

21.4% 2.21%

20.6% 2.36%

15.0% 2.49%

7.0% 2.62%

3.0% 2.74%

MTP

DM

E [NPVlc]
E [NPVusd]

2.71

2.57

92.27

92.27

6.18

6.06

86.90

68.65

Table 12.1: Settings and some summary statistics for the valuation ex¬

ample in Section 12.1. p^l\t) denotes the percentage of losses paid in year

t, and R(l\0,t) denotes the t-year yield at time 0. MTP is according to

(12.4), DM according to (12.5) and NPVLC according to (12.6). NPVusd

equals Ci2(0)NPVlc- Data sources: Bloomberg (interest and FX rates),
invented by the author (payout patterns).

the Net Present Value in Local Currency NPVlc ?
defined as

T

NPVlc = £>(*) Xu e~tR^, (12.6)
t=i

and the Net Present Value translated into the reporting currency, which

is simply NPVlc * Ci2(0). One can see in Table 12.1 that the payout

pattern for the US, {p^(t)}f=1, develops relatively quickly. The MTP

and duration are relatively short, and the expected NPV is not far below

the expected ultimate loss. On the other hand, the Swiss payout pattern,

{p^2\t)}J=1, is relatively slow, resulting in long MTP and duration and an

expected NPV well below the expected ultimate loss. The summary sta¬

tistics suggest that acceptable coupon rates would be around r^ = 2.81%

for USD and r^ = 2.24% for CHF. Initial account balances should be

above the NPV's, i.e. 5^(0) > 92 and B^O) > 86.
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We will also allow for the loss amounts Xu to be random. We will,

however always assume that Xu and Xu are independent of each other

and of interest rates and foreign exchange rates. Specifically, we will use

two models for Xu , namely the Pareto distribution and the log-normal

distribution. The Pareto distribution has CDF

F(x) = 1 - (^-p\ , x>D,a>0,ß>-D. (12.7)

The mean (provided a > 1) and the variance (provided a > 2) are given

by

„.„.
aD + ß

, ,r rvl a(D + ß)2 /inn,

E[X] =
_P

^

VarW=(a^l)2(^2)2. (12.8)

More details can be found in [41] and [52]. In our specific setting, we as¬

sume for both Xu that B = 0 (no threshold), a = 4 (moderately heavy

tails), and ß = 300 (such that E[Xui]] = 100). Note that Matlab does not

offer a function for sampling from a Pareto distribution. However, this

was easily implemented by using the well-known quantile transform: If U

has a uniform distribution on the unit interval, then F_1(U), where F(.)
is the CDF from (12.7) has a Pareto distribution.

On the other hand, a random variable X has a translated log-normal

distribution if it can be expressed in the form X = d + eY, where Y ~

J\f(fi,a2). For the moments, we have

E[X] = e^e^2/2 + d and Var[X] = e2^2 (e^ - l) ; (12.9)

see [41]. For our study, we let d = 0, fi = 4.2586 and a = 0.8326, so

as to have the same mean and variance as in the Pareto case. We note,

however, that the log-normal distribution is thin-tailed; so we have less

extreme expected shortfall values.

12.2 Some Projections

During the entire case study, we take the point of view of the Reinsurer.

From this point of view, the deal is represented by the stream of cash
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rp

flows (K(t))t=1, where a cash flow K(t) is given by K(t) = A(t) — I(t)
with A(t) according to (12.3) and I(t) according to (12.2). The deal is

acceptable to the reinsurer, if the value - where the exact definition of

this term remains to be specified - of the cash flow sequence (K(t))t==1
is positive. The adjustable parameters of the deal are the coupon rate

r and the initial account balance B(0). We assume, however, that the

coupon rate is set equal to the market interest rate at the duration of the

payout pattern, as described in Section 12.1. So, the question is: What

is the minimal amount for the initial balance B(0) such that the deal is

acceptable for the reinsurer? Note that we always assume that the initial

account balance is set up in local currency.

We start by simulating and evaluating the setup as given in Section 12.1

in a typical DFA manner. We consider the cash flow K(t) for each single

time point t G {1, ..., T}. The distribution of K(t) is characterized by the

mean as a measure for gain and by the Expected Shortfall at the 1%-level

as a measure for risk. For CHF, we distinguish two cases:

1. All amounts translated into USD at the fixed rate CV/(0). Econom¬

ically, this corresponds to a full currency hedge (and is compatible

with the valuation principle in (7.27)).

2. Cash flows are translated into USD at simulated current spot rates.

This corresponds to the assumption that the exchange rate risk is

completely unhedged and enters the overall risk of the reinsurer.

On top of the period-wise evaluations, we also consider the NPV of the

cash flow stream (K(t))t=1, that is

T

NPV = ^A"(t)P(0,t), (12.10)
t=i

where P(0,t) is the ZCB price corresponding to the given initial term

structure. This NPV is itself a random variable and evaluated through

mean and Expected Shortfall. Note that, for the case of random FX rates,

this NPV computation is incompatible with the valuation principle from

(7.27) and corresponds to the implicit assumption that the FX risk is com¬

pletely unhedged and carried by the reinsurer. In insurance settings, this
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Figure 12.1: Results of the cash flow projections for the three settings:

USD (top), CHF translated into USD at fixed rate (middle) and CHF

translated into USD (bottom). The panels on the left show the mean (solid)
and Expected Shortfall (dotted) of the cash flows K(t) for each single year.

The panels on the right show the density of the NPV distribution. The

vertical lines indicate mean (solid), VaR (dashed) and Expected Shortfall

(dotted). For further discussions see p. 205.

may not be too unrealistic an assumption; see [15] for further explanations.

The results of these projections, for which we have assumed initial ac-
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count balances B(0)M = 150 USD and B(0)M = 150 CHF, are shown

in Figure 12.1. The expected values of the cash flows K(t) for t < T are

so low that they are barely visible on the selected scale. Only at t = T,

there is a substantial expected positive cashflow, since the initial balance

was chosen higher that the expected loss. On the other hand, the Ex¬

pected Shortfall values are considerable due to the heavy-tailed nature of

the loss distribution. The NPV distributions have positive means due to

the sufficiently high initial balances, but rather long left tails as indicated

by the high Expected shortfall values. The stochastic FX rates have a

visible impact in that the NPV distribution is is less peaked and has a

higher expected shortfall.

Risk for the reinsurer emanates from the cash injections I(t) according

to (12.2) that can result in rather hefty shortfalls in the annual cash

flows K(t) as can be seen from Figure 12.1. The reinsurer has to set

up risk capital in order to cover such cash injections if they arise. We

account for this risk here by using a somewhat simplified procedure: The

risk capital level is set corresponding to the 1%-Expected Shortfall of the

NPV distribution. However, since we are in a multi-period setup, we also

have to account for the average holding period of the risk capital, which

is represented by the time factor

r = E J2t.i(t)/J2m (12.11)
_t=i / t=\

Then, we can define the Risk Adjusted Value (RAV) of the deal as

RAV = E [NPV] - rrcESa [NPV], (12.12)

where re is the cost of capital of the reinsurer, assumed to be 15% here.

This RAV expresses the actuarial value of the deal in a single number.

In Figure 12.2, we can see the RAV for all three settings as a function

of the initial account balances B^l\0) in order to explore the profitable

range of the deal. Note that the initial CHF balance B^2\0) was trans¬

lated to the USD scale at the initial FX rate Ci2(0). For USD, the deal

is profitable if the initial account balance ^^(O) is above approximately
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Figure 12.2: Risk-Adjusted Values (RAV) according to (12.12) as a

function of the initial balances B^(0) (stated in USD) for the three setups:

USD (marked by *), CHF at fixed FX rate (marked by +), and CHF at

random FX rate (marked by x). For a discussion see p. 206.

190 USD. For CHF, the threshold is around ^(O) = 200 CHF, corre¬

sponding to approximately 158 USD at Ci2(0) for both fixed and random

FX rates. This approximate equality is by coincidence; one can also see

that for higher initial account balances, the profitability of the deal with

random FX rates is clearly higher. We can see that the cost of the risk

capital has a quite considerable impact: while the average NPV of the

USD deal at B^(0) = 150 USD is positive (see Figure 12.1), the RAV is

still negative.
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12.3 Valuation and Embedded Options

After the actuarial evaluations in Section 12.2, we are now going to take

a strictly financial point of view. The differences between these two par¬

adigms are explained in [50], and this section together with Section 12.2

provides a related illustration.

The intention here is to assign a value to the FWA deal that is consistent

with the financial market as modelled by the interest rate and FX rate

model. To this end, we have to re-express the FWA as set forth in Sec¬

tion 12.1 in terms of a portfolio of securities from the complete market

spanned by the interest rate and FX rate model.

To avoid complications, we assume that the payout pattern is non-decreas¬

ing, that is, p(t) > 0 for all t. We also assume that B(0) is given. Until

further notice, we condition on Xu- Figure 12.4 then shows a typical

trajectory of the account balance, and it becomes clear that the latter

can be replicated by a portfolio in which, for each t {1, ..., T}, we hold

1. a long position of B (t — 1) — B(t) bonds with principal 1 and annual

coupons at rate r, as given in Section 12.1, maturing at time t,

2. a long position of B(T) bonds with principal 1 and annual coupons

at rate r, maturing at time T, and

3. a short position of p(t)Xu units of a ZCB maturing at time t.

Note that the principals of the coupon bonds are offset by the short po¬

sitions representing the payments. The reinsurer only benefits from the

coupon payments and from an eventual positive final balance B(T). The

value of the deal, given Xu, for the reinsurer is

tt(0,FWA|Xu) = B(T)TTr(0,T) (12.13)
T

+ £)(£(* - 1) - B(t)) irr(0, t) - p(t)XuP(0, t),
t=i
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where 7rr(0,t) denotes the time-0 value of the bond with principal 1

and annual coupon at rate r maturing at time t. So, since Xu is ran¬

dom, 7r(0, FWA|Xn) is still a random variable as well, but adjusted

for all systematic risk emanating from the financial market. Therefore,

77 (0, FWA| Xu) can now be treated as an insurance risk without any con¬

flict with financial valuation paradigms, e.g. along the lines of the risk

capital-based principle in Section 12.2, or any other viable actuarial valu¬

ation principle; see [41]. The financial adjustment from (12.13) essentially

consists of the valuation of a few fairly standardized securities.

As long as we only consider the basic setup from Section 12.1, the valu¬

ation according to (12.13) is equivalent to the crude discounting done in

Section 12.2 as becomes clear from the valuation principles in Section 7.3.

The real power of the method only becomes visible when we introduce

some additional features into the deal:

Case 1.) Instead of a fixed coupon rate r, the parties agree on a floating

rate, equal to the one-year rate, say. That is, the coupon bond in the

replicating portfolio above is replaced by a floating-rate note that pays

R(s, s + 1) for s = 1, ...,t - 1 and (1 + R(t,t + 1)) at maturity t. The

time-zero value of such a floating-rate note maturing at time t is denoted

by7TR(0,t).

Case 2.) The Cedent has the option to call the agreement fully or partly

at any time t = 1,..., 10. That is, the Cedent pays the account balance,

or a part of it, to the Reinsurer. Note that this does not affect the Rein¬

surer's obligation to pay the losses; it just means that the Cedent can

avoid the coupon payments and leave the investment of the funds to the

Reinsurer. The standard coupon bond in the replicating portfolio above

is replaced by a callable coupon bond (American type), the value of which

is denoted by 7Tc(0, t).

Case 3.) The Reinsurer has the option to put the agreement fully or

partly at any time t = 1,..., 10. That is, the Reinsurer requires reim¬

bursement of the account balance, or a part of it, from the Cedent. Note
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t

CHF r = 2.24%

MM) rrR(0,t) irc(0,t) irP(0,t)

USD r = 2.81%

7Tr(0,t) 7TH(0,t) 7TC(0,t) nP(0,t)
1

2

3

4

5

6

7

8

9

10

1.0120 1.0057 1.0120 1.0120

1.0196 1.0113 1.0165 1.0207

1.0213 1.0142 1.0151 1.0259

1.0213 1.0180 1.0127 1.0319

1.0169 1.0194 1.0065 1.0351

1.0128 1.0232 1.0011 1.0404

1.0056 1.0253 0.9930 1.0438

0.9953 1.0252 0.9822 1.0449

0.9868 1.0280 0.9733 1.0487

0.9764 1.0294 0.9624 1.0509

1.0098 1.0128 1.0098 1.0098

1.0116 1.0237 1.0110 1.0174

1.0018 1.0258 1.0017 1.0177

0.9902 1.0280 0.9910 1.0191

0.9764 1.0298 0.9763 1.0206

0.9653 1.0369 0.9648 1.0275

0.9523 1.0434 0.9515 1.0340

0.9317 1.0433 0.9309 1.0338

0.9201 1.0541 0.9190 1.0445

0.8955 1.0510 0.8943 1.0413

Table 12.2: Prices of the different valuation units for all time horizons.

Prices are computed by using the diagonal version of the double-currency

model according to Section 10.8.2.

that this does not affect the Reinsurer's obligation to pay the losses; it

just gives the reinsurer the opportunity to earn a higher interest than the

coupon payments. The standard coupon bond in the replicating portfolio

above is replaced by a puttable coupon bond (American type), the value

of which is denoted by 7Tp(0, t).

The structure of the valuation allows us the compute the values of the

valuation units ttr(0,t), 7Tc(0,t) and 7Tp(0,t) separately before putting

them into (12.13). 7Tr(0, t) can be obtained through the basic valuation

principle in (7.24), whereas 7Tc(0,£) and 7Tp(0,t) can be obtained by using

the algorithm from Section 7.3.2. The results are shown in Table 12.2.

To understand the results, it is useful to consider the initial yield curves

in Figure 10.6 and the summary statistics of the scenarios in Figure 10.7.

The USD coupon rate is generally below market rates, so that the coupon

bond trades at a discount for most maturities. Moreover, the Cedent has

no incentive to call the debt, so that the callable bond is not very different

from the coupon bond, with the exact opposite applying to the put option

of the Reinsurer. The coupon rate for CHF better corresponds to market

rates, leading to more balanced values. The spread between the puttable

and the callable bonds increases with increasing time horizon due to the

impact of volatility.
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Figure 12.3: Risk-adjusted values of the deal (for CHF only) under the

different embedded interest rate options as specified on p. 209. For a

discussion of the results see p. 212.

If one of the aforementioned optional features is present in the deal,

then 7Tn(0,t), irc(0,t) or 7Tp(0,t) can be plugged into (12.13) instead of

7rr(0,t) so as to obtain the financially adjusted value given Xu, that is,

7T (0, FWA| Xu). This is still a random variable, but adjusted for all risk

emanating from the financial market. Hence, it can be treated by a purely

actuarial, that is risk capital-based, valuation principle. We opt here for

the one used in Section 12.2 which translates into

RAV = E [tt(0, FWA|Xu)] - rrcESa [tt(0, FWA|Xu)] (12.14)

The evaluation was done in the same way as in Section 12.2, that is,

the risk-adjusted value was computed for different values of the initial

account balance -B(O), and it was repeated for each one of the four in¬

vestment regimes, that is, fixed coupon, floating coupon, put option of

the Reinsurer and call option for the Cedent. Attention was restricted to

CHF since the long-tailed payout pattern (see Table 12.1) provides more

leeway for the investment component to have an influence. For the same
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reason, the thin-tailed log-normal distribution was used for Xu rather

than the heavy-tailed Pareto distribution; see Section 12.2.

The results of the evaluation are presented in Figure 12.3. The fixed-

coupon regime is the base case and corresponds to the evaluation in Fig¬

ure 12.2, but with different values due to the thin-tailed loss distribution

and the related lower risk capital costs. The break-even value for B(0)
under this regime is at 132.67 CHF. If the Reinsurer has the put option to

take advantage of more favourable market interest rates, then the break¬

even value decreases to 129.13 CHF. On the other hand, if the Cedent

has the put option to avoid above-market coupon payments, the break¬

even value increases to 133.63 CHF. Since, as discussed above, the coupon

rate is slightly below market rates, the floating-rate arrangement is more

favourable than the fixed-rate one, with a break-even value for B(0) of

130.51 CHF. Moreover, the more the initial balance B(0) is above break¬

even, the higher is the impact of the investment aspect. For instance,

if B(0) = 150 CHF, then the risk-adjusted values are at 26.03 CHF for

fixed coupons, 30.68 for floating-rate coupons, 24.20 CHF for the callable

bond and 33.50 CHF for the puttable one, so the relative impact is quite

considerable.

This example shows that, even in deals that are dominated by under¬

writing risk, embedded financial options can have a non-negligible impact

on the total value. This would be even more accentuated in contracts

that are dominated by the investment component, like participating life

insurance policies. We have shown here a simple, tractable and flexible

method for disentangling underwriting and investment risk and for valuat-

ing deals in a way compatible with both financial and actuarial principles.

12.4 Currency hedging

Recall that the Reinsurer has the USD as its reporting currency. How¬

ever, one part of the FWA deal is denominated in CHF, thus exposing
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Figure 12.4: A typical trajectory of the account balance (B(t))tz=1 accord¬

ing to (12.1) of the FWA (horizontal lines). The respective lines beyond

t = 5 are dashed because the effective balance according to (12.1) is zero.

The downward arrows represent claims payments made.

the Reinsurer to FX rate risk. For the following considerations, we focus

exclusively on the CHF part of the deal, and we take the point of view

of the Reinsurer. Notice that the initial account balance B(0) is denom¬

inated in CHF, so that there is no FX rate risk for all payments made

from this balance. There is, however, FX rate risk for the cash injections

I(t) according to (12.2) (cash outflows) and for the coupons and principal

repayments A(t) according to (12.3) (cash inflows). For the cash outflows,

a rising FX rate is an adverse development, whereas for the cash inflows,

a falling FX rate is an adverse development.

In order to get an idea of the impact of the FX rate Ci2 (t) on the NPV

of the deal, we first perform a small drill-down study in the sense of Sec¬

tion 3.3. We simulate the CHF-related part of the deal with free-floating

and unhedged FX rate and identify the 1% best and the 1% worst out¬

comes of the NPV. Then we identify the values of the ultimate loss Xu

and the FX rate Ci2(T) associated with these outcomes. Note that we use
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Figure 12.5: A simple drill-down analysis: histograms ofXu and Ci2(T)

generated from the scenario set used for the evaluations in Section 12-4-

The dots below each histogram mark those outcomes of the respective risk

factor that gave rise to the 1% worst and 1% best NPV outcomes. For a

discussion see p. 213.

the final value Ci2(T) of the FX rate as a simple one-dimensional proxy

for the trajectory of the FX rate over time. The results are shown in Fig¬

ure 12.5. We can see a very clear association between Xu and the NPV

for both ends of the range. For the FX rate, the situation is more subtle:

the FX rate values associated with the 1% worst outcomes are scattered

over the full range of outcomes, whereas the 1% best outcomes are quite

clearly associated with high exchange rates, which have a favourable im¬

pact on the relatively high cash inflows A(t) of the Reinsurer in cases of

low ultimate losses.

In Section 12.2, we have already considered the cases where the FX rate
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Figure 12.6: Mean (black bars) and Expected Shortfall (gray bars) of the

NPV and RAV (white bars) as a function of the hedge ratio for different

initial account balances B(0). For a discussion see p. 215.

is considered as fixed at the initial rate Ci2(t) = 0.79 USD/CHF, and the

case where the exchange rate is freely floating according to the model.

The former case corresponds to the situation where the Reinsurer holds

funds in CHF and credits and debits all cash flows to these funds. In this

way, the Reinsurer has a full currency hedge. The latter case corresponds

to the situation where the Reinsurer has no funds in CHF and all CHF

cash flows are converted to and from USD at current market FX rates.

That is, there is no currency hedge at all.

Following [15], we assume now that the reinsurer converts x% of each cash

flow at the fixed FX rate Ci2(0), and the remaining (1 — x)% at the mar¬

ket FX rate Ci2(t). This is a partial currency hedge, and x is the hedge
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Maturity

Call Value

Kc = 0.90 Kc = 0.79

Put Value

Kp = 0.79 KP - 0.60

1

2

3

4

5

6

7

8

9

10

0.0012 0.0226

0.0069 0.0447

0.0158 0.0684

0.0283 0.0908

0.0456 0.1133

0.0667 0.1369

0.0894 0.1607

0.1105 0.1818

0.1289 0.1996

0.1491 0.2185

0.0122 0.0001

0.0178 0.0008

0.0188 0.0018

0.0217 0.0031

0.0216 0.0039

0.0210 0.0043

0.0210 0.0053

0.0202 0.0055

0.0182 0.0052

0.0179 0.0055

Table 12.3: Values of European put and call options on one CHF for

different strike prices and different times to maturity (in years).

ratio. The fixed-rate case above corresponds to x = 100%, whereas the

floating-rate case corresponds to x — 0%. Figure 12.6 shows mean and

expected shortfall of the NPV distribution and the risk-adjusted values as

a function of the hedge ratio for some selected values of the initial account

balance B(Q). All computations are equivalent to the ones in Section 12.2.

We can see that the expected shortfall always decreases with increasing

hedge ratio due to the reduced influence of the exchange rate volatility.

For low values of -B(O), the expected shortfall and the risk-adjusted value

tend to grow better with increasing hedge ratio, whereas for high values

of B(0), the converse tendency prevails. This is for two reasons: on the

one hand, the exchange rates produced by the model tend to increase over

time reflecting market views as of late 2004; see Section 10.8.2. On the

other hand, cash inflows start to dominate cash outflows for higher values

of -B(O), so that an increasing FX rate has a favourable impact. Therefore,

a high hedge ratio is optimal for low values of B(0), whereas a low hedge

ratio is favourable for high values of B(Q).

Alternatively, the Reinsurer can also hedge the exchange rate risk by us¬

ing derivatives. A cash outflow I(t) occurring at time t can be hedged

against increasing FX rates by a long position of I(t) European call op¬

tions maturing at t on one CHF with a strike price of Cc representing

the maximum acceptable FX rate. Conversely, a cash inflow A(t) can

be hedged against declining exchange rates by buying A(t) European put

options maturing at t on one CHF with strike price Cp representing the
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Figure 12.7: Risk-adjusted values (RAV) as a function of the initial

account balance B(0) for different currency hedging regimes: no hedging

(•), hedging of cash inflow by put options (+), hedging of cash outflows by

call options (*) and hedging of both cash inflows and outflows (x). For a

discussion see p. 217.

lowest acceptable exchange rate. Values of these options can easily be

obtained by plugging the contingent cash flows Kc = max(Ci2(£) — Cc, 0)
and Kp = max(Cp — Ci2(t),0) into the valuation principle according to

(7.23).

Option values for all maturities from one to ten years and different strike

prices are shown in Table 12.3. Due to the increasing trend in the ex¬

change rate, call option values tend to become fairly high, whereas put

options are not assigned considerable values. Therefore, a hedge of the

cash outflows will be rather expensive.
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Assume now that the options for the currency hedge are embedded into

the deal between the Cedent and the Reinsurer. That is, the Cedent

grants the Reinsurer an exchange rate cap on all cash outflows and an ex¬

change rate floor on all cash inflows. This modified deal can be evaluated

along the same lines as in Section 12.3. Figure 12.7 shows the results of

this evaluation for the case of Cc = Cp = 0.79 USD/CHF, that is, both

cash inflows and outflows are hedged at the initial exchange rate. The

base case is the variant without embedded options. All embedded options

represent an improvement with respect to the base case in the sense of

lower initial balances for break-even and higher risk-adjusted values for

the same initial balance. As suggested by the values in Table 12.3, the

impact of the put (floor for cash inflows) is not very strong, contrary to

the impact of the call (cap for cash outflows).

This example emphasizes once more that embedded derivatives can have

a considerable impact on the value of a deal, and that the price kernel

method used within this thesis is an efficient and versatile tool for their

valuation.



Chapter 13

Assessment and Outlook

13.1 Assessment of Present State

In Part II of this thesis, we have gone through an entire, engineering-like

development process for an interest rate and FX rate model for DFA.

We started with a set of requirements and we have covered all relevant

theoretic and practical aspects so as to arrive at a fully operational and

transparent model that is ready for use in industrial applications. None

of the currently known interest rate and FX rate models for DFA is docu¬

mented to such a degree of completeness. Therefore, apart from providing

a new model, (a streamlined version of) this thesis may also serve as an

engineering guide for other model development projects. Most of the ele¬

ments used throughout the development had already been known before,

but they were adapted and combined in new ways to achieve pre-specified

goals. Where necessary, new features and components were added. The

sequel of this section summarises the most important findings made along

the development path, whereas the next section outlines some future per¬

spectives.

From among the different interest rate modelling approaches, the price

kernel approach was found to be best suited under the given requirements,

219
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that is:

• It allows multi-economy modelling in a natural way.

• It can produce positive interest rates.

• It allows for the valuation of fairly general embedded derivatives

under the physical measure, so that it integrates seamlessly into a

wider simulation context.

• The equilibrium structure yields numerical stability.

Within the price kernel approach, there are two methods to develop spe¬

cific models, namely the Flesaker and Hughston method and the potential

method. The former method was fully worked out in the context of DFA

in [23] and [24]. This thesis brings the latter method, i.e. the potential

method, to the same maturity.

The price kernel was complemented by a new time-inhomogeneous exten¬

sion that fully incorporates the information contained in the initial yield

curve. Thus, the calibration here is different from the usual ones in that

it incorporates both historical dynamics and current market expectations.

Within the potential approach, the attention is limited to exponential-

quadratic models which generalize the better-known affine models by

adding a quadratic term and represent the most general sensible step

along this path. The exponential-quadratic model also proved to be very

tractable. Under mild regularity conditions, there exist closed-form ex¬

pressions for all relevant quantities, and even when these conditions are

dropped, the numerical computations are limited to a narrow part of the

model, contrary to models of the affine class.

For the calibration, the method of choice was GMM, because of its flexi¬

bility and tractability. Moreover, the exponential-quadratic class allowed

to compute moment conditions in abundance. Some aspects that are dif¬

ferent from the general GMM literature required special attention. First,

since an unobservable state process was involved, moment conditions had
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to be limited to unconditional ones, and suitable proxies had to be found

for the conditional dynamics. Finally, an additional optimisation step for

finding suitable initial values for the hidden state process had to be added.

Moreover, optimisation had to be done under a number of constraints that

assure the desirable properties of the model. In particular, the required

positive definiteness of certain matrices proved to be a major challenge.

The notorious dependence of the optimisation results on the initial val¬

ues was circumvented by adding a global search for suitable initial values

based on an adapted version of the genetic algorithm. The standard test

statistics that GMM offers to assess the goodness-of-fit of the model were

found to be of little use, and related improvements remain an open issue;

see Section 13.2. Over all, however, the adapted GMM allowed to find

parameter values that produce credible scenarios and that exhibit a rea¬

sonable performance in some restrictive backtests.

The forecasting capability of a calibrated model still needs to be validated

before it can be used in practice. In the context of DFA, this means the

evaluation of full distribution forecasts. One of the aims of this thesis

was to provide generic validation methods that can be used for a wide

range of models and variables. The method of choice is the Probability

Integral Transform (PIT) that was introduced into finance by [45]. The

approach was extended in such a way that it can also deal with Monte

Carlo scenarios rather than closed-form forecasts. For the evaluation of

PIT output, the non-parametric approach from [45] was refined, and a

recent idea from [32] for parametric tests based on copula methods was

implemented and evaluated in practice. While proving the general useful¬

ness, the investigations also revealed some problems, mainly related to the

lack of sufficient amounts of data and to the sensitivity of the maximum

likelihood estimation against mis-specifications.

Finally, the calibrated and validated model was put at work in a setup

that is representative for the valuation problems that insurers will face

under fair value accounting and Solvency II, involving both financial and

non-financial risk. Besides classical DFA-type projections, the model can

also cope with the valuation of embedded options compatible with estab¬

lished financial principles. Because of the importance of market-consistent
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valuation in future actuarial applications, the valuation capabilities of the

price kernel were extensively reviewed, including its limitations. More¬

over, an adaptation of the Longstaff-Schwartz algorithm for the valuation

of American-style derivatives in the price kernel context was developed.

13.2 Outlook on Future Developments

In this section, we identify a number of modifications of the models and

methods studied in this thesis that deserve further exploration. We start

with a limitation: there is no flexibility for departing from Itô diffusions

as the driver process. The resolvent construction in Chapter 8 would, in

principle, allow for other, more general, Markov processes. However, ab¬

sence of arbitrage as shown in Chapter 7 is intimately linked to Brownian

motion. Any departure would lead into the realm of incomplete markets,

where the full theory as in Chapter 7 has to be re-developed. Moreover, in

incomplete markets, we have the problem of a non-unique price kernel, so

that the valuation approach falls flat unless we find a striking argument

for which price kernel to use. On the other hand, it would be worthwhile

to explore more sophisticated forms of the Itô diffusion for the driver

process, featuring stochastic volatility, for instance. The evaluations in

Section 10.8 and Section 11.5 show that there is some related need.

If we consider double-economy versions of the model, as in Section 10.8.2,

it is not written in stone that the two economies must represent two differ¬

ent currencies. One can also think of other settings, for instance: economy

(1) is the USD with its non-defaultable term structure, but economy (2) is

the US equity market as represented by some equity index. The exchange

rate Ci2(t) according to Proposition 7.10 then represents the USD price

of one unit of the equity index.

The exchange rate Ci2(t) according to (9.27) implied by the exponential-

quadratic model is well capable of reproducing the most basic features of

equity (index) prices. Due to its structure, it will never produce negative

prices. Recalling from (9.41) that the expected value of the log-returns of
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the exchange rate is given by

E[ci2(t,T)} = -(aW-aU)(T-t),
we can see that the model is also able to produce a drift as in the Black-

Scholes model. The fact that Ci2(t) depends on the full driver process

allows the modelling of dependence to the interest rates and a richer

volatility structure than in the Black-Scholes model. As for the down¬

side, it should be mentioned that heavy tails in equity returns are an

issue even on monthly time aggregation, and the current model is not ca¬

pable of reflecting this. For a basic GMM calibration, we can use moment

conditions on the characteristics of equity log-returns and their depen¬

dence structure with interest rates as given in Section 9.4.

One can even go one step further: there exists also a term structure of

equity returns to which one can fit the full yield curve model for economy

(2). For the past, this term structure of equity returns can be constructed

from historical returns over different periods if necessary. For the present,

it can be inferred from the prices of traded derivatives (see [9]), and it

bears information on the market consensus expectations for the future be¬

haviour of the equity market. So, calibrating the model to the initial term

structure of equity returns, using the method set forth in Section 10.7 and

calculating the correction factors according to Section 8.4, can bring pre¬

cious additional information into the model. Calibrating the model also

to past equity term structures is mainly a means for obtaining more and

simpler GMM moment conditions; the sheer size of (9.42) makes a point

for this.

Another alternative use of two economies is more popular; see e.g. [23] or

[69]: assume that economy (1) represents the ordinary nominal currency

and economy (2) represents the real currency (inflation adjusted). Then,

the yield curve of economy (1) represents nominal interest rates, the yield

curve of economy (2) represents real interest rates, and the exchange rate

C\2(t) is the consumer price index (CPI). One drawback of this setup is

that the model should allow real interest rates to become negative, un¬

like nominal ones. For some economies (mainly UK, also US), there is a

market for inflation-linked bonds, so that we can have data for a full real
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yield curve. However, for other economies (like CH or EMU) there is no

such market, and we would have to base a calibration of the parameters

of economy (2) on CPI data only, which may be problematic.

In calibration, although GMM is generally corroborated as a flexible and

tractable method, some refinements appear worthwhile. First of all, bet¬

ter diagnostic tests are a must. An approach based on the bootstrap,

as suggested in [72], appears most promising. Then, some more formal

criteria for the selection of number and kind of moment conditions would

be desirable. The useability of the intuitive approach, advocated in Sec¬

tion 10.4, turned out to be hampered by the sheer number of possible

choices available. Finally, some more refined estimation methods of the

weighting matrix could further improve the numerical stability of the es¬

timation.

The use of the genetic algorithm was a success. Although it is not very

precise, and final optimization by using standard methods cannot be aban¬

doned, the genetic algorithm is a reliable means for finding sensible start¬

ing values in complex and non-linear optimization problems, thus solving

the big problem of classical optimizers. Hence, there is a wide range of

further applications for the genetic algorithm in the realm of DFA.

In the validation part, the PIT method proved to be a powerful generic

approach, but there is some need for refinements. In particular, the

likelihood-based tests proved to offer little robustness, and more robust

test methods could greatly improve the reliability. Also, the investigation

of further copulae would be worthwhile. In the specific context of DFA,

the lack of sufficient amounts of data is also a problem. For regulatory

use, it might prove necessary to develop simpler test criteria.

Finally, driven by IFRS and Solvency II, the really big topic in insur¬

ance mathematics, DFA and scenario generation in the near future will

be fair or market consistent valuation. Price kernel models like the one

developed in this thesis, together with sound methods for calibration and

validation, can be a crucial element for fair valuation. However, there
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are still many open points as to what the fair value of some general cash

flow is. Thorough exploration of these questions and also of the potential

and limitations of price kernels in this context must be top priorities on

the research agenda. In order to establish fair valuation methodology in

the insurance world, and in order to assure that the actuaries can attain

and maintain thought leadership in the area, it is particularly important

to demonstrate the applicability of the methodology in as many practice-

relevant case studies as possible.
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Appendix A

Statistical Methods

A.l Descriptive Statistics and Normality Tests

rp

We assume that we are given a sample {X(t)}t_1 of observations that

are iid with an unknown underlying distribution F. The most basic tool

to obtain an idea of the distribution underlying the observations if the

empirical distribution function:

M*) =

f EL »wis.) (a-1)

The Glivenko-Cantelli lemma [83] assures that Ft is a consistent estimator

of the true underlying distribution F. The properties of the stochastic law

are generally summarised by looking at the moment of the distribution,

namely

Mean: /j,~E[X(t)] location,

Standard Deviation: a — E[(X(t) — /x)2]1/2 dispersion around mean,

Skewness: S = E[(X(t) — fi)3]/cr3 asymmetry around mean,

Kurtosis: K — E[(X(t) — /i)4]/cr4 heavy-tailedness.

As a convention, we are considering here the kurtosis K rather than the

excess kurtosis K — 3. The empirical counterparts of the above moments

227
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are given by

T T

£ = ££*(*). <x2 = iÈ (XW - A)2 >

t=\ t=\

ä = j^t - «3 •
k = itÊW) - A)4 • (A.2)

By using the one-sample t-test [83] one can test whether the sample mean

ß is significantly different from 0. Moreover, in practical applications, it

is also interesting to know the minima and maxima of the samples to see

the range of actual outcomes.

For model selection, it is of utmost importance to know whether the ob¬

servations X(t) follow a normal distribution. The latter is, among other

things, characterized by S = 0 (symmetry) and a Kurtosis K = 3. If the

X(t)'s are actually normally distributed, then the estimators for skewness

and kurtosis given in (A.2) are asymptotically normally distributed; see

[28]:

S ~ Af(0, y/6/T) ,
K ~ fj(3, V24/T) . (A.3)

as as

So, if significant skewness or kurtosis is present in the data, then, by

contraposition, we can also reject normality. In order to have a second

source of inference, we also compute the Kolmogorov-Smirnov test (see

[115]), which is not based on empirical moments but on the maximum

absolute deviation between theoretical and empirical distribution func¬

tion, and which is readily available through Matlab's kstest function. A

graphical tool for getting an idea of whether the empirical distribution

of a sample can be reconciled with some theoretical distribution function

F (e.g. the Gaussian one) is the QQ-plot, which consists of plotting the

empirical quantiles against the theoretical ones, i.e.

{(wi^));-!,...^}, (A.4)

\T
where X^ is the t-th order statistic of {X(t)}t=1 in ascending order and

F*~~(x) is the generalized inverse. In case F is continuous and strictly

increasing, this is just the inverse F-1. Indications on how to read QQ-

plots are given e.g. in [115]. In Matlab, the QQ-plot against the Gaussian
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distribution is available through the command qqplot; for all other dis¬

tributions for which the quantile function is available in Matlab, the im¬

plementation is easily done based on (A.4).

A.2 Intertemporal Dependence Diagnostics

This section introduces a simple toolkit for measuring and testing the
rn

significance of intertemporal dependence in some time series {X(t)}t=1
that we assume to be wealdy stationary. The autocovariance at lag k is

given by -y(k) := Cov{X(t),X(t + k)], where k = 0, 1, 2, ... ,
and 7(0) =

~Var[X(t)]. The real quantity of interest is, however, the autocorrelation

at lag k, defined as

.=

CoV[X(t),X(t + k)}
=

tW
,A

.

VVar[X(t)]yVar[X(i + fc)] 7(0)
'

We will refer to k k-» p(k) as the autocorrelation function (ACF) of the

considered return series. Given (at least weak) stationarity, the following

estimation of j(k), and hence p(k) is possible:

1
T-k

7« =

? £(*(*) - £)(*(* +fc) - «» (A-6)
t=l

where fi is the sample mean. The autocorrelation can then be estimated

as

m =Ü • (A-7)

In order for p(k) to remain meaningful, the lag k should not exceed T/4

according to [20]; other practitioners take vT as an upper bound for k.

Here, we will generally respect the more conservative of the two bounds.

For further analysis, we would also like to have confidence intervals for

the ACF estimates, or at least test statistics in order to assess whether

p(k) is significantly different from zero. The exact distribution of p(k) is

generally intractable, but there are some asymptotic relations (see [20]):

letting p := (p(l), - - - , p(k))' we have

p~Nk(p,T~lW), (A.8)
as
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where p := (p(l), - - - , p{k))' is the vector of true autocorrelations, and

the (i,j)-th element of the matrix W is given by Bartlett's formula

oo

wa = J2 Wk + *) + P^k ~ *) ~ 2p(*M*0]
k=i

x [p(k + j) + p(k - j) - 2p(j)p(k)]. (A.9)

Bartlett's formula can only be used practically if we impose some model

assumption on the X(t)'s, otherwise, the infinite series cannot be eval¬

uated; see [20] for a number of examples. The only specific assumption

that we pursue here is the random walk hypothesis, i.e. the null hypothesis

the the observations X(t) are uncorrelated with finite variance. Then we

have p(k) = 0 for k =fi 0 and, by A.9, wu = 1 and Wij = 0 whenever i ^ j.

Hence, under the null hypothesis, we have

p(k)^Af(0,T~1/2), ky^O, (A.10)
as

which is also known as the Kendall-Stuart test. This gives us a simple

method for a first assessment of whether the ACF is significantly dif¬

ferent from zero. Observing that, under the above null hypothesis, the

off-diagonal elements of W in (A.8) are zero, we immediately obtain

m

Q(m)=TYJp{k)2 - xL (A.11)
*—' as

fc=l

which is known as the Box-Pierce test. A close relative of the Box-Pierce

test is the Ljung-Box test, whose test statistic incorporates a small sample

correction (see [28]) and should, therefore, be preferred for the sample sizes

present in this study.

Q'(m) = TIT + 2) J2 ^ZT ~ xl- (A.12)
fc=l

The problem with both tests is that the number of lags m must be chosen

by the analyst and depends on his/her judgment. It is important to notice

that the two tests test for a random walk hypothesis by using autocor¬

relations up to lag m. A rejection for some m does not mean that the

autocorrelation at this very lag m is significant, but that all autocorrela¬

tions up to this lag make for a significant deviation from the random walk
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hypothesis.

One problem with the ACF is that the autocorrelation pk for some lag k >

1 is often spurious in the sense that it is actually due to autocorrelations

at shorter lags. Recall e.g. the well-known fact that for an AR(1) process

X(t) = <j)X(t - 1) + s(t) with |0| < 1 we have p(k) = (ßk, i.e. p(k) ^ 0 for

all k, although there is only a causal dependence at lag 1. To adjust for

this phenomenon, we complement the ACF by the Partial Autocorrelation

Function (PACF) 7r(k), where 7r(0) := 1, and for any lag k ^ 0, ir(k) is

the coefficient </>/-& in the AR(k) model

X(t) = 4>kiX(t - l) + ... + (j)kkx(t -k) + e(t). (A.13)

The PACF n(k) measures the additional correlation at lag k after adjust¬

ments have been made for all intervening lags up to k. Estimating the

PACF essentially amounts to fitting an AR(k) model to the data for each

lag k for which 7r(k) is wanted. The AR(&)-fitting is most easily done by

using Yule-Walker estimation, see e.g. [20]. It is easy to see that for the

above-stated AR(1) example, we have 7r(l) = 4> and n(k) = 0 for all k > 1.

ACF and PACF, complemented by some of the test statistics introduced

above, represent a very powerful means for obtaining a quick picture of the

intertemporal dependence structure of some observed time series. There¬

fore, a Matlab function was created that summarises all these diagnostic

in one figure, the Autocorrelation Diagnostic Plot. The function call is

acDiagPlot(x,nlag,alpha).

Here, x is a vector of length T containing the observations, nlag is the

maximum lag up to which the evaluations are made (default value \y/T ] ),
and alpha is the confidence level for the inference (default 5%).

An example of an Autocorrelation Diagnostic Plot is shown in Figure A.l.

The dashed horizontal lines delimit the confidence band of the Kendall-

Stuart test from (A. 10). For each lag, there is a solid vertical line indi¬

cating the value of the ACF estimate, and a dotted line indicating the
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adDiagPlot for AR(1) with <j> = 0.6
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Figure A.l: Example of an Autocorrelation Diagnostic Plot, created with

1000 simulated observations of an AR(1) process with coefficient 4> — 0.6.

All inference is made on the 5%-confidence level.

value of the PACF estimate. If the estimates are significantly different

from zero, then the related lines carry a dot at the end. The dots on the

horizontal line indicate that the Ljung-Box test from (A. 12) rejects its

null hypothesis based on information up to this lag.

The Autocorrelation Diagnostic Plot can also be used for model identi¬

fication: for a wide range of time series models (including ARMA(p,g),
the theoretical behaviour of the ACF and the PACF is known and can be

compared with the observed one. [20] and [100] provide full details on the¬

oretical ACF's and PACF's. The plot in Figure A.l, for instance, shows

the typical pattern of autoregressive processes: exponentially decaying

ACF and truncated PACF.
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Numerical Methods

B.l Simulating the Driver Process

The uncertainty in the specific model considered here is modelled by a

driver process X = (Xt)0<t<T, where T is some finite time horizon. In

general, X is a d-dimensional Itô diffusion as specified in Definition 8.1:

dXt = b(Xt)dt + o-(Xt)dBt, X0 = x.

More specifically, we are interested in the special cases where X is a mul¬

tivariate Ornstein-Uhlenbeck process as specified in Definition 9.1, i.e.

6(x) = —rx and cr(x) = l^xd- Note that we have so-called diagonal

noise, i.e. cr(x) is diagonal. In the given Ornstein-Uhlenbeck case, we

even have additive noise, i.e. cr(x) does not at all depend on x.

In a practical implementation, we have to simulate values Yn := Xjn for

a sequence of valuation times

0 = t0 < *i < • • • <tn< • • • <tN = T.

We will assume in the sequel that the valuation times are equispaced with

time step At > 0, i.e.

tn — tn_i = At, n = l, ... ,
N.
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We have to distinguish between two cases: If the true conditional distrib¬

ution of Xtn given Xtn_1 is known and sufficiently tractable, then we can

directly simulate Yn = Xtn from this true distribution and there are no

inaccuracies arising from the discretization as such. In the general case,

the conditional distribution of Xtn given Xtn_1 is not known explicitly;

then we have to revert to numerical approximation schemes for SDE's as

described in [81]. In this case, we have to deal with inaccuracies arising

from the discretization scheme as such.

It turns out that we are faced with the more favorable situation of a

known conditional distribution in the case where the driver process is a

multivariate Ornstein-Uhlenbeck process. This cases will be dealt with

in Section B.l.l, respectively. The general case will be dealt with in

Section B.l.2.

B.l.l The Ornstein-Uhlenbeck case

If the driver process X is a multivariate Ornstein-Uhlenbeck process as

specified in Definition 9.1, then we have

Xtn I ^tn-1 = X*n I ^n-! ~ Ml (ß(Xtn_lt At), V(At)) ,
71 = 1, . . . , N,

due to the Markov property and Proposition 9.2, where

/•At

/i(Xtn_x, At) = e~rAt Xtn_, and V(At) = / e"rs (e^5)' ds.

Jo

Due to the setup with equispaced valuation times, it suffices to compute

e-rAt and V(At) once for all time steps and for all simulated scenarios,

which greatly increases the efficiency of the simulations. Fast and accurate

computation of matrix exponentials is done by using the expm function

of Matlab. The integral for V(At) is computed numerically by using the

trapezoid method as described in [111]. A simulated trajectory of X is

then computed by

Xt0 = x and XtB = e"rAt Xtn_x + stn, n = l, ... ,N, (B.l)

where

etl, ... , etN ~ MAfd(0,V(At)).



B.l. Simulating the Driver Process 235

The innovations etn are simulated in the well-known manner: If 77 ~

Afd(0, ldxd) and R Rdxd such that RR' = V(At) then Rrj ~ A/"d(0, V(At)).
One out of many possible choices for R is to let R be the Choleski fac¬

torization of V(At). Caveat: In Matlab, we have to set R equal to the

transpose of the result of the chol function.

B.l.2 The general case

Let now X be some general Itô diffusion according to Definition 8.1. We

select a time step At > 0 such that T = NAt for some N Ç.N. The aim

is then to construct a sequence YAt = (Yn)n=0 of random variables such

that, for each n, Yn is an approximation for Xn^t- Following the rec¬

ommendations of [74], we use a relatively simple approximation, namely

the explicit Milstein scheme which is described in detail in [81]. For the

d-dimensional case with diagonal noise, its fc-th component is given by

Yn+i = Yn + bk(Y„)At + akk(Yn)VÄl ekn+1

+ rkk(Yn)^-(Yn) {At (4+1)2 - At} (B.2)

for n = 0, ... ,
N — 1 and k = 1, ... ,

d. The approximation always starts

at Yo = Xo, and we let

£l, ... , £n ~A/d(0, ldxd)-

For the case of the multivariate Ornstein-Uhlenbeck process, this boils

down to

Yn+i = Yn - rYnAt + VÄt en+i , (B.3)

which is equivalent to the simpler Euler scheme. F

Under the regularity conditions prevailing here, the Milstein scheme as

introduced in this section is, in the Terminology of [81], an order 1.0 strong

Taylor scheme. It then follows (Theorem 10.6.3 and Corollary 10.6.4, op.

cit.) that, for some constant K independent of At and p > 1, we have

E SUp ||XnAt-Y,
0<n<N

AtllP
1/p

< KAt. (B.4)
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There is a fairly broad agreement, see e.g. [74], that the Milstein scheme

generally provides a sufficiently accurate approximation for the diffusions

in view, and that there is no point in using explicit schemes of higher

order. There is, however, one caveat: As in the realm of deterministic

differential equations, a stochastic differential equation can be stiff, and

in this case, any explicit scheme provides very poor approximations; see

Chapter 9.8 of [81]. In order to cope up with stiff SDE's, one has to use

either implicit schemes or predictor-corrector schemes.

The real problem with a system of SDE's is to determine whether or not

it is actually stiff. Stiffness is defined in terms of the Lyapunov exponents

of the system, see Chapter 9.8 of [81], and these Lyapunov exponents are

very difficult to compute or approximate in realistic situations (see Chap¬

ter 17.3, op. cit.). Therefore, we give here the implicit version of the

Milstein scheme, but the question of when it is applicable is left open.

The following equation from Chapter 12.2 of [81] gives the implicit equiv¬

alent of (B.2) for the case of diagonal noise

Yk+1 = Yk + bk(Yn+1)At + akk(Yn)VÄl ekn+1

+Vkk{Yn)i£-{Yn) (At (£"+1)2 - A4 ' (B'2*)

where the only difference to the explicit version is that the drift term 6(x)
is evaluated at Yn+i instead of Yn. For our special case, this boils down

to

Yn+1 = Yn - rYn+1At + V£t en+i . (B.3*)

Provided sufficient regularity, the fully implicit iteration step is then given

by

Yn+i = (ldxd + Atr)"1 (Yn + VÄt sn+1) . (B.3**)

This is fine as long as (ldxd + AtT) is well conditioned. Otherwise, in

order to circumvent the numerical problems with the inversion of badly

conditioned matrices, one can apply a predictor-corrector scheme which

consists of first computing a predictor value Yn+i by using the explicit

iteration step in (B.3), and then inserting Yn+i into the right-hand side

of (B.3*).
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B.l.3 Random Number Generation

The simulation of the driver process involves quite some random number

generation. For this task, the implementation entirely relies on the related

built-in functions of Matlab which are described in [101]. At the basis is

the rand function that produces uniformly distributed random numbers

on the unit interval. The underlying algorithm by Marsaglia is specifically

aimed at producing random real numbers rather than scaled integers. In¬

ternal tests confirmed that Matlab's rand function is suitable for simu¬

lations of the size required here; see [12]. Independent standard Normal

vectors are generated by using Matlab's randn function, which is based on

a numerical inversion of an approximation of the Normal CDF, called the

Ziggurat algorithm. General Normal vectors are obtained via the usual

affine transformation of standard Normal vectors, see Section B.l.l for

details. The Matlab function ncx2rnd is used for generating non-central

X2 numbers; the function is based on summing squared Normal numbers.

B.2 Numerical Optimization Issues

The GMM optimization problem that we have to solve is summarized in

(10.7). From Section 10.2, it becomes clear that it is a non-linear optimiza¬

tion problem with constraints, and from Section 9.3 we can see that some

of these constraints are even non-linear for the Exponential Quadratic

model that is of main interest here. Therefore, we must use the Matlab

function fmincon (for function minimize constrained) for implementing

the parameter optimization. The function fmincon can address the fol¬

lowing generic problem:

min/(x)

s.t. c(x) < 0; Ceg(x) =0; ^4x < b; Aj9x = beq; b* < x < bu . (B.5)

where x, b, beq, b/ and bu are vectors, A and Aeq are matrices, c(x) and

ce(?(x) are vector-valued functions and /(x) is a scalar-valued function.

The three functions can be non-linear. The user has to provide an initial

value xo from where the search starts. In the general case the function

fmincon uses an algorithm called Sequential Quadratic Programming. At
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Figure B.l: Comparison of the performance of two non-linear program¬

ming methods. Both upper panels show the target function. The lower

panels show the location of the minimum as a function of the starting

value xo for two non-linear programming methods: Sequential Quadratic

Programming (fmincon) on the left and Genetic Algorithm (ga) on the

right.

each optimization step, the non-linear problem is locally approximated by

a Quadratic Programming subproblem based on gradients, Jacobians and

Hessians of the three functions, which, therefore, must have some degree

of smoothness. Details on the algorithm and the details of the function

can be found in [97].

While the classical non-linear programming algorithms are quite fast and

accurate, they suffer from a peculiar problem. Figure B.l on provides an
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illustration of the problem. We consider a simple test function

f(x) = — cos(7rx) exp(—\x\/3)

and we search for its minimum under the constraint that —5 < x < 5.

We repeat the search with different starting values xq ranging also from

—5 to +5 and plot the location of the minimum as found by fmincon

against xq. We can clearly see that the solution depends quite heavily

on the initial value xo, and generally only the local minimum next to

Xq is found. Near local maxima or turning points, the solution can even

go completely astray. This problem was also found to prevail in the real

GMM optimization problem, and it is rather serious as, in general, it is

not possible to give an initial guess that is close to a global minimum.

What we need is thus a global optimization method, i.e. one that finds

a global minimum independently of the starting value. This method is

provided by the Genetic Algorithm resp. its Matlab implementation ga,

see [98] for details or [39] for other applications in statistics. The right-

hand side of Figure B.l documents the results of the same experiment as

above, but by using the Genetic algorithm. In fact, in this case we do not

use a starting point xq, but we start with a small interval of ±0.5 around

Xo in which the initial population is located. The few outliers could also

be made disappear with slight adjustments on the optimizer settings, but

they are left here to show that the good results of the Genetic Algorithm

do not come automatically.
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