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Abstract

Quality of Service (QoS) in IP networks has made significant advances in

the past decade, which resulted in the standardization of QoS frameworks

such as Integrated Services and Differentiated Services addressing both rel¬

ative and absolute service differentiation. Simultaneously, hardware devel¬

opment has led to new fast and efficient QoS mechanisms for traffic dif¬

ferentiation and prevention of the dreaded congestion collapse. The hard¬

ware itself shifted from simple network interface cards to interfaces built

with application-specific integrated circuits, leading to the introduction of

application-specific instruction-set processors, or in other words, network pro¬

cessors. This evolution allowed the development of new, more sophisticated

algorithms for QoS support.

However, it can be safely stated today that QoS support still is rarely used.

The increasing gap between the description of QoS parameters and the ca¬

pabilities of the underlying hardware, which becomes even more important
when traversing heterogeneous networks consisting of networking equipment
from different manufacturers each having different capabilities, is one of the

reasons for this. The lack of interoperability between QoS mechanisms cannot

be solved solely on the protocol level. Moreover, QoS requirements differ for

each type of application; a one-size-fits-all solution is not satisfactory, and,

depending on the underlying QoS mechanisms, mapping these requirements
to them is difficult. Therefore QoS deployment is an extremely complex task.

This thesis addresses existing and new QoS mechanisms whose integra¬

tion, interaction, and interoperation are not solvable on the protocol level to

build adaptive end-to-end QoS guarantees. To do so, a safe, efficient, and

adaptive framework using active networks (SeaFan) is proposed that is flexi¬

ble enough to address certain QoS tasks even in the data path. Safety and se-
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iv Abstract

curity requirements are ensured by the combination of a byte-code language,
the introduction of the resource-bound vector, the definition of a safety hier¬

archy, and a sandbox environment. The minimum set of functionalities in a

node model supporting the active-networking framework is specified. These

functionalities are capable of acting locally on the nodes and globally with

respect to the end-to-end service. The concept of having several QoS capabil¬
ities running at the same time is explicitly allowed.

New QoS mechanisms are introduced that address relative and absolute

bandwidth differentiation with responsive and non-responsive protocols, in¬

cluding packet-drop-rate differentiation. Scalability is ensured by the aggre¬

gation of flows and the careful limitation of the distribution of information,

even when acting on the end-to-end service from within the network.

The excellent performance of the new QoS mechanisms has been shown

by means of simulations in ns-2, and the feasibility of and the benefits from the

existence of a programmable networking infrastructure have been shown in a

reference implementation on the IBM PowerNP 4GS3. Further optimization
methods using just-in-time compilation have revealed additional potential in

byte-coded active networks. The combination of the active-networking frame¬

work and the QoS mechanism enables the deployment of adaptive end-to-end

services over heterogeneous IP networks.



Zusammenfassung

Dienstgüten in IP-Netzwerken haben im vergangenen Jahrzehnt entscheiden¬

de Fortschritte gemacht, die sich in der Standardisierung von diesbezüglichen
Architekturen wie "Integrated Services" und "Differentiated Services" mani¬

festiert haben. Diese Architekturen beinhalten sowohl absolute wie auch re¬

lative Dienstgütendifferenzierungsmöglichkeiten. In der Zwischenzeit hat die

Entwicklung von neuen Rechner-Bausteinen auch zu schnelleren und effizien¬

teren Mechanismen für die Unterstützung der Dienstgütendifferenzierbarkeit
in Netzwerken geführt. Die einfachen Netzwerkschnittstellenkarten wur¬

den im Laufe der Zeit mit applikationsspezifischen integrierten Schaltungen

ergänzt und heute zunehmend durch Prozessoren mit applikationsspezifischen

Befehlssätzen, auch Netzwerkprozessoren genannt, ersetzt. Diese Entwick¬

lung ermöglichte den Einsatz neuer und komplexerer Algorithmen für die Un¬

terstützung einer Vielzahl von Dienstgüten.

Trotzdem gilt heute immer noch, dass Dienstgüten in IP-Netzwerken nur

in seltenen Fällen unterstützt werden. Die zunehmende Lücke zwischen der

Beschreibung von Dienstgüteparametern und den Möglichkeiten der zugrun¬

de liegenden Hardware ist umso wichtiger in heterogenen, aus Geräten ver¬

schiedenster Hersteller mit jeweils unterschiedlichen Möglichkeiten und Res¬

sourcen bestehenden Netzwerken, und mit ein Grund für die spärliche Ver¬

breitung von Dienstgüten. Fehlende Kompatibilität zwischen Mechanismen

für Dienstgüten können nicht auf der Ebene von Protokollen gelöst werden.

Des Weiteren ist eine Art Einheitsklasse unzureichend, da die Bedürfnisse der

Anwendungen sehr unterschiedlich und deren Abbildung auf darunterliegen¬
de Dienstgütemechanismen sehr komplex sind. Deshalb ist der Einsatz von

Dienstgüten eine sehr schwierig Aufgabe.
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vi Zusammenfassung

Diese Doktorarbeit befasst sich mit existierenden und neuen Dienstgüte¬

mechanismen, deren Integration, Interaktion und InterOperation nicht auf

der Ebene von Protokollen gelöst werden kann, um adaptive Ende-zu-Ende

Dienstgütegarantien aufbauen zu können. Dieses Ziel wird erreicht mit Hil¬

fe einer neuen, ungefährlichen und sicheren Architektur, genannt SeaFan,

basierend auf der Idee von aktiven Netzwerken. Diese Architektur weist

genügend Flexibilität auf, um gewisse Prozesse für Dienstgüten im Daten¬

weg auszuführen. Die netzwerkspezifischen Sicherheitsanforderungen sowie

die Ansprüche auf Gefahrlosikeit werden durch die Kombination aus einem

Bytecode, der Einführung eines Vektors zur Limitierung der Ressourcen,

der Definition einer Risikohierarchie sowie einer Sandkastenumgebung ga¬

rantiert. Die Minimalmenge der Funktionsvielfalt wird in einem Knotenmo¬

dell, das diese auf aktiven Netzwerken basierende Architektur unterstützt,

sowohl für lokal auf einem Knoten als auch global mit auf Ende-zu-Ende

Sichtweise basierenden Funktionalitäten erläutert. Die Möglichkeit, mehrere

Dienstgütemechanismen parallel zu verwenden, ist explizit erlaubt.

Neue Dienstgütemechanismen für die Differenzierung von Paketverlust¬

raten und die relative und absolute Differenzierung von Bitraten, die sowohl

für adaptive als auch für nicht anpassungsfähige Protokolle geeignet sind, wer¬

den eingeführt. Die Skalierbarkeit ist einerseits durch die Aggregation einzel¬

ner Datenverbindungen und andererseits durch die umsichtige Limitierung der

Informationsverteilung bei der Ende-zu-Ende Sichtweise gegeben.

Die hervorragende Leistung der neuen Dienstgütemechanismen wird an¬

hand von Simulationen in ns-2 dargelegt, und die Machbarkeit sowie die Vor¬

teile, die aus einer programmierbaren Netzwerkinfrastruktur resultieren, wer¬

den mittels einer Referenzimplementierung auf dem IBM PowerNP 4GS3 ver¬

anschaulicht. Weitere Optimierungsmöglichkeiten von byte-kodiertem aktiven

Code basierend auf fertigungssynchroner Kompilation werden demonstriert.

Die Kombination einer auf aktiven Netzwerken basierenden Architektur der

Dienstgütemechanismen ermöglicht adaptive Ende-zu-Ende Dienste, die he¬

terogene IP Netzwerke traversieren können.
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Chapter 1

Introduction

Fully
autonomous Quality-of-Service (QoS) enabled networks are not

widespread if existing at all today. This is mainly due to the lack of

transparency in QoS provisioning mechanisms, which unnecessarily

complicates end-to-end QoS and makes guaranteed end-to-end services im¬

possible. More precisely, when delving deeper in the jungle of QoS features,

many algorithms that foster end-to-end QoS guarantees have been proposed
and studied, in particular in the domain of queue management and packet

scheduling that are the key QoS components, but their efficient configura¬
tion and integration in a heterogeneous network environment has not yet been

solved. The following quote from a router manual, serves as an example of

the current situation that, in the worst case, results in extensive and difficult

parameter tuning:

"

When first implementing WRED on the router, we recommend

that you initially use the default values for min-threshold, max-

threshold, the weighting constant, and the probability denomina¬

tor. If you begin to experience congestion or if congestion contin¬

ues (especially with TCP traffic), try adjusting WRED by making
small changes to the various parameters (one at a time) and ob¬

serving the effect on congestion.
"

Enterasys Networks Manual [Ent03]

From another point of view active networks are seen as not being secure

enough, which gives reason to believe that active networks therefore will never

1



2 Chapter 1. Introduction

be deployed in public networks. Who wants to have peregrine code running
on one's own routers when still being faced with enough security problems in

handling traditional IP networks? In a more generic way, the following quote

paraphrases this fact aptly:

"

The ability to modify the outgoing data permits the mobile code

to easily dump the contents of the router's interface table into the

outgoing packet. There's no defense against this once we provide
the mobile code the ability to read the interface table and to write

into the packet. This also makes the possibility of an attacker

injecting malicious mobile code much more dangerous, since it

could arbitrarily rewrite our packets.
"

Ka-Ping Yee, UC Berkeley

This thesis addresses these difficulties in an end-to-end manner, starting
with the requirements that lead to a set of individual building blocks for QoS

support in heterogeneous IP networks. The building blocks are in turn sub¬

ject to end-to-end integration that requires the flexibility of active networks

in order to deliver robust end-to-end services. The feasibility of the proposed

approach that paves the way towards dynamic and autonomic control of the

network, is shown based on the strength of network processors (NP).

1.1 Motivation towards End-to-end Services

The motivation for this section starts with the definition and illustration of the

problem space, and then proceeds with an overview of the solution proposed
in this thesis.

1.1.1 Problem Definition

The emerging needs of QoS for voice over IP, video-on-demand, real time

applications - in general almost any multimedia traffic stream - as well as

end-to-end business and service relationships drive service differentiation so¬

lutions. Of course today's main Internet applications such as email, Web traf¬

fic and unreliable low-end streaming of video and audio application will not

disappear, but a part of them will slightly shift towards QoS-supporting ap¬

plications. Therefore, current research activities focus on how to evolve from



1.1. Motivation towards End-to-end Services 3

the network-level best-effort transport service model to one in which service

differentiation can be provided. Note that unlike email, Web traffic is not a

best-effort application. It is best classified as being an interactive applica¬
tion that requires interactive response bounds [ST01]. The difference between

application-level and network-level best effort is made up of the former con¬

sidering the true end-to-end view of applications while the latter addresses

only how service differentiation in the network is achieved.

Today, multimedia streaming and conferencing applications with high
bandwidth and low delay requirements can be found in over-provisioned and

homogeneous environment (Intranets and virtual private networks (VPNs))

and where tuned networking stacks are used. However, having a large
amount of bandwidth does not guarantee delay requirements in shared en¬

vironments [Nah98]. Thus, provisioning of end-to-end services in a full QoS

manner is not feasible at present. Nevertheless, existing QoS support (i.e.,

RSVP [BZB+97]) envisaged today is not widely used. Why is QoS provision¬

ing so difficult? This question will be addressed in the following subsections.

Lack of end-to-end service guarantees

Because of the heterogeneous and transient structure of the Internet [Hay],
there is no guarantee that all routers on a path support the needed QoS proto¬

cols. Currently proposed QoS frameworks [BCS94,BBC+98] support a subset

of QoS aspects (i.e., rate, burst rate, drop rate) but leave other aspects com¬

pletely unsolved or even unsolvable (i.e., jitter, reliability, scalability, buffer

settings). As the interoperability becomes difficult, end-to-end QoS can only
be provided in homogeneous VPNs today. Therefore, interoperability be¬

tween these frameworks becomes increasingly important - not only to en¬

hance QoS features - but also to profit from existing information on other

layers [SSCWOO].

Discrepancy between QoS requirements and capabilites

There exists a discrepancy between QoS requirements from the application
and QoS capabilites provided by the network infrastructure. From [ST01]

future and present-day QoS requirements of applications can be split into the

following major categories or a combination of them:
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Figure 1.1: QoS requirements ofdifferent applications.

• Interactive applications such as web browsing and remote shell execu¬

tion are characterized by rather short response times in the region where

the delays between the user and application are not perceptible. The

perceptibility is of course a human factor.

• Real-time applications are characterized by constraints on the synchro¬
nization and data delivery. Further distinguished are hard real-time ap¬

plications such as tele-robotics, tele-operations and distributed simula¬

tions [GCS+00, Col97] that strictly require all data to be delivered in a

given time limit. Soft real-time applications have less stringent require¬
ments in both time limit and guarantee of data delivery. Examples are

multimedia teleconferencing (MPEG-2/4 [MPE96,MPE00]), video-on-

demand, telephony, and audio streaming, which have a characteristic

source behavior (i.e., traffic shape and burstiness).

• Deadline applications are real-time applications with substantially

longer time constraints (e.g., remote backup). They do not require strict

resource reservation as a minimum-bandwidth guarantee is sufficient.

• Best-effort applications have extremely loose delay bounds. Compared
with other applications their utility function decreases gradually with

increasing latency. Best-effort service allocation should be fair, that

is, allocation among competing applications should be roughly equal.

Examples of best-effort applications are email, news, and file transfer.

Service differentiation in best effort can be achieved by zero-cost dif-
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ferentiation [HLTK01] where applications can choose between a lower

end-to-end delay or higher throughput without any service guarantee.

Figure 1.1 shows the differences between the QoS requirements in terms of

throughput, delay, and packet loss of different applications of the categories
mentioned above. Traffic generated by such a variety of sources leads to traffic

bursts and jitter accumulation in the network and to a characteristic distribu¬

tion of packet sizes in the Internet.

Simplistic QoS provisioning can be achieved by assigning (chargeable)
strict priorities to applications. Owing to the different requirements for each

QoS parameter this is not feasible. Application-specific QoS parameters have

to be reflected by buffer management schemes (including packet-dropping al¬

gorithms) in conjunction with packet scheduling. For instance, many current

routers use an extended version or RED [FJ93], which drops packets to in¬

dicate impending congestion, as well as Weighted Round Robin (WRR) or

flavors of Weighted Fair Queuing (WFQ) as a packet scheduler. Although
these algorithms have several known problems, they only allow very limited

QoS support and reflect the tradeoff between implementation complexity and

achieved fairness.

The variety in existing QoS architectures

The Integrated Services (IntServ) framework [BCS94] established by the

IETF has introduced per-flow reservation of resources. However to provide
end-to-end guarantees, call admission has to be performed and per-flow state

has to be kept on all routers on the path through the network. Besides the addi¬

tional signaling traffic, scalability is a challenge because maintaining per-flow
state information in routers is an expensive task (e.g., due to hardware timers).

Even though IntServ will soon celebrate its 10th anniversary, it is only thanks

to Moore's law that hardware support for a large number of queues is becom¬

ing feasible today.

In contrast, the Differentiated Services (DiffServ) framework addresses

the need for relatively simple and coarse methods of providing differentiated

classes of service for Internet traffic [BBC+98]. The major challenge for Diff¬

Serv will be the interoperability between multiple DiffServ domains. While

IntServ is able to provide end-to-end QoS guarantees, DiffServ meets these re¬

quirements only partially. In fact it is being designed as a toolbox from which

end-to-end services can be built.
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A framework for how IntServ may be supported over DiffServ is given
in [BYF+00]. Starting out from the IntServ and DiffServ, it provides an idea

on how to deliver quantitative end-to-end QoS over heterogeneous networks

by applying the IntServ model end-to-end across a network containing one

or more DiffServ domains. However, the details of a scalable inter-operation

among different domains is only vaguely addressed.

The heterogeneity of the networking infrastructure

Today, a wide variety of buffer management algorithms and schedulers exist.

Although different algorithms might have similar properties, comparison in

terms of QoS differentiation capabilities still is difficult.

Difficult configurations in end systems and routers

Users would like to use the Internet to make phone calls or video conferences

without having to specify QoS requirements explicitly. In addition the task

of setting up a properly configured network that supports QoS is not yet well

understood. At the moment it is easier and cheaper to simply over-provision
the network to achieve credible QoS guarantees.

Lack of knowledge

Whereas RSVP [BZB+97] is clear in terms of the QoS parameters (Tspec
and Rspec) it carries, the values of the parameters themselves are debatable.

With DiffServ [BBC+98], it is difficult to judge a priori whether an initially

assigned Differentiated Services Codepoint (DSCP) is sufficient, or even too

good for the specific application while traveling through multiple Diffserv

domains where DSCP might be changed. Thus, it appears that users have

difficulties dealing with relative and absolute QoS guarantees [BSDOO]. An

adaptive control mechanism, for example, would be able to choose the correct

parameters automatically.

Lack of harware support

Reality shows that current networking hardware often is not QoS-capable. The

question why this is the case reveals a chicken egg problem. QoS support in
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a network drives costs for hardware and software, which customers currently
do not willing to pay [FTD03]. Hence, ISP's are rather reluctant to invest in

QoS-enabled infrastructure.

Scalability

There is a wide discrepancy between routers at the edge and in the core of a

network. The main goal of core routers is to forward packets at high speed
while spending as few per-packet cycles on packet forwarding as possible.

Hence, core routers tend to have significantly less QoS support compared with

edge routers. Finally, the ever increasing number of links and link capacities
makes their interconnection more challenging.

1.1.2 Solution Overview

The difficulties in existing QoS architectures have been outlined in the pre¬

vious section. This section introduces the necessary means to enable QoS

differentiation for QoS parameters of different types of traffic classes. In par¬

ticular the following questions will be answered: Why is an active networking

approach needed? And why are NPs opportune for this approach? But first,

the different types of QoS differentiation have to be introduced.

QoS guarantees on QoS parameters such as throughput, delay, and drop
rate can be expressed in absolute terms, relative to each other, or even be un¬

specified. On the other hand, Internet traffic can be classified into responsive
and non-responsive flows. The former adapt their sending rate according to

the congestion status in the network. [FF99] showed that combining these two

classes results in a significantly unfair allocation.

The integration of the heterogeneity of networking infrastructures and the

variety of existing QoS architectures has to take into account upper as well as

lower network layers: In other words, service-level specifications (SLS), i.e.,

the translation of a service-level agreement (SLA) into its technical parame¬

ters between ISPs need to be translated in queuing parameters or algorithms

deployed while completely hiding this complexity to the end user.

From the network management viewpoint, the Simple Network Manage¬
ment Protocol (SNMP) [HPW99] is based on the query-response model to

access and manage router configurations. This limited model inherently in¬

hibits complex management functions. As a result, new complex manage-
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ment tools are added to network management software instead of integrating
them in the network from the outset. Active networks allow intelligent pre¬

processing of management information, which reduces the inbound control

traffic. Clearly both passive and active networks can be managed using this

approach [JSCH02]. Similarly, lacking interoperability between different QoS

capabilities cannot be solved solely on the protocol level, as these capabilities
need to be placed dynamically in the networking equipment depending on the

demand. This can be achieved by using active networks, which allow active

code to be placed dynamically in routers. The installed code then is able to

influence the forwarding behavior of traversing packets.

An active networking approach leaves numerous security issues open. As

there is a tradeoff between simplicity and security this thesis makes a reason¬

able choice by the use of an appropriate active networking language and a

strict safety hierarchy.

A good design decision to achieve scalability of new networking function¬

alities is to confine the propagation of network status information as far as

possible and to benefit from existing means on the protocol level. Actions in

the network should neither be indicated nor propagated to end systems if they
don't result in the adaptation of state information there. Hence, end systems

should not have to deal with control traffic that is not relevant to them. As a

consequence thereof, actions should only be propagated to neighbors in the

network where required, preferably by the use of existing protocols that do

not significantly increase overhead. Further, scalability is improved by aggre¬

gation of traffic flows.

The proposed active networks framework requires underlying hardware

that is programmable. In emerging routers, NPs provide the desired pro-

grammability and flexibility that allow an efficient deployment of advanced

networking functions without compromising performance. Routers that do

not support this framework can potentially be incroporated through existing
and future protocols (e.g., RSVP, DiffServ marking, ForCES).

Besides providing the ability to keep state information on flows or aggre¬

gates thereof, a NP offers several other features: a limited amount of com¬

puting power while a packet is being received, an embedded general-purpose

processor (e.g., ePPC), and access to queuing settings. This opens the door for

new networking services that have not yet been taken into account in existing
frameworks.
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1.2 Claims

This thesis addresses existing and new QoS capabilities that can be utilized by
active networks to build adaptive end-to-end QoS guarantees. The proposed
active networking approach called SeaFan provides sufficient flexibility for

dynamic translation between different QoS schemes enabling it to link QoS

parameters efficiently to build an end-to-end service guarantee. In summary:

• Adaptive end-to-end service guarantees in heterogeneous IP networks

are achieved based on the combination of architectural and theoretical

approaches using active networks. As a result, the SeaFan active net¬

working framework is proposed.

• The essential minimum set of functionalities required in the Internet

routers are proposed and verified, which are able to influence and act (a)

locally on nodes and (b) globally with respect to the end-to-end service,

is proposed and verified.

• Specifically, two new methods are proposed that influence the end-to-

end behavior locally on nodes:

- The combined real and virtual scheduler (CRVS) that allows rel¬

ative and absolute bandwidth guarantees, including drop rate dif¬

ferentiation.

- The closed-loop congestion-control (CLCC) algorithm for fair

bandwidth allocation in presence of mixed responsive and non-

responsive traffic.

These algorithms are evaluated and compared with existing ones. Fur¬

thermore, the possibilities for the optimization of active code using just-
in-time compilations are pinpointed, and a study analyzing the potential
of such an optimization has been conducted.

• A distributed algorithm called PURPLE is presented and evaluated,

which takes into account existing end-to-end congestion information to

optimize congestion indication for adaptive protocols and hence brings
the end-to-end view into the network.

• The benefit and functionality of the proposed architecture and the new

methods are shown based on a reference implementation on the IBM

PowerNP 4GS3 network processor and by means of simulations done

in ns-2.
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1.3 Overview

This thesis is structured as follows. It first provides a brief background on gen¬

eral networking concepts for network architectures and networing hardware,

and gives a descriptive overview of router architectures and active networks in

Chapter 2.

Chapter 3 gives a general conspectus on related work in the field of QoS,

buffer management, scheduling and active networks. It also includes signif¬
icant aspects of the TCP protocol that are related to congestion control, fair¬

ness, and early congestion notification.

Next, our work in active queue management, scheduling, QoS frame¬

works, and active-networking approaches is positioned according to several

key criteria in Chapter 4.

Then, Chapter 5 introduces the SeaFan framework for adaptive end-to-end

QoS services based on active networks. Chapter 6 describes how to efficiently

implement the proposed framework on an NP.

The next two chapters examine basic functionalities that can be made

available on active routers to support adaptive QoS guarantees while focusing
on the local nodes in Chapter 7 and on the end-to-end view in Chapter 8. The

CRVS scheduler in Section 7.1 is able to differentiate bandwidth, packet delay,
and drop rate in both relative and absolute guarantees, while bandwidth differ¬

entiation is given by the underlying real scheduler (e.g., by using weights in

fair queuing algorithms). Bandwidth differentiation in presence of responsive
and non-responsive flows is achieved using CLCC in Section 7.2. The poten¬

tial of just-in-time compilation of active code is investigated in Section 7.3.

Border functionalities are discussed in Section 8.1. Section 8.2)describes

PURPLE, which achieves fairness from the end-to-end viewpoint for reac¬

tive protocols such as TCP by predicting the impact of its own actions and

taking into account the actions of other routers.

Finally, Chapter 9 summarizes our contributions and concludes this thesis

by addressing some remaining problems that would be of additional value and

worth further investigation.



Chapter 2

Background

In
1965, an engineer at Fairchild Semiconductor named Gordon Moore

observed that the number of transistors on a chip doubled every 18 to 24

months, and predicted that this trend would continue [Moo65]. This so-

called Moore's Law has been maintained since then, and still holds true today:
not only for the number of transistors on a chip, but also for the increase of the

volume of backbone traffic in the Internet as well as the fiber optic link speeds.
This incessant increase in throughput demand and the ongoing improvements
in related technologies had a strong influence on router architectures in the

past.

2.1 General Concept

The Internet is built out of a conglomerate of interconnected IP networks

based on various network architectures (Figure 2.1). These network architec¬

tures differ significantly regarding their properties in terms of QoS capabilites.

Adaptive end-to-end QoS guarantees in a heterogeneous environment are built

on top of these network architectures and enable their smooth interoperation.
The network architectures implemented in networking equipment in turn re¬

quire a specific hardware infrastructure determined by cost and the required

functionality.

11
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Adaptive End-to-end QoS Guarantees
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Figure 2.1: Overview of the general concept of adaptive end-to-end QoS

guarantees.

2.1.1 Network Architectures

In general, network architectures can be statically or dynamically configured.
Static configuration is usually associated with the strategy to keep costs low

and hence simply connectivity is provided. The network architectures in

Figure 2.1 are sorted from left to the right following the trend of increasing

dynamics. It is important to note that even a statically configured network

can theoretically maintain QoS support when combined with strict admission

control and resource management.

Best-effort networking denotes the paradigm that no service guarantees

are given. Packets are processed in FCFS order as long as there are sufficient

resources. As best-effort service does not provide reliability, the latter has to

be provided by a higher-layer protocol if needed. The best-effort philosophy
is entirely in marked contrast to that of the public switched telephone net¬

work (PSTN), but allows one to build substantially cheaper and more diverse

networking services.
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Over-provisioning is frequently used in backbone networks as there are

no resources for keeping state information or deep packet processing. The

cheaper infrastructure often legitimates this approach, to the disadvantage of

investments in a fully QoS-enabled network. QoS can be achieved but requires
careful traffic engineering of the network. In [FTD03] it has been shown that

reasonable guarantees can be provided in over-provisioned networks.

The two major QoS frameworks for IP networks that are standardized by
the IETF are IntServ and DiffServ, which have been briefly introduced in the

previous chapter. These standards only provide the mechanisms for the pro¬

visioning of QoS. Implementations encounter many unsolved problems (e.g.,

scalability) that limit the utilization of the available resources. Other frame¬

works push QoS support to the application level by the addition of a QoS API

in the operating system [PWP94,NXWL01].

Active networks today are focused on one of the following objectives.
First they facilitate the administration of network devices. Second, active net¬

works are used as a replacement of protocols to increase the flexibility of

deployment. And third they are designed for distributed computations in a

network. A fourth aspect, the integration of QoS using active networks has

only received little attention [BBOO].

2.1.2 Networking Hardware

General-purpose processors (GPP) are well suited for complex tasks such as

are encountered in the control path. One major advantage is that many existing

networking stacks already run on GPPs. As task switching involves additional

inherent overhead, memory latency cannot be hidden as efficiently as in ded¬

icated hardware. This limits performance in the data path. GPPs are a good
choice for test environments where performance and power consumption do

not matter.

Custom very large scale integration (VLSI) designs and application-

specific integrated circuits (ASICs) [JS97] are suited for high-speed networks

where protocols have converged to stable standards. They have a very limited

ability to adapt to future changes in protocols or network patterns. In such a

case usually the entire interface card containing the ASIC has to be replaced1.
Further, ASICs tend to have long development cycles.

lrThis happened for example in early Juniper Networks routers when they wanted to support

all Diffserv classes. The ASIC had originally been designed to use the three most significant bits

of the former TOS field, which was insufficient for Diffserv support.
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Reconfigurable hardware is usually built with field-programmable gate ar¬

rays (FPGAs) which are fully reprogrammable. They can be optimized for

specific networking applications while providing high concurrency of packet

processing [LNTTOl]. The flexibility in FPGAs comes at price of increased

complexity in the development cycle (and hence makes the approach cost in¬

tensive). During the reconfiguration phase, which takes several tens of mil¬

liseconds, an FPGA is not able to forward packets and hence may cause a

backlog of several thousand packets on a gigabit Ethernet link.

NPs are processors specifically designed for fast and flexible packet han¬

dling, providing a balance between hardware and software that addresses the

demand of performance and programmability from high-speed networks to¬

wards active networks [HJK+03]. This combination allows one to adapt net¬

working functionalities in software, without having to modify the hardware

or compromising performance. Compared with GPPs, NPs benefit from high

parallelization, tree search engines, and other networking-related hardware as¬

sists, and entail no additional cycle costs for task switching.

2.1.3 Synthesis

To consolidate the pillars shown in Figure 2.1, a protocol-based approach is

not adequate as it would not provide the required flexibility. Hence an active

networking approach becomes indispensable. Nevertheless, not all nodes in a

network need to support full programmability: it is sufficient that some nodes

provide this flexibility to act as the "glue" between the different network ar¬

chitectures. Ideally, these nodes are equipped with NPs as the high need of

programmability in both the data path and the control path combined with

high performance can only be satisfied with NPs.

2.2 Router Architectures

A router is a network node specialized in packet switching and processing.
It determines the next node to which a packet will be forwarded in order to

reach the destination. Routers are connected to other networking devices by
links. Traditionally, routers operate at the networking layer, however today's

sophisticated routers can even take information from higher layers into ac¬

count. Figure 2.2 depicts a general router architecture consisting of input and

output ports, a switching fabric, and a control processor.
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Figure 2.2: A generic router architecture.

In a router, multiple input and output ports are connected to a switching
fabric. Multiples of 4, 8 or more ports are frequently grouped on a single line

card for space and cost reasons. A port handles line termination on the physi¬
cal layer and data link processing (e.g., de- and encapsulation of packets). In

the early router architectures, packets were then forwarded to the central con¬

trol processor in order to determine the correct output port. This forwarding
decision is based on the result of a lookup in the routing table whereas the

routing tables themselves are maintained based on the current state of the net¬

work. As routers are likely to have different built-in functionalities depending
on where they are placed in the network, they can be roughly classified into

three categories:

Routers in access networks are used to provide Internet connectivity to indi¬

viduals as well as small and medium-sized businesses. In the past, this

class of routers handled the aggregation of numerous low-bandwidth

dialup connections. Nowadays, access networks are in a state of transi¬

tion: The technology is shifting towards cable modems and asymmetric

digital subscriber loop (ADSL) connections, increasing bandwidth re¬

quirements in access router by a factor of ten or more per port. In ad¬

dition, the number of functionalities provided by access routers is also

increasing. Where once SLIP and PPP were the only protocols these

routers had to process, today new protocols for virtual private networks

such as IPSec have to be supported as well.
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Enterprise routers interconnect several hundred computers in university cam¬

pus or large enterprises. Owing to the high number of ports, per-port

cost is a major issue. Therefore enterprise routers are mostly Ethernet

based. If present, service differentiation is often limited to some low

number of priorities. The trends is to augment these routers with QoS

capabilites and firewall functionalities.

Backbone routers interconnect access and enterprise networks, characterized

by high reliability and speed. Owing to the high link cost (e.g., long¬
distance links), their own cost is less important. Main challenges derive

from the combination of costly routing lookups, the large size of routing

tables, and the total number of packets to be processed. For instance,

route lookups are more frequent when a large part of the traffic consists

of small-sized packets (e.g., TCP acknowledgments). As it is too ineffi¬

cient to traverse routing tables sequentially, fast tree-lookup schemes are

inevitable. A number of fast schemes that allow lookups on the order

of log(iV) has been proposed, e.g., [WVTP97]. Other means to cir¬

cumvent expensive IP lookups is by establishing label-switched paths,
similar to virtual circuits in ATM. Labels are small-sized integers which

can be looked up in a single memory access. This technique was first

introduced for IP in Tag Switching, and today is the essential part in

MPLS. However, these labels have to be distributed and maintained in

the network. Other approaches including parallel processing of packets
as done in NPs can help to overcome bottlenecks but entail problems
due to potential packet reordering requiring complex arbitration units.

Network Processors

It goes without saying that the architecture of routers evolved with time

(Figure 2.3). The earliest routers often were computers with packet transfer

done under the direct control of the central processing unit (CPU). Ports sig¬
naled packet arrivals by interrupts. Packets were then copied into the central

processor's memory in the Control Point (CP), and the information needed to

determine the routing decision was extracted from the packet before the packet
was sent to the output port given in the lookup result (Figure 2.3.a).

In a first step in the evolution of router architectures, the bus connecting
Network Interface Cards (NICs) with the CP2 was replaced by a switch fabric.

2In the T3 NSFNET backbone routers were based on the IBM RS/6000 architecture including

special high-performance adapter cards. Initially packets had to be switched through the CPU,
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Figure 2.3: The evolution of router architectures.

Later, ASICs were added on ports in order to relieve the CP of most forward¬

ing tasks (Figure 2.3.b). As a result, packets no longer have to be sent to the

central processor to ascertain their forwarding decision. The routing table is

computed and maintained by the control processor, whereby a shadow copy is

typically stored at the input port. In some cases ASICs have been replaced by

GPPs, often combined with larger buffer space, resulting in a more expensive,
but also more flexible alternative.

Driven by the lack of flexibility and the long hardware development cycles
of ASIC-based routers, as well as the high cost of ports built with GPPs, NPs,

which are application-specific instruction-set processors (ASIP), have been

introduced (Figure 2.3.c). The challenge in NP design is to provide fast and

flexible processing capabilities that enable a variety of functions on the data

path while retaining a simplicity of programming similar to that of a GPP. NPs

are composed of multiple processors called NP cores3 that run in parallel to

hide latency from table lookups.

Today, a wide variety of NPs exists, each providing a different combina¬

tion of flexibility, price, and performance [GW03]. Despite this variety, NPs

share many features, such as the capability to simplify and accelerate the de¬

velopment of advanced networking functions as can be, for example, encoun¬

tered in Active Networks [TSS+97]. The IBM PowerNP, which is being used

in this thesis, will be described in Section 6.2.

but later this had been modified to switch packets between adaptors directly via the MicroChannel

bus architecture [CBP93].
3 NPs are composed of multiple fast-path processing units often called pico-engines or micro-

engines. In this thesis the general technical term NP core as introduced in [HJK+03] is used.
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Switching Architectures

In the evolution from early software-based router architectures towards NPs

the switching architecture also underwent several changes and still keeps

changing depending on the specific application targeted. A switch consists

of elements that interconnect input and output ports and possibly has some

buffers to do so. A switch is then built from either one single-stage element

or a composition of elements building a multistage switching fabric. From

a functional perspective, the switching elements can be classified into shared

media and crossbar architectures. Both can be further divided into buffered

and unbuffered architectures. Buffered shared media switches are typically

using shared memory techniques whereas busses and optical switches are un¬

buffered.

From a queuing perspective, input-queued (IQ), output-queued (OQ),

combined input and output-queued (CIOQ), and shared buffer architectures

are distinguished [ST01]. Most practical switch implementations combine

elements from both taxonomies, e.g., a CIOQ can be realized as a buffered

crossbar with buffers partitioned per input and output. Some other criteria that

focus more on implementation details are blocking vs. non-blocking, lossy vs.

lossless, single stage vs. multistage, and time- or space divided.

The choice of the buffer location has a significant impact on the blocking
characteristics of the switch. With pure input queuing, a packet that is be¬

ing held due to output contention can block other packets in the FIFO queue

that are destined to other free outputs. This phenomenon is called head-of-

line blocking. One solution is to move the queues to the output, where the

difficulty then lies in pulling the packets from the input fast enough to al¬

low blocking packets to move out of the way in time. This can be done

by increasing the speedup (the ratio between the switch internal and the ex¬

ternal rate), additional internal buffering, or expanding the internal links to

provide additional parallelism [Clo53]. Another solution is to introduce ad¬

ditional virtual queues for each output at the input side (i.e., virtual output

queuing) [McM84,TF88,MMAW96].

The tradeoffs in switching architectures can be summarized as follows.

Bus-based architectures are limited by contention. In general, pure output-

queued switches have limitations in the scalability of the memory bandwidth,

and pure input-queued architectures are bound by the performance of the

scheduler. Virtual output queuing entails additional queue management costs.

Hence the challenge in the design of switch architectures lies in an adequate
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combination of theses techniques [MinOl]. Note however that the impact of

switches on the end-to-end QoS is negligible compared with the one imposed

by active queue management and scheduling from ingress and egress process¬

ing (e.g., NPs).

2.3 A Brief Introduction to Active Networks

The break-down of a complete communication subsystem into a layered ref¬

erence model (Figure 2.4) resulted in the OSI (Open Systems Interconnect)

reference model (ISO 7498) and enabled the separation of generic functional¬

ities into layers of related functions helping to make code more maintainable,

cost-efficient, and reliable. With time, technical progress and diversification

of products pushed similar functionalities that existed in certain layers also

into other layers, complicating router configuration. For instance, QoS-related

functions exist in the transport layer (e.g., TCP and RTP), the network layer

(e.g., Diffserv [BBC+98]), and the data link layer (e.g., IEEE 802.1p exten¬

sion to the IEEE 802.ID standard [ANS98]).

The main driving force behind programmable networks is to open up

routers and switches by defining standardized programming interfaces to ac¬

cess their resources. This introduces programmability for signaling and con¬

trol functions but leaves data-path functions static. The recent standardization
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effort PI520 [DMVC99] is an example that defines a set of open application

programming interfaces (APIs) for networks that addresses open signaling and

programmable network architectures.

Active networks put the focus on dynamic deployment at runtime of ser¬

vices by introducing the extended store-execute-and-forward model which

permits programmability in both the control plane and the data plane. Im¬

portant roles are played by the language expressive power that describes the

degree of programmability and by the granularity of control that defines a

packet's scope of node behavior ranging from bytes over packet level to flow

aggregates [CBZS98].

In packet-based active networks, there are two approaches to perform cus¬

tomized computations in the network [TW96]:

The plug-in approach maintains the existing packet format and provides
a discrete mechanism that supports the downloading of programs in

routers. This means that first custom code has to be injected into routers

before packets are able to get the desired handling. Upon packet arrival

at a router, the appropriate plug-in program code is dispatched accord¬

ing to the information in the packet header, and then operates on the

content of the packet. The task of dynamically loading new code into a

router raises security concerns that can be solved by the introduction of

a public key infrastructure.

The capsule approach replaces the passive packets used today with small ac¬

tive packets carrying code, which then may be executed on each router

along their path through the network. In addition to the executable byte-
code in active packets, user data can also be embedded in these capsules.
This approach introduces a completely new dimension in networking
because the behavior of a packet is a direct result of the computations
executed on a router and can go as far as creating new active pack¬
ets. However, safety and security constraints have to be fulfilled that

limit the potential of such an approach. The safe networking with active

packets (SNAP) language [Moo99] introduces a byte-code that is safe

with respect to network resource usage (resource conservation in terms

bandwidth, CPU cycles, and memory resources) and provides evalua¬

tion isolation.



Chapter 3

Literature Overview

Albeit
not widely deployed today, QoS in the Internet is a vast research

domain both in the past and today. Some reasons for this have al¬

ready been outlined in Section 1.1 and will not be discussed here fur¬

ther. To achieve end-to-end QoS guarantees, certain functionalities have to be

supported on different levels. First, buffer management and scheduling algo¬
rithms are the functionalities at the level of networking infrastructure. Buffer

management addresses the problem of fairly allocating memory between dif¬

ferent flows while not exceeding the available memory size. In conjunction
with adaptive protocols, buffer management includes congestion indication,

known under the name of Active Queue Management (AQM). Schedulers al¬

locate the available outgoing bandwidth between competing flows in a well-

defined manner.

Second, heterogeneous IP networks require translation between differ¬

ent QoS frameworks, which exceeds the capabilities of protocols but can be

achieved by active networks. Active networks on the one hand help solve this

task but on the other hand raise new challenges, namely, security and execu¬

tion speed. Security should be addressed by the active networking framework

directly, whereas high execution speed can be achieved by translation of ac¬

tive code into machine-dependent code as is done efficiently in just-in-time

compilation or programmable hardware.

A third aspect is the end-to-end behavior of Internet traffic (including pro¬

tocol stacks and the application's viewpoint). This leads to accurate models of

traffic sources as exist, for example, for TCP.

21
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This chapter will first give an overview of recent findings and standards

in QoS in the IP world, and then discuss conceivable eventualities to achieve

such a solution by looking more closely at various algorithms proposed to be

used in networking equipment. The question on how to achieve QoS guaran¬

tees from a router's perspective leads to a brief review of seminal AQM and

scheduling algorithms. As a consequence, the next logical step is to delve into

active networks. Further, more topic-centered realms such as TCP modeling
and explicit congestion notification (ECN) are discussed to enlarge the general

conspectus. A detailed comparison of related work is given later in Chapter 4.

3.1 QoS in the IP World - An Overview

This section gives an overview of QoS parameters and existing QoS frame¬

works introduced in the past. It discusses the IntServ and DiffServ approaches
standardized by the IETF and addresses their interoperation prospects.

3.1.1 QoS Parameters

The four main QoS parameters are rate, reliability, delay, and packet delay
variation (jitter), and are usually associated to a flow. QoS-enabled networks

define flows as a packet stream with a certain source and destination pair. In

IP networks a flow is generally identified by the 5-tuple of source and desti¬

nation address and port number, and the protocol number from the IP header.

Flows with identical QoS parameters can be aggregated into classes. Band¬

width can be constant bit rate (CBR, e.g., uncompressed telephony), variable

bit rate (VBR, e.g., compressed audio or video data for conferencing or video

on demand (VoD)), or available bit rate (ABR, e.g., file transfer)1. Depending
on the application, reliable transfer may be required or not. Strict reliability

requirements necessitate the correct delivery (e.g., no bit errors) of transmit¬

ted data, usually achieved by a checksum over the entire packet that is being
tested at the receiver. Faulty packets either have to be retransmitted or recov¬

ered from an error-correction scheme. The delay is defined as the time needed

by a packet to be transmitted and fully received by the destination. It can be

divided into the path delay that is needed to transmit one bit to the receiver

1 ABR is an ATM service category introduced by the ATM Forum. In addition to a minimum

cell rate ABR uses a feedback control mechanism to adjust the source rate for excess traffic

depending on the current traffic characteristics. ABR is rarely used outside the ATM context and

is mentioned here as an example of a "better best effort" service [Gar96].
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and the transmission delay needed to receive all bits of the packet from the

network at the receiver. The former consists of the fixed speed-of-light delay

along links and a variable queuing delay in routers. The latter is the a function

of data rate and packet size. Jitter is defined as the variation in the packet ar¬

rival times. Other often-used QoS parameters are packet loss rate, burstiness,

burst errors, priorities, packet ordering, buffer usage, CPU usage, and memory

usage. Some of the parameters are further differentiated: The rate for example
can be expressed as a peak and an average rate.

These QoS parameters can be distinguished quantitatively or qualitatively.
A quantitative description can be given in absolute (e.g., the delay of a class

never exceeds a certain limit) or statistical representation (e.g., 95 % of the

packets have less than 100 ms delay for a certain time interval). Qualitative

descriptions represent relative differentiation such as "class A gets less delay
than B".

Additional derived QoS parameters are goodput and application delay dis¬

tribution. Goodput is a measure of througput seen by the application after re¬

transmissions and other control traffic; note that goodput may be significantly
lower than network-layer throughput. Similarly, the application delay distri¬

bution is the delay distribution of successfully delivered packets. Therefore it

includes additional delay due to retransmits of lost packets. In the IP world,

QoS has been standardized by the Integrated Services (IntServ) [BCS94] and

Differentiated Services (DiffServ) [BBC+98] frameworks, which will be dis¬

cussed next.

3.1.2 Integrated Services

The Integrated Services (IntServ) framework [BCS94, ZDE93] introduces a

model to integrate emerging real-time services and best-effort services in the

IP-based Internet2. IntServ-capable routers must provide appropriate per-flow

QoS in compliance with the model. Traffic control in routers provides the re¬

quired functions, which consist of three main components: First, admission

control includes the task that determines the availability of the requested re¬

sources. If the resources are not available, the new request must be rejected
so as not to violate already allocated resource guarantees. Admission control

is performed hop-by-hop along the reservation path. The requested QoS re¬

sources are only committed to accepted end-to-end (or edge-to-edge) flows.

2Note that the ATM traffic management is an integrated services approach that predates
IntServ.
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Second, the packet scheduler provides accurate packet forwarding by queue

management combined with scheduling algorithms according to the reserva¬

tion. Third, the packet classifier identifies the packets that will receive a cer¬

tain QoS level. Packets categorized into the same service class get the same

treatment from the packet scheduler. In addition to the traditional best-effort

service, IntServ includes two service types targeted towards real-time traffic:

• ControlledLoad Service [WroOO] for applications requiring reliable and

enhanced best-effort service. These applications work well under un¬

loaded network conditions but degrade quickly when congestion occurs.

The goal of controlled load service is that the performance of a network

flow does not degrade if the network load increases. Thus, applications

requiring this service will get similar service as best effort in lightly
loaded conditions (i.e., the end-to-end delay does not significantly ex¬

ceed the minimum end-to-end delay). As the service does not make

use of absolute target values for QoS parameters, applications must be

robust against a minor amount of packet loss and delay.

• Guaranteed Service [SPGOO] guarantees a mathematically provable up¬

per bound on delay [PG93] and thereby limiting jitter. Therefore every

packet of a flow that conforms to the traffic profile will arrive at least

at the guaranteed maximum delay time specified in the flow descriptor.
The service can be used for intolerant applications, such as real-time

video, audio, or data broadcasting.

The Resource Reservation Protocol (RSVP) [BZB+97] is used as the signal¬

ing protocol to create and maintain the necessary state information in routers

in order to support the services described above. Per-flow state information

has to be kept on all routers on the path through the network to deliver guar¬

anteed services. Although state is soft (i.e., state information is removed if not

refreshed within a certain time period), the framework has limited scalability.
Note that RSVP is receiver-initiated in order to increase scalability for large

dynamic multicast trees with heterogeneous receivers.

3.1.3 Differentiated Services

Differentiated Services [BBC+98] aims at providing a scalable QoS frame¬

work by aggregating traffic into a small number of classes while keeping the

framework modular and incrementally déployable, hence addressing scalabil¬

ity. Packets are classified based on contracted parameters according to their
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service requirements and are marked to receive a particular per-hop behavior.

The required functionalities at DiffServ domain edges are classification and

conditioned (including policing and shaping) in accordance with the rules at

the edge. Typically, different traffic streams that belong to the same traffic

aggregate merge and split when traversing the network. The Differentiated

Services Code Point (DSCP) in the IP header is used to carry the marking
information. The DiffServ Working Group has defined forwarding path be¬

haviors known as per-hop forwarding behaviors (PHB):

• Expedited Forwarding (EF) [DCB+02], which resembles a leased line,

is a low-loss, low-latency, low-jitter, assured bandwidth service and

should receive its rate by ensuring that the EF aggregate is served at a

certain configured rate independently of the intensity of any other traffic

attempting to transit a node.

• Assured Forwarding (AF) [HBWW99] provides different levels of for¬

warding assurances for IP packets. Four AF classes are defined, and

each of them has three drop precedence values. A congested Diff¬

Serv node tries to protect packets with a lower drop precedence value

from being dropped by preferably discarding packets with a higher drop

precedence value. Within a class, no reordering of packets is allowed.

There is no explicit relationship between the four classes, and the exact

behavior is defined through an SLA (Service Level Agreement).3 The

current service level of a packet depends on how much networking re¬

sources have been allocated to the given AF class, the current load status

for this class, and the drop precedence value of the packet. AF classes

can be used for minimum service guarantees.

• Best Effort (BE) is the service class with no guarantees, as is the case

in the traditional IP-based Internet.

The following differences exist between IntServ and DiffServ: First, DiffServ

reduces the scalability problem of IntServ but does not define precise traffic

classes that, from an application point of view, could easily be mapped. Diff¬

Serv and RSVP/IntServ provide complementary approaches to the problem of

providing QoS for Internet and end systems.

Second, as DiffServ acts exclusively on the datapath, it classifies packets
based on the DSCP only, whereas IntServ uses the 5-tuple of source and des-

3
In [BBC+98] an SLA is defined as a service contract between a customer and a service

provider that specifies the forwarding service a customer should receive. An SLA may include

traffic-conditioning rules.
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tination address and port number, and the protocol number in the IP header of

the packet. At the boundary of a DiffServ domain a packet's DSCP value, its

addressing 5-tuple, other fields in the packet, or even information from out¬

side the packet (policies, rules) can be used to determine the DSCP value the

packet receives to traverse the DiffServ domain.

Third, the signaling protocol used in IntServ affects the configuration of

the datapath dynamically, whereas DiffServ does not need further reconfigu¬
ration once the PHBs have been configured.

3.1.4 Integrated Services over DiffServ Networks

RSVP Signaling

Figure 3.1: Integrated Services over DiffServ networks.

The IntServ and DiffServ approaches must be able to coexist and intemp¬
erate effectively. In a scalable architecture IntServ parameters can be trans¬

lated into DiffServ codepoints and policed at the edge of the network. This

entails only a minimum effort in the core of the network but more intensive

edge-processing functions.

[BYF+00] outlines a model for such complementary interoperation where

DiffServ is used by transit networks in the core of the Internet while hosts and

edge routers use RSVP/IntServ. Thus, users (senders as well as receivers)

are located in IntServ domains. RSVP is used to perform admission con¬

trol feedback for users and hosts. The framework tries to provide end-to-end,

quantitative QoS by applying the IntServ model end-to-end across a network

containing one or more DiffServ regions. At the boundary between IntServ

and DiffServ domains two possibilities exist: A strict DiffServ domain with

no RSVP support requires the adjacent IntServ border routers to perform ad¬

mission control. Otherwise admission control is performed on the DiffServ

border routers which in turn have to support RSVP.
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RSVP messages are traversing the network end-to-end and therefore they
are also carried through the DiffServ domain. Even so, there is no need to

treat the RSVP messages within the DiffServ domain. If the DiffServ region
is RSVP-unaware, which would be the normal case, edge routers of the Diff¬

Serv region act as admission control agents to the DiffServ network. In this

framework, DiffServ provides the required scalability across large networks.

3.1.5 Bandwidth Brokers

A broker is an entity whose business is to negotiate buying and selling, acting
as an intermediate agent between buyers and sellers. Analogously a Band¬

width Broker (BB) copes with the task of trading bandwidth or other QoS

resources within adjacent networking domains between peering routers. This

task can be achieved in a distributed environment or orchestrated by a cen¬

tralized coordination point. Information exchange takes place either by static

agreements, in which no signaling occurs at all, or within a dynamic setup. In

the most extreme case dynamic agreements occur on a per-flow setup. These

service level agreements (SLAs) build a contract between the two parties. In

an SLA the forwarding services on which the two parties agreed are speci¬
fied. The BB then uses Service Level Specifications (SLS) to manage the QoS

resources. The SLS is a translation of the SLA into technical parameters re¬

quired for the provisioning and allocation of QoS resources and can be used in

intra- and inter-domain QoS negotiation using a signaling protocol [GiinOl].

The goal of a BB is to make appropriate internal and external admission

control decisions and to configure policers at edge devices accordingly. In

general, a sender signals its local BB when initiating a connection. After

successful authentication, the BB initiates an end-to-end call setup along the

chain of BBs pertaining to the domains under consideration while traversing
the network. Scalability requires BBs to refrain from fine-grained hop-by-hop

signaling between end systems that results in per-flow state in routers. In gen¬

eral, BBs enable allocations that follow organizational hierarchies which in

turn enable the required scalability. BBs are further motivated by the obser¬

vation that often the negotiation of multilateral agreements is extremely com¬

plex. Thus, they enable breaking multilateral agreements down into simpler
bilateral ones.

The BB terminology was first proposed in the context of DiffServ

in [NJZ99]. Their architecture includes router mechanisms for packet clas¬

sification (profile meters) and marking.
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[FP99] introduces an SLA Trader which adds routing and pricing metrics

to the BB. The observation that many ISPs have a rather small number of peer¬

ing partners for whom they act as a transit, in addition to the power-law link

distribution in the Internet, help them to place SLA Traders most beneficially
in the network.

The use of BBs have been investigated in the Internet2, which provides a

large-scale overlay network called the QBone aiming at IP traffic differentia¬

tion in inter-domain DiffServ networks [THD+99]. After several years, it was

concluded that reservation-based QoS today faces many prohibitive difficul¬

ties in deployment: First, all participating ISPs have to upgrade their networks

(e.g., all access interfaces must perform policing). Second, the networks must

undergo significant changes in operation, peering arrangements, and business

models. And third, there are no suitable means to verify a service from both

users and ISPs.

A service broker architecture for multi-provider IP services is introduced

in [GiinOl]. Based on three key assumptions, the architecture extends the

DiffServ BB approach and makes it independent of the service type: Firstly,
SLAs are electronically exchangeable between adjacent ISPs; secondly an

inter-domain resource management procedure exists, and thirdly aggregates

of intra-domain resource management entities can be handled. The broker

signaling protocol (BSP) is therefore introduced on a functional level.

A network that consists of the IntServ over DiffServ model discussed

in Section 3.1.4 and uses some sort of BB between the different domains is

denoted as IntServ over DiffServ using BB (IDBB).

3.2 Active Queue Management Algorithms

AQM comprises the task of indicating congestion in the network to responsive

protocol stacks running at the hosts. Congestion indication is done by either

marking or dropping packets at routers. Upon a congestion indication event

responsive protocols adapt their sending rate. The algorithms usually take

the already occupied buffer space and the arrival rate of packets into account.

Per-flow information is rarely used or only in an aggregated way as it trades

off against scalability, i.e., the statistical characteristics of AQM. In general,

queuing delays should be kept low to minimize the end-to-end delay.
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In TCP, packet loss is regarded as an indication of the presence of conges¬

tion in the network. Therefore TCP goodput is heavily influenced by the AQM

scheme being used. It has been shown that sophisticated AQM algorithms can

significantly improve TCP goodput compared with simple dropping strategies
as tail drop [FJ93,FSKS02]. Note, however, that AQM mechanisms that do

not distinguish between packet drops due to congestion indication and losses

due to bit-errors in the channel perform poorly in networks with higher bit-

error rates such as wireless networks [BSAK95,KSE+04].

3.2.1 AQM Based on Queue Occupancy

Packet drop decisions in AQM schemes based on queue level occupancy em¬

ploy the average queue level as a primary input signal. In the following, sev¬

eral variants thereof are presented and explained.

Random Early Detection

A widely used mechanism to indicate congestion is Random Early Detection

(RED) and has been introduced in [FJ93]. Routers detect incipient congestion

by computing the average queue size of each connection. The dropping prob¬

ability is a linearly increasing function of the average queue length starting
at a given threshold. The average queue length is obtained by computing an

exponentially weighted moving average (EWMA) of the instantaneous queue

length. Routers can notify connections of congestion either by dropping or

marking packets. Thus RED only makes sense in conjunction with respon¬

sive flows in which the sender responds to loss or marking by throttling the

transmission rate. A special mechanism to avoid global TCP window syn¬

chronization is included.

This dropping scheme does not scale to a very large number of connec¬

tions because the state of each connection must be kept and maintained by
routers. One way to overcome the scalability limitation is to aggregate respon¬
sive connections into the same queue. It has been shown that in this case the

performance is highly dependent on the number of connections present in the

queue and decreases with an increasing number of connections. In addition,

connections that do not adapt their bandwidth when congestion is indicated,

such as UDP traffic, will benefit from the adaptive character of TCP [FF97].
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The RED with in and out bit (RIO) [CF98] algorithm introduces different

drop probabilities for in-profile and out-profile traffic, and utilizes a tagging

algorithm at the edge of the network to mark packets as either in-profile or

not. The scheme can be viewed as a two-level RED algorithm.

Nonlinear drop probability functions in RED were studied in [PZR02].

The findings are that the traditional linear RED function cannot cope with

AQM design criteria such as the avoidance of forced drops and link underuti-

lization. Using the TCP window model and parameters estimated by means

of simulations, they propose a nonlinear drop probability function for RED.

Especially for a low number of TCP sources, these functions maintain signifi¬

cantly higher queue sizes to prevent underutilization.

Dynamic RED Algorithms

Detailed observations of RED has shown that the average queue size stays

close to the lower threshold value (mmth) when the network load is small.

The queue size then tends to oscillate widely, which results in large round

trip time (RTT) variations. Moreover, the average queue length increases with

increasing number of flows, as RED cannot mark packets proportionally to the

number of active flows. The necessary additional tuning of RED according
to the expected number of flows and the RTTs seen by these flows led to new

mechanisms which try to automatically adjust to the current traffic parameters.

In D-RED [AOM01], the drop probability is adapted using simple control

theory in order to stabilize the queue length close to a user-defined threshold

value. Benefits of this approach are bounded delays and independence from

the number of flows traversing a router. Chandrayana et al. [CSKOl] adapt the

RED parameters (mmth and max^) based on the estimation of the expected
instantaneous queue length in order to prevent link underutilization and tail

drops.

An adaptive RED algorithm called S-RED and proposed in [FKSS99] dy¬

namically adjusts the maximum marking probability according to the network

load. Packets are dropped more conservatively by a factor a upon queue idle

events, and more aggressively by a factor of ß when a queue overflow event

occurs. A-RED [FGS01] is based on the same principles but uses additive in¬

crease, multiplicative decrease (ABVID) to adjust the maximum marking prob¬

ability.
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Flow-based RED Algorithms

F-RED [LM97b] keeps per-flow state information on the instantaneous queue

occupancy of backlogged flows to provide some sort of fairness between

flows. Flows that continually occupy a lot of queuing space are detected and

then limited to a certain buffer space.

Keeping state information of only backlogged flows limits memory for

state information, but on the other hand makes it easy to create specific traffic

patterns that cannot be detected by the algorithm. Thus, F-RED requires con¬

siderable buffer space, otherwise it can be difficult to detect non-responsive
flows because the detection mechanism is not triggered owing to the instanta¬

neous low buffer usage of a misbehaving flow.

Approximative Longest Queue Drop ALQD

Approximative longest queue drop (ALQD) was first proposed as a simple,
efficient and scalable AQM algorithm [SLSC98] in a system with per-flow

queuing. The main goals are fairness in bottleneck link bandwidth sharing,
overall throughput improvement, and isolation of and protection from aggres¬

sive sources that consume more than their fair bandwidth share. The longest

queue drop policy is used in which packets are dropped from the queue whose

excess occupancy is highest amongst all the queues. As strict longest queue

drop would require expensive searching and sorting operations, ALQD main¬

tains only the last reported longest queue, which is compared at every queuing
event (enque, deque, drop) to the current queue.

3.2.2 Rate-based AQM Algorithms

In contrast to RED, which uses the average queue occupancy, BLUE uses

the packet loss rate and link utilization history of queues for queue manage¬

ment [FSKS02]. Only a single probability to mark (or drop) packets is main¬

tained. BLUE increments the marking probability if the queue is continually

dropping packets owing to buffer overflows and decreases the probability dur¬

ing empty queue periods or when the link is idle.

Stochastic fair BLUE (SFB) is an extension that addresses scalability and

fairness among flows in large aggregates using the BLUE algorithm. Com¬

bined with first-come first-served (FCFS) queuing and levels of independent
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hash functions, non-responsive flows can be efficiently rate-limited to a fair

share of the link bandwidth. The drawback is that these advantages are linked

with additional expenses in implementation complexity.

GREEN [WZ02] is a rate-based AQM algorithm that uses an additive-

increase and additive-decrease function to evaluate the drop probability based

on the estimated offered load. The estimated offered load is determined from

the exponentially smoothened inter-packet delays. Decrease and increase of

the drop probability depend on whether the estimated offered load exceeds the

link capacity or not.

The BAT [BJK+02] AQM scheme applies the fairness properties of

AIMD-based congestion feedback mechanisms [CJ89, KM98, HLT99, GVOO]

towards a rate-controlled AQM scheme. The algorithm operates on two AIMD

levels: coarse and a fine-grained. Configured with minimum and maximum

flow rates, BAT approximates max-min fairness [BG87] by managing the drop
rates using an open-loop control in which individual offered loads act as feed¬

back. This proves effective at keeping the queue length to a minimum while

absorbing short-term bursts. In contrast to other AQM algorithms, BAT also

performs well for non-responsive networking traffic. Note that the analysis
and extension of BAT is one of the contribution of this dissertation.

3.3 Scheduling Algorithms

The main goals of a fair packet scheduler are to optimize the utilization by

using the outgoing link bandwidth efficiently, to provide tight fairness bounds

between flows (including flow isolation), to minimize queuing delays, and to

enable high scalability by simplicity of the algorithm. The implementation

complexity can be deduced from the structure of the algorithm, which can be

a sorted priority list or a frame-based approach. Schedulers are categorized
as being work-conserving, meaning that at any time flows may profit from

unused bandwidth of non-backlogged queues, or not work-conserving, where

a queue can block the outgoing link for others during a small period of time

even if it has no packets to forward.

3.3.1 Simple Scheduling Algorithms

In an FCFS scheduler packets are taken out of the queue in the same order in

which they were inserted. As only a single queue has to be maintained, the
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overall complexity is very low; and enqueue as well as dequeue operations can

be done in O(l) (independent of the number of flows). FCFS doesn't provide

any type of flow isolation or fairness notion but is useful when the packet

sequence must not change in a buffer element. Hence FCFS is beneficial for

buffering asynchronous data streams between a sender and receiver. Thanks

to its simplicity, FCFS, often combined with RED in routers, is widely used

today, especially in backbone routers where resources for packet handling are

scarce.

Fixed Priority Scheduler (FPS) is a simple priority-based scheduling al¬

gorithm, which first serves all packets in the queue with the highest priority
before serving packets of the next lower priority queue [GP99]. Packets in

lower-priority queues are served only if all higher-priority queues are empty.

Each queue is served in a FCFS manner, which is why this scheme is almost

as simple as FCFS with the added complexity of maintaining a few queues.

The FPS algorithm is not a fair queuing scheduler because packets in higher-

priority queues are not delayed when they exceed their bandwidth share, which

leads to starving of low-priority queues. Therefore it does not allow end-to-

end performance guarantees.

3.3.2 Round Robin Schedulers

Round Robin (RR) schedulers [Nag85] serve packets from more than one

queue, with the goal to share bandwidth equally over all backlogged queues.

Each queue has a time slot during which a predefined quantum of the back¬

log can be transmitted. The quantum can be defined in bytes or packets. RR

schedulers are of O(l) complexity owing to their frame-based approach. Note

that packet-based quanta exhibit an intrinsic unfairness with respect to the

packet size; more precisely, flows with larger packets consume more band¬

width.

Deficit Round Robin (DRR) [SV95] solves this problem using a byte-
based quantum. If a queue is not able to send a packet in the current round

because the packet is too large, the residual quantum is added to the quantum

for the next round. To serve the queues proportionally to a pre-configured
bandwidth share, Weighted Round Robin (WRR) [KSC91] enhances RR with

relative weights assigned to each queue. Dynamic WRR (DWRR) [KLR98]

additionally offers limited elasticity to accommodate for traffic bursts without

unduly increasing complexity, hence still being of O(l).



34 Chapter 3. Literature Overview

Hierarchical RR (HRR) [KK90] combines RR scheduling with FPS.

Quanta are of variable size and multiple hierarchy levels with varying packet
sizes and different allocated rates are feasible. In contrast to other RR algo¬

rithms, HRR is not work-conserving.

3.3.3 Fair Queuing Schedulers

The Fair Queuing (FQ) scheduler has been proposed in [DKS89] based on

RR [Nag85]. It has good flow isolation properties but is of 0(n) complex¬

ity (n being the number of active flows). The Generalized Packet Scheduler

(GPS) [PG93] allocates network resources in the context of rate-based, fluid

flow control. As packets cannot be served in a continuous way, Weighted Fair

Queuing (WFQ) is the packetized version of the fluid scheduler. GPS allows

worst-case performance guarantees to be made. Starting from this fluid model,

a packet-by-packet service discipline is derived, known as Packet Generalized

Processor Sharing (PGPS), a WFQ algorithm using virtual time to evaluate the

scheduling of packets. Arriving packets get a virtual time stamp depending on

the queue and the global virtual time, the bandwidth share, and the packet

length. Packets are served in increasing virtual time stamp order. However,

the complexity of the algorithm is still O (n).

Self-clocked Fair Queuing [Gol94] uses a virtual time like PGPS, but sim¬

ply determines the virtual time by extracting it from the packet situated at

the head of the queue and the virtual time of the currently serviced packet.
This self-contained approach eliminates the computational complexity from

PGPS scheduling and reduces it to 0(log(n)). The reduction in complexity
results in a larger end-to-end delay bound than that in PGPS and depends on

the number of queues that are multiplexed on the outgoing link. Start-time

Fair Queuing (SFQ) [GVC97] achieves lower delays than SCFQ with equal
fairness by using the start time of the packet being serviced instead of the fin¬

ish time. Worst-case Fair Weighted Fair Queuing (WF2Q) [BZ96] improves
the worst-case fairness property of SCFQ by choosing the next packet out of

the set of packets that would have started in a PGS system, instead of the set

of all packets at the queue heads.

Other algorithms such as frame-based fair queuing (FFQ) and starting

potential-based fair queuing (SPFQ) [SV96,SV98a] use a framing mechanism

that periodically recalibrates the system potential to provide fairness within

strict bounds. These algorithms are based on the Rate-Proportional Servers

(RPS) model [SV98b] that uses a system potential similar to the virtual time
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to track the state of the server. The periodic updates require that the fluid

model be emulated in parallel with the packet scheduler and lead to O(l)
complexity. Increasing the frame length reduces the overhead on the one hand

but increases unfairness on the other hand.

3.3.4 Class-based Queuing Algorithms

Class-Based Queuing (CBQ) [FJ95] provides hierarchical link-sharing that

aims at delay bounds and bandwidth guarantees and consists of a classifier that

classifies packets into predefined classes, an estimator for bandwidth usage of

each class, and a packet scheduler that selects the next class to send a packet.

Link-sharing guidelines are defined to implement given link-sharing goals and

specify in detail when a class is allowed to borrow unused bandwidth from

ancestor classes. Usually, a priority-based packet scheduler is used in CBQ

to meet end-to-end service requirements for bounded classes.4 CBQ does not

suspend unbounded leaf classes when they exceed the limit, and a leaf class

can be punished for the excess bandwidth being used by other siblings.

Decoupled Class Based Scheduling (D-CBQ) [RisOl] is a CBQ-derived

scheduling algorithm that uses new link-sharing guidelines to decouple band¬

width and delay for bounded classes. Compared with CBQ, the algorithm

improves delay characteristics of bounded classes. Whereas setting higher

priorities (thus lower delays) no longer leads to more bandwidth being allo¬

cated, incoming traffic still has to be limited by means of an additional token

bucket filter. Note that the impact on delay and bandwidth using unbounded

classes has not been studied in a severely overloaded network environment.

3.4 End-to-end Service Architectures

End-to-end service architectures address the discovery and deployment of ser¬

vices built with shared resources in a heterogeneous environment. They allow

the integration of QoS resources, available in the network and in the applica¬
tion level.

4A class is said to be bounded if it does not send more than its allocated rate. Otherwise the

class is unbounded.
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3.4.1 Da CaPo and Da CaPo++

Da CaPo [PWP94] belongs to the family of automatic protocol generation en¬

vironments and provides dynamically at run time reconfigurable end-to-end

protocols for point-to-point multimedia applications. Applications express

their requirements using weighted QoS parameters, which are then used to

build a globally optimal communication protocol. Da CaPo is built from three

main modules that implement distinct protocol functions. These modules also

incorporate the necessary QoS mapping functions. Similar to application-level

changes, Da CaPo reacts to changes in the underlying infrastructure using a

monitor function that compares the actual performance with the QoS param¬

eters given by the application. Da CaPo++ [SBC+97] extends the framework

with multicast and security capabilites.

3.4.2 Middleware Control Framework for QoS Adaptation

Motivated by the lack of fairness among applications entailed by adaptation
mechanisms built in applications that are not able to cope with global infor¬

mation, [NXWL01] proposes a control-based middleware framework (MCF)

which introduces an adaptive layer between the application and the operating

system (OS). In this approach, the underlying OS has to provide the required
resource management interfaces.

MCF uses strict definitions of QoS metrics and a flow model that segments

the structure of the actual application into tasks with a consumer/producer de¬

pendency. The task control model defines three different tasks: The target task

that corresponds to the task to be controlled over the shared resources. The

adaptation task that makes decisions on potential control actions and sends

the adapted QoS metrics to the enforcement task. Finally, the observation task

that observes the full system states in order to feed the information back to the

adaptation task.

3.4.3 Hierarchical Service Deployment

A scalable mechanism for hierarchical service deployment (HSD) has been

introduced in [HDS01]. The proposed framework allows the distributed and

dynamic capabilites in a heterogeneous network to be captured and organizes
the deployment based on specific service policies in a programmable manner.

Five steps form the core of the mechanism: Solicitation identifies the required
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information on capabilities in the nodes. Summarization packs the metrics for

scalability reasons. Dissemination allows a particular service to be distributed

from the top-most node to all physical nodes involved. Then, installation takes

place independently in the physical nodes. Finally, advertisement is used to

guide packets that rely on this particular service through the network to the

destination.

3.5 Active Networks

In 1996, the fundamental vision of active networks was formulated [TW96].

Later, [CBZS98] introduced a generic model for active networks and its

nomenclature. Since then a multiplicity of active networking frameworks

have been proposed, and some of them aim at facilitating network man¬

agement tasks [SZJ+99, JSCH02] such as collecting and distributing data.

Other approaches go as far as replacing protocol definitions by active pro¬

grams [HKM+98]. The deployment of active networks has even been sug¬

gested for firewalling [BKS98], against address spoofing [Van97], and for

multicast services [MHWZ99]. The role of NPs in active networks has been

outlined in [KPW03].

Several attempts tried to standardize an active networking packet for¬

mat for active networks. Two approaches are the Active Network Encap¬
sulation Protocol (ANEP) [ABG+97] and the Simple Active Packet Format

(SAPF) [TD98]. Except for ANEP, which was deployed on the ABone, nei¬

ther of them was widely deployed and ever standardized.

The various active networks proposals try to introduce programmabil¬

ity into networks in two different ways [TSS+97]. The code for compu¬

tations is either loaded out-of-band to routers according to code references

inside packets (plug-in approach) or carried inside the packets (capsule ap¬

proach). Both approaches allow single packets or packet streams to ac¬

tively influence the forwarding process through the network. In this re¬

spect, active networks decouple networking services from the underlying in¬

frastructure and provide new ways for flexible and customized service cre¬

ation. Examples of the plug-in approach are the Active Network Node

(ANN) [DPC+99], the SwitchWare [AAH+98] project developed at UPenn,

and the AMnet [MHWZ99]. Smart packets [SZJ+99], PLAN [HKM+98],
ANTS [WGT98] and SNAP [MHN01] adopt the capsule approach. Hy¬
brid approaches include SENCOMM [JSCH02]. Click [KMC+00] and
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Scout [MP96] decompose the router functionalities into small building blocks,

which are then connected together to build modular and extensible forwarding

paths in routers.

3.5.1 Smart Packets for Active Networks

Smart Packets for active networks [SZJ+99] focuses on network management

and monitoring. To simplify management and consistency of active code,

routers do not need to keep state among packets. The packet transport ser¬

vice is connectionless, and fragmentation is prohibited. Therefore programs

have to be smaller than 1 KB. Security concerns restrict the active code to

be executed within a virtual machine environment. Two programming lan¬

guages are introduced: Sprocket, a high-level, C-like language without point¬

ers, and Spanner, a complex instruction set computer (CISC) assembly lan¬

guage. Sprocket is compiled into Spanner, and Spanner is assembled into a

machine-independent binary format. Execution is conservative in the sense

that an error message is sent back if the virtual machine does not know how

to handle the operation. Extending services dynamically is not feasible with

Sprocket as it would require modifying the virtual machine itself. The secu¬

rity architecture consists of a maximum number of instructions to be executed,

limited memory usage, and restricted access to the management information

base.

3.5.2 SENCOMM

The smart environment for network control, monitoring and management

(SENCOMM) [JSCH02] is a architecture designed to actively control, moni¬

tor, and manage both conventional and active networks. SENCOMM allows

the dynamic installation of monitoring and control mechanisms in network

elements by means of smart probes and loadable libraries. Smart probes are

in fact dynamic monitoring and control programs; loadable libraries consist

of code and data that is likely to be reused by other management active ap¬

plications. Smart packets are the means for transporting the Java-based smart

probes and the loadable libraries to the locations in the network using the

ANEP packet format. Smart packets are also used for exchanging control and

security messages. Packet filters redirect smart packets from the forwarding

plane to the execution environment on a node for active packet processing.
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3.5.3 PLAN: A Packet Language for Active Networks

PLAN [HKM+98] introduces a new packet language for active networks that

does not need authentication and still executes safely. The language is light¬

weight to achieve reasonable performance and does not support heavyweight

programmability features. PLAN does not provide user-defined mutable state,

and PLAN programs can only share state through service routines. Therefore

concurrency is only needed at the service level. Protocols can be built us¬

ing PLAN without requiring encapsulation or definition of new packet types.

PLAN programs go so far as replacing the IP packet header and payload. It

can, however, be shown, that PLAN programs exist that execute in time expo¬

nential in their packet size [Moo99]. Additional restrictions are necessary to

cover these cases.

3.5.4 Safe Networking with Active Packets SNAP

SNAP (Safe Networking with Active Packets) [MHN01] balances the trade¬

offs between flexibility, efficiency, and safety. SNAP evolved from PLAN and

is safe with respect to network resource usage (resource conservation) and

evaluation isolation. The execution of a SNAP program can only consume

bandwidth, CPU, and memory resources up to a limit linearly proportional
to the packet's length. Despite these resource limits, SNAP introduces a new

viewpoint to networking by allowing a packet to operate on itself and even

create new packets. To achieve this goal, only forward branches are allowed,

i.e. loops and recursions are prohibited. All byte-code instructions must ex¬

ecute in constant time. Thus, packets may only stay at nodes for a limited

amount of time. This balance of features distinguishes SNAP from other ac¬

tive networking approaches which are either restricted to the control plane,
have unacceptably low performance, or sacrifice safety.

3.5.5 ANTS

The ANTS framework [WGT98] is a capsule-based approach, which has been

introduced to enable dynamic and automatic deployment of new protocols
in routers and end systems. An ANTS capsule consists of a reference to a

forwarding routine and data. The type and protocol that are used as a reference

are immutable during the lifetime of a capsule and for a given instance of

capsules. Code that is being executed on capsules is distributed as an in-band
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function with the transfer of the actual data and then cached. This limits the

distribution of mobile code to where it is needed. Capsules for which the code

has not yet been loaded into the active node are suspended for a finite amount

of time. ANTS uses Java as the programming language of capsules, which

allows the execution in a sandbox environment.

3.5.6 Router Plugins

Router plugins [DDPP00] allow router extensions to be hooked into certain

well-defined points named gates in the IP stack. The framework is based on

NetBSD performs packet classification to determine which router plugin will

be applied to flows at each gate. The demand for high performance in active

networks is addressed with a set of hardware design measures, resulting in the

Active Networking Node (ANN) [DPC+99] which is built with processing

engines (CPU and FPGA) on each port of a switch backplane and is combined

with a suitable operating system (NodeOS) and software infrastructure. Active

networking instructions are executed in an execution environment on top of

the NodeOS.

Inspired by this work, the more recent PromethOS [KRGP02] framework

is based on the Linux 2.4 kernel using Netfilter [RW] hooks. In the latest

version it has been extended to NPs to offload packet classification [RPE+03].

3.5.7 Scout

Scout [MMO+95] is a standalone operating system that explicitly builds

communication-oriented paths through a protocol stack. In Scout the func¬

tionality of an IP stack is decomposed into a sequence of interconnected com¬

ponents called stages that build a path from a source to a destination device.

Paths are created dynamically at runtime. A Scout module usually imple¬
ments the full functionality of a protocol (i.e., IP, TCP), hence modules tend

to be large. The stages are instances of these modules. Whereas a module can

provide stages to many paths, stages in a single path are unique. A unique

path is selected at the beginning before the packet is processed by the stages,

thus providing a clear flow isolation. An implementation of the Scout model

in Linux [BVW+02] requires the replacement of large parts of the optimized
Linux networking stack.
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3.5.8 Click

Flexible routers can be assembled using the Click [KMC+00] architecture,

in which simple elements are linked together to build a directed graph of the

packet-handling process. Different functionalities in a protocol can easily be

split into several elements, making the architecture extremely flexible. Inputs
and outputs of elements are either of push or pull type and build a many-to-

many relationship. Thus, each modeled Click element comprises the func¬

tionalities of a scheduler and a classifier. Once the graph is defined it remains

static.

The OKE Corral [BS02] active networking environment overcomes this

restriction, as active packets are able to reconfigure elements and to load and

link their own components in the data path processing. The performance of a

Click-based IPv4 forwarding path in an NP has been evaluated in [SPK03].

3.5.9 Just-in-Time Compilation in Active Networks

Just-in-Time compilation has been used with the Liquid Software mobile code

approach [HBB+99]. The initial idea for compilation in this system was to

start compilation while still receiving the remaining part of a program. The

compiler translates Java byte-code into native instructions (e.g., P5, SPARC).

The Liquid Software compiler has also been used to construct an active net¬

work node using the ANTS [WGT98] framework. The base ANTS system is

statically linked as native code into the active node. The compiler is then able

to translate Java byte-code carried in capsules into native code. ANTS, based

on the Liquid Software approach, exhibited clear performance improvements
over the standard Java-based ANTS implementation.

[PC97] proposes to interleave compilation, interpretation, and native ex¬

ecution of program units in mobile code systems. This approach can outper¬

form the speed-up achieved with standard just-in-time (JIT) compilation. The

idea derives from the fact that the overall execution speed of a program does

not necessarily benefit from compiling all program units. It makes more sense

to compile only those program units for which the relation between compile
time and interpretation time indicates a potential for speed-up.
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3.6 TCP and Congestion Control

TCP is a connection-oriented protocol that aims at end-to-end error recovery,

flow control, and reliability, but does not directly address QoS guarantees. It

offers a window-based flow control mechanism and interprètes packet losses

as congestion in the network. The introduction of explicit congestion noti¬

fication (ECN) enables it to forward congestion information without packet

drops. Fully reliable data delivery as in TCP requires that bytes not acknowl¬

edged within a specified time period be retransmitted.

The next section discusses congestion control concepts in conjunction with

TCP. For some of these concepts it is beneficial to first model the TCP behav¬

ior and then apply the findings to AQM. Hence, the section starts with an

overview of TCP modeling, then reviews fairness definitions before carrying
on with AQM for TCP. It is assumed that the reader is already familiar with

the TCP protocol itself [Pos81, Ste94].

3.6.1 Modeling and Simulation of TCP

The main instruments to analyze TCP behavior are TCP models, simulations,

and real testbeds. These instruments are described in more detail in the subse¬

quent paragraphs.

TCP Modeling

The motivation for modeling and simulation stems from the high costs for

testbeds, which in addition are rather inflexible in terms of reconfiguration.

Moreover, testbeds allow an in-depth analysis that is limited to the relevant

network protocol details and are able to reproduce certain networking behav¬

iors. Modeling and simulation on the other hand, not only allow the evaluation

under varying networking conditions but also the large-scale deployment of

protocols to be studied using a common PC environment.

There are several approaches to TCP modeling. An analytical model for

the steady-state throughput of TCP was first deduced in [MSM097] and later

refined by analyzing the TCP window behavior using renewal theory [Cox62]

in [PFTK98]. This model assumes bulk data transfer (i.e., the source has an

unlimited amount of data to send) and relates TCP throughput to loss rate
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and RTT, meaning that TCP throughput is not proportional to the size of the

sending window.

The impact of packet drops in TCP OldTahoe (corresponding to the ini¬

tial proposition given in [JK88]) was studied in [MST92] using a model

based on discrete-time Markov chains. The authors found that packet drops
due to reasons other than congestion indication result in a significant perfor¬
mance drop of TCP OldTahoe. Later [LM97a] studied the TCP OldTahoe and

Reno [Ste94] versions in conditions with high bandwidth-delay products also

based on Markov chains. In this case it was revealed that increasing random

loss leads to throughput degradation that is proportional to the inverse of the

square root of loss and the RTT, and that TCP is unfair, favoring connections

with higher RTT. Later, [Kum98] extended this model, allowing the analysis
of fast retransmit and fast recovery of Tahoe, Reno, and NewReno [FH99] in

local networks with lossy links. In contrast to earlier work, this model includes

TCP's timeout mechanism.

A fluid model is used as an approximation in [Bon98] to compare the

efficiency of TCP Reno and TCP Vegas [BOP94]. Unlike Reno, Vegas tries to

anticipate packet drops based on measurements of the RTT and decreases the

window size linearly if an imminent packet loss is detected. In Vegas, longer
RTTs correlate with increased congestion in the network.

Fixed-point methods can be used to estimate network metrics, such as

throughput, average queue occupancy, drop probability in each router, and

the end-to-end loss probability seen by each TCP connection in environments

where large sets of TCP sources traverse a network with AQM support. For

instance, Bu et al. [BT01] utilize the average queue length as the unknown

variable in their fixed-point method. In [CMOO] a twofold approach that di¬

vides the model into TCP sources and the network is used: TCP sources are

modeled by Markov chains whose steady-state solution results in the average

aggregate traffic entering the network. This aggregate is then used in the net¬

work model to obtain the packet loss probabilities and queuing delays, which

are used in the next round as the input for the TCP model.

Applications of TCP modeling include work on TCP-friendly flow control

[FHPWOO], multicast congestion [SWOO], and control of misbehaving flows.
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Simulation

An alternative to analytical modeling of the TCP behavior is to use a simula¬

tor that is capable of imitating the detailed protocol behavior in a configurable

networking environment. Simulations are much closer to reality as they not

only allow global network metrics to be measured but also the microscopic
behaviors (e.g., AQM) to be studied in detail. A simulator can create traffic

patterns derived from statistical distributions or real applications (e.g., Web-

traffic), build random and user-defined topologies, and integrate dynamic el¬

ements (e.g., link failure or mobile agents which are moving) into the simu¬

lation. Simulations can also be used to validate an existing analytical model

(and vice-versa).

A popular and widely used simulator in the research community is the

open-source ns-2 [BEF+00] network simulator, ns-2 is an event-driven sim¬

ulator that imitates hop-by-hop packet forwarding. It uses a script language

(Object Tel) for configuration of the simulation environment combined with a

compiled language (C++) for packet processing, ns-2 provides a large range

of traffic sources and supported protocols, including experimental ones that

usually originate from research activities in this area, and provides a flexible

and extensible environment for the integration of new custom elements.

Testbeds

Testbeds make it possible to test networking applications, protocols, frame¬

works, and prototype implementations in a more realistic environment with

real traffic being sent. They allow the observation of phenomena that might
have been neglected in modeling and simulations. In addition to routers and

switches, a testbed consists of the actual testing device (e.g., NP evaluation

board [Sil02]) and traffic sources running on GPPs (e.g., using ttcp [Muu]),

special traffic generators [IXI02], or alternatively on NP evaluation boards. In

contrast to real protocol stacks, traffic generators usually only support non-

responsive protocol behavior.

3.6.2 A Word on Fairness

Nagle [Nag85] introduced the concept of fairness in networks in conjunction
with the need to protect the network from misbehaving hosts. More precisely,
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in the presence of misbehaving sources, well-behaved sources should receive

better service than the misbehaving ones.

There are two major definitions of fairness. First, in max-min fair¬

ness [BG87] resources are allocated in such a way that the allocation of

sources receiving the smallest share is maximized. The original max-in fair¬

ness algorithm has an global approach i.e., the algorithm runs on top of a

known network topology. Hence, in a first step the allocation to each source is

incremented in equal amounts from zero to the point where one link becomes

saturated. Thus, when n sources traverse the saturated link each source gets

1/n of the total link resources. In a next step the remaining sources which

do not traverse the saturated link are increased until another link becomes sat¬

urated, and so on until all sources traverse at least one saturated link. As a

consequence, max-min fairness gives absolute priority to small flows.

In proportional fairness [Kel97], the objective is to maximize the overall

utility of rate allocations under the assumption that each route has a logarith¬
mic utility function. In short, proportional fairness favors flows with fewer

hops traversed. For a given set of sources s = 1,..., S and links I = 1,..., L

building a network, xs denotes a feasible allocation of rates. Then, for an

allocation of rates x a function J can be defined

s

J(:r) = max >ln(a;s) , (3.1)

s=l

which needs to be maximized in order to define a proportionally fair alloca¬

tion. It can be proven that there exists a unique allocation that is proportionally
fair [LBOO].

A more general concept of fairness is called the utility approach. Both

max-min and proportional fairness can be derived from this concept. Every
source has a utility function us(xs) corresponding to the value of benefit of

source s, and every link a cost function gi(fi) describing the cost of links for

supporting an amount of flow /. The utility fair allocation is then given by

maximizing the function H(x) defined as

L

H(x) = YJSu(xs)-YJ9iUi) (3-2)

s=l 1=1

For example, minimum potential delay uses a utility function uxs = —l/xs
with gi = 0 below the link capacity and gi = +oo above.
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Apart from the slow start phase, TCP follows additive increase and mul¬

tiplicative decrease (AIMD) when adapting its window size. In [CJ89] proof
is given of convergence of AIMD to an equilibrium that oscillates around the

optimal point for synchronous operations (i.e., traffic with similar RTT). Ini¬

tially, the general belief was that ABVID follows max-min fairness. Eventu¬

ally various research efforts addressed the question of TCP fairness. Results

in [KM98, MR99] showed that additive increase and multiplicative decrease

appears to approximate bandwidth allocation according to proportional fair¬

ness, which is in contrast to max-min fairness. [HLT99] argued that under

several conditions where increments are small and the RTT is constant, pro¬

portional fairness is only vaguely approximated and showed that fairness is in

fact different. An extension to heterogeneous RTTs is given in [VLBOO].

More recent studies [GVOO] examined the ABVID algorithm in a model

where the updates are asynchronous (as would be the case when the RTTs are

not the same). They discovered that in such a case AIMD does not converge

to the optimal point in terms of fairness. Moreover, the resulting stable range

of oscillations was different for different initial states ("multiple attractors").

3.6.3 Explicit Congestion Notification

The recent introduction of explicit congestion notification (ECN) [RFB01],

which was first discussed in context of the DECbit in [RJ90], has opened new

avenues in congestion control. ECN can indicate congestion without dropping

packets and thus causing a later retransmit or even a time-out. This is done

at routers by simply setting a mark in the packet header if a packet would

have been dropped. ECN does not require the routes to be symmetric. The

concept has the potential to improve latency and goodput significantly, but

current AQM mechanisms such as the industry standard RED [FJ93] often

need to revert to packet loss.

Improvements in throughput and goodput when using ECN have been re¬

ported in [SalOO]. Although ECN is not yet widely deployed, one can expect

that this will change in the future. The analysis of traces from a passive mea¬

surement and analysis (PMA) system of an OC-12c packet-over-sonet link

connecting the Merit premises in East Lansing to the Internet2/Abilene on

28th of May 2003 already showed 2.3% of ECN-enabled traffic.
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3.6.4 On the Performance of TCP

Several research efforts have yielded interesting results that help to design and

configure routers in order to optimize TCP performance.

Buffer space in routers: A widely known configuration guideline first pro¬

posed in [VS94] recommends allocating buffer space of at least the

bandwidth-delay product for TCP traffic in routers.

Number ofpackets in flight: [Mor97] reports if the sending window of one

TCP connection is below four packets then a single packet drop pro¬

vokes a retransmission timeout (usually lasting one second), which re¬

sults in significant unfairness among TCP connections. This usually

happens when more active TCP connections exists in a router than there

are packets in the bandwidth-delay product. This leads to the recom¬

mendation that buffering in routers should be proportional to the total

number of active connections.

TCP synchronization usually occurs in the absence of AQM schemes when

RTTs are similar. It can also happen when the AQM scheme is not

adequate for the current traffic characteristics. A detailed analysis can

befoundin[QZK01].

Socket buffers: TCP throughput is heavily influenced by the size of send and

receive socket buffers [TieOl]. If the buffers are too small TCP will not

be able to open its congestion window fully, and likewise if the buffers

are too large the sending window may shut down because of an overflow

at the receiver. The recommended buffer size is twice the bandwidth-

delay product. Default settings in Linux are 64 KBytes.

Very long RTTs can limit the throughput of TCP significantly, as it takes too

long to absorb the remaining bandwidth [SCP99, AFA02]. For instance,

given the varying distance between Earth and Mars, the RTT varies be¬

tween 6 and 45 min. In addition to the large RTT, protocols in this

environment have to take into account blackouts, high link error rates,

and asymmetrical bandwidth allocation.

Lossy channels such as wireless links invalidate the assumption made by
TCP that packet losses only derive from congestion in the network. Al¬

though this assumption works well in wired networks, where transmis¬

sion errors (bit errors and packet loss) are extremely scarce, lossy chan¬

nels require a more adequate distinction of packet loss because there

transmission errors become significant compared with congestion indi-
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cations and therefore can no longer be neglected. Hence a clear distinc¬

tion between losses due to transmission errors and congestion indica¬

tion needs to be done. A feasible solution is a TCP proxy that caches

packets sent through the lossy channel and automatically retransmits

them when required [BSAK95]. As cached packets are immediately

acknowledged, retransmits on the lossy channel are completely hidden

to the sender TCP stack. End-to-end solutions to this problem are de¬

scribed in [KSE+04].



Chapter 4

Comparison and

Classification of Related

Work

This
Chapter compares AQM, scheduling algorithms, QoS frameworks,

and active-networking approaches from related work with the new

proposals made in this thesis (Chapters 5-8). Even though the new

proposals have not yet been introduced, they have been added for complete¬
ness to facilitate the comparison, and are shown in italics in the tables. The

comparisons are done for a number of criteria listed in tabular form and aug¬

mented with explanitory statements in the subsequent discussion sections. In

general, a "+" indicates a positive or affirmative point, a "=" represents an

equivalent or similar point, and a "-" identifies a negative point or complete
absence of this capability.

4.1 AQM algorithms

Table 4.1 shows different AQM algorithms introduced in the literature

overview in Section 3.2, as well as the new CLCC (Section 7.2) and PUR¬

PLE (Section 8.2), which are introduced in this thesis. The algorithms are

compared with each other in terms of several key criteria.

49
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Table 4.1: Comparison ofAQM algorithms.
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RED — + — — — —

A-RED + + — — — —

D-RED + + — — — —

F-RED — — + —

— —

ALQD — + — —

— —

SFB + — + + + +

GREEN — + — — + —

BAT + + —

— + +

CLCC + + — + + +

PURPLE + + —

— + +

4.1.1 Criteria

Automatic tuning denotes the capability to adapt to a wide range of traffic

conditions dynamically while maintaining the key AQM properties. Scalabil¬

ity addresses the complexity of the algorithm with respect to the implementa¬
tion overhead entailed at high speed and with a large number of flows. Per-

flowfairness indicates whether the algorithm is capable of handling individual

flows (or flow aggregates) separately. Fairness ofnon-responsive and respon¬

sive traffic refers to being able to isolate non-responsive flows efficiently in

such a way that well-behaving responsive traffic is not hurt. Algorithms with

a rate-based context adapt the packet drop rate depending on the offered load

(i.e., rate or rate changes) instead of queue level occupancy measurements

only. Achieving low queuing delays while still maintaining high link utiliza¬

tion is crucial for real-time applications.

4.1.2 Discussion

In traditional tail-drop on queue overflow, the performance of responsive pro¬

tocols is poor [FJ93] because queues tend to oscillate between empty and full.
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Therefore, AQM was conceived to better account for the nature of responsive

protocols. Another advantage of this approach is that losses no longer occur

in bursts, resulting in faster recovery from transmission losses.

Traditional AQM algorithms need to be tuned for changing traffic charac¬

teristics, and the meaning of the parameters to be tuned is complex and not

fully understood for all conditions. AQM should be capable of adapting itself,

and tuning parameters should be replaced with configuration parameters that

are easy to understand (e.g., allocated rate). A-RED and D-RED try to dynam¬

ically adapt traditional RED parameters, whereas BAT and CLCC base their

adaptation process on the rate allocation given. PURPLE uses the knowledge
of the intrinsic properties of responsive traffic (e.g., TCP traffic) instead.

Algorithms providing some sort of per-flow packet handling trade off per-

flow fairness and scalability either for simplicity of the algorithm itself, which

affects accuracy (e.g., fairness), or by means of methods allowing to aggregate

individual flows. This tradeoff can be influenced by the position of the router

in the network. For instance in core routers it makes sense to act on a flow

aggregate rather than on individual flows. The flow-based approach of F-RED

requires per-flow state to be maintained in routers, which inhibits scalability.

ALQD scales well thanks to approximations in the algorithm but can only
detect misbehaving flows and act efficiently if the set of misbehaving flows

remains small. Similarly, SFB based on BLUE suffers with increasing number

of non-responsive flows. While a small number of non-responsive flows can

be efficiently identified and isolated, there is no possiblity to adjust the number

of bins dynamically as would be required when a large number of such flows

is present. PURPLE predicts the impact of its own actions on the behavior of

responsive traffic (i.e., on the short-term future traffic) without keeping per-

flow state. This enables PURPLE to provide per-flow fairness for responsive
traffic and high scalability. On the other hand, CLCC ignores the intrinsic

properties of reactive protocols but is capable of allocating non-responsive and

responsive traffic in a fair manner owing to a closed-loop control mechanism.

CLCC, PURPLE, SFB, BAT, and GREEN are all predicated on rate-based

control. Rate-based control is required for low queuing delays, but is not

sufficient per se. As the increase and decrease of the drop probability in

GREEN are always additive, the algorithm exhibits slow convergence during
fast changes in the offered load and low queuing delays are not guaranteed. All

other rate-based algorithms support low queuing delays: In BAT and CLCC

convergence speed depends on the AIMD parameters and SFB, PURPLE, and

CLCC estimate the rate from the current traffic characteristics.
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In summary, it can be stated that CLCC, PURPLE, and BAT complement
one another: While BAT handles purely non-responsive traffic well, CLCC

does this for combined responsive and non-responsive traffic. Further, PUR¬

PLE excels in purely responsive traffic situations based on the end-to-end

view.

In NPs, drop decisions are usually taken by a lookup into drop probabil¬

ity tables residing in fast on-chip memory. These tables are maintained by
a background task that implements the actual AQM algorithm. The execu¬

tion frequency of the background task is about one order of magnitude slower

than packet arrivals at full line speed. Most NPs provide some standard AQM

schemes (e.g., RED) that can be configured. For example, the IBM PowerNP

4GS3 has the capability to implement new AQM schemes directly in picocode.

4.2 Scheduling Algorithms

Table 4.2 compares different scheduling algorithms, including the CRVS

scheduler introduced in this thesis (Section 7.1), based on several key crite¬

ria.

Table 4.2: Comparison ofscheduling algorithms.

Absolute bandwidth guarantees Relative bandwidth guarantees WFQ fairness
>>

o Bandwidth and

delay decoupled
FCFS — — — + —

FPS — + — + —

RR — —

— + —

WRR + + — + —

PGPS + + + — —

SCFQ + + + —

—

FFQ, SPFQ + + + + —

CBQ + + + — —

D-CBQ + + + —

—

DRD(FCFS) + + — + —

DRD(SCFQ) + + + — —

CRVS + + + — +
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4.2.1 Criteria

Absolute and relative bandwidth guarantees denote the capability of the algo¬
rithm to allocate bandwidth as an absolute value or relative to different service

classes in a fair manner. Algorithms that approximate WFQ closely are said

to conform to WFQ fairness. Scalability addresses the complexity of the al¬

gorithm with respect to the implementation overhead entailed at high speed
and with a large number of flows. Algorithms that are capable of decoupling
bandwidth and delay provide means to configure this two quantities in an un¬

corrected manner.

4.2.2 Discussion

FPS provides absolute bandwidth guarantees only for one class, the highest-

priority class. All other classes are relative to one another depending on their

priority. The absolute bandwidth guarantee of a flow in a WFQ scheduler can

be derived from the weights assigned to the flows. These weights determine

a minimum per-flow guarantee. Excess bandwidth is shared proportionally

among all competing flows based on the weight (relative differentiation).

The work-conserving RR scheduler is sufficient to emulate FQ with flows

of equal-sized packets and non-weighted queues; all flows get the same band¬

width share. However it is not suitable for real Internet traffic, in which packet
sizes vary greatly. DRR slightly increases fairness among competing flows be¬

cause of the byte-based quantum used and still has low complexity of O(l).

The scalability of scheduling algorithms is closely related to their imple¬
mentation complexity. FCFS outperforms all other queuing algorithms be¬

cause of its simplicity. Some WFQ approximations reduce the complexity
from 0{n) (e.g., PGPS) to 0(1) (e.g., FFQ, SPFQ). Compared with other

schedulers, CBQ is rather complex because of the definition of link-sharing

guidelines. Hence implementations are software-based and therefore not scal¬

able to high-speed networks. The CRVS scheduler schedules packets accord¬

ing to the WFQ definition using SCFQ while maintaining virtual queue lengths

using a FCFS service discipline. The complexity is hence determined by the

SCFQ algorithm.

WFQ schedulers are not capable of decoupling bandwidth and delay. In

order to do so, they would require additional per-flow AQM (e.g., RED for

each flow). D-CBQ is capable of decoupling bandwidth and delay inasmuch

as the traffic classes are bounded (i.e., a class does not send more than its al-
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located share). This can only be achieved by additional policers at ingress.
To illustrate the influence of AQM on scheduling in detail, FCFS and SCFQ

are combined with differentiated random drop (DRD), see Section 7.1.2. Us¬

ing DRD(FCFS), the delay for all flows is the same, and with DRD(SCFQ)

both bandwidth and delay can be differentiated between the classes but they
are still coupled with the allocated bandwidth given by the weights of the

scheduler [PDSOO]. Only the CRVS scheduler allows decoupled allocation of

bandwidth and differentiation of queuing delays.

The implementation of a scheduling algorithm on an NP varies widely
across different platforms, as some NPs provide their own scheduling support

and others do not. For instance, NPs with a sophisticated hardware sched¬

uler potentially make the implementation of a new scheduling algorithm more

difficult, but it is possible that the hardware scheduler provides enough ca¬

pabilites to easily map the algorithm onto the existing hardware. This is the

case for the IBM PowerNP 4GS3, which provides a combined WFQ sched¬

uler and FPS in hardware. In contrast, the Intel IXP NP has no advanced

hardware support for scheduling. Hence an implementation on this NP ad¬

mits any scheduling algorithm at the cost of the full complexity in software

of the scheduler chosen. The Motorola C-5 NP requires an additional traffic

management coprocessor Q-5 that provides FPS, WFQ, and DRR scheduling

capabilites.

4.3 End-to-end Service Architectures

In Table 4.3 different frameworks providing end-to-end QoS support are com¬

pared according to the general concept introduced in Section 2.1 in terms of

several key criteria, as explained below.

4.3.1 Criteria

Heterogeneity refers to the capability to take advantage of the heterogeneity in

the underlying networking infrastructure as discussed in Sections 3.2 and 3.3

and compared in Sections 4.1 and 4.2. A framework that bidirectionally ex¬

poses its QoS capabilites to hosts fulfills the end-to-end criteria. Bidirectional

means that not only hosts can express their service requirements by mapping
their traffic to a service class but also the network is able to provide this type

of requested service in an end-to-end manner. Flexibility denotes the capa-
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Table 4.3: Comparison ofend-to-end service architectures with QoS support.

Heterogeneity End-to-end Flexibility Scalability Adaptivity
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bility to dynamically change the QoS parameters of the traffic in the network

at those places where this is necessary to keep QoS at the guaranteed or op¬

timal level. Network architectures are said to be scalable if they are capable
of handling a large number of flows at high speed in all types of routers in¬

troduced in Section 2.2 by using aggregation, simplicity of the algorithms, or

other means. A network architecture excels in adaptivity if it is capable of

adapting QoS according to the current congestion status of the network so

that certain high-value guarantees are preserved or the utility of the network

is optimized.

4.3.2 Discussion

Heterogeneity of the IDBB approach is limited by the fact that IntServ must

be present at the edge of the network for QoS reservation. Hence the place¬
ment of DiffServ and IntServ-enabled domains is determined a priori. Da-

CaPo++ is built up on the convention to use the same protocol on each end-

point, which contradicts heterogeneity. MCF pushes the required resource

management interface to the host where it has to be provided by the OS, lim¬

iting the heterogeneity to the application-specific part. In HSD, heterogeneity
is only supported in the sense that the hierarchical network-level deployment
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can identify the nodes on which a given service can be deployed. However, in

this heterogeneous networking environment consisting of the set of potential
nodes with a given capability all nodes still have to support the HSD frame¬

work for finding an end-to-end solution. Hence it is a homogeneous solution

in a heterogeneous networking environment. SeaFan is capable of achiev¬

ing service concatenation, translation, and adaptation between different QoS

frameworks on the network level using active networks. It supports parallel
and heterogeneous deployment of QoS mechanisms.

When looking at the end-to-end criteria, in DiffServ, there is no guarantee

that the chosen QoS can in fact be delivered end-to-end, although applications
can mark packets with a meaningful DSCP. All other frameworks build ho¬

mogeneous end-to-end services. SeaFan explicitly allows end-to-end services

composed of a set of heterogeneous QoS provisioning mechanisms.

Concerning flexibility, the DiffServ standard allows remapping of DSCPs

but leaves the associated mechanisms providing the desired flexibility unde¬

fined. In IntServ, once the reservation has been set up and periodically re¬

freshed, it will not be subject to changes caused by the network (apart from

failures which result in a complete loss of resources). DaCaPo++ and MCF

both monitor the network in order to react on changes that occurr in the under¬

lying networking infrastructure, but no direct adaptation in the network takes

place. HSD starts from a homogeneous service type (e.g., finding an IntServ

path from node X to node Y) and then tries to identify the nodes that match

this service type. HSD is therefore service-type-centric wherein flexibility for

inter-operation of different capabilities is restricted. In contrast, the parallel

deployment of different mechanisms is dynamic in SeaFan. This allows the

registration of new services on active routers when required.

In terms of scalability, IntServ requires that per end-to-end reservation

state information is kept on routers, which is in contrast to DiffServ, in which

no state information propagation takes place at all. Despite the hierarchical

structure of the algorithm, HSD has its limitations in the setup speed as the en¬

tire network topology has to be explored before deployment of a service. Sim¬

ilar to DiffServ, SeaFan maintains scalability through aggregation of traffic in

such a way as it allows the mapping of traffic on existing DiffServ classes. The

scalability of SeaFan is further enhanced by the twofold approach, in which

active code for QoS provisioning can be executed directly in the data path and

new QoS mechanisms can be dynamically loaded on active nodes if required.

With respect to adaptivity, DiffServ drops packets marked as less impor¬
tant earlier than others. This entails limited adaptivity in the network in the
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case of congestion. IntServ has no intrinsic adaptivity because it strictly guar¬

antees the reservations that are made. An increasing demand in resources

would require the renegotiation of QoS to establish a new allocation. Da-

CaPo++ and MCF place their adaptable functionalities at the end system.

They react on periodical observation tasks. SeaFan allows QoS parameters

to be adapted dynamically at domain boundaries and within the network de¬

pending on the capabilities that have been discovered on the end-to-end path.

4.4 Active Networking Frameworks

Different active networking frameworks are composed in Table 4.4. The table

draws up their characteristics and capabilities of the frameworks.

Table 4.4: Comparison ofactive networkingframeworks.

Plugin approach Capsule approach
>>

1
T3
O Dynamic deployment Large programs >>

>>

•c

o
(D

T3
(D
(D

Oh

Smart Packets — + —

—

—

— + —

SENCOMM + + + + + — + —

PLAN — + — —

— — — +

SNAP — + —

— — + — +

ANTS — + — + — =/+ — —

Router Plugins + —

— + + — + +

PromethOS + — + + + — — =/+

Scout — — + + + — — —

Click — — + — + — — =/+

SeaFan + + — + + + + +

4.4.1 Criteria

An active networking framework follows the plug-in approach if active code

is loaded out-of-band into active nodes. This code then acts on selected traffic

(based on classification) traversing the node. If the framework allows one to

embed in the same packet active code that influences the packet's behavior
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and data then it is based on capsules. Note that a hybrid approach can support

both plug-ins and capsules. A framework that is designed with self-contained

units capable of interacting and cooperating dynamically is said to be modu¬

lar. Based on the modularity itself, the framework should allow the flexible

extensibility thereof, e.g., modules building a forwarding path can be dynam¬

ically connected and rearranged in a variety of ways. Dynamic deployment
denotes the possibility to dynamically load active code into active nodes to

modify the forwarding behavior of packets. Active networking frameworks

which do not limit the active code to the packet size allow large programs to

be built and moved through the network. Safety refers to the means that reduce

security risks to the level of traditional IP networking by providing intrinsic

properties that address the limitations of resource usage. Security prevents

non-authorized control of networking resources and is usually achieved by
additional cryptography, authentication, and integrity functionalities. Speed
measures the efficiency in handling active packets, not only in the control path
but also in the data path.

4.4.2 Discussion

The Linux-based Click implementation behaves much like a monolithic plu-

gin which circumvents the Linux IP stack. Multiple plugins cannot coexist in

a router, thus Click makes only limitied use of the plugin idea. Namely, Click

code compiles into a loadable kernel module. The click code picks up packets
when the network device signals a packet arrival by an interrupt. The egress

network device uses an interrupt to pull processed packets when more packets
can be sent. Similarly, Scout addresses extensible router architectures without

support for dynamic remote reconfiguration. Both approaches are therefore

not plugin approaches. In ANTS active code acts on packets that do not con¬

tain active code. However, ANTS does not follow the plugin approach either

as active code is loaded in-band on routers.

Besides transporting active code, which acts on the packet itself, SeaFan

allows one to place active code at routers capable of accepting code according
to their security definitions, thus it is a hybrid approach. All other approaches

except SENCOMM are either exclusively plug-in or capsule-based.

The modularity of those approaches that define a network programming
environment (e.g., Smart Packets, PLAN, SNAP, ANTS) is difficult to assess

as it heavily depends on the programmer using them. Owing to its focus on

network management, the Smart Packet approach prohibits dynamic exten-
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sions of router capabilities, which would require modifications in the virtual

machine itself. The design of the Router Plugin approach allows extensions

that are confined to so-called gates (i.e., entry points for a plug-in) placed at

certain well-known points in the forwarding code of an NetBSD kernel. These

gates are intended to route and schedule packets, or handle IP security. Simi¬

larly, PromethOS uses the Netfilter hooks in the Linux kernel as entry points
to its modules. Hence data path processing is not fully modularized.

Smart Packets can be dynamically deployed in the context of network

management but they are not directly applicable to data-path packet process¬

ing. Owing to its strict capsule approach, SNAP has no means to register
new services at routers dynamically to extend their functionality. Only pre-

configured services from a service table can be invoked to process packets.
ANTS uses an in-band mechanism that allows active code to be dynamically
loaded in active nodes. However execution and forwarding of packets are

delayed until the active code is capable of processing them. Both Router Plu¬

gins and PromethOS allow the dynamic deployment of service modules in

routers. Similarly, Scout permits reconfiguration of paths at runtime. In Click,

once a graph is defined and compiled to machine code, it will remain static.

Dynamic router services in SeaFan allow active code to be placed in routers

dynamically.

All capsule-based approaches except SENCOMM and SeaFan are lim¬

ited in terms of the size of the active packet as capsules are defined to be

self-contained. SENCOMM allows probes to span multiple packets, but at a

performance penalty, particularly in unreliable networks. Using the soft-store

mechanism in ANTS larger, fragmented programs are technically feasible, but

extremely complex to handle.

Concerning safety, it has been shown that active programs written in Plan

can run in time exponential in their size [Moo99], hence making this language
unsafe. SNAP is able to circumvent the introduction of a safety hierarchy

by assuming that all byte-code instructions are approximately equal in their

execution time, and that only predefined router services can be utilized. To

cope with the safety threads encountered when storing active code on routers,

the SeaFan framework proposed in this thesis provides full-fledged and di¬

verse means to ensure safety. As long as the forwarding code in a router is

only maintained by the administrator itself, the existing extensible router ar¬

chitectures (PromethOS, Scout, and Click) can potentially provide some sort

of safety. SENCOMM is intended for deployment only in an environment

controlled by network providers. This does not, however, provide intrinsic
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safety properties. In ANTS, although capsules can be executed in a sand¬

box environment, the framework falls short providing other essential security
and safety properties. PLAN programs may execute in time exponential in its

packet size. This discussion justifies the choice of SNAP as the base active

networking language for SeaFan in terms of safety.

Security in Smart Packets and SENCOMM utilizes heavyweight cryptog¬

raphy for authentication and access control. Similarly, loading a new plugin in

Router Plugins and PromethOS, as well as reconfiguration of a Click or Scout-

based router, must be done by a trusted party, i.e., the plugin manager or the

system administrator. There are no distinct security mechanisms in extensible

router architectures.

In terms of execution speed, Java-based solutions (e.g., ANTS) are gen¬

erally slow [Wet99] compared with compiled code (e.g., Router Plugins,

PromethOS, Click). The execution speed of Smart Packets and SENCOMM is

slowed down by the virtual machine although JIT compilation would theoret¬

ically be possible. In Scout, the simple do-nothing module has more than

200 lines of code and hence makes it difficult to achieve high efficiency.

Simple IP forwarding in Click shows reasonable performance results com¬

pared with Linux [KMC+00]. Implementations based on NPs help to acceler¬

ate packet handling [SPK03,RPE+03] in extensible router architectures fur¬

ther. Based on the lightweight SNAP language, SeaFan further benefits from

the presence of NPs that enable the fast execution of active packets in the

data path. The NP-based SeaFan architecture showed efficient processing of

SNAP-based packets on NPs [KPS02], and an additional speedup of execution

can be achieved using JIT compilation.

4.5 Summary

This chapter clearly outlines that existing approaches are not sufficient for

adaptive QoS provisioning in heterogeneous IP networks, as required by appli¬
cations (See Section 1.1.1), and evidences the raison d'être for a novel frame¬

work. The main fundamental advantages of the new SeaFan framework are

that different QoS mechanisms can be dynamically deployed in parallel using
active networks over the heterogeneous infrastructure and that they address

end-to-end QoS in an adaptive way. Moreover, SeaFan makes it possible to

utilize existing QoS capabilities that can be integrated in the end-to-end path.
All this is achieved in a secure and safe way.
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SeaFan: A Framework for

Adaptive End-to-end QoS
Guarantees

Nowadays,
QoS guarantees are required for an increasing number of

applications that operate across sub-networks and multiple domains.

Therefore, QoS provisioning is required in a heterogeneous environ¬

ment, which offers these functionalities and enables a mapping from a service

request to the networking parameters in an end-to-end fashion.

This chapter introduces SeaFan, a new flexible and generic framework that

enables new and existing QoS mechanisms to be deployed dynamically and in

parallel. SeaFan stands for a Safe, .Efficient, and Adaptive Framework for

End-to-end QoS using Active Networks. Starting in Section 5.1 with a gen¬

eral motivation and an overview on service adaptation, the SeaFan framework

and its functional description are introduced in Section 5.2. Section 5.3 then

discusses the requirements on active networks and shows how they can be ful¬

filled. Section 5.4 describes the security issues. Finally, a short example is

given in Section 5.5 before the conclusions of this chapter are drawn.
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5.1 Overview

This overview has a threefold approach. First an overview of service adapta¬
tion in the transport, network, and data link layers is outlined. Then abstrac¬

tions of the QoS parameters in general are discussed. Finally a motivation is

given on why an active-networking approach is not only beneficial but essen¬

tial.

5.1.1 Service Adaptation

In best effort networking, the main goal of service adaptation is fair and op¬

timal share of networking resources that prevents a network from collapse,
whereas in QoS-enabled networking service adaptation adjusts the traffic to

the current networking conditions according to the given SLA (which does

not need to be a fair allocation). There are two major ways, which might be

combined, to achieve adaptation: by propagation of networking status infor¬

mation (i.e. congestion status) to end points that will have to react accordingly,
or by direct actions taken on the current packets in the network at places where

a scarcity of networking resources occurs. The former might occur at one end

point that measures the current packet loss rate and sends this information

back to the sender.

As an example, ECN-enabled routers mark ECN-capable packets as

congestion-experienced (CE) by setting a mark in the packet header instead

of dropping them. TCP receivers then inform senders about the reception
of such congestion-experienced packets by setting the ECN-echo flag (ECE).

The sender will then reduce the transmission rate and indicates this fact to the

receiver by sending a packet with the congestion window reduced (CWR) flag
set. Accordingly, the receiver no longer has to set the ECE flag in packets.

In congested best-effort networks, service adaptation can lead to severe

service degradation owing to the lack of service differentiation. For example,
a large amount of background FTP traffic thwarts interactive WWW traffic.

Best-effort networks do not imply any minimum guarantees, as is desirable to

maintain an existing QoS-level from an application. Different places where

service adaptation currently may take place are now listed.
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Adaptation at the Transport Layer

In the transport layer adaptation may occur in the TCP, TFRC, and the RTP

protocols:

• Transmission Control Protocol (TCP): The most important manifesta¬

tion of adaptation in the transport layer is encountered in the TCP proto¬

col, a connection-oriented protocol with end-to-end error recovery pro¬

viding reliability, flow control, and congestion control.

Many real-time applications do not need fully reliable delivery and are

able to handle a certain percentage of packet loss. They rather need

strict end-to-end delay bounds. Owing to packet retransmissions, this

delay might be unacceptable for real-time applications.
There are also concerns from the fairness point of view: Although TCP

tries to allocate bandwidth in a fair way among concurrent sessions, it

cannot give strict guarantees, and its result is far from being predictable.
In the case of long RTTs, TCP acts unfairly [MSM097]. Recall that

TCP fairness properties were iscussed in Section 3.6.2.

Here are the most important reasons why TCP does not make sense in

conjunction with real-time applications:

- ARQ-based closed-loop error control for reliable transmission is

inappropriate for delay-sensitive services such as real-time audio

and video because retransmission takes too long.

- The TCP congestion-control mechanism uses packet drops or

ECN notification to detect congestion. Entering slow start causes

starvation at the receiver. It would be better to slow down the

acquisition of frames at the sender when the transmitter's send

buffer is full. The correct congestion response for these media

is to change the audio/video encoding, video frame rate, or video

image size adaption at the transmitter, based, for example, on feed¬

back received through RTCP receiver report packets.

- TCP does not discriminate between corruption-based and con¬

gestion-based losses, further amplifying these problems.

- As a TCP header is larger than a UDP header this would create

additional unnecessary overhead.

- TCP has no time stamps and encoding information.

- TCP cannot support multicast.
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• TCP-friendly rate control (TFRC) [HFPW03] of traffic streams is con¬

sidered to be a desired practice for adaptive unicast flows compet¬

ing with TCP traffic. TFRC defines a congestion-control mechanism

that could be used in conjunction with a transport protocol such as

RTP [SCFJ03].

Compared with TCP, TFRC has a much lower variation of throughput,
but responds more slowly to changes in available bandwidth than TCP

does. TFRC is based on measurements, the intrinsic properties of the

TCP protocol (throughput equation), and feedback messages sent to the

sender. The sender maintains a TCP-friendly sending rate, based on the

information contained in the feedback messages. Feedback messages

contain the rate seen at the receiver, the inter-packet arrival time, the loss

rate, and a time stamp (for RTT measurement at the sender). Thus, most

complexity is pushed towards the receiver, reducing the overhead on the

sender side. This makes TFRC suitable for environments in which a

server distributes information to multiple receivers.

• Real-time Transport Protocol (RTP) [SCFJ03]: RTP provides end-to-

end delivery services for data with real-time characteristics, such as in¬

teractive audio and video. These services include payload-type identi¬

fication, sequence numbering, timestamping and delivery monitoring.

Applications typically run RTP on top of UDP to make use of its multi¬

plexing and checksum services.

RTP has no mechanisms to ensure in-time delivery nor does it provide

any kind of QoS. RTP differs from reliable transport protocols such as

TCP in that it (currently) does not offer any form of reliability or a

protocol-defined flow and congestion control. However, it provides the

necessary hooks for adding reliability where appropriate, as well as flow

and congestion control.

By using the Real-Time Control Protocol (RTCP), both sides know how

well the other side receives audio and video streams. This informa¬

tion is in general sufficient because the end points are not interested in

why the network can no longer provide the service level currently used,

since degraded quality can have any number of reasons including net¬

work loss, delay and jitter due to the heterogeneity of networks. Rather,

they should know that such a degradation has occurred and how it is

quantifiable in order to react based on the new situation. In short, mod¬

ifications executed in networking elements carried out directly by end

points could jeopardize the network's stability.
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RTCP is necessary for synchronizing audio and video streams and can

be used to observe the network performance at the remote end. The

cost of sending RTCP packets is relatively small because only about

one RTCP packet every 5 seconds will be sent.

Adaptation at the Network Layer

Sender 1 Receiver 1

Sender 2

Figure 5.1: Example ofadaptation at the network layer with multiple DiffServ
domains.

DiffServ uses different models to adapt traffic entering a DiffServ domain.

EF being a tight delay-bounded service class, action on excess traffic is very

strict in the sense that it will not be allowed to enter the domain. More loosely
defined limits are given in AF, where packets can be downgraded to higher

drop precedences when they are over-limit before actually dropping them.

This makes the service flexible but also introduces problems such as previ¬

ously convicted flows as is shown in Figure 5.1. Two flows 1 and 2 with simi¬

lar QoS requirements (belonging to the same Ordered Aggregate OA [Gro02])

traverse a network consisting of several DiffServ domains. Both of them enter

their first domain in accordance to their SLA. Flow 3 crosses only domain C.

Assuming that a traffic conditioner is installed in domain B, which remarks a

certain percentage of flow 2 with a higher drop precedence due to the presence

of flow 3, unfairness exists between these two flows in domain D. Without any

packet being dropped in domain C, flow 2 gets more packets dropped than

flow 1 when traversing domain D, where congestion persists. This leads to

flow 2 being treated unfairly compared with flow 1.
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Integrated Services at the Data-Link Layer

In Local Area Networks (LANs), service differentiation is achieved by assign¬

ing priorities to packets and then using strict priority scheduling. As a simple

priority scheduler cannot provide policing functionalities, an admission con¬

trol algorithm that limits high-priority traffic is essential to ensure a certain

delay bound. Admission control may be provided by the Subnet Bandwidth

Manager (SBM) [YHB+00].

All packets of a flow have to be assigned to the same traffic class for the

duration of the flow. Otherwise undesired packet reordering may occur. Flows

having the same priority can no longer be distinguished inside a LAN. Ta¬

ble 5.1 shows the service mapping of user priorities.

Table 5.1: Service mapping of user priorities.

User Priority Traffic Type
1 Background (less than Best Effort)

2 Spare
0 (default) Best Effort

3 Excellent Effort

4 Controlled Load: Delay-sensitive applications
5 Delay-sensitive applications with 100 ms delay bound

(video)

6 Delay-sensitive applications with 10 ms delay bound

(voice)

7 Network Control

5.1.2 Abstraction of QoS parameters

Depending on the viewpoint, there is a discrepancy in the significance and

the parameterization of QoS parameters. For instance, QoS in a core router

might not be an issue when the network is heavily over-provisioned. On the

other hand, in access networks in which resources are scarce because of a high

aggregation of traffic, intelligent QoS differentiation is definitely preferable.
Parameterization can be discretionary and some parameters do not need to

have a value explicitly set. Moreover, parameters themselves might be given
as absolute or relative values. From another viewpoint, end users do not care

about thresholds and drop probabilities but rather what the resulting service
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behavior looks like, hence the actually experienced QoS (e.g., jerking of video,

unacceptable responsiveness) - independent of the actual scenario (e.g., best

or worst case1). Loose guarantees and vague definitions led to significant

uncertainty by end users in the past. These facts render difficult any kind of

adaptation that tries to allocate resources in a fair way. Therefore, abstraction

of the QoS parameters becomes essential.

QoS parameters have already been discussed in Section 3.1. From an end-

to-end point of view, the most important parameters are the allocated band¬

width (could be a minimum guarantee or peak rate), the end-to-end delay
bound (consisting of the sum of all transmission, queuing, and processing

delays from sender to receiver), inter-packet jitter (usually seen at the receiver

unless an additional protocol is used e.g., RTCP [SCFJ03]), and the maximum

end-to-end packet-drop rate. Bounds are usually expressed statistically or in

percentiles (looking at measurements over a predefined time interval). In a

networking element these values are mapped to a certain queuing strategy and

to queuing parameters as weights, algorithmic droppers that maintain drop

probabilities, and thresholds on the queue length.

5.1.3 Why Active Networks?

There are several reasons why an active-networking approach is advantageous:
The fast increase of the backbone traffic volume in the Internet and the intro¬

duction of QoS support overextend the management tasks, pushing passive
network management to its scalability limits [JSCH02]. Moreover, the in¬

troduction of any new protocol must be guided by a standards body to be

successful and is in general a slow process. Although a protocol can be very

rich in functionalities, it is limited by a well-defined function space. Inter-

operation between different protocols, as can be encountered in heterogenous

environments, is beyond the scope of the protocols themselves. Translation

mechanisms between existing QoS frameworks are not provided by protocols.

Thus, adding new functionalities in a network implies the complex task of

modifying and adding protocols in routers. This is by far the most important
motivation.

Active networks have the advantage that new functionalities, in this case

focused on QoS support, are modular and can be deployed dynamically. They
offer the functionalities necessary for a correct mapping of service descrip-

lrTo be more precise it can be said that users care most about typical behavior if the worst case

rarely happens.
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tions to networking parameters. Active networks increase the flexibility in

QoS-enabled networks, and NPs enable this flexibility through programma¬

bility.

One of the major concerns with active networks is safety and security.
The SeaFan approach relies on safety in terms of total networking bandwidth,

CPU, and memory usage, a general safety hierarchy, and a sandbox environ¬

ment for code execution to reduce security risks to the level of traditional IP

networks, in which a variety of existing solutions can be found. Hence, tra¬

ditional network security aspects exceed the scope of this thesis, as does the

impact on security due to bugs in operating systems and networking devices.

5.2 Towards QoS Provisioning in Heterogeneous
Environments

A QoS request from an application implies the steps shown in Figure 5.2. Note

that some of them might be rather simple and use default best-effort policies
if no other services are registered.

Service description: End users rarely know exactly what kind of service guar¬

antees they need for a certain application. Therefore it is desirable for

the application itself to know the suitable service description. For exam¬

ple, a rate of 8 kb/s (G.729) and a maximum end-to-end delay of 400 ms

may describe a Voice-over-IP (VoIP) service. The application initiates

a QoS-demanding data flow by, for example, setting up an RSVP reser¬

vation, simply marking data packets with a certain DSCP, or directly

inserting QoS-defining active code into data packets.

Service-Level Agreement (SLA): An SLA is a contract between a customer

and a service provider that defines a network service boundary rela¬

tionship. It specifies the forwarding services a customer should re¬

ceive and may include traffic conditioning rules. SLAs also define the

provider's responsibilities expressed as QoS parameters (e.g., through¬

put, loss rate, delay, and jitter), availability, measurement methods, con¬

sequences when the defined service cannot be provided, and the costs

associated with the service. An end user should not be directly involved

in SLA description or SLA negotiation as this task can be automated

and hence does not justify the complexity to users.
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Figure 5.2: Quality-of-Service parameter sequence.

Service-Level Specification (SLS): An SLS contains the technical character¬

istics for an SLA, and describes the resources provisioned for this par¬

ticular service. There is one SLS for each service specified in an SLA.

An SLS does not define implementation details nor does it indicate the

networking resources available beyond a given boundary.

Networking Parameters: SLSs ultimately result in networking parameters

that consist of hardware parameters (for buffer management, schedul¬

ing algorithm and AQM), domain policies, and end-to-end flow-control

mechanisms. In a heterogeneous network, hardware support can differ

for each router. Networking parameters are neither reflected in SLSs

and SLAs nor in the description of the service, because they describe

the boundary at the edge of the network rather than the behavior of

nodes in the network. Static pre-configured networking parameters lead

to poorly exploited existing capabilities from the outset, simply because

the range in frequency of networking parameter updates needed by dif¬

ferent mechanisms is extremely broad (e.g., per byte, per packet, per

flow, per routing event, per network management change...) [LCOO].

Note that in our approach the routing process itself is not strictly a net¬

working parameter, because the path a packet takes through the network is

maintained by routing protocols - unless QoS routing [ATM02, SWBW03]

is being deployed. Thus, routes cannot be modified without interacting with

routing protocols as this would otherwise lead to inconsistencies in the traffic

engineering information maintained by the routing protocols, and might result

in completely unpredictable networking behavior.

The difficulty of maintaining the QoS parameter sequence for end-to-end

services stems from the uncertainty concerning how traffic is treated beyond
the peering networking domain for which the SLA is valid. This uncertainty is
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aggravated by the heterogeneity of QoS-provisioning capabilities within do¬

mains. End-to-end, per-connection SLA negotiation using inter-domain band¬

width brokers [NJZ99] would solve the problem, but in turn raises scalability
issues.

On the other hand, an end-to-end control mechanism can optimize the

global behavior of a packet stream either by using protocol-specific feedback

from periodic statistics reports (e.g., RTCP [SCFJ96]), or by inserting simple
active code into data packets that can be handled at wire speed.

5.2.1 Proactive QoS Environment

From a traditional network administrator's point of view, network avail¬

ability can be detected using the Simple Network Management Protocol

SNMP [HPW99] to monitor corresponding managed objects contained in the

Management Information Base (MIB). Although network management traffic

in general has the highest priority, the information has to traverse the network

before it can be evaluated by the network manager or an appropriate network-

management tool. Moreover, the use of SNMP entails additional inbound

traffic and latency increase that imposes limitations on the frequency at which

information can be updated [MKN01].

To apply the necessary QoS translation, QoS information ideally is kept

locally, and exchanged between adjacent nodes, which allows the QoS infor¬

mation to be brought to where it is needed. Dynamic QoS-parameter con¬

figuration increases responsiveness and adaptability while reducing in-band

signaling traffic. The following two-level technique can be proposed:

Intrinsic QoS adaptation: Based on service descriptions and QoS transla¬

tion in nodes, active code placed in data packets (i.e., in-band) facili¬

tates queuing and dropping decisions. This is done within well-defined

bounds that are controlled on-the-fly in the network (table lookups) and

are supplied by an end-to-end control mechanism. If a packet does not

conform and thus exceed these bounds, it will not be able to traverse

the network and accomplish its task.2 The network will discard such a

packet without further investigation if no excess capacity is available.

It is clear that packets are subject to certain time and loss constraints,

2The word task is used to distinguish the active-networking approach, in which packets contain

some sort of byte-code that is executed in the network and therefore fulfills a certain task, from

traditional passive networks where packets consist only of header and datapayload.
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Figure 5.3: QoS provisioning model for a network node in a proactive envi¬

ronment.

which usually are imposed by an application-level utility function, and

that there is a tradeoff between functionality and additional delay.

End-to-end control mechanism: The global behavior of a packet stream can

be optimized using a traffic profile that includes the QoS description.
Such a traffic profile can be related to the application's needs but could

also be the result of a policing mechanism at the network edge or the

translation of QoS parameters from an unsupported scheme into one

provided by the current networking domain. The behavior (and hence

its limitations) of an end-to-end packet stream is defined by behavior

bounds in active packets, which can be optimized and adapted to the

current status of the network. The behavior bound consists of a classifier

describing to whom the service will be offered, a traffic specification

(e.g., sender Tspec), and a resource bound vector that characterizes the

maximum resource usage of the router service. Behavior bounds can be

part of active packets that include active code with the desired service

functionalities bound to the given limitations.

QoS provisioning in networking nodes can be modeled as shown in

Figure 5.3. Note that none of the elements depicted need to be present. There

are three main operating dimensions. Application planes describe and request
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specific QoS guarantees from the network to be provided to an application.

QoS signaling can be implicit or explicit, and the QoS description absolute

or relative within statistical bounds. Examples are IntServ, DiffServ, or active

packets that contain this information in the form of small active code sections.

Networking planes consist of per-hop-based networking parameters, do¬

main policies, and end-to-end flow-control mechanisms. This dimension re¬

flects the mapping of QoS descriptions onto hardware functions placed at the

disposal of the corresponding node.

Finally, the proactive QoS planes allow the translation of QoS parame¬

ters from the application planes to the networking planes, and act according
to these parameters on a per-hop basis. Proactive is meant in the sense that

the SeaFan framework is not only capable of reacting to changes in the net¬

work but can also actively discover existing capabilities and then adapt end-

to-end services accordingly, hence being proactive. The functionality of the

translation process has to be limited by a safety hierarchy: Functionalities pro¬

vided by low-numbered levels can be used in the data-plane packet-forwarding

process, whereas higher levels include control-plane functionalities such as

adding new policies or router services for QoS translation where the data and

control planes are in a router-implementation-specific dimension (not shown

in Figure 5.3) that will be addressed in Chapter 6. To fulfill this task, the

proactive QoS plane utilizes and maintains behavior bounds.

The traditional management plane, which is orthogonal to the dimensions

of Figure 5.3, spans the vector space in which the SeaFan framework will

operate. Therefore this fourth-dimensional plane is not shown in Figure 5.3.

Given the heterogeneity of networks in terms of underlying hardware as

well as domain-specific behavior, the proactive QoS planes cannot be de¬

scribed by simple static means; rather it is appropriate to consider each in¬

dividual node on the path of a connection as an independent instance of our

node model (Figure 5.3). Eventually, an end-to-end service requiring a certain

QoS guarantee can be achieved by chaining these node models as shown in

Figure 5.4.

5.2.2 Functional Description

Before showing how active packets are used to program the proactive envi¬

ronment, the functional modules necessary in an active router are introduced.

They consist of four different building blocks: the discovery process, the QoS
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Figure 5.4: End-to-end services in a proactive QoS environment.

translation phase, resource management, and feedback mechanisms. In con¬

trast to topology-centric approaches [Kel04, HDS01], the functional descrip¬
tion introduced here follows a path-centric approach. In a topology-centric

approach, a service is being deployed based on the knowledge of the network

topology and the locations of capabilites, whereas a path-centric approach uti¬

lizes the information of capabilities located on an end-to-end path.

Discoveryprocess: The discovery process builds initial behavior bounds that

describe upper bounds of service limits, corresponding to the maxi¬

mum available resources in order to obtain some a-priori knowledge
of QoS availability prior to connection setup. The information gath¬
ered on instantaneous resources is then updated periodically. A possible
source of information is the traffic-engineering opaque LSA messages

in OSPF [KYK03]. Unlike the QoS Broker [NS95], the discovery pro¬

cess is used within the network, permitting flow aggregation, and does

not deal with QoS discovery from the application or end user's point of

view. The end-to-end QoS behavior is therefore subject to an ongoing
and adaptive process throughout the lifetime of a connection, and is a

result of the network discovery process present in the background.

Translation phase: The necessity of active code stems from the fact that

QoS translation in general is not a bijective operation3, and therefore

3 Consider two sets A and B and a function /() that maps values from A onto B. Then /()
is said to be a surjective map (onto) if for any b E B there exists a G A for which b = /(a)
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it increases complexity. The following guidelines can be used: Surjec¬
tive code translation is achieved by projection onto the new QoS space,

whereas injective code translation needs additional information based

on default mappings and/or educated-guess methods. Bijective trans¬

lation is primarily achieved with one-to-one table-based mapping. The

translation process is done using active code provided by either the net¬

work administrator or in certain cases by the application itself as long
as safety is not compromised. Classification of the packet allows the

appropriate safety level to be chosen, as well as an adequate translation

code if needed.

Resource management: Resource management comprises the task of main¬

taining information on the actual status of resource availability. A

certain share of the resources can be initially assigned to the active-

networking element. The resources that are administered consist of

QoS-related resources (e.g., maximum bandwidth per traffic class),

policies, resources related to the neighborhood, and router services.

From these resources the behavior bounds are derived, which then are

accessible by fast table lookups NPs (e.g., [Pow02, IntOO]).

Feedback mechanisms: Instantaneous traffic characteristics can deviate from

the corresponding QoS reservation and are influenced by numerous fac¬

tors in the network (e.g., traffic shapers, actions of AQM schemes, the

granularity of schedulers, amount of cross-traffic), and in end systems

(e.g., RTT in TCP). All these factors are variable in time and affect the

end-to-end service. Some of them are controlled by specific feedback

mechanisms. Adaptive end-to-end service guarantees are feasible when

the interaction between feedback mechanisms is taken into account i.e.,

when their interactive behavior is predictable. The proactive QoS en¬

vironment supports feedback mechanisms that act in an active node as

well as between neighbors, and uses different time scales to update be¬

havior bounds.

These functionalities enable dynamic QoS-parameter translation between

different QoS frameworks (e.g., DiffServ and IntServ) that are not translatable

by simple one-to-one mapping functions. Table 5.2 shows the three layers
between which the active networking approach is able to mediate. From this

applies. /() is an injective map (one-to-one) if it maps distinct objects to distinct objects: for

each f(x) = f(y) it must be the case that x = y, or analogous 1/1/ implies f(x) ^ f(y)-
A map is called bijective (one-to-one correspondence) if it is both injective and surjective. Note

that a function /() is invertible if and only if it is bijective [Cai91].
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Table 5.2: QoS translation.

Application Level Abstract Router Networking Parameters

Service Description Model including Hardware Functionalities

RSVP

Diffserv (Codepoint)
ST-2+

STP

Active Packets

approach the following implicit functionalities of a networking packet can be

derived: Packets are no longer static data containers but can also carry active

program code. Data and program code can reside in packets at the same time.

5.3 SeaFan Active-Networking Framework

The problem of the above-mentioned discrepancy (i.e., the fact that the trans¬

lation of QoS parameters isn't a one-to-one correspondence) cannot be solved

by introducing a new protocol, because protocols have to take into account all

eventualities from the beginning. In other words, a perfect protocol is not one

to which nothing can be added, but one from which nothing can be removed

without losing required functionalities. Although a protocol can be very rich in

functionalities, it is limited by a well-defined function space. Inter-operation
between different protocols and translation mechanisms in heterogeneous QoS
frameworks might theoretically be feasible, but is extremely complex or lim¬

ited in functionality, and is thus beyond the capibility of current protocols.

Moreover, the successful introduction of any new protocol must be guided by
a standards body and is in general a slow process. It furthermore requires the

complex task of modifying and adding protocols in router stacks.

On the other hand, most programming languages are unpredictable in

terms of resource consumption and therefore inappropriate for safe QoS-

enabled networking. Active networks have the advantage that new function¬

alities, focused on QoS support in this thesis, can be deployed dynamically
while maintaining architectural neutrality. A suitable active-networking pro¬

gramming language needs to trade off the limitation of the function space for

flexibility, which finally leads to the definition of a resource bound. Thus, ac-

GPS

WFQ
Virtual Scheduler

Diffserv Model

DRR

PS

SCFQ

RED

BAT
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tive networks offer the functionalities necessary for a correct mapping of ser¬

vice descriptions to networking parameters. To some extent active networks

enhance the flexibility in QoS-enabled networks.

To summarize, the use of an active-networking approach is justified by
the following reasons: First, the deployment of protocols is always limited

by a well-defined function space that does not allow interoperability between

diverse protocols in heterogeneous Internetworks. Second, programmability

provides the necessary flexibility and acts as glue between protocols which

ultimately enables the use of translation mechanisms between existing QoS
frameworks. Third, active networks have the advantage that new functionali¬

ties can be deployed dynamically.

5.3.1 Requirements

Unfortunately, active networks entail a considerable number of security is¬

sues [MurOl] that have to be solved. Any potential approach has to comply
with the following requirements:

Safe byte-code language: A byte-code representation has to be used that not

only achieves architectural neutrality but also possesses intrinsic safety

properties given by the definition of the language itself. An execution

environment then allows the secure execution of this byte-coded pro¬

gram. The byte-code language has to support basic functionalities, in¬

cluding standard arithmetic and relational operations, and must provide
exact safety properties for CPU, memory, and networking bandwidth

usage. It should not be user-application-specific but as simple as possi¬
ble in order to allow immediate and dynamic QoS adaptation as well as

the installation and maintenance of higher-level router services.

Resource bound: The definition of a resource bound divides networking re¬

sources into a two-dimensional vector consisting of a local part, which

is consumed on an active node while executing byte-code instructions,

and a network part, which limits the spread4 of a packet in the network.

Safety levels: Not to be confused with the definition of safety properties (cf.

page 58), the safety hierarchy monitors control-plane and data-plane
activities on multiple levels by trading off functionality and resource

4As it is possible that an active packet creates new packets on its way through the network,

resource usage is spread over multiple links, hence the name.
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usage with security expenses. The handling of active-networking pack¬
ets is divided into six safety levels, as will be shown in Table 5.4. The

mechanism for data-plane safety is provided through the byte-code lan¬

guage. Safety levels 3-5, called the higher safety levels (HSLs), require
admission control at the edge of network domains (i.e., the edge of the

domain of trust) using policies depending on the ISP's needs. This en¬

ables easy accounting and charging for active packets. Adding and re¬

moving dynamic router services requires a public-key infrastructure for

integrity, authentication, and potentially encryption of active code. Al¬

ternatively, higher-level packets can be filtered, or preferably preempted
for a certain domain.

Sandbox environment: Any active byte-code is executed in a safe environ¬

ment called the Active Networking Sandbox (ANSB). Information ex¬

change with the router is only feasible using router services.

Router services: Router services dynamically enhance router functionali¬

ties to overcome limitations of the byte-code instructions. Some fre¬

quently used router services (e.g., IP address lookup, creation of a new

active packet) that represent common networking tasks are present in

the byte-code language definition and therefore are static. The differ¬

ence between byte-code instructions and router services is justified by
the significantly higher resource usage of the latter. Protection against
misuse is given by the different safety levels in the safety hierarchy.

Routing: Active packets should not interfere with routing protocols. Alter¬

native routes can be proposed by router services as long as the corre¬

sponding entries are defined in the local routing table.

5.3.2 Byte-Code Language

To provide the advantages of architectural neutrality and code compactness,

typical capsule-based active-network systems represent programs in virtual

machine code, also referred to as byte-code.

Architectural neutrality is achieved by byte-code representation if an exe¬

cution environment to emulate the corresponding virtual machine is provided
wherever a byte-coded program is executed (i.e., on every active router). All

specific characteristics of the underlying router can be hidden by the virtual

machine, so that an active-network program should have the same semantics

on every hop supporting SeaFan of a potentially heterogeneous network. Note
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that this does not restrict a node to execute only a single execution environ¬

ment. Although feasible, the interoperation with other exisiting EEs is left as

future work. The easiest (but not necessarily the most efficient) way to do so

would be by using the existing management plane.

By representing common operations with a single byte-code, virtual in¬

struction sets tailored to a specific application domain (e.g., active networks)

yield significantly smaller programs than either non-specific virtual instruc¬

tion sets or even native instruction sets do [Deu73,Heh76,EEF+97].

The assembler-like stream-code approach [KAH+01] provides evaluation

isolation of packets but has no intrinsic safety properties except the limitation

of the execution time. It also requires additional payload to guarantee the ex¬

ecution of a stream-code packet. The additional properties of the stack-based

SNAP byte-code language [MHN01], which reduces the dependency on a spe¬

cific hardware thanks to the intermediate code representation and provides in¬

trinsic safety in terms of network resource usage. This fits the requirements
mentioned above best and hence justify its choice for SeaFan. Our active net¬

working framework extends the SNAP [MHN01] instruction set as shown in

Table 5.3 while maintaining its safety properties. The complete instruction set

is given in Appendix A.l. SNAP instructions are classified into seven classes.

SeaFan adds a new class called static router services to cover frequently used

router services, such as getting the number of interfaces, its queuing classes,

and congestion status.5 Other changes have been made to simplify heap op¬

erations (STO and RCL). A frequently used stack operation (SWAP) has been

added. GETLRB delivers the local resource bound, as will be explained later.

GETENTRY and SETENTRY allow the manipulation of the ingress and egress

entry points.

5.3.3 Resource Bound

To prevent a denial-of-service attack, SNAP uses several restrictions to limit

resource utilization of active packets in the network. These restrictions consist

of a resource bound derived from the time-to-live (TTL) field and the fact

that SNAP programs use bandwidth, CPU, and memory resources in linear

proportion to the packet's length [Moo99]. Hence, byte-code instructions must

execute in a constant and predictable time frame.

5Existing instructions with similar properties (e.g., SEND) have therefore been moved into this

class.
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Table 5.3: SeaFan Instruction classes.

Instruction Class SNAP SNAP Dialect

Stack control PUSH, POP, POPI

PULL, STORE

SWAP

Flow control PAJ, JI, BEZ, BNE Backward branches allowed

Heap operations MKTUP, NTH Replaced by RCL, S TO

Relational

operators

EQ, EQI, NEQ, NEQI,

GT, LT, GEQ, LEQ

Arithmetic

operators

ADD, ADD I, SUB, MOD,

NEG, NOT, AND, OR,

ORI, XOR, LSHL, RSHL

Operation on

addresses

SNET, BCAST

Static router

services

GETSRC, GETDST,

FORW, SEND,

HERE, ISHERE,

GETRB, ISNEIGH

GETNITF, GETNQ,

GETENTRY, SETENTRY,

GETCS, GETRB

Dynamic router

services

CALL, RREQ

The resource bound as defined in SNAP turns out to be difficult to respect

because byte-code instructions may differ significantly in terms of their exe¬

cution time [KPS02]. In addition, the limitation that only forward branches

are allowed is too restrictive for real programs. Therefore, a new definition of

the resource bound is introduced here.

Consider for example two packets with the same packet length. One has a

large code section and no data payload, the other has a large memory and data

payload section. Assume that the packet with the large code section should re¬

ceive the same resources for executing active code as the packet with the large

memory and data payload section. In other words, as processing a packet p
takes at most 0(h \p\) time (\p\ denotes the packet length and h the instruc¬

tions per second the hardware can execute, hence an NP-specific value), the

data payload and memory section can be accounted for in the packet's resource

budget in the same way as code sections. The idea is to use this extra budget
for program loops.

A packet p is described as p = (r, Co, C, M) using the notation borrowed

from [Moo99], where r is the network part of the resource bound, Co the

full program code, C an arbitrary sequence of instructions within Co, and
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M the memory size containing heap and stack of the packet.6 The notation

—>iocai describes the execution of an active packet on a given node and —>net

the behavior of a packet in the network; —>3 is a sequence of j reductions.

\C\ denotes the number of dynamically executed byte-code instructions of

sequence C. The SNAP reduction for CPU safety,

<r,Co,C,M)^ocal<r,Co,0,M') j<\C0\, (5.1)

no longer holds in the presence of loops because \C\ might be larger than | Co \.
Moreover, byte-code instructions do not execute in constant time. Therefore,

C defines the sequence of machine-dependent CPU cycles corresponding to

the byte-code sequence C, and \C\ denotes the number of machine-dependent
CPU cycles thereof.

This extension of the SNAP resource concept does not violate safety
on CPU, memory, and bandwidth usage: The new resource bound, a two-

dimensional vector (n\p\, r),7 consists of a local part n\p\, which is linear to

the packet size \p\, and a network part r proportional to the TTL of the packet

(n is a constant of proportionality measured in instructions per byte). While

the conditions on the network part remain unchanged, the resource bound for

the local part has to be redefined. The new definition of the local resource

bound is based on maximum instruction costs wt (derived from the real ex¬

ecution times) associated with each instruction i in the byte-code instruction

set/.

For an active packet with data D (where D is the entire packet minus the

code section Co), the local resource bound is proportional to the sum of the

sizes of code section |Co| and data \D\. This sum has to be greater than the

sum of all maximum instruction costs wt (in native cycles for the byte-code
i E I, independent of any program) executed for the packet in total. Thus,

CPU safety holds under the following condition:

\c\

n\p\ = n\Co\ + n\D\ > n\C\ = m\C\ = m\^ wc[k] ? (5.2)

fe=i

where C[k] is the k-th instruction in the execution sequence C. Note that

C[k] E I \/k : 1 < k < \C\. The factor m is determined by the average

6For simplicity the notation of a packet does not contain all parts of a packet (e.g., the packet
header is not represented); only the relevant parts are included.

7The resource bound is defined as a vector because for safety reasons local and network re¬

sources are non-exchangeable.
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instruction cost and the maximum number of processor cycles the ANSB can

spend on executing active code for a given packet.

At this point the proof of Equation (5.2) is given. Let \ib\ be the number

of native (single-cycle) instructions needed to interpret byte-code i E I given
a machine state such that the interpreter will take branch b out of the set of all

possible branches B% for that opcode. During initialization time, all w% have

been chosen to satisfy

max \%\ < wt ,
\/i E I

, (5.3)
b£Bt

by taking the longest branch possible. |C[/c|6]| is the number of native in¬

structions in the sequence C[k] given that the machine state is such that the

interpreter will take branch b out of the set of possible branches BC[k\ • Equa¬
tion (5.3) holds for every instruction i defined in the byte-code language and

is independent of any code sequence C:

max \C[k\b}\ < wC[k] V& : 1 < k < \C\ . (5.4)
fr£-Bc[fc]

By induction on —>iocai each instruction i decreases the available local re¬

sources by wt. Similarly, a loop iteration manifests itself by a backward jump
that reduces the available resource bound by the number of the backwards-

jumped instructions

"'end

n\p\ <-n\p\ - m ^ wC[k] , (5.5)

fc= fcstart

where kstart denotes the jump target and /cend the current instruction. There¬

fore the sum over an arbitrary sequence of instructions is limited by the re¬

source bound given in Equation (5.2):

\c\
^

\c\

m 2_, max | C[ k \ b ] | < m 2_, wc[k\ < n\p\ (5.6)
fc=ibGBclk] k=i

D

The less restrictive bound on memory usage defined in SNAP remains

unchanged for the following two reasons: First, all byte-code instructions can

push at most one element on the stack or add at most one element to the

heap. Second, using (5.2), the maximum number of instructions that can be
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executed is bounded and the maximum growth of the stack does not depend
on the presence of loops.

The detailed proof is similar to the one given in [Moo99]: Introducing the

primitive operator opp^q [k], with p stack-value inputs and q stack-value outputs

for instruction k, a growth function can be defined as grovrth(opPjq[k]) =

q
—

p. Each local reduction adds at most m = maxP:q:k(grovrth(opP:q[k])).
Thus, the growth of the stack is limited by a multiple m of the executed byte-
code instructions \C\. Using Equation (5.2), the stack growth is bounded by
the local resource bound which is proportional to the packet length. D

Finally, bandwidth safety and processing isolation remain unchanged. The

former is assured by the fact that only the local resource bound has been mod¬

ified, and the latter can be shown as follows: Given two packets p\ and p2,

an arbitrary number of reductions in the network (—>*et) create Npi and NP2
packets. Thus, p\ —>*et Np\ and p^ —>net ~Npi. Processing isolation is

given when p\ U p^ —>net -^pi u -^p2- As the —>net reduction affects one

packet at a time,

Pi U P2 —4t NP1 U P2 —4t NP1 U Np2 . (5.7)

Thus, memory safety as well as processing isolation remain unchanged. D

5.3.4 Safety Levels

Strong per-packet security in which each packet has to be authenticated and

encrypted is an expensive task (e.g., in terms of CPU cycle usage). On the

other hand, limiting the functionality of active packets to only forwarding is

too restrictive. The safety levels introduced here chose an approach that trades

off security with functionality: Critical tasks (e.g., installation of a dynamic
router service) are only allowed in the highest security level whereas intrin¬

sically safe active code can be executed in a less expensive security context.

The safety hierarchy splits active-networking functionalities into different lev¬

els that build adequate nuances of security requirements.

Packet classification (a policy-based procedure) determines the safety
level of packets. Higher safety levels (HSLs) are likely to be coupled with

more restrictive policies. Thus, the safety levels of the proactive QoS plane
have a pyramidal shape (Figure 5.3), which restricts the execution of powerful
commands according to policies, and therefore achieves the required safety.
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Table 5.4: Safety hierarchy in active networks.

Safety Allowed network Packet and router requirements
level functionalities

5 Dynamic router services Authentication of active packets

(active code): registering new needed using a public-key
router services infrastructure.

4 Complex policy insertion and Admission control at the edge of

manipulation network domains; trusted within a

domain.

3 Simple policy modification and Running in a sandbox environment,

manipulation limited by predefined rales and

installed router services.

2 Creation of new packets and Sandbox environment based on the

resource-intensive router knowledge of the instruction

services (lookups etc.) performance.
1 Simple packet byte-code Safety issues solved by restrictions

in the language definition and the

use of a sandbox.

0 No active code present in Corresponds to traditional

packets packet-forwarding process.

Table 5.4 shows the SeaFan safety hierarchy that addresses the problem.
Levels 0 to 2 are the lower safety levels (LSLs) of the hierarchy addressing
the data path. Level 0 corresponds to a traditional packet-forwarding process

without execution of active code. Packets containing simple active byte-code
are allowed on level 1. Safety is ensured by restrictions in the language defi¬

nition and the use of a sandbox environment. SNAP [MHNOl] is an example
of such a byte-code language. A simple packet byte-code enables immediate

QoS provisioning and minimizes security efforts because no verification of

plugins has to be done. In traditional routers, QoS decisions are taken using
local information and information from packet headers. The main advantage
of the new approach is that packets are able to take additional information

from preceding hops into account, hence acting in a flexible and distributed

manner. A router will execute the active byte-code in a special sandbox en¬

vironment that ensures safety. Note that safety level 1 can be further divided

into a sub-level that only allows forward branches and a second one that al¬

lows full program loops. This distinction might be helpful when the hardware

is not capable of keeping track of backward-loops.
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Level 2 provides certain router-service primitives in addition to the byte-
code language. As router services in general are not only more costly in

terms of CPU cycles than simple byte-code instructions, but can also differ

significantly in their cost, the definition of a resource bound as given above

is mandatory. Section 7.1 identifies and quantifies expensive router services

(e.g., router services that allow packets to obtain information on the conges¬

tion status and the policies installed at the given hop) that belong to this safety
level.

The next higher level 3 allows modification and manipulation of policies
that are installed using router services. An example is the RSVP soft-state

mechanism, in which state information is updated by RSVP reservation re¬

quest Resv messages to maintain reservation state and RSVP Path messages

that store path state in each node along the way. Unlike RSVP, this level does

not allow the installation of new states in routers.

The insertion of policies and complex rule manipulation are handled by
level 4. In the RSVP example (cf. Section 5.5), this is reflected in the creation

of new state information in a router.

Finally, level 5 allows the installation of dynamic router services that can

provide and maintain information for active packets in lower levels. For secu¬

rity reasons, no level 4 or 5 packets from outside a service provider's network

are allowed to enter the domain. Thus only certain management hosts within

the ISP domain are allowed to inject such packets. Nevertheless, when a cer¬

tain well-known service should be installed, agents that reside at the network

edge can, for example, translate the requested service into a predefined level 4

or 5 active code that will then install the service in the ISP's network.

5.3.5 Sandbox Environment

Figure 5.5 gives an overview of the Active Networking Sandbox (ANSB) and

shows its modules in the data and control planes. The active-networking
framework supports service primitives that can be registered and subsequently

requested from the ANSB. This is similar to the plug-in approach [DDPPOO],

but is used here to offer customized networking services that are time-

constrained and do not allow the execution of arbitrary code segments (e.g.,
IP address lookup, QoS parameter lookup). Compared with the SNAP execu¬

tion environment, which corresponds to the byte-code interpreter in Figure 5.5

only, the ANSB has been extended to support HSLs.
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Figure 5.5: Active networking sandbox.

The ANSB provides safe execution of active code because memory access

and resource utilization are strictly controlled by the resource bound. For ex¬

ample, full read/write access is granted only for the memory section of the

packet, whereas read access is given only for the packet header. Other data

structures are only accessible using router services. Thus active code is not

allowed to write data at any location in the packet or ANSB environment un¬

less it uses router services to do so. The ANSB uses the packet's TTL as

the network part of the resource bound and the packet length multiplied by
a machine-dependent value that specifies how many instructions per packet-

length unit can be executed as the local resource bound.

Policy information is stored in a policy database. The resource database

keeps track of the locally available resources. The neighborhood database

maintains information such as maximum bandwidth and maximum available

bandwidth of its neighbors. A source of information for the neighborhood
database could be the opaque LSA messages from the OSPF routing proto¬

col [KYK03]. The active-code translator manages dynamic router services

(register/deregister) and dispatches requests for installed router services from

the byte-code interpreter.



86 Chapter 5. A Framework for Adaptive End-to-End QoS Guarantees

The ANSB has two separate tasks. The first is to check the safe execution

of active code of an incoming active packet. The second is a background
task to maintain tables. An example of such a table is the congestion-status

table, which keeps track of the queue occupancy on a given output interface.

Depending on the underlying hardware, the ANSB can run in the router's

control software or directly in a network processor [KPS02].

Get outgoing interface

Duplicate stack value

Get number of queues for

this interface

Duplicate top stack value

8 is the maximum loop counter

Are there more than 8 queues?

start :

HERE
r

PULL 0 ;

GETNQ r

DUP

r

r

GEQI 0x8 ;

BEZ loop_begin ;
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loop_begin:
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r
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SUBI

r

i ;

JI loop_begin ;

enque_packet:
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r
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Enqueue packet

No uncongested queue found,

drop the packet.

Figure 5.6: A simple router service capable offorwarding packets only to

uncongested queues.

5.3.6 Router Services

Router services are functions that go beyond the definition of byte-code in¬

structions. They can be static, i.e., defined as op-codes in the byte-code lan¬

guage (e.g., IP address lookup, getting the number of interfaces, flow queues,
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or congestion status information), or dynamic (e.g., installation of new active

code into the ANSB service table for QoS translation, policy manipulation

using a dynamically loaded router service) when installed on nodes. Usually,
router services are tailored to networking tasks with a focus on control-plane

functionalities, and take significantly more time to execute than normal byte-
code instructions do. Therefore, router services belong to the set of instruc¬

tions with a safety level higher than 1. Furthermore, the installation of new

router services is restricted to safety level 5. Such an active packet contains

the context for which the new service is applicable, as well as the code sec¬

tion to be installed. Dynamic router services and their context information

can be removed, modified, or updated analogously. Figure 5.6 shows a simple
router service in our SNAP dialect that forwards packets only to uncongested

queues on the outgoing interface; otherwise the packet will be dropped. The

ANSB maintains queue indexes ordered according to their priority. Thus the

algorithm tries to enqueue a packet to the lowest-priority queue first. In this

example, the packet will be dropped if all queues are congested.

When registering new router services the top stack value contains a pointer
to the behavior bound in the packet's memory section. The code section to be

delivered resides in the payload. Once a router service is installed, insertion,

manipulation, and removal of policies is feasible within a specific context:

Whereas safety level 4 allows the initially configured behavior bounds to be

extended or modified by matching them to SLAs (which can result in an SLA

negotiation), safety level 3 only admits modifications within the current behav¬

ior bound. Simple static router services on safety level 2 provide information

on queues, their congestion status, routes, or context-based lookups.

5.4 Security in Active Networks

Traditional approaches to network administration often lack appropriate secu¬

rity concepts, or use them only rarely. For example, measures against security
risks in SNMPvl that block access to SNMP services using packet filters at

the network border and for SNMP traffic from non-authorized internal hosts

are not sufficient, since the community strings8 are sent in plaintext and are

therefore subject to packet-sniffing attacks. Hence, authentication, integrity,
and secrecy have been added later in SNMPv3 and are defined in [BW99].

8The SNMP community string is used as an ID or password that allows access to an SNMP-

enabled device. If the community string is correct, the device responds with the requested infor¬

mation, otherwise the device discards the request without sending a response.
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In general, a distinction is made between safety and security. Safety is

given through the definition of the byte-code language itself, the safety hier¬

archy, and the safe execution environment for active code. The goal of safety
is to reduce security risks to the level of traditional IP networks. Networking

security can only be provided by additional security services, such as authen¬

tication, integrity, and secrecy functionalities. Authentication is required for

the verification of the sender's and the receiver's identity and serves to prove

that the other party is indeed the one it claims to be. Data integrity safeguards

against both malicious and accidental alteration of the content of the messages

exchanged between the two parties. Secrecy ensures that only the sender and

the receiver are able to interpret the content of the transmitted message in

plaintext.

The security model introduced here integrates these functionalities into

the proposed active-networking framework and prevents non-authorized con¬

trol of networking resources, e.g., modification of information, access to non-

authorized services, denial of service (DoS) to legitimate users, spoofing,

playback and man-in-the-middle attacks as well as passive intrusion, namely
non-authorized observation, traffic analysis, or discovery of physical network

topologies. Therefore, a security model is mandatory for HSLs, i.e., for ser¬

vice registration and modification. The combination of the safety and security
models enables fast packet forwarding in the data path on the one hand and

secure and programmable control-path functionalities on the other hand.

Safety Level 5

Safety level 5 comprises authentication and data integrity and optionally se¬

crecy. Figure 5.7 depicts the authentication process for code registration in

safety level 5 using a public-key infrastructure. The message sequence de¬

rives from the authentication protocol ap5.0 [KROl] and assumes that a trusted

connection exists between the each party and its public-key server.

When the sender intends to register some active code at one or more re¬

ceivers (i.e., active nodes) it initiates the registration process by sending an

active packet that collects public-key identifiers. Receivers send their key
identifiers and a nonce9 back. This is shown for receiver B in Figure 5.7,

where N is the nonce and key_id(i?) is the key identifier of the secret key
B. The sender A can now request B's public key from its trusted key server.

9A nonce is a number that is used only once in a lifetime, e.g., when a protocol uses on nonce

it will never use this number again.
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Key Server X Sender A Receiver B Key Server Y

DB(Eb(M)) = M? DA(Ea(N)) = N?

Figure 5.7: Authentication processfor code registration in safety level 5.

A encrypts the nonce N using its private key a and forwards the result with

a new nonce M to B. Similarly, B gets As public key from As key server (if

it has not yet done so in the meantime) and is then able to authenticate A by

decrypting Ea(Af). Finally A is able to authenticate B when it receives the

encrypted nonce from B. In general, prefetching public keys from a key server

should only be done if sufficient resources are available to do so. In order to

prevent a potential DoS attack, it is recommended to fetch public keys only
after the reception of the encrypted nonce.

Conceptually, the network can be divided into domains (i.e., different ad¬

ministration authorities) and sub-domains may exist within one domain; a sub-

domain may be just one active router. The main burden for safe active-packet

handling up to safety level 5 is borne by edge routers that are responsible for

setting the appropriate domain-specific safety level (DSSL, cf. Section 6.3.3)
in active packets. The edge routers base their decision on the admission-

control process, which trades off packet processing time with security.

When installing a router service on safety level 5, the parties will be au¬

thenticated, then each code segment to be installed on the receiving active

node needs to be tested for data integrity. To minimize the computational

effort, the sender calculates a message digest using a hash function (e.g.,
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MD5 [Riv92] or SHA-1 [EJ01]) and encrypts the digest with its private key.
The digest is then placed in the active packet and the receiver is finally able to

authenticate and check the integrity of the active packet. As the memory and

code section also contain sensitive information (e.g., sequence number), they
are also included in the digest.

Safety Level 4

Safety level 4 packet handling in a domain comprises the following four tasks:

Discovery of edge routers is done by using the following algorithm. An active

packet that consists only of code using safety level 1 has its initially-assigned

safety level (IASL) and a domain-specific safety level (DSSL) field set to the

highest safety level. At each active node it is tested whether the DSSL is still

equal to the DSSL from the previous hop stored in the active packet header.

If not, the packet has just entered a domain in which it has limited rights. If

later upon leaving the domain the DSSL is again set to the IASL, the packet
can detect egress routers similarly.

A router service and the classification information are installed at the edge
router prior to packet handling in this safety level. This is achieved by means

of the installation process described above. The classification information also

includes a shared secret that allows a rapid authentication of these packets.

The sender includes a digest of selected fields from the IP header and the

active-networking header in the unused bits of the IP option field. The digest

computed from the headers is concatenated with the shared secret.

Classification of active packets at edge routers involves a table lookup
which returns the shared secret that allows the calculation and authentication

of the header digest. In NPs, the additional lookup can be combined with the

routing-table lookup, and the digest can be computed (asynchronously) by a

coprocessor for speed-up.

Safety Level 3

Packet classification for safety level 3 does not require a shared secret because

resources are limited by the sandbox environment itself. This mechanism is

extremely useful for services such as ABE [HLTK01] in VPNs in order to

achieve service differentiation while the total resources for each traffic class

that is differentiated are equal.
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Lower Safety Levels

On safety levels 1 and 2 the administrator decides whether its domain will

admit these active packets or not. If yes, resource consumption is controlled

by the resource bound as defined in Section 5.3.3. Safety level 0 falls into

the category of traditional IP packet classification and forwarding. The next

section gives more detailed insight into the functionality of router services by
means of an example.

5.5 An Example

As an example, a controlled load RSVP service using a fixed filter is discussed

(Figure 5.8). The service is provided over a heterogeneous network that can

be split into three different domains.

Domain 1 supports full RSVP on all routers in the domain and might cor¬

respond to a small ISP placed at the edge of the network (e.g., in the metropoli¬
tan area) and therefore is capable of handling per-flow RSVP signaling. This

domain does not provide active routers at all. Active packets are forwarded as

regular IP packets.

In domain 2, a core ISP, limited RSVP support is provided using dynamic
router services. Active packets that enter this domain and have a safety level

higher than 1 are preempted. Preemption can be done by using a preemption

flag in the active header, stackable active headers, classification based on the

active code, or domain tags derived from an Autonomous System (AS). In

terms of operating expenses and complexity, only the use of a preemption flag
is reasonable. Thus active routers at the ingress of a domain are responsible
for setting this flag correctly.

Only the domain administrator is allowed to install dynamic router ser¬

vices on the active routers in its domain. Figure 5.9(a) shows the sequence

executed when adding a new router service. The active packet arriving at

the node asks to register a new router service given as payload. As the active

packet is not preempted, the byte-code interpreter executes the register request

by passing the information to the active-code translator. The active-code trans¬

lator installs new policies, reserves resources, and, if successful, registers the

new service in the service table. At the same time classifiers for the RSVP

messages are set up.



92 Chapter 5. A Framework for Adaptive End-to-End QoS Guarantees

>

Sender

Domain 1

-*> >* «^

m:

Functionalities in Domain 1 :

- Full support of RSVP

- No active routers present in the

domain and active packets are

forwarded as regular IP packets

- Metropolian area

Domain 2

> >

X. >

Functionalities in Domain 2:

- Limited RSVP support using

active routers

- dynamic router services installed

- corresponds to a core ISP

Receiver

Functionalities in Domain 3:

^Active Security /5'.

- No RSVP support

- Entering active packets are allowed to

execute active code up to safety level 1

- ISP at the edge of the network

Figure 5.8: Example ofan end-to-end service in a heterogeneous environment

crossing three different domains.

In active routers at the edge, RSVP Resv messages are accepted using

policies from the policy database. In the core, no further verification of the

RSVP Resv messages has to be done, and the content of the message is used

to install appropriate filters and flow parameters according to the behavior

bounds given in the policy and resource databases (Figure 5.9(b)).

In domain 3, no RSVP support is given, but active packets with safety
level up to 1 are executed (Figure 5.9.c). Here, QoS adaptation takes place

directly in the data path. Small active-code sections can use the DSCP and

local congestion-status information to influence the forwarding behavior of

the given packet within the limits provided by the ANSB. This ISP provides a

slightly larger degree of freedom to applications, but in principle is not willing
to guarantee anything more than that. Because active packets are charged at

the edge and thanks to the safety properties of the byte-code, this network can

be exploited with a minimum of administration effort. The offered service is

comparable to the well-known priority service of the post office.

Although not all domains support RSVP, the end-to-end service is im¬

proved and can, in the best case, even hide the lack of full RSVP support in

all routers on the data path.
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5.6 Summary

After delving into the QoS purlieus a list of requirements targeting safety and

security mechanisms for an active-networking approach has been identified.

The safety of the SeaFan framework is ensured by a multifaceted composite
of orthogonal mechanisms: The extended SNAP active-networking language

provides intrinsic safety properties, architectural neutrality and code compact¬

ness without losing the QoS-centric view. The definition of a resource bound

assures the safe execution of instructions (e.g., lookups) that are more costly
in terms of bandwidth, CPU cycles, and memory resource consumption. The

safety hierarchy limits, at the one extreme, the execution of active code for

complex functionalities to a trusted relationship and allows in the other ex¬

treme, the execution of intrinsically safe active code that hence is executable

without additional risks. Finally, the sandbox environment provides software-

based isolation of active-code execution.

Further, in the SeaFan framework the utilization of several different QoS

mechanisms in parallel in an active router is explicitly allowed and thereby
offers far-reaching flexibility for adaptive end-to-end QoS guarantees. The

framework provides the possibility to place active code in routers and to ac¬

tively influence the forwarding behavior of active packets themselves concur¬

rently.
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Figure 5.10: Overview ofSeaFan.

Figure 5.10 schematically summarizes how adaptive end-to-end QoS guar¬

antees are achieved by the SeaFan framework. Starting with the QoS descrip¬
tions of the application plane, first the actual QoS capabilities on the end-to-

end path are discovered using active code (See Section 8.1). Each QoS mech¬

anism usually applies to certain conditions as discussed in Chapters 7 and 8.

The conditions are classified into traffic characteristics in terms of responsive¬

ness, the scope of the mechanism that can be local or end-to-end, and the type

of service differentiation they support for the QoS parameters bandwidth and

delay. The required QoS mechanisms are then installed on the corresponding
active nodes, and service differentiation is achieved by the active code directly
or by the use of the QoS mechanisms. In a final the step active code can be

further optimized (See JIT compilation in Section 7.3).
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Active Networks and

Network Processors

By
their nature, active networks require substantialy more computa¬

tion and memory resources in the network than do passive networks.

Network processors provide the desired flexibility for advanced net¬

working functions in packet processing while designed for high-performance

packet processing. Therefore the use of NPs in active networks is extremely

promising. One of the goals of this chapter is to analyze the benefits that can

result from the deployment of NPs for active networks. First a brief introduc¬

tion into NP architecture is given, before the relationship between NPs and

active networks is discussed by means of implementation-specific details.

The advantages of NPs come at the price of a careful software design ow¬

ing to programming complexity and performance trade-offs that are not yet

well-understood. The wide variety in current NPs today makes these trade¬

offs difficult to assess. The difference between the various programming mod¬

els of NPs certainly increases the responsibility of the programmer. Despite
this variety, NPs still share many features that allow the development of ad¬

vanced networking functions to be simplified and accelerated. For this reason,

although this chapter will focus on the IBM PowerNP 4GS3, many of the

concepts introduced here will apply to other NPs as well.

95
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Packets

(a) Serial model

Figure 6.1: Network processor concurrency models [HJK+03],

Packets

(b) Parallel model

+,

6.1 Network Processor Models

The challenge in NP design is to provide fast and flexible processing capa¬

bilities that enable a variety of functions on the data path, while retaining the

simplicity of programming similar to that of a general-purpose processor. NPs

are typically composed of multiple processors called NP cores whose organi¬
zation can be classified into a serial (or pipeline) model and a parallel model

(Figure 6.1) [HJK+03].

In the parallel model, each thread in an NP core receives a different packet
and executes the entire data-path code for this packet. In the serial model,

the packet is pipelined through a subset of NP cores, each of which applies a

different portion of the data-path code.

From a programming point of view, the serial model requires that the code

be partitioned such that the pipeline work is evenly divided, as the perfor¬
mance of the NP equals that of its most heavily loaded NP core. In the parallel

model, given that the same code can be performed by any NP core and packets
are assigned to the next available thread in any NP core, the work inherently is

evenly distributed. To maintain comparable performance under all conditions

of realistic traffic mixes, the serial model would require a dynamic repartition-

ing of the code, whereas in the parallel model no partitioning is necessary.

6.2 The IBM PowerNP 4GS3 Network Processor

The IBM PowerNP 4GS3 [IBMOO, ABB+03] is composed of an embedded

processor complex (EPC), the enqueuer dequeuer scheduler (EDS) blocks,

including hardware flow control and scheduling, the switch interfaces, the
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physical MAC multiplexers responsible for receiving and transmitting packets
from/to the physical-layer devices, embedded SRAM memory, and additional

memory interfaces for external memories. The major functional blocks of the

PowerNP are shown in Figure 6.2. The PowerNP provides a total of 2128

MIPS of processing power; however the comparison with other processors

(NPs and GPPs) is difficult because it also includes coprocessors specialized
for networking functions.

6.2.1 Embedded Processor Complex (EPC)

The EPC consists of 16 concurrent packet processor engines called NP cores

supporting two independent threads each, a set of eight dedicated coproces¬

sors for each NP core, and an embedded PowerPC (ePPC) 405 microprocessor,
all running at 133 MHz. The NP cores are scaled-down reduced-instruction

set computer (RISC) processors that execute picocode. The picocode instruc¬

tion set is specifically designed for packet processing and forwarding tasks.

It includes instructions for binary additions and subtractions, bit-wise logical

AND, OR and NOT, comparison, counting leading zeros, logical left and right

shifts, arithmetic right shifts, rotations, bit manipulations, general-purpose
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register (GPR) transfers including sign extensions, and asynchronous copro¬

cessor calls and waits. The instruction memory contains the picocode for

packet forwarding and controlling the NP. Its total size is 32 K instructions

(128 KBytes, shared over all NP cores). Each NP core has 16 32-bit GPRs.

The coprocessors perform asynchronous functions such as longest-prefix
match (LPM) lookup, fixed-match (FM) lookup, packet classification, hash¬

ing (all done by two tree search engines (TSE) per NP core), data copying,
checksum computation, counter management, semaphores, policing, and ac¬

cess to the packet memory. TSEs provide access to the control store consisting
of several memories with different characteristics. Furthermore, a number of

hardware assists accelerate tasks such as frame alternation (e.g., update the

TTL field in an IP header, generate frame CRC, or overlay an existing layer-2

wrapper with a new one), the completion unit (i.e., maintaining the order of

packets enqueued to flow control and scheduler), and header parsing.

6.2.2 Packet Processing

Packet processing is divided into two stages: Ingress processing directs pack¬
ets from the physical interface to the switch, and egress processing does the

reverse. Every NP core can handle both stages, but for the shake of conve¬

nience usually one is virtually associated when dispatched. Table 6.1 shows

the five types of threads. The most common is the general data handler (GDH)

which is used for forwarding packets. The general table handler (GTH) per¬

forms actions including hardware assist to perform tree inserts, tree deletes,

and tree aging. Moreover, it can process data packets such as a GDH when

there are no tree-management functions to perform. The guided frame handler

(GFH) handles special packets called guided frames that are used by the con¬

trol point (CP)1 to initialize and configure an NP, and prepare it for network

operation. A guided frame can only be processed by the GFH thread, but the

GFH may execute frame-forwarding-related picocode if there are no guided
frames waiting. Communication with the ePPC processor is done by two gen¬

eral PowerPC handlers (GPH). One thread processes frames directed to the

PowerPC by moving the frame to the PowerPC's mailbox memory area and

then notifying the PowerPC that it has data to process. Work for this thread is

the result of a re-enqueue action from another thread in the EPC to the general
PowerPC queue (GPQ). The second thread handles process responses from

lrThe control point (CP) is a component in a network node that manages the resources of that

node. It handles functionality such as the execution of control and signaling protocols.
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the ePPC. Work for this thread is dispatched due to an interrupt initiated by
the PowerPC.

Table 6.1: Thread types in a PowerNP.

Name Description Qty
General Data Handlers (GDH) Used for forwarding frames. 28

General Table Handler (GTH) Builds table data in the memory. 1

Guided Frame Handler (GFH) Handles guided frames and is the 1

in-band control mechanism be¬

tween the EPC and all devices in the

system, including the control point.
General PowerPC Handler (GPH) Processes frames from and to the 1 + 1

ePPC.

Threads are dispatched upon packet arrival from the physical interface or

the switch, or by an interrupt. Each thread has its own independent set of

registers, so there is no overhead when switching threads. When a thread

stalls (e.g., waiting for a coprocessor), multi-threading will switch to the other

thread if it is ready for execution. This dynamic thread execution helps to bal¬

ance the load. A thread entirely processes a stage of a packet, which is called

the run-to-completion mode. Additional context information (e.g., output in¬

terface identifier retrieved from the IP forwarding lookup) can be transfered

from ingress to egress along with the packet. Note that no switch is required
and that the ingress and egress NP can be the same.

6.3 Implementation Overview

This section aims at providing an overview of our implementation. It first

discusses different options in NP-based active networks, shows how the model

applies to NPs, and finally gives the packet definition of the SNAP language.

6.3.1 Prospects

There are three fundamentally different options in an implementation of

the SeaFan framework on NPs. First, active-networking support can be added

in the EPC and run directly on NP cores. This has the advantage that no ad¬

ditional copying of the packet is required except copying data to the working
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(array) registers. As actions are taken directly in the data plane the overhead

of sending the packet to a CP processor is completely avoided. On the other

hand, the instruction memory can hold up to 32K picocode instructions shared

among all NP cores, which suffices for traditional packet-forwarding tasks

and advanced networking functions such as protocol termination [HJK+03],
but is insufficient for the functionality desired for many active-networking

programs. This renders a plug-in-based approach extremely difficult, in

which picocode plug-ins have to be loaded into the NP, because each of

these plug-ins would consume a considerable amount of instruction memory.

Even though there exists a C-compiler for NP cores, efficient code is closely
linked to the hardware and therefore often written directly in picocode. Such

hardware-specific plug-ins would lack code portability. Capsule-based active

networks are therefore more convenient, but limits can arise on the code exe¬

cution level owing to the scaled-down RISC architecture of the NP cores (e.g.,
there is no floating-point support). Hence active-networking languages using
the capsule approach must contain inherent simplicity. A general questions is

where the code will be executed, i.e., on ingress, egress, or both.

Second, the ePPC in the EPC can be used to run more complex active-

networking functions (e.g., router services): Calling a router service causes

the GPH to write the packet into the ePPC's memory and indicate its arrival

to the ePPC by an interrupt. The packet will then be handled by the ANSB

part running on the ePPC. Advantages are that active networking packets will

be fully handled by the NP either in the data path or, for higher safety lev¬

els (i.e., larger than 1), on the ePPC which provides the flexibility of a GPP

(e.g., running a Linux kernel). No additional processor is needed and the ap¬

proach behaves much like a system-on-a-chip. The approach will eventually
hit performance limitations owing to the interface between NP cores and the

ePPC. Moreover, the ePPC is clocked at 133 MHz, which might not suffice

for extensive plugin processing per packet.

As a third option, parts of the ANSB that handle higher safety levels can

alternatively run on an externally-attached CP, usually a general-purpose pro¬

cessor (GPP). This approach is similar to the previous one but uses a physical
interface and a GMII

2
Gigabit Ethernet to PCI-X bridge to copy packet data

into the CP memory. In this case, redirection is done by a guided frame han-

2The gigabit media-independent interface (GMII) is the interface between the media access

control (MAC) layer and the physical layer and allows any physical layer to be used with the

MAC layer. The GMII, which supports data rates of 10, 100, and 1000 Mbit/s and can operate
in both full- and half-duplex modes, is an enhancement to the media-independent interface (Mil)

known from Fast Ethernet.
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dler (GFH) NP core. Processing of router services is limited by the clock

speed of the attached GPP CP.

A certain level of safety is given as the NP cores are still able to forward

packets - even active ones (i.e., on safety level 1) - on the data plane although
the CP might have a transient failure. However this alone does not fulfill all

the concepts proposed in Section 5.3.

6.3.2 Applying the Model to Network Processors

It is important to note that the traditional CP does not necessarily run on the

same GPP as the ANSB and that it even makes sense to separate or dynami¬

cally offload active-networking functionalities. For instance, the CP can run

on the external GPP, while the higher safety levels of the ANSB are offloaded

to the ePPC. The ANSB obtains resources and behavior bounds assigned by
the CP and administrates them autonomously. Given the distributed layout of

the model, which enhances the robustness of the architecture, this is certainly
the preferred model. Figure 6.3 gives an overview of the model. In the current

implementation, both the CP and the ePPC run a Linux 2.4.17 kernel.

In contrast to the pure Linux router, in this architecture, routing and MAC

information maintained in the Linux kernel are mirrored to the NP by the net¬

work processor control point (NPCP) task. NPCP uses the NP APIs (NPAS)

provided by the network processor device driver (NPDD). The same APIs (us¬

ing a proxy interface provided by NPCP) are used for instance by a resource

manager to set up QoS parameters (e.g., Diffserv over MPLS, flow control).

The active networks part is separated from the CP. Safety levels 0 and 1 are

handled by the active-networking code handler in the data path of the network

processor. All higher safety levels are offloaded to the ANSB on the ePPC.

The ANSB then issues NPDD API calls to configure the NP within the limits

of the configured policies attributed to the ANSB.

6.3.3 The SNAP Packet Definition

Active-network approaches introduce their functionalities between the net¬

working and the transport layer. A feasible approach is therefore to indicate

active packets using IP header options and inserting the active packet header

and code between the IP header and payload, an approach already used by
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Moore [Moo99]. The implementation uses the router-alert option [Kat97] and

the IP protocol field is set to 140 for active packets.

The active packet header consists of several 8 and 16-bit fields that sum

up to four words (16 bytes) and is shown in Figure 6.4. Figure 6.5 shows the

version and flag fields of the active packet header. The 4-bit version field de¬

notes the version of the SNAP language and is equal to 2. The 10-bit flag
header field holds information on the safety levels of the active packet. The

initially assigned safety level (IASL) contains the safety levels in which the

packet operates according to the creator of the packet. Each bit indicates

whether the corresponding safety level is used or admitted. The anticipated

update (AU) flag is used in non-coherent active areas as is discussed in detail

in Section 8.1.2. The 1-bit currently unused (CU) field is left for future ex¬

tensions. The domain-specific safety levels (DSSL) represent the safety levels

applicable in the current domain. They are set by packet classification at the



6.3. Implementation Overview 103

IP src address

IP dst address

IP header option

Ver Flags Port

Ingress entry Egress entry

Code size Memory size

Heap pointer Stack pointer

Memory M

Code seetion Co

Payload

Figure 6.4: Active packet with parts ofthe IP header. Ingress and egress entry

points point to the corresponding starting points in the code section, Co- Heap
and stack pointers indicate the current positions in the memory section, M.

01234567

1

9 0 12 3 4 5

Ver AU eu IASL DSSL

Figure 6.5: Version andflag fields in the active packet header.

ingress of a domain, and then remain valid for the entire path through the

domain. This mechanism allows the preemption of active code of a certain

safety level for a given domain. The content of the port number field depends
on the safety level used. In LSLs the field corresponds to the port field in the

transport-layer protocols (i.e., UDP, TCP) and, for reasons of compatibility,
is kept with the original SNAP packet definition (hence its name). Therefore,

active packets can act as a new transport protocol. In HSLs the field is used

for security-relevant information.

Because the architecture of a NP-based router is not centralized and NPs

can reside on each line interface in a router, forwarding and classification de¬

cisions are usually taken on the ingress side, whereas the egress NP is mainly
involved in scheduling the packet at the right time. This implies that the pro¬

cessing of an active packet can be done on the ingress as well as the egress

side. Consequently, two entry points have to be maintained. Because the

ingress and egress entry points are 16-bit fields, they are concatenated into
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one single stack element. If the router has a centralized processing unit, as for

example on a rudimentary software-based router not capable of distinguish¬

ing ingress and egress (i.e., early Unix-based workstation routers), the egress

code is best placed directly behind the ingress code segment. Such a router

can then ignore the egress entry point and execute all active code beginning at

the ingress entry point and falling through to egress processing.

Heap and stack elements are 32 bits in size, and instructions are encoded

in 16 bits. The instruction set is further divided into a 7-bit opcode and an

9-bit immediate argument. To minimize data swapping during execution of an

active packet, the memory section of the packet is situated between the packet
header and the active-code section (Figure 6.4). The memory section has a

maximum size of 128 bytes. The packet payload delivered to an application
remains at the end of the packet and can also be seen like a ROM by the active

networking code. Moving the heap and stack into one memory section that

is being fixed when the packet is being built, results in more complex error

handling (stack overflow), but achieves significant improvements that speed

up the execution of active packets in an NP. Finally, routers that are not aware

of active networking will treat the packets according to safety level 0, and

forward these packets as normal IP packets.

For deep packet processing,3 NPs usually handle packet data in blocks of

64 bytes (pages). Hence when executing active code in the data path, branch

decisions encounter an additional penalty when the branch target does not lie

in the page currently loaded. Forward branching requires the chained list of

pages to be traversed because the location of pages that have not yet been

loaded is not known. Backward branching can load the correct page imme¬

diately, thanks to the page history maintained in NP vector registers (scratch

memory).

6.4 Data-Path and Control-Path Elements

Starting with the insights of the ANSB, this section shows the details of data¬

path and control-path elements of the implementation. In the data path, ingress
and egress processing are illustrated; in the control path the registration pro¬

cess of router services as well as policy manipulations are discussed.

3Deep packet processing describes the task of taking a forwarding decision based on higher-

layer information (i.e., networking layer and higher) in the packet.
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6.4.1 The Active Networking Sandbox

A functional overview of the ANSB has been given in Section 5.3.5. This

section deals with the implementation of the ANSB in HSL. The ANSB user-

space program is responsible for the configuration of the active-networking
elements in the data path and maintains corresponding information in the NP's

tables (e.g., queues made available to active packets). It uses the NPAS for

programming the PowerNP. It can be imagined in the future that this interface

will be replaced by a new protocol that is currently being standardized in the

IETF ForCES activities and which has been heavily inspired by the netlink

protocol of the Linux kernel [SKKK03].

As specialized hardware present in NPs is made available to the active-

networking environment to enhance and accelerate QoS functionalities the

ANSB not only ensures safe code execution but also brings these hardware

supports closer to the active packets in a safe way. Complete packet classi¬

fication including layer 4 is required for HSL-active packets destined for the

ANSB on the ePPC where HSLs are handled. In this case, layer-4 classifi¬

cation returns the the valid safety levels for a given packet in the form of the

DSSL vector.

6.4.2 Data-Path Elements

This section discusses the integration of the active code into the existing data¬

path processing. The functional behavior of the forwarding picocode is shown

in Figure 6.6 for the ingress and in Figure 6.7 for the egress part.
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In the ingress stage, a packet first traverses layer-2 processing (i.e., check¬

ing the destination MAC address), then layer-3 processing, including route

lookup, before classification (i.e., for Diffserv edge marking) is performed in

layer 4. Flow control can be used to implement AQM algorithms and provides
several congestion feedback signals that can be used (i.e., packet arrival rates

and queue length on this or the target NP). Active packets are processed in the

layer-3 forwarding picocode by the active-networking code handler, as soon

as they have been correctly identified. Depending on their functionality, they
still might traverse layer-4 processing later. This is the case for HSL-active

packets, which also require layer-4 classification. The egress part is much

simpler as there is no layer-4 classification, and active packet processing can

immediately start at dispatch time. HSL-active packets must already be classi¬

fied on the ingress side (this information is cached in the DSSL field) to avoid

unnecessary redirection to the ingress.

6.4.3 Control-Path Elements

HSL-active packets can fulfill control-path tasks. These packets require layer-
4 classification and verification of the IASL and DSSL done by the active-

networking code handler. Matching packets are then redirected to the ANSB

on the ePPC. As can be seen in Figure 6.6, classification takes place only at

ingress, and redirection is initiated from there. Possible actions are the depo¬
sition of active code (safety level 5) and classifier updates (safety levels 3 and

4) within the behavior bounds. Finally, the ANSB translates updated informa¬

tion (e.g., classifier) into NPDD API calls to reconfigure the NP accordingly.
Tasks such as routing and interface management are still maintained by the

traditional CP, as shown in Figure 6.3.

Registering Router Services

When registering new router services using the RREQ instruction the code

section to be delivered resides in the payload. An active packet p is defined by
the following set

p = {H,M,C,P} , (6.1)

where H denotes the packet header, M the memory section, C the active

code, and P the payload4. From Equation (6.1) the memory M holds the heap

4Compared to the definition given in Section 5.3.3, where we focused on active-networking

properties, this definition now describes the message format itself.
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values Mh and stack values Ms

M = {MH,...,MS]
= {Ea(h(p)),D,h(Co),...,

ptr(Ea(h(p))),s[, ptr(D),ptr(h(Co)) ]}

(6.2)

including the encrypted message digest Ea{h{p)), the behavior bound D, the

hash h(Co) calculated over the entire code to be delivered Co, a sequence

number s, and pointers to the values on the heap. The behavior bound consists

of a classifier describing to whom the service will be offered, a traffic spec¬

ification (e.g., sender Tspec), and a resource bound vector that characterizes

the maximum resource usage of the router service. ptr(D) andptr{h{Co)) are

only required in the first packet.

A necessary condition for registering active code is that the active code

C in the packet does not modify the active header and memory section (heap
and stack must be unchanged). The IASL and DSSL fields are an exception
as they might be changed in the network. Although the active code can push
new values on the stack, these need to be removed and wiped out prior to

registration. The instruction for registering a router service RREQ takes the

pointer to the digest from the stack. It ignores the bytes (e.g., set to zero)

at the location of the message digest in the packet's memory section when

evaluating the hash value.

Verification of the successful router service installation is done using the

test call instruction CALLT, which returns n = 0 when the service has been

registered successfully or the first n missing sequence numbers nack, (Ms =

{n, nacki, nack2,..., nackn}), on the stack. The set of missing sequence

numbers is not necessarily complete owing to packet size limitations.
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Policy Insertion and Manipulation

The sequence of tasks for policy administration, which includes insertion and

manipulation, has already been outlined in Section 5.4. At this point the struc¬

ture of policy administration packets and the preferred position of the message

digest in the packet are discussed. As the discovery process itself, which is a

prerequisite for policy administration, does not deal with security issues a de¬

tailed description of the process will be given in Section 8.1.3. Thus, at the

time of policy administration, the border routers are already known, and a

router service capable of handling the policy administration request has been

installed.

The fields that are relevant for authentication, and hence have to be pro¬

tected using a hash function, are the source and destination address in the IP

header, the port field, the entry points and all memory-related information in

the active packet header, and the code and memory section in the remainder

of the packet. It does not make sense to include other header fields such as the

DSCP or the TTL as these fields might be changed in the network, which

would require the recomputation of the authentication digest on a per-hop
base. As the key is known only by the sender and receiver such a recom¬

putation cannot be done in the network.

The authentication process and the integrity test are preferably split into

two separate tasks. From an implementation point of view, the challenge is

to separate the tasks into a first part carried out in the data path and a second

part being offloaded to the ePPC in an efficient way. From the NP design per¬

spective, it can be stated that lookups are fast in the data path, whereas costly

computations should preferably be performed on the ePPC. These criteria give
rise to the following solution.

Authentication of the packet with respect to its header information is done

in the data path, and the verification of the code and memory integrity is ac¬

complished later on the ePPC. Header authentication can take advantage of

hash coprocessors present in NPs to compute

ip . options[i6,...,3i] = hi(ip . src_address, ip . dst-address,

ap.entry_points,

ap.code_size,ap.menusize,

ptr(H),ptr(S),

key) ,

(6.3)
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where key denotes the shared secret between sender and receiver. Note that

the size of the argument does not exceed the maximum length of 192 bits in

the PowerNP hashing unit and that the result fits into a 16-bit value that is

stored in the second half-word of the IP option field.

As the port field in the active header is not used for policy administration,

it comprises the hash result using a hash function hi over the remainder of the

packet:

ap.port = h2(M,C) . (6.4)

By using this technique the result of the second hash is a simple way to test

data integrity and it is protected by the first hash result, which authenticates

the packet header.

6.5 Discussion

Usually NP vendors have built their own development toolkits, which are

adapted to the programming model of the NP architecture. Common to most

of them is that a set of higher-level APIs are used for configuration of the

NP, whereas extensions in the data path are best written in the NP core's lan¬

guage (e.g., picocode). The configuration of data-path extensions then has to

be reflected in corresponding API additions.

The NP model used heavily influences how the chip is being programmed.
An example for this dependency on the NP model is the Netbind [CCK+02]
architecture for Intel IXP NPs, which as such is unsuitable in a run-to-

completion model.

From our experience, future NP architectures should move from (protocol-

specific) "configurability" towards more generic programmability. This would

not only simplify picocode programming and the creation of optimized com¬

pilers but also increase the applicability of NPs in new application areas. Sim¬

ilarly, improvements can be made on the level of coprocessors and hardware

assists (e.g., generic table-lookup primitives) that facilitate the implementation
of new algorithms.

With respect to the router architecture (cf. Section 2.2), more attention

should be paid to the design of the data paths in NPs: Whereas NPs that do

not distinguish between ingress and egress in hardware suffer from memory

bandwidth bottlenecks [SKPOO], NPs that make this distinction limit certain

functionalities to either ingress or egress. This requires unnecessary wrapping
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of packets from ingress to egress and vice versa, hence leading to additional

processing. Eliminating dissymmetry here would certainly be advantageous.

A more radical path to facilitate programming and enable code re-usability
would be to let NP cores converge towards GPP-based cores. As the main

performance advantages of NPs derive from the parallel processing of pack¬

ets, which hides memory latency efficiently, the challenge here lies in how to

integrate as many cores as possible on the restricted die area.

The future of NP picocode lies in improved modularity of the forwarding

picocode (e.g., a Click-like forwarding code). Although this might be at the

cost of performance in a first step, performance gains can be expected from

optimized compilers.

Furthermore, owing to the wide variety of NPs today, standardization be¬

comes increasingly important. In particular, a set of application programming
interfaces (APIs) and protocols are currently being standardized by bodies

such as the Internet Engineering Task Force (IETF) ForCES working group5
and the Network Processor Forum6. Standardization will finally enable users

to utilize the full range of NP capabilities: the prospective combination of

performance and flexibility that allows an efficient creation of advanced net¬

working functions.

6.6 Summary

A significant contribution of this chapter is that the mapping process of an

active-networking framework onto a network processor architecture has been

shown in a reference implementation that consists of roughly 5400 lines of

code. This concept enables the safe execution of active code on NPs. It has

also been shown that software-based isolation of active code execution us¬

ing the sandbox environment can be augmented by a physical separation of

control-point functionalities, forwarding functionalities, and active code exe¬

cution using NPs.

5http://www.ietf.org/html.charters/forces-charters.html
6http://www.npforum.org/



Chapter 7

Mechanisms with Local

Scope

Before
expanding to the end-to-end view in Chapter 8, the focus is first

set to the mechanisms that have local scope in the active-networking
framework. Local scope means that QoS mechanisms are provided

without the end-to-end view in mind, and hence purely act on traffic crossing
the local node considered. There are two main QoS mechanisms for provi¬

sioning in networking nodes: buffer management and scheduling.

The contributions of this chapter are summarized as follows: The first

Section 7.1 introduces our combined real and virtual scheduler (CRVS) aim¬

ing at absolute and relative bandwidth allocation with drop rate differentiation.

Then, Section 7.2 proposes our closed-loop congestion-control (CLCC) algo¬

rithm, which is a new AQM scheme acting on top of existing AQM schemes

for fair bandwidth allocation of responsive and non-responsive traffic. Both

mechanisms can be subject to dynamic router services loaded onto an active-

networking node in which their functionality is made available to the traffic

as specified in the behavior bound. Finally, Section 7.3 extends these mecha¬

nisms and proposes a complementary optimization mechanism on local nodes

for byte-coded active networking, which allows the fundamental orthogonal
mechanisms of buffer management and scheduling to benefit from more re¬

sources.

Ill
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7.1 QoS Differentiation using a Virtual Scheduler

Buffer management consists first of AQM algorithms including algorith¬
mic droppers and packet-marking strategies, and second scheduling algo¬
rithms. These strategies build the QoS functionalities in the networking in¬

frastructure. The virtual scheduler combines these algorithms in a flow-and-

queue threshold-based buffer-management scheme to provide the fundamental

means for fair packet dropping and efficient total buffer usage.

The CRVS scheduler is a scalable buffer-management scheme that allows

relative and absolute service differentiation in terms of bandwidth and delay at

the same time. As its name says, a virtual packet scheduler runs in parallel to

the real packet scheduler and maintains virtual queue lengths used by the con¬

gestion avoidance scheme as a feedback for packet drop decisions. We intro¬

duce differentiated random drop (DRD) as an efficient congestion avoidance

algorithm that uses the feedback from the virtual scheduler. DRD chooses

a queue to perform an early packet drop according to a specific probability
function. Thanks to this design decision, packets that belong to the same class

cannot be reordered.

The next sections introduce the details of the CRVS scheduler and dis¬

cuss the DRD algorithm used by the scheme. We then show that DRD, in

conjunction with threshold-based buffer management and simple first-come

first-served (FCFS) scheduling, is able to provide service differentiation in

terms of dynamic and adaptive packet drop rates, which are relative to other

queues in the system. The efficiency of a virtual scheduler, which is the key to

bandwidth and delay differentiation, is compared with that of a simple FCFS

scheduler using extensive simulations realized in a modified version of the

network simulator ns-2 [BEF+00] that was extended as a part of this work.

Based on the detailed discussion of the threshold-based buffer manage¬

ment in Section 7.1.1, Section 7.1.2 introduces DRD, which is followed by
the CRVS scheduler in Section 7.1.3. A simulation model utilizes the DiffServ

architecture to provide insights into the combination of FCFS and DRD with

a virtual scheduler (Section 7.1.4). Next, Section 7.1.5 compares the CRVS

scheduler with RED, and Section 7.1.6 analyzes the impact and overhead of

packet tags. Section 7.1.7 is devoted to parameter settings and shows how to

evolve from pure threshold-based network configuration parameters towards

ones that are more meaningful and self-explanatory.
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7.1.1 Threshold-Based Buffer Management

Figure 7.1 shows a flow-and-queue threshold-based buffer-management
scheme. Thresholds are assigned to flows and queues. In this context flow
refers to an individual flow or an aggregation building a class as defined in

Section 3.1.1. As can be seen on the left-hand side, each of these flows is

attributed to one queue and several flows can enter the same queue. In gen¬

eral, packets with the same QoS needs will enter the same queue, although
there may be multiple queues that have approximately the same properties,

e.g., to differentiate between TCP and UDP traffic. On the right-hand side,

the same flows are shown in the context of overall buffer space. The packet-
classification process that maps packets to flows is not discussed in this thesis.

Packets I TN : Per-Queue Thresholds

Figure 7.1: Architecturefor a general buffer-management scheme.

As indicated by its name, the flow-and-queue threshold-based buffer man¬

agement is a scheme primarily based on two thresholds. The first threshold

limits global buffer occupancy of a flow and is called the per-flow threshold.

This means that flows exceeding their per-flow threshold undergo a special
treatment such as packet marking or dropping. Marking and dropping depend
on the type of buffer management and will be discussed later. Per-flow thresh¬

olds are measured relative to the total buffer space used.

The second threshold is a per-queue threshold, which allows segmenta¬

tion of the available buffer space. It is measured relative to the buffer space

used by this queue only. To limit the maximum packet delay, packets must

be dropped when the per-queue threshold is exceeded. When used without

additional strategies, the per-queue threshold acts as a hard dropping policy.

Using the hard-dropping policy, packets may suddenly be dropped in bursts
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when the queue size exceeds the threshold - clearly an undesirable behavior.

Hence, an early dropping policy in the sense of an AQM algorithm should

be combined with this threshold. This leads to the introduction of the DRD

algorithm in Section 7.1.2.

In contrast to hard-segmented buffer spaces as used in [GKP98], using

per-queue thresholds allows more than the real existing buffer space to be

allocated to queues. Hence, the sum of all per-queue thresholds may exceed

the total available buffer space. The advantage of such a strategy is that it

supports larger bursts of a flow when other flows are on a low buffer-usage
level or not backlogged at all and, therefore, reduces the global buffer space

required. On the other hand, when all flows send at a peak rate, the fixed

per-queue buffers cannot be fully exploited simultaneously. At this point the

per-flow threshold will act as a limiter. In conjunction with RED or DRD,

this limit is not a hard limit and therefore does not cause bursty packet drops.
As we will show below, with DRD the service rate will no longer be absolute

but rather relative to other classes. This is a prerequisite for giving best-effort

traffic the capability of taking advantage of unused bandwidth. Below, the

hard and soft dropping schemes will now be introduced in detail.

Hard-Dropping Scheme

The simplest buffer-management scheme is tail dropping, which consists of

dropping packets when no more buffer space is available. This common strat¬

egy, turns out to be inadequate for performing efficient and fair packet for¬

warding even when used with fair queuing. Packets are often dropped in

"bursts" from a single flow, whereas other flows increase their traffic even

more. As a result, fairness and goodput significantly suffer, and QoS require¬
ments simply can no longer be maintained [FJ93].

Adding a flow-and-queue threshold-based buffer management allows

buffer sharing combined with priority handling. Packets are dropped when

one or both thresholds are exceeded and rather than if no buffer space is avail¬

able. Early simulations discussed in [PDHOO] have shown that such a simple

flow-and-queue threshold-based buffer management is not sufficient per se

to guarantee service classes as defined in DiffServ. In general, the thresh¬

olds used in this mechanism act as a hard limit. During congestion periods
no indication is performed, and packets might suddenly be dropped in large
bursts once a threshold has been exceeded. A solution to avoid bursty packet
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drops that cause synchronization of TCP sources would be an auxiliary AQM

packet-dropping strategy.

Softening the Hard Limits

One way to overcome the hard-dropping nature of a threshold is to introduce

a steadily increasing probability function that depends on the average queue

size (Figure 7.2). Often a linearly increasing function is used because of its

simplicity: In order to do so it is sufficient to add one additional threshold,

which can be described as a certain default percentage of the per-flow thresh¬

old. The two thresholds together are then used as a lower and upper limit

called max/min per-queue thresholds.
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Figure 7.2: Examples ofdrop probabilityfunctions.

The size of the linearly increasing section has to be set relative either to the

global buffer space or to the allocated queue space. Too small a value does not

overcome the bursty drop problem and too large a size of the linearly increas¬

ing section will introduce premature packet drops. As a first-order approach
our experiments have shown that a value of approximately 50% is reason¬

able [FJ93].

Packet-Marking Strategy

Service differentiation within a flow (e.g., drop-rate differentiation in DiffServ

AF classes) can be achieved by introducing a set of drop precedences. A sim¬

plistic approach would be to mark all packets that have a higher precedence
than the low default drop precedence. By doing so, packets having a higher

X
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drop precedence will be almost exclusively dropped, and differentiation be¬

tween more than two drop precedences will no longer be feasible. Therefore,

the proposition is to assign per-flow thresholds to drop precedences. Fur¬

thermore, multiple flows with different per-flow thresholds may coexist in the

same queue, and no distinction according to the initially given drop prece¬

dence is made. The new packet marking strategy is used when drop decisions

have to be made.

For a given packet arrival rate, the per-flow drop rate increases with de¬

creasing per-flow threshold. When the per-flow thresholds are used to trigger

packet drops, a small per-flow threshold will prevent a flow from obtaining

any service when network traffic is high. A part of the global buffer space

remains unused because it is reserved for other traffic classes that perhaps not

occupy this space in the near future. One way to improve buffer usage is to

increase the per-flow threshold, but then service differentiation becomes more

difficult because these thresholds move closer together. Nevertheless, an arriv¬

ing packet belonging to such a flow could be enqueued and marked. If packets
need to be dropped later, those marked should be dropped first. Unlike the

DiffServ drop precedences, here we only have 1 bit drop information, similar

as the cell loss probability (CLP) in ATM. However, as will be shown later,

this does not mean that we can only distinguish one drop precedence level. In

contrast to the ATM CLP, our packet-marking strategy has only local scope

(i.e., its scope is strictly limited to the current router). As a result, buffer space

is used more efficiently and overall more packets are served. Packet marking
does not influence packet order, and packets belonging to the same traffic class

will leave the router in the same sequence as they arrived.

This approach, however, still lacks the relative queue priority support.

The next section addresses this issue and introduces a sophisticated packet-

dropping scheme based on the insights gained above This scheme is capable
of taking into account the per-queue buffer usage and the relative queue prior¬

ity when selecting a packet to be dropped.

7.1.2 An Algorithmic Dropper for Congestion Avoidance

Upon packet arrival, the algorithmic dropper examines whether the packet
should be enqueued and whether further actions should be taken for conges¬

tion avoidance. Figure 7.3 illustrates the algorithmic dropper, which consists

of three parts: The first part is used for congestion avoidance and evaluates

whether an existing packet must be dropped in one of the queues by choosing
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Figure 7.3: Flow-chart diagram ofan algorithmic dropper.

a queue randomly; If so, a packet drop in this queue is triggered. The second

part of the algorithmic dropper consists of hard-dropping limits (tail drop) for

queue and buffer overflows. The congestion avoidance scheme should drop

packets earlier, however, so that tail drops occur rarely. Finally, the third part

marks the packet for drop-precedence support in queues.

The congestion-avoidance block uses DRD [PDHOO], a new algorithm to

evaluate potential packet drops. The main goal of the DRD scheme is to in¬

troduce a dynamic per-queue drop probability while adding a relative depen¬

dency between the various queues in the system. This primarily allows service

differentiation such as "better than" another class. Each time a packet arrives,

the following congestion-avoidance mechanism is performed before process¬

ing of that packet continues: Using a dynamic per-queue probability p%, one

of the queues is chosen randomly and RED is then performed in this queue.

The per-queue probability p% is evaluated as follows: Every queue is assigned a

fixed priority equal to the queue number, i. Thus the queues are sorted accord-
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ing to their priority. The per-queue probability is proportional to the number

of bytes in the queue plus the number of bytes in all higher-priority queues;

queues containing no packets have zero per-queue probability. Note that pri¬
orities are introduced only for dropping behavior and not, as for example in

CBQ [FJ95], as a per-queue priority used for scheduling purposes. Hence,

higher priority does not imply lower packet delay. The per-queue probability

p% of DRD is defined as

Vl~ \ 0 if6, = 0
' U }

where bk is the number of bytes in queue k. For N queues, the normalization

that leads to the constant C is then given by

N
1
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(7-2)

As each queue gets a probability p% to be chosen assigned, the constant C

assures that the sum over all p% does not exceed 1 and that hence always ex¬

actly one queue is chosen. Finally, if a packet in that queue has to be dropped,

by preference a marked one will be chosen.

7.1.3 Description of the CRVS Scheduler

The above-mentioned scheme is able to support relative service differentiation

in conjunction with a simple FCFS scheduler [PDHOO]. It implements service

classes in terms of "better than" and provides service differentiation expressed
as lower drop rates for lower-numbered (higher-priority) queues. This enables

minimum bandwidth guarantees and fair excess-bandwidth allocation. How¬

ever, the scheme fails in differentiating packet delays due to the simple FCFS

scheduler. The idea of the CRVS scheduler is to combine two schedulers while

retaining their advantages: The first scheduler maintains fair packet schedul¬

ing and enables delay differentiation. For this, a WFQ scheduler can be used,

as is, for example, provided in hardware in the IBM PowerNP 4GS3. The

second scheduler is responsible for early congestion avoidance and will cause

packet drops if necessary. It maintains virtual queue lengths as a feedback for

the congestion avoidance scheme building the actual AQM algorithm. This

scheduler is called virtual because it does not directly influence the departure
time of packets in the buffer. Its results, the virtual queue lengths, are used by
the algorithmic dropper only to make drop decisions.
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Figure 7.4: Architecture of the CRVS-scheduler buffer-management scheme.

Figure 7.4 illustrates the architecture of the new buffer-management
scheme that is based on the scheme in Section 7.1.1 and has been enhanced

with the virtual scheduler. The buffer is divided into several queues, whose

number is configurable. The queues are served in a WFQ manner to deter¬

mine departure times of packets. For each queue several parameters are given

(queue number, max/min per-queue threshold, and queue weight). In contrast

to other schemes [FGS01], these parameters are initially fixed according to

the guidelines in Section 7.1.7 and no tuning is required later on because they

directly reflect the QoS requirements such as the maximum delay bound. In

addition, the parameters in the queues with relative delay differentiation are

equal (queues Q2, , Qa), thus making configuration easy. As the packet

drop rate in a queue is a function of the properties of the algorithmic dropper
and the virtual queue lengths, the QoS characterisics of the queues Qi,..., Q5
are different. When a packet arrives, it will go through the algorithmic dropper
with the only modification that to trigger a packet drop virtual queue lengths
rather than the real ones are used. Meanwhile all packets are also served by the

virtual FCFS scheduler, which only gathers information on the virtual queue

lengths. In Section 7.1.4 it will be shown that this scheme is capable of pro¬

viding a dedicated service class to a given queue.

Buffer management becomes quite difficult because the two schedulers

serve packets simultaneously. Therefore, a special packet tag is introduced

that is attributed to each of the packets and contains all necessary informa¬

tion. In other words, if a packet has been treated by the real scheduler (and

Real WFQ

Scheduler

Drop in one of the Queues Per-Queue Thresholds

Tot;
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therefore has been sent to the outgoing link) but is not yet being served by the

virtual scheduler, the packet tag will remain stored in memory while the actual

space used for the real packet can be freed. Or, if a packet has already been

treated by the virtual scheduler but not yet by the real scheduler, the packet

tag and the packet itself will remain stored in memory until the packet has

been served by the real scheduler. It is clear that by introducing packet tags,

which can remain in memory longer than a packet's lifetime, overall memory

usage will increase. However, packet tags are much smaller than the packets.
Section 7.1.4 discusses this issue, and shows that the increase in memory is in

fact limited.

7.1.4 Simulation Results

The simulations described in this section have been performed in a DiffServ-

enabled network environment, where the flow-and-queue threshold-based

buffer management maps well to AF and EF DiffServ classes [HBWW99,

DCB+02] for the following reasons:

Number of queues: For a system to scale well, the number of queues is im¬

portant. In a DiffServ environment the flow-and-queue threshold-based

buffer management does not treat individual packet flows, but only ap¬

plies the service defined for the corresponding service class. Thus, the

buffer-management system keeps the total number of queues low, gen¬

erally not more than several dozens in a DiffServ environment. Packet

classification is based on the DSCP, but other classification rules could

also be envisaged.

Packet delay: Setting a low per-queue threshold assures low packet delay,
and bandwidth is guaranteed by the queue weight of the WFQ scheduler.

This can be used to implement the EF per-hop behavior.

Relative service classes: Using a virtual scheduler, service classes in terms of

"better than", often known under the term Olympic service [HBWW99],

which consists of the three service classes gold, silver and bronze, can

be implemented. The DiffServ AF per-hop-behavior can be used to

identify the service class of a packet.

Support ofdrop precedences: Various packet markers have been proposed in

the DiffServ working group [HG99a, HG99b]. These markers use the

result of a traffic meter to set the appropriate DSCP. They should not be
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confused with the internal packet-marking strategy of the CRVS sched¬

uler. The latter differs from DiffServ markers in the sense that it acts

only locally in a router. Per-flow thresholds are assigned to DiffServ

drop precedences in AF to fulfill dropping differentiation. Although

packets are merely marked or not, this is sufficient to support multi¬

ple levels of drop precedences. The DSCP itself is not modified in the

process, but can influence the internal marking done by the scheme.

The simulations presented below aim at demonstrating the bandwidth, de¬

lay, and drop-rate differentiation properties of the CRVS scheduler, and are

structured as follows. In a first step the service differentiation characteris¬

tics of the flow-and-queue threshold-based buffer management scheme using
DRD is analyzed and the packet-marking strategy examined. Then the relative

service differentiation properties of the CRVS scheduler are evaluated. These

two aspects together form a detailed comparison between the two schemes.

Later, the robustness of the CRVS scheduler is further analyzed by taking a

look at the delay distribution of the different classes. The previous results for

relative service differentiation of the CRVS scheduler are then studied in more

detail by only varying one AF service class. These simulations show that the

different AF classes can indeed be relatively differentiated. However, as a suc¬

cessful service differentiation and bandwidth allocation have not yet shown to

be sufficient for high goodput of responsive traffic such as TCP, the behav¬

ior of DRD is compared with the RED AQM scheme in the CRVS scheduler.

Finally, an analysis of the packet-tag overhead is given.

Service Differentiation for AF without Virtual Scheduler

Here we compare FCFS and SCFQ schedulers without a virtual scheduler

while using the DRD scheme. These two scheduler types have been chosen to

discuss their main properties when combined with DRD and to show that these

properties, namely bandwidth and delay differentiation, cannot be maintained

at the same time.

The topology of the simulation is shown in Figure 7.5, in which multiple
sources as listed in Table 7.1 share the same outgoing link at a router. The first

queue is assigned to an EF DiffServ class: Ten Telnet applications generate the

traffic for this flow. This traffic is substantially lower than the reserved rate,

and other flows may borrow from its unused bandwidth. The following three

queues treat three AF DiffServ classes: AFI?/, AV2y and AF3?/. Each AF

class has three drop precedences y. These flows are generated, one half each,



122 Chapter 7. Mechanisms with Local Scope

Sources: Telnet 1

Telnet 10

CBR & multiple
Pareto On/Off

Sources

TCP1

TCP 6

Figure 7.5: Simulation topology.

by CBR and by multiple Pareto on/off sources, which create an equal number

of all three drop precedences in each AF class. The Pareto sources have been

chosen such as to be extremely bursty.1 The average sending rates for all three

AF DiffServ sources are equal and vary from 50 to 150% of the allocated

bandwidth. The highest-numbered queue is designated for adaptive BE traffic.

A set of six greedy TCP connections generates this traffic. All queues have

equal weights and, therefore, an equal reserved bandwidth share. All links

support 10 Mbit/s and the maximum buffer space on the egress interface of

the router is 160 KBytes.

Table 7.1: Traffic sources. For the AF classes, y denotes an unspecified value.

Flow Sources Rate [% of reserved rate]

EF Telnet Sources

AFly CBR & Pareto On/Off from 50% to 150%

AF2y CBR & Pareto On/Off from 50% to 150%

AF3y CBR & Pareto On/Off from 50% to 150%

BE greedy TCP sources

1 The ns-2 Pareto on/off traffic generator generates traffic according to a generalized Pareto

on/off distribution where the burst and idle times are the two independent Pareto random variables.

Given the random variable X, the generalized Pareto probability density function is f(x) =

a ba/xa+1 for x > b and the mean is E(X) = b a/(a — l)ifa > 1 with shape parameter a

and scale parameter b. For each random variable, ns-2 derives b from the mean burst time E(Tb)
and mean idle time E(Ti) as follows: b = E(Tb) rate • (a — l)/(8 • pkt_size • a) for the

burst time and b = E(Ti) (a — l)/a for the idle time respectively. In our simulations we use

a = 1.5, ameanpkt.sizeof 100 Bytes, and£(T6) = E(Ti) = 100 ms.
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Table 7.2: Summary of the buffer thresholds.

Thresholds EF AFxl AFx2 AFx3 BE

Per-Flow

Per-Queue

1.0

0.2

1.0 0.8 0.6

0.4 0.4 0.4

0.4

1.0

The buffer settings of the CRVS scheduler are shown in Table 7.2 and

Figure 7.6. The per-queue thresholds are set to guarantee a maximum delay
for each class. The terrassing of the per-flow thresholds in an AF class is im¬

portant to realize drop precedences. The thresholds AFxl, AFx2 and AFx3

are the same for all AF queues. For AFxy, the variable x stands for the class

number and denotes an unspecified value, as y does for the drop precedence.
When setting up the thresholds, no differentiation among the same drop prece¬

dence of different AF classes has to be performed. All AF classes start drop¬

ping packets at the same per-queue limit. The best-effort RED threshold is set

to 40% of its per-queue threshold to enable early congestion avoidance even

when the buffer space has been filled up almost completely by other sources.

Per-Flow Thresholds

^ 1 EF&AFx1

^ 0.8 AFx2

^ 0.6 AFx3

^0.4 BE

Total Buffer Space

Figure 7.6: Per-flow and per-queue thresholds in a DiffServ environment.

Maximum and Minimum Per-Queue Thresholds

0.2 0.14

high

g

0.

low
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AFty
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Scheduler
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The results shown in Figure 7.7(a) illustrate the bandwidth differentiation

among AF classes when FCFS or SCFQ scheduling is used. With SCFQ the

scheduler completely dominates bandwidth allocation (i.e., bandwidth alloca¬

tion is solely determined by SCFQ). Owing to the properties of DRD, here

FCFS is capable of relatively differentiating bandwidth allocation.

Minimum-bandwidth guarantees (Figure 7.7(b)) for BE traffic can be

given with both schedulers, but in the case of FCFS only in conjunction with

the packet-marking strategy of Section 7.1.1. Without packet marking, best-

effort TCP traffic starts oscillating and therfore loses reserved bandwidth even

with SCFQ scheduling.

With the given per-flow thresholds, every AF class x is split into three

drop precedences y (Figure 7.8). Because of the high network load (when AF

classes are sending more than 120% of the reserved rate), the buffer space of

a router interface is almost completely filled up at any time, and the third per-

flow threshold is too low to take effect. Nevertheless the DiffServ requirement
of having at least two drop levels is satisfied. Relative service differentiation

in terms of packet drop rates is clearly visible. As expected, EF has the lowest

packet drop rates of all classes. Owing to the adaptive nature of TCP, the BE

class has a rather low packet drop rate. Finally, the main goal of the packet-

marking strategy is achieved, namely, to support service differentiation in the

form of drop precedences and to improve overall buffer usage.
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Figure 7.8: Packet drop ratefor various DiffServ traffic classes using a FCFS

scheduler. Equal symbols are usedfor the same AF class.
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Figure 7.9: Comparing packet delays of different classes without CRVS

scheduler.

The packet delays are shown in Figure 7.9. For scheduling, the SCFQ

scheduler takes the packet arrival time and the number of packets stored in

a queue into account, whereas in FCFS all queues experience the same av¬

erage delay because FCFS cannot distinguish among the queues. Therefore

with FCFS scheduling, the average delays for traffic classes other than best-

effort are shifted towards the best-effort values when the actual AF bandwidth

is lower than the reserved rate. In SCFQ, delays have an upper bound given

by the per-queue thresholds. With increasing AF traffic, AF grabs more and

more buffer space from BE. Therefore the BE delay curve decreases above

130%. With FCFS the per-queue thresholds lose the property of building an

upper bound for delay, and only overall buffer occupancy influences packet

delay. To be more precise, decreasing per-queue thresholds would lower over¬

all buffer usage because packets have already been dropped earlier because of

congestion avoidance, and would then have an equal effect on packet delays in

all queues. On the other hand, a WFQ scheduler imposes its fairness properties
in such a way that traffic differentiation is only feasible through static thresh¬

old settings. Although the average delay can be kept within an acceptable

range when using the per-queue thresholds, no significant delay differentia-
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Figure 7.10: Comparing packet delays of different classes using a virtual

scheduler.

tion can be realized with FCFS. Non-best-effort delays are always larger with

FCFS for sources using less than their full share of bandwidth [DKS89]. Here

packet delay could be improved by using a virtual scheduling algorithm or a

"weak" WFQ scheduler that allows higher-priority packets to bypass others.

Relative Service Differentiation using a Virtual Scheduler

To facilitate comparison of the above results that use one scheduler with those

described below, the same settings have been used but the virtual scheduler

has been added. Again, the incoming traffic for the AF classes stems from

CBR and multiple Pareto on/off sources. The AF sending rate range has been

increased to 200% of the reserved rate to show that even with severe oversub¬

scription tail drops are rare.

The above-described results show how packet drop rate differentiation can

be achieved with FCFS while packet delay remains the same for all packets

traversing the router. The CRVS scheduler scheme has been introduced to

overcome this weakness. Figure 7.10 shows the average packet delays for all
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Figure 7.11 : Packet drop ratefor allAF classes including the drop precedence
when using a virtual scheduler.

queues. Contrary to intuition, what was in simple DRD better in terms of drop

precedence now becomes worse in terms of delay: This means that the packet

delay is shorter in higher-numbered AF classes, and therefore AF3y has the

best performance in terms of delay. As AF itself does not specify any particu¬
lar relationship between AF per-hop behaviors, the AF numbering introduced

earlier will be kept. In addition it can be seen that the delay is bounded for

each class separately. This behavior is due to the fact that DRD combined

with a virtual scheduler has a higher likelihood to drop packets in higher-
numbered AF classes because of the higher DRD drop probability of these

classes, meanwhile the real scheduler maintains the fair bandwidth allocation

and therefore assures equal drop rates for equal incoming traffic. Although not

shown here explicitly, bandwidth allocation of the CRVS scheduler is equal to

that of SCFQ, as has already been shown in Figure 7.7(a).

In contrast to the simple DRD case, with FCFS the packet drop rates are

similar for all AF classes. Only two levels of drop precedences in a class are

distinguishable (Figure 7.11). It will be shown below that this is only the case

if all AF classes send at the same (oversubscribed) rate.

The results show that the CRVS scheduler is able to differentiate packet

delays while still giving a strict bandwidth guarantee according to the config¬
ured weights. It is therefore capable of decoupling bandwidth and delay dif¬

ferentiation. Excess bandwidth is distributed according to the queue weights.
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Delay Distribution

The distribution of the packet delays is approximately normal with respect to

the input pattern of the traffic sources, and is shown in Figures 7.12 and 7.13.

The latter is a quantile-to-quantile plot, in which the straight lines indicate a

linear least-squares fit. The slightly S-shaped plots indicate that the distribu¬

tion is spikier and has shorter tails than a normal distribution because delays
cannot be negative and overall buffer space is limited. The delay differentia¬

tion is due to the intrinsic behavior of the scheme rather than to sudden queue

flushes or other undesired effects. In addition to the lower delay, the AF3j/
class also has a smaller delay variance, making it an attractive candidate for a

"better than" service class.
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Varying Incoming Traffic for one AF Class

In the preceding simulation, the AF sending rate has been varied for all AF

classes. Now the rate is fixed to 100% of the reserved rate, and only one class

at a time varies from 50% to 200%. This allows a better juxtaposition of the

different AF classes (namely AFly and AF3y). Figures 7.14 and 7.15 show

the packet delay and the drop rate when only one incoming rate (AFly or

AF3y) varies, and confirms the results obtained above. In addition, a clear

drop precedence differentiation between all three precedences, which disap¬

peared in the previous simulation, is now distinguishable. This suggests that

delay depends on the number of queues in the system.
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Table 7.3:: RED vs. DRD with CRVS scheduler.

AQM Scheme Tot. offered Rate Early drops Tail drops
RED

DRD

11.98Mbit/s

11.71 Mbit/s

44,639

120,074

92,459

2,391

7.1.5 Comparison with the RED Algorithm

In a network environment with severe oversubscription and thus offered loads

that exceed the transmission capacity by far, RED has turned out to be insuf¬

ficient for efficient congestion indication if the number of TCP connections is

high or traffic does not behave in a TCP-friendly way. Here, DRD congestion
avoidance using a virtual scheduler is compared with traditional RED for the

simulation model of Figure 7.5. The total offered load for the simulation has

been set to 120% of the available rate. Packet drops are counted during the

100 s of simulation time. Table 7.3 shows that forced packet drops, known as

tail drops, have been significantly reduced using DRD and CRVS scheduling,
and amount to less than 2% of all dropped packets. RED drops more than two

thirds of all dropped packets because of buffer overflow. The conclusion is

that DRD with CRVS scheduling is an excellent candidate for efficient, early

congestion avoidance.

7.1.6 Packet Tags

As already mentioned, the new CRVS scheduler scheme needs more memory,

mainly because additional packet tags have to be stored. First of all, it has to

be shown that the number of additional tags is bounded. The set of tags in

a queue i is given as Tt, and the subsets of real and virtual tags are T[ and

7^, respectively. The use of a second scheduler leads to an overall increase

of packet tags in the system. The set of extra tags is written as Tf = Tf \
(77 n 77) where "\" denotes the set minus operation. If only a real scheduler

is used then T% = T(% , otherwise, i.e., with a virtual scheduler, T% = T[ U Tf.
From Figure B. 1 in Appendix B. 1 we see that in the AFly queue under heavy
load the number of tags of the set TAFiy \ T^Fiy approaches zero (\TAFiy\
TAFiy\ -> °) and TAFiy c TAFiy whereas in the AF3y queue \TAF3y \

^AF3y\ ~^ 0 and T^F3y c ^AF3y The consequence is that for the former the

set of extra tags is iT^^i-yl —> 0 and for the latter \T^F3y\ —> \T^F3y\ ^ 0,
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causing the increase in the total number of packet tags. These experimental
results have shown that

2\Tr\ > \T\ (7.3)

holds for all offered loads. Compared with a packet itself, the packet tags are

small; the impact on the overall memory increase is hence justifiable.

7.1.7 Setting Parameters

The following guidelines should help the active code writer (or even a tra¬

ditional network administrator) to set the parameters of a flow-and-queue
threshold-based buffer-management scheme with N queues using a virtual

scheduler:

• The queue weight wt corresponds to the minimum bandwidth guarantee

for the service class in queue i and is a part of Service Level Agreements

(SLA).
• For equal per-queue threshold settings, lower-delay classes are in

higher-numbered queues.
• Delay-insensitive queues get a high per-queue threshold to profit from

unused buffer space.
• For classes that contain adaptive flows, the minimum per-queue thresh¬

old is set to half the maximum per-queue threshold. Non-adaptive flows

do not react to packet drops and have equal min/max per-queue thresh¬

olds.

• Drop precedences can be set equal over a set of queues. The higher
the per-flow threshold, the lower the drop probability. Setting the per-

flow threshold to 1 disables packet marking for this flow, but of course

packets can still be dropped in a severely overloaded network.

7.1.8 Summary

The CRVS scheduler is a buffer-management scheme based on a twofold

threshold architecture that can be used for relative service differentiation as

encountered in DiffServ AF per-hop behaviors, as well as for absolute service

differentiation for QoS guarantees in DiffServ EF traffic. The main advantages
are its dynamic drop-rate adaption of traffic classes, the efficient and early con¬

gestion avoidance, and the easy parameter configuration. Figure 7.16 shows

the integration of the CRVS scheduler into the SeaFan framework.
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Figure 7.16: The CRVS scheduler in SeaFan.

The main functional parts of the new scheme are the DRD congestion-
avoidance algorithm, internal packet marking, and a virtual scheduler. The

DRD congestion avoidance scheme enables dynamic and relative service dif¬

ferentiation, even with a simple scheduler such as FCFS. DRD is a more

generic approach than RIO [CF98] as it is not limited to only two levels. The

fact that no delay differentiation is possible when used with FCFS led to the

introduction of a virtual scheduler scheme. By means of simulations, it has

been shown that a virtual scheduler is a robust traffic management scheme for

heavy and bursty traffic load. In conjunction with DRD, the scheme is able to

perform relative delay differentiation of AF DiffServ per-hop behavior while

guaranteeing minimum bandwidth and fair excess bandwidth allocation. The

scheme avoids tail drops and, therefore, does not lead to TCP synchronization
effects. Compared with other schemes, DRD with the CRVS scheduler uses

only few parameters (per-queue and per-flow thresholds, queue priority, and

queue weight) that are set at initialization time, and then requires no further

tuning.

Packet marking is an essential enhancement to flow-and-queue threshold-

based buffer-management systems, first to enable the implementation of at

least two drop precedences in a queue, and second to prevent starvation of

responsive BE traffic by avoiding bursty packet drops. Although both respon¬

sive and non-responsive traffic is supported, the CRVS scheduler is not able

to differentiate them precisely, as for instance CLCC does. The presence of

responsive and non-responsive flows in the same queue can have a significant

impact on inter-flow fairness, as will be discussed in the next section.
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7.2 Bandwidth Allocation with CLCC

Independently of the scheduler type used, the goals of AQM and FQ partially

diverge: AQM tries to keep queues short, whereas FQ requires longer, back-

logged queues to perform its task. Our new closed-loop congestion-control

(CLCC) algorithm tackles this discrepancy and solves it for the general case

in which responsive and non-responsive traffic sources are present, and pro¬

vides fair bandwidth allocation from the node's perspective. CLCC excludes

the end-to-end view of individual connections.

This section starts with motivating rate-based AQM. Then the bandwidth

allocation technology (BAT) [BJK+02], a rate-based AQM algorithm, is intro¬

duced and evaluated in the presence of responsive and non-responsive flows,

before CLCC is proposed that improves fairness characteristics in this situa¬

tion. Results obtained from various simulations are then presented to confirm

the robustness of the algorithm. Finaly, an implementation of CLCC on a IBM

PowerNP 4GS3 network processor verifies these results.

7.2.1 Motivation

Section 7.1 showed that relative service differentiation is feasible with a sim¬

ple FCFS scheduler when using sophisticated AQM, but absolute bandwidth

guarantees for different traffic classes using threshold-based AQM schemes

are only feasible in conjunction with a fine-grained FQ scheduler. In general,
such AQM schemes alone are not able to achieve accurate bandwidth guaran¬

tees. However, depending on the underlying hardware, a full-featured sched¬

uler might not be available (e.g., there is only a priority scheduler, a WRR

scheduler, or a FCFS queue), and therefore absolute bandwidth guarantees are

difficult to achieve solely through AQM.

Existing AQM schemes usually react differently to network congestion.

Specifically, AQM based on queue lengths usually stabilizes the queue length
around a given threshold value, whereas rate-based AQM tries to keep queues

short (Section 3.2). Short queues reduce the end-to-end delay, which in gen¬

eral is a good thing to do, especially for interactive and real-time applications.
Under congestion, the former will fill all buffers, preventing them from ac¬

cepting bursts and adding to the total queuing delay. A common mistake

in threshold-based AQM is that, from queuing theory [Kle75], the queue

length only reflects the number of sources if the arrival rate follows a Pois¬

son process, which is certainly not the case for realistic scenarios, including
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in the presence of TCP. In particular, the difficulty in finding the appropri¬
ate parameters for RED for any combination of offered load has been shown

in[MBDL99,MGT00].

For these reasons, rate-based AQM seems to be more convenient for QoS

environments with SLAs, as it allows configuration based on packet rates

rather than buffer thresholds. However, as will be shown below, even with

rate-based AQM, some manual tuning is necessary to achieve fair bandwidth

allocation for responsive (e.g., TCP) and non-responsive (e.g., UDP) traf¬

fic at the same time. This is due to end-to-end congestion control mecha¬

nisms built into responsive protocols whereby packet drops are interpreted
as network congestion somewhere on the transit path, causing the sending
rate to be reduced (back-off mechanism). This congestion response makes

responsive protocols deliberately relinquish bandwidth to avoid congestion

collapse [Nag84]. Non-responsive, greedy protocols, on the other hand, will

grab the available new bandwidth. Given sufficient bandwidth requested by

non-responsive traffic, these will continuously reduce the bandwidth available

to responsive, well-behaved traffic until the latter are left without any available

bandwidth.

The CLCC scheme acts on top of an existing AQM scheme to enable fair

bandwidth allocation even under heavily bursty traffic conditions with con¬

current responsive and non-responsive networking traffic. In particular, BAT

is used as the underlying AQM algorithm to show the benefit of the control

scheme.

ABVID-based schemes require the configuration of at least two main pa¬

rameters per traffic class, namely, the increase and decrease constants. Thus in

a configuration with two traffic classes, i.e., a responsive and a non-responsive

one, four parameters need to be tuned. The new control scheme CLCC adapts
and optimizes only one of these four BAT parameters, which before were all

constant.

Reference Control

îput
Controller

input
Process

Ou

Figure 7.17: Open-loop control system.
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7.2.2 AQM with Open-loop Control using BAT

The BAT [BJK+02] AQM scheme, an open-loop control system (Figure 7.17),

maintains per-flow transmit probabilities T% (t) and operates on two (coarse

and fine-grained) ABVID levels. The two-level technique of BAT increases its

convergence speed while retaining the stability properties of AIMD [CJ89].

For a flow i, the probability function is given as:

rmm(l,Tt(t)+w) if /,(*)</,,,

Tt(t + At) = <
Tt(t)(l-w) elseif ft(t) > /,,max

mm(l,Tt(t)+Ct-B(t)) elseif B(t) = 1

J'l(t)(l-Dl' Ot(t)) otherwise
.

At initialization, the transmit probability for each flow i is Tt(0) = 1, and T%

are then computed periodically in intervals of At from the preceding transmit

probability value, the current offered rate of the flow Ot, the current serviced

rate of the flow given as f%=T%-0%, and the exponentially weighted moving

average B(t) of the excess bandwidth signal B{t). The more aggressive part

of the algorithm brings the actual flow rate into the maximum and minimum

bounds (/«,min, ft,max) configured, whereas the fine-tuned control loop oper¬

ates within these bounds. The aggressive part is governed by the constant w

(0 < w < 1), whereas the coefficients C% and D% determine the rate of in¬

crease and decrease during fine-grained control. Their choice depends on the

desired convergence rate and can be determined by a more detailed analysis
of the control loop as discussed in Section 7.2.3.

B (£) indicates whether transmit bandwidth is available or is expected to

become available soon, and is a binary function determined by

Bit) = I

''

1 if Q(t) < qmm_th

0 elseif Q(t) > gmax_th

1 else if AQ(t)/At < dm[n < 0

0 otherwise.

(7.5)

Four cases are used for picocode optimization - first an easy comparison
before AQ(t) is accessed (which requires another read operation through
the PowerNP internal CAB interface). Excess bandwidth is available when

B{t) = 1, i.e., if the queue level Q(t) is either below a minimum threshold

Qminjh or depleted at a rate higher than |<imin| while being below the maxi¬

mum allowed buffer usage gmax_th- Otherwise, there is no excess bandwidth

(B(t) = 0).
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The fine-grained part of the algorithm improves the rate of convergence

as follows. The increase step Ci is proportionally aligned with B(t) in order

to differentiate among cases when, in the near past, excess bandwidth either

was primarily available or was not. In the positive case, the likelihood is

higher that there is room for more robust increase, whereas in the negative

case, the algorithm is more likely to be close to the ideal Ti value and the rate

of decrease is aligned with the offered load of the individual flows Oi. Hence,

the rate allocation becomes more fine-grained.

7.2.3 A Theoretical Approach to set Ci and Di Parameters

In order to find accurate values for the constants Ci and Di, the following
worst-case scenario is studied. For this extreme case, no sources are sending
before time to. At t = to packets from several sources sending at full offered

load arrive at a router and compete for bandwidth on the same outgoing inter¬

face. In such a case, the goal is to reduce the transmit fraction Tt to the correct

value within a reasonable amount of time.

The behavior of the transmit fraction in this case can be divided into two

phases, as shown in Figure 7.18. In phase 1, the transmit fraction decreases

exponentially until the excess bandwidth signal returns. Then Tt increases

to the maximum fair share in phase 2. As we investigate the worst case, the

maximum offered load Oi is a high value and constant in time. From Equation

(7.4), the transmit fraction during phase 1 for a flow i with constant offered

load d is

Tt{t + At) = Tt{t) - Difi(t) = Ti(t) -Di-Oi- Ti(t) , (7.6)
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where Ot is normalized to the maximum drain rate S of the outgoing inter¬

face. We can easily convert to discrete time by sampling T% (t) periodically in

intervals of At. This leads to the sequence Tt[k] = Tt(k At), k = 0,1, 2,...

whereby Equation (7.6) can be written as

Tt[k + l]=Tt[k]-(l-Dt-Ot) . (7.7)

Given the ^-transformation of Equation (7.7)

zTt(z) - zTt(0) = Tt(z)(l - A • Ox) , (7.8)

the transfer function can be written as

T-W = ,-S-o, (7'9)

After ki time steps the transmit fraction is given by

Tt[h] = Tt(h At) = Tt(0) (1 - A 0,)fel . (7.10)

Stability is given if all poles of the transfer function are in the unit circle

\z\ = 1. In addition, the new transmit fraction has to be positive, thus the

following condition must hold:

0<A-A<1 (7.11)

Equation (7.11) shows the theoretical upper and lower bounds for D%. If A =

0 and Ot ^ 0, the transmit probability does not decrease at all. To limit

the impact of undershooting the minimum bandwidth guarantee, D% can be

rewritten as a function of the minimum bandwidth guarantee /^min:

Dt = KD - (S - ft,min) . (7.12)

In the worst case, only one flow is present at a time. Then, we would like to

adapt the transmit fraction within a reasonable amount of time to reduce the

offered load to the outgoing link capacity /out. Kjj is given as

1
_

/T^fci-AtA feli
1

v T*(°) ;
Kd =

Y) ' h At < tdecr,max, (7.13)

where Tt(ki At)/Tt(0) is equal to the ratio of the link rate and offered load

s/U
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The estimation of the second variable, C%, is more difficult because the

reaction time of the system depends on how much the exponential decrease

undershoots the final transmit fraction. Furthermore, the excess bandwidth

signal may change during this period as well, causing an oscillating in¬

crease/decrease behavior of the system. On the one hand, the smaller C% is,

the longer it will take to reach the targeted transmit fraction, whereas on the

other hand the oscillation amplitude increases with increasing C%. Neverthe¬

less, exponential decrease lowers the transmit fraction fast enough to the right
order of magnitude, and linear increase will then be marginal. Bearing this in

mind, the question "How to bring the transmit fraction from zero to one within

a reasonable amount of time (i.e., k<i time steps), while taking into account all

minimum bandwidth guarantees" leads to C%:

Ct = —, k2 At < tmcr, max , (7.14)
K2

and

Ct = Kc (S + /^min — 2_^ /j,min) • (7.15)

3

Finally, Equation (7.15) returns C% for each flow. As an example, Equa¬
tions (7.14) and (7.15) can be solved to determine Kc, knowing that for the

worst case /,,min = 0 and J2j /j,min = S/2 :

Kc = t^ (7-16)
k,2 o

The reasoning above can be extended to any number of BAT flows present
in a router. It even can be envisaged to change the constants Kc and Kjj

dynamically, depending on how many interfaces are currently being used, or

depending on the traffic characteristics.

Note that at this point we did not investigate the value of S in presence of

multiple outgoing interfaces with different link rates.

The results shown above have been verified by simulations in ns-2 with

the following parameters, which characterize the egress side of an IBM Pow¬

erNP 4GS3 network processor. The number of 64 byte cells Qmax is 262144,

the maximum drain rate of the interface is 100 Mbit/s, and the background
task is executed every 4 ms. All bandwidth values are normalized to the max¬

imum drain rate. The network simulator ns-2 has been extended with the BAT

algorithm for this purpose.
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The simulation topology consists of two non-responsive CBR flows

traversing a bottleneck link at 100 Mbit/s. The routers use BAT to allocate

bandwidth to the flows, and are configured as being used on the egress side of

a network processor. Flow 1 starts sending CBR traffic at a rate of 100 Mbit/s

at t = 0 s. A second flow with the same rate and BAT parameters (same

max/min values) starts at t = Is and competes for the same resources in the

bottleneck link. In order to find appropriate C% and A values the following
scenario is assumed here: Given the initial transmit fraction Tt(0) = 1 for

a 100 Mbit/s interface, the algorithm should be able to decrease the transmit

fraction to 1/10 of the initial value in case of heavy oversubscription within a

reasonable amount of time (n At less than or equal to 100 ms, which cor¬

responds to 25 iterations). Using Equation (7.13) we get A = 0.044 (total

offered load is 200 Mbit/s). The linear increase constant C% is set to 0.08.

This value brings the transmit fraction from zero to one in 100 ms if the ex¬

cess bandwidth signal is available.

Figure 7.19 shows that fair bandwidth allocation is reached within the

bounds given. The bandwidth allocation corresponds to the bandwidth be¬

ing enqueued (thus accepted) and not to the one actually sent out on the link.

This explains that after t = 1 s the total bandwidth is above 100 Mbit/s for a

brief period of time.

7.2.4 Fairness of Non-Responsive Traffic

To illustrate the fairness of BAT in the presence of non-responsive traffic only,
two competing CBR sources sending UDP traffic at 100 Mbit/s over a 100-

Mbit/s link are analyzed, while varying their minimum bandwidth guarantee

A,min from 0 to 50 Mbit/s.The departure time of the packets generated by the

CBR sources are uniformly distributed using a random variable. BAT updates
transmit fractions every 4 ms. The average bandwidth allocated to each flow

over a simulation time of t = 20 s is compared with the theoretical fair value of

max-min fairness. As a metric for fairness, a weighted version of the fairness

index that has been introduced in [Jai91] is used:

\ £-^1=1 w% J
f{x1,x2,...,xn) = —-g. (7.17)

»£?=i (it)

The fairness index lies between 0 and 1, and is equal to 1 if all users receive

the theoretical fair throughput. The theoretical fair value corresponds to the



7.2. Bandwidth Allocation with CLCC 143

Fairness index

0.97

0.975

0.98

0.985

0.99

0.995

0.999

0.9999

0.99999

0 5 10 15 20 25 30 35 40 45 50

Jl,mm
[Mbit/s]

Figure 7.20: Fairness index for two flows depending on their fijinin value.

/i,max is set to 100 Mbit/sfor both flows.

weights u>i. Thus, Equation (7.17) tells how close to the max-min fair band¬

width allocation the measurements are. The simulation results in Figure 7.20

show the weighted fairness index. High fairness is achieved as long as the

two minimum bandwidth guarantees f^m\n are close, and decreases when¬

ever they drift from each other. Furthermore, fairness has the tendency to

decrease with higher minimum bandwidth guarantees. For example, when

/i,min = 10 Mbit/s and /2,min = 40 Mbit/s then the fairness index is 0.9857

(Figure 7.20), flow 1 is allocated less bandwidth than the fair share would be,

namely, 28.6 instead of 35 Mbit/s, and flow 2 gets 71.4 instead of 65 Mbit/s.

7.2.5 Responsive vs. non-responsive Traffic

The results of [BJK+02] show that BAT performs well for non-responsive
traffic and keeps the buffer occupancy level low in periods of heavy conges¬

tion. However, fair bandwidth allocation is not necessarily achieved in the

simultaneous presence of both responsive and non-responsive flows because

the congestion control used by responsive protocols interferes with any per-

hop-based AQM method, resulting in an interference with the control signal.
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ä Source 100 Sink100 | | | | | | I BAT Queue

Figure 7.21: Simulation topology for measuring combined UDP and TCP

traffic using BAT. A large number of TCP sources (100 in total) generates

traffic sharing the same 100-Mbit/s bottleneck link. All TCP connections have

different RTTs that are equally distributed within a given interval.

Figure 7.21 shows the network topology used for the simulations below.

It closely matches the hardware testbed with BAT implemented on an IBM

PowerNP 4GS3 network processor. Traffic is divided into two flows: The first

consists of a non-responsive CBR flow generated by an IXIA traffic genera¬

tor [IXI02], and the second of responsive TCP connections residing on a Linux

computer with a 2.4.18 kernel using ttcp [Muu]. Each of the TCP sources

transmits 8 MByte of total data to the receiver. On the receiving side, the

network emulator Dummynet [Riz97] delays the packets before they are de¬

livered to the ttcp receiver to simulate wide-area network (WAN) distances.

TCP packets are only delayed at arrival on the receiving side.

Figure 7.22 shows the UDP and TCP rates allocated by BAT for differ¬

ent fi^niin as a function of the delay introduced. The delay closely describes

the RTT, as the other delays are negligible. The allocated TCP bandwidth

increases whith the number of TCP sources. This observation is consistent

with findings from other known AQM algorithms [AOM01,Mor97] and can

be modeled using the throughput equation of TCP [PFTK98]: In order to de¬

crease the TCP throughput of one connection due to an increasing number of

TCP flows, the drop probability should be increased, which is not the case, as

the router is not aware of the total number of TCP connections present. Fur¬

thermore, the TCP's bandwidth share decreases with increasing RTT as it will

take longer to recover from a packet loss. When no additional delay is intro¬

duced, fast linear increase causes a higher packet drop rate and an increasing
number of retransmitted packets. It can be stated that fairness is only roughly

approximated. More results are shown in Appendix B.2.1.
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sured TCP throughput, allocated UDP bandwidth, and total throughput for

different /min and /max values; /max is set to 100 Mbit/s.
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7.2.6 A First Step to Improve Open-Loop Control

A first measure to increase fairness between responsive and non-responsive
traffic would be to adapt the increase and decrease constants C% and D% de¬

pending on the traffic characteristics currently observed. Thus, in a setup of

two traffic classes, i.e., a responsive and a non-responsive one, four parameters

need to be adjusted.

Our early simulations revealed that it is sufficient to adapt the decrease

constant of non-responsive flows -Dudp to achieve significant better fairness

results because (i) TCP performs its own congestion control, (ii) -Dudp has

an exponential impact on throttling the allocated rate of potential non-TCP

friendly traffic and hence guarantees a fast reaction in the case of congestion,
and (iii) the increase constants do not have a significant impact in congested
situations as they mainly affect the allocation of excess bandwidth (and there¬

fore help to maintain the approximative max-min fair allocation). Higher val¬

ues for -Dudp allow a faster reaction to non-responsive traffic in the case of

congestion and therefore compensate for the non-responsive characteristics of

UDP traffic.

Using ns-2 and the simulation topology given in Figure 7.21, we studied

the fairness behavior of BAT. The link rate for all links is set to 100 Mbit/s.

A high number of TCP sources that are fed by greedy FTP agents share a bot¬

tleneck link with non-responsive UDP traffic created by a CBR source. All

TCP connections have different RTTs, equally distributed within a given in¬

terval. Clearly, owing to the congestion-control mechanism of TCP, the two

flows will not be allocated the same amount of bandwidth. In fact, with iden¬

tical increase and decrease constants C% and D% (i.e., both flows should have

an equal share), non-responsive traffic gets almost 10 times more bandwidth

allocated (-Dudp = 1 in Figure 7.23). The effective allocated bandwidth can

be manipulated by changing the decrease constant -Dudp of non-responsive

traffic, as shown for a set of simulations in Figure 7.23. Note that /(.Dudp) is

a monotonie-decreasing function and is therefore bijective, which means that

an inverse function /_1 (r) exists.

These results lead to the presumption that a suitable -Dudp can be found as

a function of the desired bandwidth allocation rref (desired TCP/UDP ratio).

Unfortunately, we show below that such an approach is not practical.

To do so we first introduce the function r = /(-Dudp) based on an aver¬

aged curve obtained from a large set of simulations. Figure 7.24(a) shows the

linearly interpolated function /(-Dudp) we obtained from numerous simula-
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Figure 7.23: Correction function /(-Dudp) far the effective bandwidth allo¬

cation ratio r (UDP/TCP ratio) given by maximum and minimum bandwidth

guaranteesfor several simulated TCP scenarios.

tions using the open-loop control system. The detailed simulation parameters

for these simulations are listed in Table 7.4. Each simulation set consists of

five different bandwidth allocations, namely 90, 60,45, 30 and 25% UDP traf¬

fic. For a set of rref values (the same values as above) we apply the inverse

function /_1(r) to obtain the corrected -Dudp values and rerun the simula¬

tions.

We then compare the new results for r to rref. For the set of simulations

given, conformance often exceeds the 5% boundary (Figure 7.24(b)), espe¬

cially when the allocated UDP rate is relatively small (indicated with crossed

boxes) compared with the offered TCP load. Further, the approach is heav¬

ily dependent on packet size, number of flows present, and RTT. In addition,

not all TCP sources are greedy in reality (e.g., short lived connections from

Web-traffic). Therefore, the method using /_1(rref) fails to provide reason¬

able long-term fairness under varying conditions.
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Table 7.4: Simulation parameters for the open loop case. Each simulation

set consists offive different bandwidth allocations, namely 90, 60, 45, 30 and

25% UDP traffic. The packet sizes given arefor UDP and TCP packets.

Simulation number UDP rate [Mbit/s] RTT [ms] Packet size [bytes]
04

5-9

10-14

15-19

20-24

25-29

30-34

35-39

100 2-20 1500

200 2-20 1500

100 2-20 500

200 2-20 500

100 2-198 1500

100 2-198 1500

100 2-198 500

200 2-198 500

7.2.7 Improving Fairness with CLCC

In contrast to the pure non-responsive case, we showed above that it is not pos¬

sible to determine the increase and decrease constants of the BAT algorithm
once and for all. The explanation is that the characteristics of the TCP traffic

(e.g., RTT, greediness, burstiness, number of sources) are not known a priori.
In addition, they even change over time. Nevertheless we observed that by

manipulating the value of the decrease constant -Dudp it is possible to influ¬

ence the ratio of allocated bandwidth between responsive and non-responsive
flows. In general, increasing the value of -Dudp results in a decrease of the

UDP traffic share in the serviced rate and vice versa.

The introduction of a closed-loop control mechanism (Figure 7.25) can

further improve fairness. The goal of the control process is to allocate

bandwidth in a fair way as a long-term objective. When choosing the

actual controller, the family of proportional-integral-derivative (PID) con¬

trollers [FPW97] seems to be convenient. First, these controllers are character¬

ized by relatively low computational requirements and therefore suitable for

hardware implementation. Second, although a considerably more extensive

model might be preferable, a model-predictive control scheme or a method

based on observer theory is not strictly required here, as will be shown. Third,

despite their simple structure, PID controllers are able to achieve excellent

theoretical performance.
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Figure 7.25: Closed-loopfeedback control system.

The equation describing an ideal PID controller is as follows:

y(t) = kr Xd(t) + — xd(u)du + Tv—-r—
J-N Ju=t0 at

(7.18)

where the time-dependent variables are the control input y(t) and the control

error Xd(t). Kr, Tn, and Ty are the system parameters. The terms in the

square brackets represent the proportional, integral, and differential influence

(from left to right). The discrete-time notation of Equation (7.18) can be de¬

rived by approximation of the derivatives using backward differences. Solving
for the actual value of the reference input yields

yk = yk-i + b0 xdjk + b\ x±k-\ + h xd^-2 (7.19)

where the parameters bo, b\, and 62 determine the basic properties of the con¬

troller. We found that the introduction of a proportional part (b\ ^ 0) does

not lead to a clear improvement of the results, compared with a pure integral
controller (See Appendix B.2.2). Therefore, proportional-integral feedback

control has not been studied in further detail. Similarly, we found that deriva¬

tive control, as is usually only used in conjunction with proportional and/or

integral feedback to improve stability of the system, is not required here. Note

also that the output of a derivative controller used by itself is zero when the er¬

ror signal remains constant. Thus, a derivative part does not help to eliminate

constant steady-state errors. By setting b\ = 62 = 0, Equation (7.19) cor¬

responds to a pure integral controller. This simplification leads to additional

reduction in complexity as well as calculation effort, while still ensuring effi¬

cient elimination of constant steady-state errors, and makes an implementation
in hardware feasible without compromising the design goals, as will be shown

below.

As stated in the previous section, the main idea of the CLCC is to adapt

only the non-responsive decrease factor -Dudp, which in the traditional BAT



7.2. Bandwidth Allocation with CLCC 151

model is a predetermined constant. The now time-dependent value of -Dudp is

determined by a control process that adjusts its value autonomously according
to the current traffic characteristics. This decision can be justified as follows:

First, -Dudp can be used regardless of any superposed control loop (if existing)
because of the assumption that this traffic in general is of non-responsive na¬

ture. Second, -Dudp allows an intervention in the case of congestion, therefore

the stability properties of the underlying AQM scheme are conserved. This

is considered to be more reasonable than to influence the system in times of

available excess bandwidth. In addition, this variable has, according to the

properties of AIMD algorithms, an exponential influence on the service rate.

Third, the control process acts on a completely different time scale from that

of the underlying AQM algorithm, i.e., fractions of seconds rather than mil¬

liseconds.

Hence, the controlled variable is given by the ratio of serviced UDP to TCP

rates rk The reference variable is represented by rref and corresponds to the

desired ratio between UDP and TCP traffic. Note that the desired ratio may

be derived from any fairness notion (e.g., max-min or proportional fairness

in Section 3.6.2). However, as BAT uses maximum and minimum rates to

approximate max-min fairness, the ratio should preferably be derived from

this type of fairness. The control error is defined as the difference between the

desired ratio rref and the actual state normalized by rref :

xd,k =
rref

~ rfc
• (7.20)

rref

Now, -Dudp is a time-dependent value specifying the manipulated variable of

the system given as

OÊdp = OfiDP + bo •

rret " Tk ~ *

, (7.21)
?"ref

which describes the difference equation of a time-discrete, strictly bilinear

system of first order. Setting bo = ß • -DUD~p ; ß < 0 allows us to adapt the

control-error signal to the current state of -DUDP. The parameter ß depends
on the absolute value of the error signal Xd,k- Three different cases for ß are

distinguished that stress the importance of Xd,k for large deviations. Clearly,

-DUDP is adjusted in a reasonable way: If r^ is larger than rref, the control error

is negative and thereby -DUDP > -DUD~p. Recalling the observation from the

heuristic approach in Section 7.2.5 that larger values of -Dudp result in smaller

shares of UDP traffic - and in turn in larger shares of TCP, ultimately leading
to a smaller UDP/TCP ratio rk. If the control error becomes zero, -DUDP is not

adjusted at all, and the system is exactly in the desired state.
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Figure 7.26: Diagram of the AQM control algorithm using CLCC.
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The detailed CLCC algorithm, including the limitation of the manipu¬
lated variable and control preemption as will be introduced below, is shown

in Figure 7.26. The ratio rk is measured every 100 ms and averaged over a

time interval of 1 s to obtain a low-pass-filter effect. The control algorithm is

invoked every second, whereas the underlying AQM scheme calculates new

transmit fractions every 4 ms. Figure 7.27 gives an overview of the imple¬
mentation of CLCC. The input variables and the CLCC router service run on

the control processor. CLCC updates the transmit probabilities of the under¬

lying AQM algorithm in the NP. The updates are based on the measurements

done on the NP. Both the updates and measurements are done by means of the

NPDD API.

Limitation of the manipulated variable

Equation (7.4) gives an implicit definition of the lower and upper limits of

Dudp. As 0 < T% < 1, the lower and upper bound can be written as

0 < Dk <
1 1

max £o.
(7.22)

The significance of the limitation of D^DF is illustrated by the following simu¬

lation based on the previously introduced topology (Figure 7.21): The desired
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manipulated variable £>UDP.

ratio between UDP and TCP traffic, rref, is set to 0.15. Initially, the offered

UDP rate is set to 200 Mbit/s. The TCP sources are the same as in the pre¬

vious simulation. At t = 30 s, the offered UDP rate is drastically reduced to

30 Mbit/s. The results are shown in Figure 7.28.

Severe congestion combined with the low desired ratio rref forces the in¬

tegral controller to increase -Dudp- If no limitation is set, the value of -DUDP
might be extremely high. After a while, when the offered load has been re¬

duced significantly, -DUDP is adapted to a smaller value to match the desired

ratio. If the previous value is very high, a large reduction is needed, and the

controller needs longer to adjust. Setting an appropriate upper limit reduces

this time frame significantly.

Control preemption

In some special cases there is no benefit to adapt -DUDP, as any action would re¬

sult in unnecessary integration loops that drive the manipulated variable -DUDP
to abnormally high values or zero. This is the case when (a) the offered load

of UDP traffic during a certain time frame is so low that even with a transmit

fraction of one, the desired value cannot be reached, or (b) the offered UDP

load is below the assured minimum bandwidth, thereby the decrease loop of
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BAT will not be used regardless of the state of the excess bandwidth signal.
The system is then said to be in the control-preemption state, in which the

fe-i
preceding value -DUDP is preserved
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Figure 7.30: Simulation results with a set ofgreedy TCP connections and one

constant UDPflow using BAT without additional controller.

One can argue that -DUDP should be set to zero during control preemption
because all packets should be forwarded during this period. As the control

periods are rather long, this could be abused, for example, in a DoS attack

to push a high amount of UDP traffic through the system because there is no

way to reduce its transmit fraction during one control period. Such a behavior

would lead to undesired oscillations. A feasible solution is to decrease -DUDP
by 10% in each time step during control preemption.2

To increase stability, -DUDP is bounded as shown in Figure 7.26. Moreover,

the control loop is suspended when the offered UDP load falls below /uDP,ref,
because a meaningful adaptation is no longer possible. The system is then said

to be in the control-preemption state, in which the preceding value of -DUDP is

preserved until recovery from preemption takes place.

In the next section, results from ns-2 simulations verified with a prototype

implementation on a IBM PowerNP 4GS3 network processor are presented.

2Note that some NPs don't have multiplication in the instruction set of the NP cores. For a

hardware implementation, the value of 7/8 can be used to simplify multiplication.
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Figure 7.31 : Simulation results with a set ofgreedy TCP connections and one

constant UDPflow using the CLCC algorithm on top ofBAT.

7.2.8 Simulation Results

From above we know that -Dudp should not be a constant value and that CLCC

has been introduced as a consequence thereof. Here we present a comparison
of the BAT AQM schemes with and without CLCC by means of simulations

in ns-2. Identical simulation setups are used, and the default increase and

decrease parameters for the open-loop case are taken. The exact simulation

setup is as follows: The simulation topology is taken from Figure 7.21. One

UDP flow is sending at a constant bit rate of 90 Mbit/s and shares a 100-

Mbit/s bottleneck link between router Rl and R2 with a set of 100 greedy
TCP connections, each of them having a uniformly distributed RTT between

2 and 200 ms. The controller allocates link bandwidth in the ratio of rref =

30/70 « 0.42. The results are given in Figures 7.30 and 7.31. Figure 7.30

shows that the difference between desired and actual ratio using traditional

BAT for responsive traffic is unacceptable. This behavior is also seen in the

spread of the fairness index. The improved fairness obtained using CLCC

is shown in Figure 7.31. Although rk still fluctuates, the long-term average

closely matches the desired value, which is also reflected in improvements in

the fairness index. Further simulations with Pareto-distributed on/off-sources

for TCP traffic yielded similar results and are given in Appendix B.2.3.
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As a next step, CLCC is tested in the presence of a UDP load alternating
between 50 and 120 MBit/s every five seconds. rref is set to 0.4. The re¬

sults of this simulation are presented in Figure 7.32. Clearly, the new control

algorithm is also suitable in the presence of bursty traffic. Fair bandwidth allo¬

cation is rapidly recovered even after substantial changes in the offered UDP

rate.

7.2.9 Summary

The proposed CLCC algorithm, a time-discrete strictly bilinear control

scheme derived from a PID controller, addresses the problem of fair bandwidth

allocation for mixed responsive and non-responsive traffic. Figure 7.33 shows

the integration of CLCC into the SeaFan framework. Extensive simulations

showed that the new CLCC scheme significantly outperforms the traditional

AQM such as BAT, and is effective when executed on a much slower time

scale than drop probability updates with BAT. Therefore the scheme needs

not necessarily be implemented directly in hardware. However, an implemen¬
tation in hardware should be considered if the amount of control traffic is an

issue.

Furthermore, AQM with intrinsic fairness properties, such as BAT with

CLCC, provides advantages over combinations of other AQM schemes com¬

bined with an FQ scheduler. Specifically, the separate buffering required by

FQ will partly negate the short-queue goal of AQM. To absorb bursts, FQ
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Figure 7.33: CLCC in SeaFan.
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queue lengths need to be set to constant, high values. Under heavy load, this

leads to full buffers, introducing delays and preventing the queues from ac¬

cepting bursts.

CLCC on top of BAT is the first AQM system that offers automatic control

under disparate reactiveness without having to also include an expensive fair-

queuing system. The complexity of CLCC, Cclcc, is of 0(n), where n is the

number of active flows that are distinguished. Although modern fair-queuing
schedulers are of complexity 0(log(n)), they act on a per-packet level. How¬

ever, CLCC performs updates on the order of 1 s, which makes the approach
scalable to a large number of flows. Note, however, that the complexity of

BAT, Cbat, is also 0(n), but as BAT acts in the data path, Cbat ^> Cclcc-

Today, the BAT implementation on the IBM PowerNP 4GS3 supports up to

2047 flows on egress. Therefore, CLCC is specifically suitable for fair band¬

width allocation of concurrent responsive and non-responsive traffic in envi¬

ronments where no sophisticated scheduler can be used, but an existing per-

flow AQM scheme is provided.

When CLCC is used with AQM algorithms other than BAT, it remains to

be evaluated which parameter needs to be tuned: As this parameter is different

for all AQM algorithms its declaration is therefore essential.
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7.3 Just-In-Time Compilation of Active Code

A complementary method to optimize resources on nodes is analyzed in this

section. The aim of the method is to put more resources at the disposal of the

primary QoS mechanisms: scheduling and AQM. Despite the numerous ad¬

vantages of byte-coded active networking (e.g., architectural neutrality, code

compactness, and intrinsic safety properties) there are two major drawbacks.

First, the interpretation of byte-coded active-network programs poses a serious

performance problem [Wet99]. Compared with traditional packet forwarding,
the processing effort increases and may jeopardize wire-speed forwarding in

routers. A key requirement for the applicability of active networks in produc¬
tion networks is to limit the number of cycles spent for executing an active net¬

work program to the available cycle budget per packet. In backbone routers,

this may be no more than a few hundred cycles.3

Second, in a homogenous networking environment, the repetititve re-

interpretation of byte-coded active network programs on every node domi¬

nates the processing costs. Usually it is beneficial for ISPs to have a homo¬

geneous networking infrastructure in their domain in order to reduce mainte¬

nance and operating costs. This further motivates the use ofjust-in-time (JIT)

compilation of active code combined with code-caching techniques. Further, it

is important to note that machine-code instruction sets are not able to provide

any of the above-mentioned byte-code properties. A pure machine-code-based

solution would hence compromise fundamental safety properties.

The section is structured as follows: After a short introduction,

Section 7.3.2 describes the JIT compilation approach. A quantitative com¬

parison of interpretation versus compilation of single instructions is given
in Section 7.3.4. Section 7.3.5 introduces two example active programs and

compares their interpretation and compilation costs. Finally, Section 7.3.6

discusses the potential of code-caching techniques.

7.3.1 Introduction

The reason for poor execution speeds of byte-coded active network programs

is equivalent to the reason for poor execution speeds of byte-code interpre¬
tation in general: Each instruction has to be mapped (i.e., loaded, decoded,

3
Assume an IBM PowerNP 4GS3 with 16 concurrent threads at 133 MHz. In order to achieve

a throughput of 2 Gbit/s of minimally-sized packets of 40 Bytes, there are on average 530 cycles

per packet available.
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and invoked) by the interpreter. It has been shown that interpretation of byte-
coded applications usually is more than ten times longer than execution of na¬

tive machine code [KAC98,RLV+96]. Instruction mapping is also necessary

with native code, but the processor hardware is able to perform the mapping

significantly faster and in parallel with instruction execution.

Hence, some of the performance problems in capsule-based active net¬

works can be addressed with JIT compilation. Compared to compilation in

advance (e.g., when the active packet is created), JIT compilation retains the

safety properties of the byte-code language and maintains architectural neu¬

trality in networks with heterogenous networking infrastructure. This tech¬

nique has led to speed-ups with implementations of general-purpose program¬

ming languages such as Lisp, Smalltalk, Java, and Forth (See e.g., [CL97]).

The insufficient performance of ordinary software-based routers prevents

the application of JIT compilers in active networks. However, with the advent

of NPs this idea becomes conceivable. The goal of this section is to describe

how the specific characteristics of active-network programs can actually fa¬

cilitate a fast and lightweight compilation process with strict processing and

memory limits, which exist when extending datapath functionalities with NPs.

The discussion on the potential for JIT compilation is based on the gen¬

eral framework introduced in Chapter 5, and utilizes our dialect of the SNAP

active-network language running on the IBM PowerNP 4GS3 [Pow02].

7.3.2 The Just-in-Time Compiler

This section describes a general approach to compiling active-network pro¬

grams into native instructions of target NPs. The objective of JIT compila¬
tion is to translate an active-network program into a semantically equivalent

program for a given target NP just before its execution. Typically, the active-

network program is represented in a stack-oriented byte-code instruction for¬

mat, and the output of the compiler is a sequence of native NP instructions

(Figure 7.34).

Compilation on a router control processor attached to the NP would sim¬

plify the implementation of the compiler, because control processors are typ¬

ically equipped with a standard general-purpose processor, a multitasking op¬

erating system, and convenient development tools. For performance reasons,

compilation cannot be performed on a control processor when active packets
have to be handled at wire-speed in the data path [Ste02]. Therefore, the com-
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Figure 7.34: JIT Compilation on Network Processors

piler itself has to be implemented in the native NP instruction set and has to

meet the requirements of using only few cycles and showing a small memory

footprint. In the case of the IBM PowerNP 4GS3, the compiler runs on the

EPC's NP cores, which are capable of handling data-path packets in parallel.

Although the generic NP architecture assumed here is inspired by the IBM

PowerNP 4GS3 network processor, it is sufficiently general to cover also other

NPs architectures (e.g., [GW03,Int00, Vit00,Mot03]). The essential charac¬

teristics of this architecture are as follows:

- 15 scalar word registers (wO to wl 4).
- An array register4 initialized with at least the first 64 bytes of the packet

being forwarded (ARRAY_PKT).
- A mechanism to read more data from the packet into ARRAY_PKT.

- A mechanism to update the packet being forwarded with data from

ARRAY_PKT.

- A second array register of at least 64 bytes for temporary values

(ARRAY_TMP).
- Write access to instruction memory (INSTRMEM).
- Load and store operations to move data between registers.
- Standard arithmetic and logical operations on scalar registers.
- Support for standard comparison.
- Standard control flow operations (e.g., branches, subroutine calls).

Note that instruction memory access and high memory bandwidth, which

is required by the NP model given, are not supported by the Intel IXP 1200

network processor [SKPG01].

%
Array registers represent data as a collection of bytes.
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From Stack-Based to Register-Based Code

As, in general, NPs are register-based, a JIT compiler for active networks must

translate the typically stack-oriented operation of byte-code instructions to

register-oriented operations of native NP instructions. This requirement does

not necessarily increase the complexity of the compiler. As the stack inside

an active packet cannot grow very large, all stack positions can be mapped

directly onto a subset of the available NP registers. This mapping from relative

stack positions to absolute registers can, however, only be determined during

compile time if it is possible to associate a fixed stack depth with each source

instruction. In other words, an instruction in a source program must not be

executed at different stack levels (as it would be the case for example with

true recursion).

Some SNAP sample code fragments illustrate this case. The first instruc¬

tion (GETCS) in the following code fragment could potentially be executed

several times at different stack locations. It is therefore impossible to asso¬

ciate a fixed register with the load operation.

GETCS ; Load congestion status

DUP ; Duplicate top of stack

BEZ -2 ; Branch if zero

However, in the next code fragment the branch continues at the same stack

level and the compiler can translate the memory load operation into a native

load register operation.

RCL 0 ; Load congestion status

BEZ -1 ; Branch if zero

Allowing only this kind of recursion (also known as tail-recursion), in com¬

bination with a maximum stack size limited by the number of available na¬

tive registers, enables simplifying the JIT compiler while still retaining the

possibility of handling while and for loops. Complex register-allocation
schemes that would complicate the compiler are therefore not necessary, in¬

cluding register flushing into memory. Active packets that do not follow this

requirement will either be treated as standard non-active packets or handled

by the interpreter. The latter case requires that both interpreter and compiler
are installed on the NP.
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7.3.3 One-Pass Compilation

The source program representation inside active packets is linearized and in

binary format, so that the compilation process does not include multiple costly

compilation phases, such as tokenizing, syntax/semantic analysis, etc. In fact,

it can be performed in one pass:

1. Initialize byte-code vector pointer.

2. Load byte-code and inlined argument.

3. Store stack level of current source instruction.

4. Jump to instruction code.

5. Check stack level and inlined argument ranges.

6. Construct native instruction code.

7. Write native instruction code into instruction memory.

8. Increment byte-code vector pointer.
9. Go to step 2, unless end of byte-code vector reached.

This operation is very similar to an interpreter loop, except that native in¬

structions are not executed but instead are written to instruction memory. The

compiler assembles one or more four-byte words that implement the source

instruction in the register-based stack operation. After the last instruction of

the active network program has been translated and stored, registers are initial¬

ized according to the stack values in the packet, and execution continues at the

entry point of the native program located in the instruction memory. When the

program has finished, the stack inside the packet is updated with the current

stack values, and the normal forwarding process in the NP resumes.

7.3.4 Comparison of Single Instruction Costs

The cost of compiling active programs is the key factor that determines

whether JIT compilation is feasible for active networks at all. A performance
benefit is achieved if the interpretation time Tj exceeds the sum of compilation
time Tc and native execution time T#:

T!>TC+TE. (7.23)

Because the compiler performs an approximately fixed number of cycles for

each instruction, the compilation time increases linearly with the program size,

whereas interpretation and native execution times depend on control opera¬

tions and the resource bound given.
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Figure 7.35: Costs of interpretation, compilation, and native execution of
individual source instructions.

In order to identify the principal compilation and execution costs that allow

the instruction costs wt of instruction i to be determined (See Section 5.3.3),

the number of cycles spent for compiling, interpreting, and executing has

been measured for each instruction using the PowerNP picocode assembler

and profiler (see Figure 7.35). With 1139 cycles, the cost of executing or

interpreting the SEND operation is significantly higher than the average ex¬

ecution/interpretation cost of all other instructions. This is due to the fact

that NPs are not optimized for such specific active-networks tasks. Multicast,

which is in some ways similar to the SEND instruction, can be treated in NPs

by simply creating additional packet headers that are linked to the original

payload. However, the SEND instruction not only builds a new header but also

reuses parts of the code, stack, and heap. Therefore, the new packet has to be

created from scratch at high cost. Without the SEND operation, on average 4.4

cycles for native execution, 47.7 cycles for interpretation, and 57.4 cycles for

compilation are spent. Thus, by looking only at the average cost of individ¬

ual instructions5, interpretation is slightly more expensive than compilation.

However, native execution is about ten times faster than interpretation.

5
Note that the average cost of individual instructions is not weighted by the frequency of use

of the instructions, because this frequency heavily depends on current traffic conditions, i.e., on

the active packets being handled.
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To illustrate the different costs shown in Figure 7.35, the implementation
of the ADD byte-code is presented in NP4GS3 assembler code below. Using

interpretation, two parameters are loaded from memory, stack underflow is

checked, and the result of the native add is stored to the top-of-stack position
in memory:

ldr

add

cmp

jge

ldr

add

str

wl4, ARRAY_PKT[wi;

wl, #4

wl, wO

stack_underflow

wl3, ARRAY_PKT[wi;

wl4, wl3

ARRAY_PKT[wi; wl4

; Get top of stack value

; Adjust top of stack

; Stack underflow?

; Get top of stack value

; Perform addition

; Put result on stack

Using compilation, first the current stack depth has to be stored to check tail

recursion. Then stack underflow is tested, and the native operation is con¬

structed. Finally, the operation is written to instruction memory:

str ARRAY_TMP [wl] ,,
w3

cmp w3, #1

bl stack_underflow

ldr wl4, #0xC4700

or wl4, wl

Sil wl4, #8

sub wl, #1

or wl4, wl

Sil wl4, #12

str INSTRMEM[w2], w3 0

add w2, #0x10

; Store stack depth

; Stack underflow?

; Construct native instr

; C47<reglxreg2>000

; Write native instr

; Inc instr mem addr

The native NP instruction code execution performs only the following state¬

ment:

add w5, w6

For interpretation and compilation, a constant overhead for mapping the

source instruction is actually part of the total cost. In Figure 7.35, this over¬

head of about 36 cycles has already been included.
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7.3.5 Interpretation vs. Compilation of Active Packets

So far the costs of interpretation, compilation, and native execution of individ¬

ual instructions have been studied. However, active code can vary from simple
arithmetics without loops to complex lookup iterations. For this reason, two

complementary examples for active code are given below and will later on be

compared. The first example is a loop-free active program that is able to send

a new packet based on the current packet. The second example invokes core

router services in a loop. The services are likely to be costly because of tree

lookups that have to be performed.

Ll start :

L2 RCL hop_count ;

L3 ADDI 1 ;

L4 STO hop_count ;

L5 HERE ;

L6 GETDST ;

L7 ISHERE ;

L8 BNZ L20 ;

L9 GETENTRY ;

L10 PUSH forward ;

Lll LSHL 16 ;

L12 ORI forward ;

L13 ADD ;

L14 RCL hop_count ;

L15 RCL init_ttl ;

L16 GETRB ;

L17 SUB ;

L18 GETSRC ;

L19 SEND ;

L20 forward:

L21 FORW ;

L22 PUSH forward ;

L23 LSHL 16

L24 PUSH forward ;

L25 ADD ;

L26 SETENTRY ;

L27 GETSRC

L28 FORWTO ;

Load heap element onto stack

Increment hop count

Store the new value

Push current hop ip@ onto stack

Destination ip@ from header

Test if destination reached

Branch to L20 if dest reached

Prepare stack for SEND.

Ingress entry offset

Shift left by 16 bits

Egress entry offset

Add to actual entries

Load stack depth of new packet

Load initial TTL

Get actual TTL

Resources for the new packet

Get sender IP address

Send a new packet back

Stop execution, forward packet

New ingress entry

New egress entry

Merge the entry points

Set entry points for return path

And send the packet back

Figure 7.36: Traceroute program in SNAP.
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Traceroute

The active program written in SNAP and shown in Figure 7.38 demonstrates

how a simple traceroute program can be implemented. The actual hop count

and the initial TTL are kept in the packet's heap. The hop count is first loaded

onto the stack (RCL), incremented by one (ADDI), and then stored (STO).

HERE loads the IP address of the current router onto the stack. A second

packet is then created and sent back (SEND ) to the source containing all the

active router IP addresses traversed so far. The SEND instruction is, however,

expensive because it involves creating a new packet. If the packet reaches the

Ll start :

L2 ldr w5, ARRAY_TMP[0]

L3 add w5, #1

L4 str ARRAY_TMP[0] ,
w5

L5 ldr w5, w2

L6 ldr w6, ARRAY_PKT[IPv4Header.dstAddr]

L7 cmp w2, w6

L8 jeq L20

L9 ldr w6, ARRAY_PKT[ANHeader.entryPoint]

L10 ldr w7, forward

Lll Sil w7, #16

L12 or w7, forward

L13 add w6, w7

L14 ldr w7, ARRAY_TMP[0]

L15 ldr w8, ARRAY_TMP[1]

L16 ldr w9, ARRAY_PKT[IPv4Header.ttl]

L17 sub w8, w9

L18 ldr w9, ARRAY_PKT[IPv4Header.srcAddr]

L19 call anS<and

L20 forward:

L21 ret

L22 ldr w6, forward

L23 Sil w6, #16

L24 ldr w7, forward

L25 add w6, w7

L26 str ARRAY_PKT[ANHeader.entryPoint] ,
w7

L27 ldr w6, ARRAY_PKT[IPv4Header.srcAddr]

L28 j anFwdTo

Figure 7.37: Traceroute program in native NP instruction code.
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destination, it forwards itself back to the source (FORWTO) and modifies the

ingress and egress entry points (SETENTRY) to stop collecting hop informa¬

tion on the backward path.

To illustrate the compiler task, the listing in Figure 7.39 shows the trace-

route example compiled into native instruction code. The output is given in

the PowerNP assembler language; line numbers have been added for the sake

of readability.

It can be seen that most byte-code instructions can be directly translated

into a single assembler instruction. Line labels indicate the source code line

number of the native active code. Complex instructions are provided by the

sandbox environment (e.g., SEND, FORWTO, and GETCS). For some instruc¬

tions a subroutine call is performed (e.g., at label LI 9 the subroutine anSend

sends a new packet back to the source). The top of stack starts in register w5.

Registers w0 to w4 hold special values provided by the sandbox (e.g., w2 con¬

tains the local IP address). ARRAY_TMP holds the active network memory, i.e.,

heap and initial stack. The first 64 bytes of the packet and the active packet

memory can be accessed through ARRAY_PKT.

Congested Hop Counter

The nature of the congested hop counter differs significantly from the trace-

route program discussed above. Its function is to collect the number of con¬

gested queues in active routers along the path through the network and to store

this information on its stack together with the current router's IP address. In

contrast to the previous example, this active program uses a loop (JI) to ac¬

cumulate the data, and performs tree lookups in the loop to get the number of

queues on the outgoing interface (GETNQ) and the congestion status (GETCS)

of these queues.

The byte-code instruction GETCS takes the IP address of the interface and

the queue index from the stack. As a result it pushes the congestion status

back onto the stack. The congestion status is a two-bit value ranging from

zero (not congested) to three (heavy congestion) and is explained in detail in

Table 7.5. The queue is counted as congested if this value is equal to or larger
than two by doing a right shift on the congestion status (RSHLI). Congestion-
status information is collected over three hops at most; therefore the program

needs a memory section of at least 40 bytes.
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Table 7.5: Congestion-status information. The description is givenfor thresh¬

old-based and rate-basedAQM.

No. Congestion status Description
0 Not congested Queue not congested or

not backlogged

(excess bandwidth signal available).

1 Light congestion Queue is around the lower threshold or

moderately backlogged

(average excess bandwidth signal ~ 0.25).
2 Moderate congestion Around the lower queue threshold or

around the targeted rate

(average excess bandwidth signal ~ 0.5).

3 Heavy congestion Queue is almost filled up or

heavily oversubscribed

(no excess bandwidth signal).

The active code example to count the number of traversed congested hops
contains a loop through the existing queues at the outgoing router interface

(egress side). The SNAP code of the congested-hop counter is shown in

Figure 7.38, and the same program compiled into assembler code is given in

Figure 7.39.

Special subroutine calls are required for GETNQ (getting number of

queues) and GETCS (getting queue congestion status). It can also be seen

that not all source instructions can be compiled into a single native instruc¬

tion. For example, the SWAP operation has to be represented by three native

load instructions (see labels L2 2 and L2 8).

Figure 7.40 compares cycle cost of interpretation with that for compilation
and native execution for all the example active programs mentioned above.

Cycle costs are measured using the cycle-accurate PowerNP picocode profiler
tool.

There are several steps in the interpretation of an active packet: The ANSB

first has to check the consistency of the packet, load the memory into a tem¬

porary array register, and fetch the first instruction block. This is done during
initialization (denoted as Init in Figure 7.40). Then the ANSB starts the main

interpretation loop. At each iteration the current instruction is decoded, the

program counter as well as the resource bound are updated, and the corre¬

sponding instruction code is located (denoted as ANSB). The instruction code
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Ll start :

L2 HERE
r

L3 PUSH 0

L4 RCL 1iop_count r

L5 ADD I 1
r

L6 PULL 0
r

L7 RSHLI 2
r

L8 BNZ forward
r

L9 STO 1iop_count r

L10 GETNQ r

Lll GEQI 0x8
r

L12 BNZ limit
r

L13 GETNQ r

L14 JI loop_begin

L15 limit :

L16 PUSH 0x7
r

L17 PULL 0
r

L18 BEZ forward

L19 loop_begin:

L20 PULL 0
r

L21 HERE

L22 SWAP

L23 GETCS
r

L24 RSHLI 1
r

L25 BEZ loop_end r

L26 SWAP

L27 ADD I 1
r

L28 SWAP
r

L29 loop_end:

L30 SUBI 1
r

L31 JI 1 Dop_begin r

L32 forward:

L33 FORW

Current hop IP@ onto stack

Load hop count onto stack

Increment hop count

Duplicate top stack value

Divide by 4

Stop at 4th hop

Store new hop count

Get number of queues

8 is max loop counter

Are there more than 8 queues

No

Yes, take the max

Duplicate top stack value

Duplicate top stack value

Congestion status for this queue

Take the higher cs bits

Do not count if not congested

Increment number of congested

interfaces

Decrement loop counter

End of loop

Figure 7.38: Congested-hop counter program in SNAP.

is then executed (denoted as Instr). Finally stack and heap are written back,

and the active networks header is updated (denoted as Clean) before any fur¬

ther packet processing occurs.
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LI start:

L2 ldr w5, w2

L3 ldr w6, #0

L4 ldr w7, ARRAY_TMP[0]

L5 add w7, #1

L6 ldr w8, w7

L7 sir w8, #2

L8 cmp w8, #0

jne forward

L9 str ARRAY_TMP[0] ,
w7

L10 call anGetNQ

Lll cmp w7, #0x8

L12 jnz limit

L13 call anGetNQ

L14 limit:

L15 j loop_begin

L16 loop_begin:

L17 ldr w7, #7

L18 ldr w8, w7

L19 cmp w8, #0

jeq forward

L20 ldr w8, w7

L21 ldr w9, w2

L22 ldr wlO,,
w9

ldr w9, w8

ldr w8, wlO

L23 call anGetCS

L24 sir w8, #1

L25 cmp w8, #0

jeq loop_end

L26 ldr w8, w7

ldr w7, w6

ldr w6, w8

L27 add w7, #1

L28 ldr w8, w7

ldr w7, w6

ldr w6, w8

L29 loop_end :

L30 sub w7, #1

L31 j loop_begin

L32 forward:

L33 ret

Figure 7.39: Congested-hop counter program in native NP instruction code.
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This total interpretation cost is compared with the sum of the cycles needed

for compilation (Comp) and native execution (Exec). Figure 7.40 shows that

the JIT approach does not lead to a performance improvement for the trace-

route example (a, b). However, it does so for the congested-hop counter ex¬

ample (c). This demonstrates that the JIT compilation approach described

so far may already lead to speed-ups as soon as parts of the program are

executed more than once (e.g., because of looping in (c)). In this case the

overhead for instruction mapping and memory-based stack operations increas¬

ingly dominates the total cost of interpretation. The identified relative costs

of compiling, interpreting, and natively executing source instructions, as well

as the congested-hop counter example, reveal that a single repeated execution

of large parts of a program can already pay back the investment for compila¬
tion. The high cycle cost of the transit traceroute example—even in the case

of compilation—is, as in Figure 7.41, due to the SEND operation.
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Figure 7.40: Comparing cycle costfor interpretation with cycle costfor com¬

pilation and native execution ofthe traceroute and congested-hop counter ac¬

tive programs.
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interpretation
native execution

0 200 400 600 800 1000 1200 1400 1600

Machine Code Program Counter

Figure 7.41: Accumulated cycle costs for interpretation and native execution

of the traceroute program at a transit router. The horizontal structure in the

case of interpretation is due to the branch to interpret each instruction. The

main loop of the interpreter is near the machine-code program counter 500.

7.3.6 Code Caching

Relative to interpretation, the compilation overhead can be reduced further if

the compiled code is cached either at nodes (i.e., basically not removed from

instruction memory) or inside the packet. In the first case, packets of the

same flow could reuse native code with different initial memory entries. In

the second case, a packet can reuse native code if another router on the way

to the destination supports the same native instruction set. In a homogeneous
network environment, byte-code vectors in packets could even be replaced by
the compiled native code at the first active-network node in order to minimize

packet overhead. Alternatively, it is also possible to imagine an out-of-band

distribution mechanism among active nodes, e.g., on a multicast tree.

Thus, the examples introduced above are revisited to directly compare in¬

terpretation (native code execution of interpreter interpreting the active code)

with native execution of the compiled version, without considering the addi-
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Figure 7.42: Accumulated cycle costs for interpretation and native execution

of the traceroute program at a destination router. Here, native execution is

significantlyfaster.

tional cost of compilation. From measurements of the exact costs for exe¬

cuting the example programs in the interpretation and compilation approach,

Figures 7.41 and 7.42 have been produced. The accumulated number of cycles
is plotted over the program counter. The figures clearly show the amount of

branching during interpretation. For interpreting each byte-code instruction,

the program counter jumps to the entry point of the instruction code. Native

execution, however, shows loops only if the source code itself contains loops,
as for instance with the congested-hop counter active program (see Figure B.9

in Appendix B.3).

The predominance of the SEND operation in the traceroute example when

executed at a transit router is visible in Figure 7.41. There is no benefit from

native execution with this operation because it is implemented as a core router

service. Only 29 cycles have been executed with native execution before

SEND is invoked. Without the SEND operation, the compiled program is there¬

fore more than 26 times faster, whereas with the SEND operation the speed-up
is about 1.7.
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If traceroute is executed at the destination, the SEND operation is not in¬

voked. In this case a speed-up of over 15 times is achieved. In Figure 7.42 the

line for native execution ends at 33 cycles.

For the congested-hop counter example, a speed-up of nearly eight times

is achieved. Similarly, the execution of the congested-hop counter exam¬

ple is also dominated by core router service functions (See Figure B.9 in

Appendix B.3). The tree lookup operations GETNQ and GETCS are responsi¬
ble for about 80% of the executed cycles with native execution. Without the

service functions, the speed-up would even rise to over 30 times.

The inequality given earlier in this section can be adapted to also address

the case of native-code caching:

aTi >TC+ aTE , (7.24)

where a is the number of times a native program can be executed without

recompilation. By re-arranging the inequality and assuming Te <C Tj, we

obtain aTj > Tc- As compilation is only slightly more expensive than inter¬

pretation, a performance benefit can in general be expected with a > 2.

7.3.7 Summary

It has been shown that for a typical active-network framework, the number of

processor cycles spent for compiling an individual instruction is only slightly

larger than the number of cycles needed for interpretation. Measurements

show that native execution of an individual machine instruction is, on aver¬

age, more than ten times faster than interpreting an equivalent byte-code from

the virtual instruction set. From these results, it is clear that the performance
benefit of JIT compilation increases with the number of times the processor

executes a part of the program, or even the entire program, without recompi¬
lation. Reuse depends on the amount of recursion as well as looping in the

programs and can be supported by caching compiled code either at routers

(e.g., reuse for packets of the same flow) or inside the packet. In the latter

case, compiled code can be reused at each intermediate router that supports

the same native instruction set. The idea of JIT compilation has been suc¬

cessfully tested with implementations of other languages for distributed pro¬

gramming [CL97], so that the main contribution of the paper is to show the

applicability, potential benefits, and implementation approach of JIT compi¬
lation for active networks on NPs. The integration of JIT compilation in the

SeaFan framework is illustrated in Figure 7.43.
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Intrisic Properties of the Proactive QoS Plane
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Figure 7.43: JIT Compilation ofactive code in SeaFan.

Last but not least, it has been shown that JIT compilation is in fact feasi¬

ble in NP-based active routers because the compiler is small enough and fast

enough to run on the NP cores in the data plane. In particular, it has been

shown that the IBM PowerNP 4GS3 provides ample flexibility for JIT compi¬
lation of active packets.



Chapter 8

Domain and End-to-End

Applications

This
chapter embraces a twofold approach. It starts with considerations

at the border of networking domains and then continues with end-

to-end aspects. The border functionalities are the essential building
blocks for enhancing QoS support from the basic LSL approach towards in¬

tegrated end-to-end services. The first section limits itself to the active part,

namely the discovery and setup processes within domains, and refers to related

work discussed in Section 3.1.5 for trading QoS resources based on SLAs

when existing QoS capabilites can be exploited that have been discovered,

such as IntServ. The set of discovered border routers defines the points at

which QoS translation in the network will be established.

The second part of this chapter addresses the end-to-end problem and pro¬

poses the PURPLE algorithm [PWM03b], which extends the scope of AQM

to the end-to-end viewpoint to build an efficient way to improve end-to-end

characteristics of TCP traffic in ECN-enabled networks.

8.1 Border Functionalities

This section deals with border functionalities that are used to build end-to-end

QoS guarantees. First, an active-networking approach is shown based on the

179



180 Chapter 8. Domain and End-to-End Applications

proposed SeaFan framework allowing domain boundaries to be discovered.

The second part explains how the information collected in the previous step is

used to install QoS translation services at network domain boundaries.

As each domain protects its resources by policing packets at the border of

its network, the set of edge (or border) routers builds a cohesivefence around

the entire domain. It is in the interests of an ISP to maintain a cohesive fence,

therefore edge routers build the border of the domain of trust. A faultless

domain of trust will refuse the execution of HSL active packets of unknown,

and therefore not authenticated origin.

8.1.1 Active Areas and Active Domains

In order to identify the specific region within an administrative domain in

which active code can be used to influence end-to-end QoS, the active area is

defined as follows:

Definition 1 An active area is a set ofnodes in an administrative domain that

includes all active nodes stringently supporting the SeaFan active-networking

framework proposed in Chapter 5, as well as those non-active nodes that are

completely encased by the set ofactive nodes.

Now the following theorem can be formulated:

Theorem 1 All outgoing links ofan active area leave the active areafrom an

active node.

Suppose there is an outgoing link that leaves the active area from a non-active

node. This non-active node is hence not encased by active nodes and therefore

by definition does not belong to the active area. D

The active area A of an administrative domain can be found by outside-

in-flooding. D denotes the set of all nodes in the administrative domain, and

De is the subset of edge routers in D that have at least one link connecting
to nodes outside the domain. Starting with A = D and B = De, remove

each edge node TV G De from A if the node is non-active. Then, repeat the

following steps until B = 0: For each N E B, add the set C of adjacent
non-active nodes M G A to B and remove it from A. Remove N from B.

The remaining set A then corresponds to the active area. Note that in each set

a node can be present only once.
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Definition 2 Ifall nodes in an active area can be reached without leaving the

active area, then the active area is called coherent.

Theorem 2 In a coherent active area there exists a set of active routers that

build afence around all nodes in the active area.

From Theorem 1, all outgoing links of an active area leave from an active

node, and these active nodes can all be reached without leaving the active area.

Furthermore, Definition 1 says that all non-active nodes are encased by active

ones, therefore there exists a fence of active nodes surrounding all nodes of

the active area. D

In the simplest case, all network nodes support the active networking
framework and build a homogeneous active area. In such a homogeneous ac¬

tive area, capsules carrying small active code sections are able to choose them¬

selves in which queue on the outgoing interface they will be enqueued (but not

select the outgoing interface) and when they should be dropped (Figure 5.6

in Section 5.3.6). In this case, only safety levels 0 to 2, i.e., the LSLs (see

page 83), are involved in which the resource bound vector acts as a resource

limiter or traditional IP packet forwarding is used. Note that the resource

bound vector supplies the required information for accounting purposes of

these active packets, and their accounting can easily be performed at the bor¬

der of the network.

In a heterogenous networking environment not all nodes are active nodes.

Although the non-active nodes are not visible by active code, better end-to-end

QoS can still be supported over one or more non-active nodes in many circum¬

stances in which other QoS frameworks are available and the edge routers are

active routers. This is addressed in more detail in Section 8.1.4.

Heterogeneity complicates the description of the domain properties. For

this reason the concept of active domains is introduced here. An active domain

is a set of nodes in which active code in active packets can actually influence

the forwarding behavior. This set of nodes can include nodes that are not in

the active area. Note that an active domain may also include non-active nodes.

Definition 3 The active domain in an administrative domain is given for an

incoming/outgoing pair of links and corresponds to the set ofnodes including
all nodes from the first active node to the last active node of a given path

through the administrative domain. With the exception of the first and the last

node, the other nodes need not be active ones in an active domain.
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(a) Sample topology of an administra- (b) Cohesive active area: Ample
tive domain. fence.

(c) Cohesive active area: Close fence. (d) Minimum number of active nodes.

Figure 8.1: Different types of active areas. Active nodes are shaded. The

dashed lines indicate the active area.

In the next step the implications that stem from the incongruence of active

domains and active areas are discussed. Different configurations of active

nodes building an active area are shown in Figure 8.1 for an administrative

domain. Figure 8.1(b) and 8.1(c) show two cases in which active nodes build

a fence. In the former the fence is ample (i.e., encircling non-active nodes)

and built in such a way that the administrative domain is equal to the active

area. In the latter case the fence is close and does not include all nodes of the

administrative domain. As a matter of fact, precise QoS guarantees are more

difficult in this type of active area as it is not possible to find a border-to-border

relationship for QoS translation that includes all nodes on the path through the

administrative domain.

Figure 8.1(d) shows an heterogenous administrative domain in which each

input/output pair traverses at least one active node. This set of active nodes can

be sufficient for firewall applications but is of limited use in QoS translation
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Figure 8.2: Non-coherent active area.

as the active domains for some incoming and outgoing link pairs are not a

subset of the active area. Therefore non-coherent active areas require a more

thorough analysis, which shall be given now.

8.1.2 Anticipated Updates

In Figure 8.2, two flows traversing an administrative domain are shown. Both

flows, not authorized to execute HSL active code, enter the domain at the ac¬

tive router AR1, which therefore downgrades the packets to safety level 1.

The flows leave the domain at different routers, namely, the first flow at R9

and the second one at AR4. The problem that arises at AR3 is the following:
For the first flow, AR3 is the last active router which should update the DSSL

in active packets, whereas for the second flow AR4 does this job. If AR3

updates all active packets, then HSL active code can possibly be wrongly ex¬

ecuted on AR4, making the domain vulnerable to any kind of active attacks.

Although both flows leave AR3 on the same link, the DSSL field on some

packets should be upgraded (i.e., packets from flow 1 here), which would re¬

quire knowledge of intra-domain routing information. This could be solved

by some sort of active-router advertisements similar to the QoS routing exten¬

sions in OSPF. However, link-state routing protocols such as OSPF may only
maintain a partial map of the network if hierarchical aggregation is used. Fur¬

thermore, other routing protocols would require to have extensions for active
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router advertisements standardized and implemented, which is an extremely
burdensome prospect. Another solution would be to make classification for

DSSL updates mandatory on all active routers, which however would lead to

many unnecessary re-classifications.

The problem can be solved by introducing an additional flag in the ac¬

tive packet header. Whenever the active packet leaves an active area but does

not yet leave the administrative domain, the anticipated upgrade (AU) flag in

the active packet header (Section 6.3.3) is set. Active routers receiving ac¬

tive packets with the AU flag set have to reclassify them. Hence, packets from

flow 2 are then reclassified at AR4, whereas another flow traversing the routers

AR1, RIO, and AR4 would not require reclassification. If an active packet has

the AU flag set when entering a new administrative domain, the flag is unset.

As further optimization, a normal upgrade is made if no other active node

in the same administrative domain can be reached from this outgoing interface.

This is a sufficient condition for a normal upgrade.

8.1.3 Active Router Discovery

Nodes within an administrative domain can either be edge or core nodes,

which can be divided further into active or non-active nodes. The routers

found by the active router discovery process can be categorized as follows:

• Active edge routers modify the DSSL field of active packets.

• Active core routers leave the DSSL field in active packets unchanged.

• Intermediate non-active routers do not support the active-networking
framework. They are situated between active routers on an end-to-end

path and can be at the core or the edge. Although active code is not able

to detect their IP addresses, it still can detect how many intermediate

non-active routers are present between two active ones by inspection of

the IP TTL field.

For completeness, an intermediate non-active router can either be a non-

active core or edge router.

The discovery process of active core routers and intermediate non-active

routers is straightforward. It can be done by a comparison of the IASL and

the DSSL using active code on safety level 1. The only difficulty that arises
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here stems from anticipated updates. This and the active edge router discovery

require a more in-depth analysis, which is given below.

The new SNAP instructions (Appendix A.l) used to obtain the informa¬

tion on the DSSL field are the GDI (get DSSL in) and GDO (get DSSL out)

instructions. GDI returns the DSSL the packet has been classified upon enter¬

ing the current domain and corresponds to the value set in the active packet
header (even if no classification took place, i.e., in the case of a core active

router). GDI also returns the AU flag if set. GDO returns the DSSL that the

packet will carry upon leaving this router. This is useful to detect updates
when leaving a domain. As an erroneous AU will be discovered on the next

active node, the AU bit need not be included in the return value.

The full active router discovery code is given in Appendix C. Its duty is

to discover the ingress, egress, and core active router interfaces in different

domains following an end-to-end path. The code of this active packet is writ¬

ten such as it can be executed on safety level 1, but the IASL is set to 5. As

admission control by classification only downgrades the safety level of active

packets for a certain domain, changes of the packet's safety level can only be

detected by setting the IASL to a value that is higher than the one allowed in

the domain to be detected. Hence setting it to the highest value guarantees the

highest potential to discover active edge nodes. In addition, the execution of

a safety level higher than allowed is prohibited. This is ensured by the DSSL

that has been set at the domain ingress. As the packet still executes in the

downgraded safety level - in the worst case it is just forwarded like a passive
IP packet - it actually can traverse the network and observe the modification of

the DSSL field in the network. Whenever possible, the information gathered
can be sent back to the source, which then is able to initiate the installation

process of new router services where required.

When the packet is created, the IASL is on the top of the stack, and the

initial resource bound, a hop counter, and an active router counter are on the

heap. The memory section of the active router discovery active packet travers¬

ing the non-coherent active area of Figure 8.2, following the path of flow 2 is

depicted in Figure 8.3.

Entry into a new domain is detected when the DSSL is downgraded (i.e.,

set to a lower value), whereas the definition for leaving the domain corre¬

sponds to the restoring process of the prior safety level. Both types of DSSL

changes in the active header are performed exclusively by the sandbox envi¬

ronment. A unchanged DSSL identifies a core router in this domain.
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Figure 8.3: Memory content of the router discovery active packet while

traversing a domain. IASL and DSSL show the highest currently supported

safety level. IAR denotes an ingress active router, EAR and CAR denote egress

and core active routers, respectively.

In the first step the code checks if there are enough resources to send the

packet back, as otherwise it makes no sense to continue processing and a new

packet would have to be sent that starts collection of data at the last known

edge of a domain. The resource bound check requires knowledge of the initial

and the current resource bound in order to maintain a hop counter, which

counts the traversed active and non-active nodes for estimating the return path:

GETRB

RCLI hop_count

GT

BNZ exit

RCL init_RB

GETRB

SUB

STOI hop_count

; Load the resource bound

; Load hop count

; If 1, not enough resources

; left

; Load initial resource bound

; Number of all nodes

; Store the value
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GDI

AND I 0x20

BEZ t,est_ingress

RCLI active__count

LSHLI: i

ADD I 2

GDI

AND I OxlF

SWAP

STO

The next step identifies whether an anticipated update has been made on

the previous active node and in the affirmative case corrects the previously
recorded DSSL in the memory:

Push new DSSL onto stack

Mask off the AU flag

Test if AU is set

Load active node counter

Shift by 1 (2 heap elements

per node entry)

Add base memory offset

Erase AU flag

Store corrected DSSL

At this point the active packet evaluates whether the current router is a ingress
router of a new domain:

DUP ; Duplicate stack value

GDI ; Push new DSSL onto stack

ANDI OxlF ; Erase AU flag

NEQ ; If 1: new domain entered,

; otherwise in the same domain

BEZ test_egress

GDI ; Push new DSSL onto stack

ADDI 0x40 ; Mark as ingress router

Similarly, the egress router of a domain is detected by comparing the actual

DSSL with the one being set when the packet is sent out on the link:

GDI ; Load DSSL (in) onto stack

GDO ; Load DSSL(out) onto stack

GT ; If 1: domain exited

BEZ store

POP ; Remove old DSSL from stack

GDO ; Push outgoing DSSL onto stack

ADDI 0x80 ; Identifies egress router

If the router is neither on the ingress nor on the egress, it is identified as a core

router. Finally, the current IP address and the current DSSL are stored in the

packet, and the active hop counter is incremented:
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HERE

MALLOC Oxl

STO

MALLOC 0x1

STO

RCLI active_count

ADDI 0x1

STOI active count

; current hop IP@ onto stack

; Allocate an entry on the heap

; Store current IP@

; Store outgoing DSSL

; Increment active hop counter

; Store the value

The information gathered can be returned to the source1 and the memory can

be freed if the AU flag is not set and safety level 2 is currently supported:

GDI

DUP

ANDI 0x2 0

BNZ forward

ANDI 0x2

EQI 0x2

BEZ forward

PUSH (forward<<16;

PUSH 0x0

RCL init_RB

GETRB

SUB

GETRSC

SEND

RCLI active_count

LSHL 0x2

FREE

PUSH 0x0

STOI active count

Test if AU flag set

if yes, do net send back

Is safety level 2 supported

&&forward

New entry points for the

return path

# of values taken from stack

Load initial resource bound

Gives the new resource bound

Load source IP address

Send packet back

2 values per active router

Free the memory

Reset border hop counter

Otherwise, the information is kept in the memory section and sent back later

(from another router). A discovery active packet with 128 Bytes of memory

has 62 instructions and is only 416 Bytes in size. It is capable of storing up to

14 active routers before it has to send the information back to the source.

^ote that by a slight modification of the active code the information could be returned to any

IP address.
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Figure 8.4: Examples of QoS translation.

8.1.4 The QoS Translation Process

This section discusses the QoS translation process at the edge of a network¬

ing domain on a functional level. Once the discovery process of active edge
routers has been completed, the next task is to identify adjacent edge nodes

with equal QoS capabilities. For example, if both edge routers in the active

area A2 shown in Figure 8.4 support IntServ functionalities it would make

sense to set up a reservation between these nodes in order to improve QoS

between non-active nodes. QoS support on this path segment is then provided

by IntServ and no longer requires the use of LSLs. At this point, LSLs for

the given reservation can be preempted. This is done by two dynamic router

services installed on the ingress and egress nodes. In addition, these dynamic
router services generate and handle the reservation messages between those

nodes based on their associated behavior bound.

In the case of active area Al, no intra-domain QoS translation is feasible,

however the node might still play a key role in the inter-domain case.

8.1.5 Separation of Control and Forwarding Elements

The separation of control and forwarding elements is motivated mainly by NP

manufacturers that specialize in the forwarding path in order to build origi¬
nal equipment manufacturer (OEM) components, and the appearance of new
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signaling, routing, and router control plane software for which the need has

emerged for standard operations allowing a smooth integration of these com¬

ponents into routers. Hence, from an economic viewpoint, NP manufacturers

are able to differentiate their processors as targeted for a given set of tasks

(e.g., classification, accounting, or encryption) and router manufacturers are

less dependent on one specific OEM manufacturer. In the IETF, the ForCES

working group intends to standardize the exchange of information between

the forwarding and the control plane [KA03, YDAG04].

8.1.6 JIT Compilation at Ingress Edge Routers

If a given domain is equipped with the same networking hardware (e.g., the

same NPs) it can make sense to perform JIT compilation at the edge and then

cache the compiled code in the active packet for subsequent routers in the

domain. The advantage of JIT-compiled code increases with the number of

subsequent nodes that can profit by avoiding compilation time.

An important advantage of caching JIT-compiled code is that, in an ad¬

ministrative domain, not all nodes that build an active area domain need to

be active nodes. Active code can be JIT-compiled (preferably at the edge of

the domain) into machine-dependent code, which later on can be executed on

non-active nodes. In this case, safety is guaranteed by a mandatory trust rela¬

tionship between the active node that performs the compilation and the node

that executes the machine-dependent code. As the nodes belong to the same

active area, the active node at the edge ensures that no external JIT-compiled

code, which potentially might be unsafe, enters the current active area, and

guarantees that the JIT-compiled code actually has the required safety proper¬

ties derived from the intrinsic safety properties of the SNAP byte-code. Note

that this also holds for active domains, provided the intermediate nodes are

able to ascertain that the provenance of the JIT-compiled code is the ingress
of an active domain within this administrative domain (e.g., by means of sig¬

natures).

Caching of JIT-compiled code also allows the gradual deployment of new

active nodes in existing domains (e.g., new hardware with NPs and software

for the SeaFan active-networking framework). This helps to protect the in¬

vestments made in networking hardware. Finally, note that caching of JIT-

compiled code cannot be done downstream if the AU flag in the active packet
header is set for safety reasons (See Section 8.1.2).
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8.1.7 Summary

In this section we first defined some important notions for border functional¬

ities in active networks, namely, the active area and the active domain. We

argue that not all nodes in a domain need to be active nodes in order to ben¬

efit from our active-networking approach. This can be easily applied to other

active-networking frameworks.

To do so, we addressed problems that arise in heterogeneous networks

where not all nodes support the SeaFan active-networking framework; specif¬

ically we discussed the discovery of active nodes on a given end-to-end path
and showed how the information gained from this process can be used to ben¬

efit from existing QoS capabilities such as DiffServ or IntServ. As a conse¬

quence thereof, we positioned our work to the ongoing standardization efforts

in the IETF for the separation of control and forwarding elements (ForCES).

Finally, we proposed a combination of JIT compilation and code-caching tech¬

niques that allow the safe execution of compiled active code in this environ¬

ment. Figure 8.5 summarizes these contributions (in bold) with respect to the

SeaFan architecture.
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Figure 8.5: Summary ofborderfunctionalities.
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8.2 Predictive AQM for E2E Applications with

PURPLE

The predominant transport protocol in the Internet is TCP, which provides
reliable delivery and response to congestion (See Section 3.6). Congestion in¬

dication is traditionally inferred from packet loss, which is in turn controlled

by the router's AQM policy. The introduction of explicit congestion notifica¬

tion (ECN) [RFB01] enables the forwarding of congestion information with¬

out packet drops by setting a bit in the packet header, and therefore has the

potential to significantly improve end-to-end goodput.

AQM in the Internet is governed by two antagonistic requirements: First,

buffer space should be maximized to accommodate transient bursts. Often,

sufficient memory is provided to buffer an entire end-to-end RTT's worth of

link bandwidth [VS94]. Second, buffer occupancy should be minimal to avoid

unnecessary end-to-end delays [AKM04]: if each of the often as many as 30

routers between source and destination hosts were to buffer packets for 200 ms

in both directions, each packet would have an RTT of more than 6 s, which

clearly is not realistic.

Even though this extreme scenario is unlikely to ever happen, it shows the

importance of maintaining a low average queue occupancy while allowing for

large bursts. Several requirements that are interrelated are coupled to end-to-

end packet delivery:

1. Low packet-loss rates.

2. Short end-to-end delays, by controlling the contribution of queuing de¬

lay.

3. High goodput is achieved by reducing the number ofretransmitted pack¬

ets, which in turn cause additional high end-to-end delays. Goodput is

defined as the effective data rate observed by the application.

4. Ability to absorb bursts, which requires sufficient buffer headroom.

5. Stable queuing delays reduce jitter and are therefore beneficial for real¬

time applications such as voice transmission, as well as for reliable

transport protocols, which need to be able to estimate retransmission

timeouts.

To keep queue occupancy low, most instances of AQMs start dropping pack¬
ets for congestion indication with low probability at small queue occupancy

levels, and gradually increase the drop rate as the queue grows. This causes
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the responsive protocols to reduce their transmission rate and thus eventually
reduce the queuing delay. Despite the importance of AQM, the actual mech¬

anisms proposed have mostly been built on heuristics to achieve their goals.
Even though most AQMs improve TCP performance, they often need manual

tuning or provide only slow convergence [MBDL99, CJOS00, BJK+02].

The recent introduction of ECN [RFB01] allows congestion indication

without dropping packets by setting a bit in the packet header. This has the po¬

tential to significantly improve goodput, but current AQM mechanisms (e.g.,

RED) often need to revert to packet loss.

The PURPLE approach, in contrast, predicts the impact of its own actions

on the behavior of reactive protocols and thus the short-term future traffic.

PURPLE achieves this by analyzing end-to-end information about the con¬

gestion state in the network. PURPLE allows much faster convergence of the

main AQM parameters, at least towards a local optimum, thereby smoothing
and minimizing both congestion feedback and queue occupancy. To improve
the prediction, we also passively monitor (using lightweight operations) in¬

formation pertaining to the amount of congestion elsewhere in the network as

seen by flows traversing a given router.

PURPLE applies model-based parameter optimization to control respon¬

sive traffic to the desired levels. First, the model and the validity of its approx¬

imations are discussed (Sections 8.2.1 and 8.2.2). Later, we describe how to

measure the necessary model inputs (Section 8.2.3), and then outline imple¬
mentation issues (Section 8.2.4).

8.2.1 Static Model

A simple and frequently used approximation of the steady-state throughput

Xn of a single TCP session can be derived [MSM097] as

Cn •

on

n
=

~r ~r^ '

t^n '

\JVn

where the parameters have the following meaning:

• n denotes the current connection of a bundle of TV streams (1 < n <

N),

• cn is a system constant close to 1, which depends on the loss model and

the TCP acknowledgment strategy (either acknowledge every packet or

delayed ACK),
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• Sn is the maximum segment size (often around 1460 bytes),

• Rn is the RTT, and

• pn is the probability of a packet loss, or more generally, a packet dis¬

card 2
indicating congestion anywhere between source and destination.

The aggregation of one or more individual indications into "events" by
TCP is accounted for by cn.

This approximation assumes a greedy flow, i.e., a flow that never has to wait

for data from the sending or receiving application3.

The parameters cn and Sn typically are constant for a given TCP connec¬

tion. Also, Rn is quite stable under the assumption that queuing delays are

relatively small so that packet transmission times dominate the contributions

to the RTT. Thus the main parameter to control TCP bandwidth is pn, the

congestion indication probability. This leads to one of the key observations

behind PURPLE: In order to scale the bandwidth Xn ofa single TCPflow by
a factor 7, solely p needs to be scaled by I/72, independent of the other pa¬

rameters, i.e., there is no need to measure or manipulate cn, Sn, or Rn. This

can easily be seen by substitution and simplification:

-*r
Cn, ' On, Cn, '

*Jn

7A = 7-
Rn \/Pn~ /?

.

fl
v -L ^n. \ '

>P
il/n

As we will see, the loss or marking probability is trivial to measure in an

ECN environment. Moreover, it can easily be influenced at a router, with the

obvious limitation that no router should remove congestion indication from

packets that have been marked or resurrect already dropped packets.

When extending this notion from a single connection to a bundle of N

simultaneous TCP sessions traversing node k, the total bandwidth in the steady
state is then calculated as

N
r 9

X = 1^
t^n '

-yPr
n=l

Under the assumption that the cn and Sn are common among the links this

turns into
N N

c S „\—v 1

!
-tt-n " \/Pn

i
-ft-n " \/Pn

n=l
v

n=l
v

2Note that in the case of ECN the packet is actually not discarded

3We include the receiving application here as the receive window could block the sender.
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Instead of treating the TV sessions separately, they are simplified into a bundle

of iV identical representative sessions, whose R is chosen such that p matches

the real average drop probability p seen between source and destination:

X = N-C-S
R-Vp

Scaling this aggregate by 7 results in

~/X = N
C'

+ e
, (8.1)

R-x ^p

where e is the error introduced because the formula is not linear in p and

because not all contributing flows match the representative session. Under

typical traffic loads, the various en contributing to the total e = Y^ en will

mostly cancel each other out.

For a congested link, 7 is determined as the ratio between the link band¬

width L and the offered load O. (On an uncongested link, a router does not

modify p, as it has been set because of a preceding congested link, which

should not be further congested.) Knowing 7 and the original p, allows us to

easily calculate an approximate new p', which will bring the aggregate sender

transmission rates much closer to the desired rate. The resulting control loop
will quickly converge to the target value. This quick convergence will also

manifest itself in the simulation results (see Section 8.2.5).

8.2.2 Model Dynamics

So far, only the steady state has been considered, assuming a simple total

end-to-end probability. Now, p is split into three probabilities: p<k is the

probability that the packet was marked before node k, pk that the packet will

be marked at k, and, p>k that it is marked after k. For small probabilities,
the approximation p « p<k + pk + p>k holds, which can be turned into an

equality if routers only mark previously unmarked packets (this dependency
is natural in the packet-loss model, where it is impossible for the same packet
to be dropped multiple times). As a result, we obtain

X « N-
,

C'

= . (8.2)
R- VP<k +Pk +P>k
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Traditionally, each router independently decides whether and how much to

contribute to the total end-to-end marking probability, based only on its own

needs. Based on this model, router k measures p<k and estimates p>k before

making its contribution in order to determine the probability that needs to be

added.

The p>k that will be applied to the packets cannot be determined a pri¬

ori, as packets will be marked in the future by subsequent routers. Instead, a

simple extrapolation from the preceding iteration is used, namely, the assump¬

tion that nothing has changed in the preceding RTT. Even though this seems

too simplistic, good results have been obtained with this estimator. From the

findings of Section 8.2.1, the control rule is given as

where p' is the new marking probability that should be seen in total, 7 is

again the bandwidth reduction factor as determined from the current link load.

Together with Equation (8.2), this becomes

V

Pk< 0
-

P<k
~

P>k , (8.3)

where p'k is the manipulated variable, p, p>k and 7 are obtained in the current

time step, but are the result of the control put into place earlier. p>k will

only happen later to this packet, therefore, reverting again to the assumption
that the situation has not changed significantly from the preceding time step.

Conveniently, the information about the preceding state is delayed an RTT by
the network and thus can be observed just in time, as will be discussed further

in the next section.

8.2.3 Measuring the Variables

This section describes how the values of the variables that so far have been

assumed to be known can be obtained. We calculate p<k as the ratio of packets
that have the ECN congestion-experienced (CE) code point set in the IP header

to the total number of ECN-enabled packets. By counting the packets that have

the congestion window reduced (CWR) notification flag in the TCP header set,

again relative to the total ECN-enabled packets, we obtain p. This indicates

the probability of an event having happened, and does not report individual

markings. As PURPLE is able to keep the loss probability relatively smooth

and low, the number of events closely approximates the number of marks.
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For the actual measurement of the ratios, a history of the last 16 CE and

CWR events is maintained, along with their arrival time. This has the advan¬

tage that it allows for quick reaction to congestion but that the rates will also

decay reasonably fast when no congestion has been seen.

The probability p>k cannot be directly measured, but is obtained by sub¬

tracting pk and p<k, both recorded from the preceding RTT, from the p cur¬

rently measured, which again reflects events that occurred in the preceding
RTT.

The determination of p>k is where R comes into play. However, a reason¬

ably accurate estimate of R is required to determine the delaying of pk and

p<k values between measurement and application. The following mechanism

proved to be remarkably reliable: For some of the packets marked by router k,

an exact-match packet filter is added that will fire when a packet for the same

flow traverses having CWR set.

It would seem obvious that not only locally marked packets could be mon¬

itored, but also packets arriving at k with CE already set. Unfortunately, this

gives a strong and uncontrollable bias towards measuring the RTT of flows

that have seen congestion upstream. Therefore, it can be argued that the inclu¬

sion of such biased data does not result in a gain of measurement quality.

Limiting the monitoring to only ECN information eliminates the need to

consider the detailed knowledge of the inner working of the transport protocol,
such as sequence number handling and retransmit behavior. The router only
needs to touch packets and inspect flags it would have had to anyway. As

for any RTT measurement in an environment in which packets can get lost

and are sometimes retransmitted, this process can also incorrectly correlate

two events that are only temporally related; i.e., measure the time to a CWR,

which was not directly or immediately caused by the CE. To accommodate for

such unavoidable measurement errors, a window size of 32 samples is used,

ignoring the top and bottom 10 percentiles.

8.2.4 Implementation

The implementation is outlined in Algorithms 1 and 2, which discuss the

per-packet processing and a regularly executed background task, respectively.
The ewma ( ) function relates to updating the exponentially weighted moving

average for the variables mentioned. As was done for the ns-2 implementa¬
tion of RED, the background task could also be integrated into the per-packet
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Algorithm 1: packet-arrival(pkt)
if ecn_enabled(p/ct) then

measure_ce_probability();

measure_cwr_probability() ;

if rand() < pk then

set_ce(p/ct);
start_rtt_est(p/ct);

end if

end if

if Queue full then

drop(j)kty,

return;

end if

enqueue(p/ct);

function, and then adapt the EWMA time constants accordingly. The use of an

EWMA has the advantage of low-pass filtering the values measured. There¬

fore, any short-term change due to traffic bursts does not result in a significant

change of the averaged value. The floor ( ) function returns the largest in¬

tegral value not greater than its argument.

So far only the macroscopic part of the algorithm has been discussed, in

which probabilities are updated in the order of the estimated RTT. As queue

occupancy can significantly change during one RTT estimate, a fine-grained

microscopic mechanism is introduced that adapts drop probabilities more ac¬

curately, by taking into account the average queue length. For this, the basic

PURPLE algorithm remains unchanged except that the maximum rate is mod¬

ified that can be allocated depending on the average queue length. The rate

that is indicated indirectly by PURPLE to the incoming flows is reduced dy¬

namically in order to gain some headroom to drain the queue.

The maximum allocatable rate X' seen by PURPLE at k is given as

X' =
m
t-in\

' (8-4)
a(l +q/Q)

where L is the maximum link capacity, q the average queue occupancy, Q
the total queue capacity, and a can be used to explicitly reduce the average

queuing delay, but is usually set to 1; its influence will be shown later. The

time interval for microscopic probability updates is typically handled by a
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Algorithm 2: bgJask()

ewma(g);

ewma(L);

remove_expired_rtt_entries(rtt_max);

p'k <- ^2 -

P<k
-

P>k ;

if At > rtt-cntr then

update p<fe from history;

update pyk from history;

update RTT estimate R;

P ^ 72 >

rtt-cntr <— floor(^) ;

end if

background task (shown in Algorithm 2) at the same frequency as probabilities
are updated in network processors [HJK+03], on the order of milliseconds. In

a much more coarse-grained resolution, the set of the PURPLE parameters

needed by the macroscopic part is maintained every estimated mean RTT, R.

8.2.5 Evaluation

For the evaluation of any Internet protocol or mechanism, the use of real Inter¬

net data is desirable. Barring a full-fledged deployment in the network back¬

bone, the only practicable alternative is to use Internet traces. Unfortunately,

they are not appropriate for the analysis of any application that significantly
affects the traffic, including AQM and PURPLE. Therefore, the network sim¬

ulator ns-2 has been used for all simulations. The results are compared with

RED and A-RED.

In a first simulation, queues are configured to achieve high link utiliza¬

tion by setting their capacities to values on the order of the bandwidth-delay

product [VS94], a widely accepted recommendation. Unfortunately, this leads

to high queuing delays, and is often not practiced owing to the large amount

of buffer space required, which for fast links can amount to several hundred

megabytes of high-speed memory. Nevertheless, this simulation helps to un¬

derstand the robustness of the core part of the PURPLE algorithm. Then the

full PURPLE algorithm is evaluated in scenarios with one or more bottleneck

links.
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Figure 8.6: Simulation topologyfor the single-bottleneck case.

The Single-Bottleneck Case

A first simulation setting is illustrated in Figure 8.6. Several greedy and ECN-

enabled TCP sources share a single bottleneck link between routers Rl and

R2. The number of TCP sources is varied from 10 to 80, and a simulation

run lasts 100 s. To compare the PURPLE algorithm with other AQM schemes

such as RED and A-RED, the queue at the bottleneck link is configured with

a queuing capacity equal to the bandwidth-delay product (here 660 full-length

packets). This is particularly important, as the main part of the PURPLE al¬

gorithm does not take the average queue length into account. Therefore, the

outgoing link bandwidth seen by the PURPLE algorithm in this scenario is

not adapted by the average queue length, thus neglecting the micro-managed

part of the algorithm completely, i.e., X' is not adapted. The offered load

is smoothened using an exponentially weighted moving average with weight

1/32. The background task is called every millisecond. For RED, the two

thresholds thm[n and thmax are 10 and 600 packets, the maximum marking

probability is 0.02, and the weight for updating the average queue length wq is

0.002. A-RED uses the ns-2 default parameters. Here, it is not a goal to study
the influence of varying packet sizes on AQM. In addition, flows never have

to wait for data from the application, hence most of the packets are maximum-

sized. The maximum packet size of TCP sources is set to 1500 Bytes.

Figure 8.7 shows the allocated link rate at router Rl, as well as the TCP

goodput. It can be seen that A-RED is not able to profit from the full available

queue capacity. Instead, it tries to lower queuing delays too aggressively, at the

cost of a significant waste in allocated link rate and overall goodput. Although
RED shows excellent rate and goodput results, the queuing delay increases

linearly with the number of TCP sources.

Sink 1

'Source n Sink n
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Figure 8.7: Rate and goodput comparison including variance of 50 simula¬

tions with a set of greedy TCP connections and the maximum queue length

equal to the bandwidth-delay product.
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Figure 8.8: Mark and drop rates ofpackets in a simulation with greedy TCP
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product.

PURPLE (without microscopic drop probability updates) typically expe¬

riences much shorter queuing delays than RED. Although A-RED has lower

queuing delays than PURPLE, the former sacrifices efficiency, hence leading
to a significantly lower TCP goodput. In contrast to RED, queuing delays in

PURPLE tend to be shorter when the number of TCP sources increases, in¬

dicating higher stability of the algorithm. For PURPLE, as drop probabilities
are updated in the order of the estimated RTT, the mean queuing delay has a

higher variance, of course. The strength of the congestion indication as mani¬

fested in the numbers of marked or dropped packets is depicted in Figure 8.8

as a function of the number of TCP sources. It can clearly be seen that PUR¬

PLE, because of its inherent model prediction, significantly reduces expensive

packet drops compared with the other two schemes. This results in shorter

end-to-end delays thanks to the lower number of packet retransmits.

To reduce unnecessarily high end-to-end delays, the queues are shortened

in a second simulation and, to bear this in mind, the microscopic part in PUR¬

PLE is enabled at the same time: X' is adapted using Equation (8.4), with

a = 1. Although here we make two changes at the same time, this is rea¬

sonable because the microscopic part of PURPLE helps to achieve the short-

queue goal, which was not an objective in the previous simulation. The total

queuing capacity is set to 100 packets, and the RED thresholds thm[n and
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number of sources for the PURPLE simulations is indicated with arrows for
a = 4 and behaves similarlyfor other values of a.

thmax are set to 20 and 60 packets. All other parameters remain unchanged.

Figure 8.9 shows the average and 90% confidence interval from 50 simula¬

tions, where 100 TCP sources are active. It reveals that PURPLE in general
is less sensitive to changes in the number of flows than the other AQM algo¬
rithms. The sensitivity increases slightly with decreasing a. Note that a large
a amplifies the reaction to large queue sizes, and the estimation of the drop

probability is more precise when the number of TCP sources is high. There¬

fore, in case of a = 8 and 10 TCP sources, the measurements show a lower

goodput and delay (and larger variance) as with 20 TCP sources. In general,
with PURPLE, queuing delays decrease when the number of TCP connections

increases, which is in contrast to the other AQM algorithms. This shows that

PURPLE routers operate very well, even under queues that are much shorter

than the generally accepted recommendation in [VS94]. Finally, queue lengths
and drop probability as a function of the simulation time are depicted in Fig¬
ures 8.10 and 8.11. As expected, PURPLE is able to maintain lower average

queue occupancy and a smooth packet-marking rate.
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Figure 8.12: Simulation topologyfor the multi-bottleneck case.

The priority parameter a does not have a significant impact on the number

of marked and dropped packets, as is shown by additional simulation results

in Appendix D.I. Nevertheless, Figure 8.9 suggests that it can be beneficial

to adapt a in certain cases: If a network operator has strong need to provide
either very low delay or very high throughput, then a can be tuned without

affecting the other main properties of PURPLE, namely, smoother traffic and

self-tuning. Although PURPLE offers this opportunity, we believe that select¬

ing a different value of a will actually be extremely rare.

The Multi-Bottleneck Case

The multi-bottleneck case as depicted in Figure 8.12 is similar to the previous
simulation environment with the exception of the additional bundles of TCP

sources (depicted by different grayscales) and several PURPLE nodes that

introduce new congestion points. By varying the link delays, a special scenario

is created in which different PURPLE-enabled routers see an estimated RTT

that differs approximately by a factor of two, thus testing the stability of the
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algorithm in such a scenario 4. The TCP flow bundles 1 (sources 1:1 to l:n)

and 3 (sources 3:1 to 3:n) consist of 50 senders (n = 50), and flow bundle 2

varies from 10 to 100 sources. Within each flow bundle, the RTTs for the TCP

sessions are equally distributed in the bounds shown in Figure 8.12. All other

parameters remain unchanged.

Figure 8.13 shows the number of retransmission timeout (RTO) events for

the three TCP flow bundles. PURPLE significantly reduces the number of

RTO events for all bundles. Furthermore, there is no evidence of TCP syn¬

chronization, and goodput and mean queuing delay showed results in agree¬

ment with the single-bottleneck case. Finally, it can be stated that there are no

significant differences between the relative bandwidth allocations of the three

bundles. However, this would change if additional per-port pair statistics are

maintained.

4 We are convinced that keeping per-port-pair statistics rather than the current per-output-

port statistics would further improve the accuracy of the predictions at only negligible costs in

memory and computational effort. This is not only due to the finer granularity, but also because

it is likely that different input ports (e.g., different customers or different cities) have different

interests. Moreover, long-distance links are likely to have a different RTT, if not a different traffic

mix.
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8.2.6 Summary

In this section we showed an efficient way to improve end-to-end characteris¬

tics of TCP traffic in ECN-enabled networks based on the PURPLE algorithm.
The PURPLE algorithm significantly reduces latency without compromising
TCP goodput. This opens the door for reliable real-time application over TCP.

Ideally, PURPLE should run on every node handling TCP traffic, but it still

provides an advantage if used in network environments where AQM is hetero¬

geneous. The integration ofPURPLE into SeaFan is depicted in Figure 8.14 as

being an QoS mechanism with end-to-end scope for improving TCP fairness

characteristics.
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Figure 8.14: The role ofPURPLE in SeaFan.



Chapter 9

Conclusion and Outlook

This thesis addresses several key aspects in adaptive end-to-end services

and provides the integration, interaction and inter-operation of QoS requests

by means of the newly proposed SeaFan safe and secure active-networking
framework. The SeaFan framework is capable of performing the mapping of

QoS requests to networking parameters and allows the inter-operation of dif¬

ferent QoS mechanisms at the same time. Several existing QoS-provisioning

problems have been addressed, and new practical solutions have been pro¬

posed and their optimization has been investigated. Furthermore, in the de¬

ployment of new QoS mechanisms, problems have been revealed stemming
from the heterogeneity of the network and the structure of administrative do¬

mains, and algorithms have been proposed for finding the appropriate loca¬

tions where dynamic QoS mechanisms should be deployed.

9.1 Key Results

The key results obtained in this thesis can be summarized as follows:

• SeaFan is the first active-networking framework that not only enables

flexible and adaptive QoS guarantees in IP networks with heterogeneous

QoS capabilities but also allows the parallel combination of different

QoS mechanisms. Its applicability is shown systematically by new al-
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gorithms for QoS provisioning and theoretically on the level of domain-

specific functionalities.

• New QoS differentiation mechanisms are established based on the min¬

imal set of functionalities given in the SeaFan active-networking frame¬

work, which also includes a new safety and security concept for active

networks based on the combination of multiple orthogonal elements,

and their performance is shown. The mechanisms are separated into al¬

gorithms that have either a local or a global view of end-to-end services.

• The problem of relative and absolute bandwidth allocation has been

solved with the CRVS scheduler algorithm. This scheduler is in addition

capable of differentiating packet drop rates of several service classes.

• The CLCC algorithm solves the problem of fair bandwidth allocation to

traffic classes with different responsiveness characteristics, while acting
on top of existing AQM algorithms and only incurring low overhead.

• A new algorithm called PURPLE that is capable of taking into account

the end-to-end view of responsive protocols, based on the prediction
of the impact of its own actions and observations of the current traffic,

which leads to a much faster convergence of the main AQM parameters.
• For the first time, the benefits of just-in-time compilation on NP-based

active networks have been evaluated, whose potential stems from the

difference between code interpretation and native execution.

• The reference implementation on an NP showed that active networking
in the data path is feasible without compromising security and flexibil¬

ity.

In particular, this thesis has led to pending patents on "Flow Control in

Network Devices" [PDB+02] and "Controlling Data Packet Flows by Manip¬

ulating Data Packets According to an Actual Manipulation Rate" [PWM03a].

9.2 Discussion

Traditionally, QoS mechanisms are implemented statically in routers, and the

desired behavior is then configured by an administrator. Nothing prevents us

from doing the same with the QoS mechanisms introduced in this thesis, but

if these QoS mechanisms are implemented directly in a conventional router,

we limit QoS deployment unnecessarily: First, as discussed in Section 8.1.4,

there would be no possibility to benefit from existing QoS capabilities in non-

adjacent domains as there are no means to discover them. Second, it is not

possible to use active packets that are capable of automatically choosing the



9.2. Discussion 211

adequate QoS level according to the current network status to improve the

end-to-end QoS characteristics. These limitations have been chosen to re¬

duce complexity and ensure safety in traditional IP packet forwarding. The

SeaFan active-networking framework relieves these limitations and allows us

to benefit from dynamic deployment of QoS mechanisms while maintaining
the desired safety and security characteristics.

Hence, we can state that active networking itself is not required for the

deployment of QoS mechanisms - the same can be achieved with static net¬

working - but it enables the dynamic deployment and virtualization of net¬

work resources in a larger context in which the networking infrastructure is

heterogeneous and QoS has to be supported in an end-to-end fashion. This is

not feasible with traditional router architectures.

Chapter 5 introduced the SeaFan flexible active-networking framework

that provides the necessary functionalities to build adaptive end-to-end QoS

guarantees. A novelty is the concept of parallel, dynamic, and heterogeneous

deployment of QoS mechanisms. Safety and security concerns have been

solved by the combination of multiple orthogonal elements: The selection

of a byte-code active-networking language (Section 5.3.2) that has its origin
in SNAP provides, at the same time, both architectural neutrality and intrin¬

sic safety properties in terms of CPU, memory and networking bandwidth

bounds. The introduction of the resource-bound vector (Section 5.3.3) limits

per-node resources and the number of nodes an active packet will visit for

HSL-active packets that use static router services, which require significant
more resources than the basic byte-code instruction set. The definition of a

safety hierarchy (Section 5.3.4) allows control-plane and data-plane function¬

alities to be monitored and managed. The ANSB (Section 5.3.5) allows the

execution of active code in a restricted and safe environment. Router services

enhance the limitations of the SNAP byte-code language by means of static

router services defined as HSL opcodes in the byte-code language itself, as

well as dynamic router services that can be placed on active nodes and focus

on control-plane functionalities. As a result, the proposed node model defines

the essential functionalities required to act locally on the nodes and provides
the building blocks for the global view of adaptive end-to-end service guaran¬

tees.

Chapter 6 showed that the SeaFan architecture can benefit from the capa¬

bilites provided by NPs of the proposed architecture. Its feasibility has been

shown in a reference implementation based on the IBM PowerNP 4GS3 net¬

work processor.
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Based on the SeaFan active-networking model, the capability has been in¬

troduced to have different scheduling disciplines and AQM algorithms present

at the same time in a network node. In this context, several algorithms per¬

forming scheduling and AQM have been proposed and studied using simula¬

tions, as well as some cases of a real implementation on an NP.

The CRVS scheduler algorithm of Section 7.1 established the feasibility of

relative and absolute bandwidth guarantees in combination with packet-drop-
rate differentiation for multiple unbounded forwarding equivalent classes.

Whereas existing algorithms require policer functions to transform traffic

classes into bounded ones, the CRVS scheduler does not have this limitation.

Specifically, we showed the strengths of the CRVS scheduler in the DiffServ

context.

A method for fair bandwidth allocation between responsive and non-

responsive traffic, called CLCC, was proposed and evaluated in Section 7.2.

The CLCC algorithm acts on top of an existing AQM algorithm and helps
to establish a desired bandwidth allocation. The required configuration pa¬

rameters use max-min fair bandwidth allocation, and therefore build a set of

meaningful parameters rather than variables that must be manually tuned to

actual traffic patterns.

Further acceleration of byte-coded active networking can be achieved us¬

ing JIT compilation. Section 7.3 studied its potential based on NPs by means

of different example active packets. It is shown that significant performance

improvements can be achieved if the active code contains loops or if the ap¬

proach is combined with native-code caching. In the latter case the overhead

of instruction mapping and memory-based stack operations increasingly dom¬

inate the cost of packet interpretation, indicating that JIT compilation is the

preferred strategy.

Finally, Chapter 8 focused on the interaction process on network domain

boundaries and the end-to-end viewpoint. The border functionalities build the

corner stone for the discovery of domain boundaries at which QoS translation

services need to be installed.

The PURPLE solution for end-to-end adaptation (Section 8.2) revealed

that the QoS characteristics can be improved in terms of end-to-end delay
and reduced packet retransmission of ECN-enabled adaptive protocols such

as TCP. The PURPLE algorithm acts as a distributed AQM algorithm that op¬

timizes the end-to-end congestion indication of responsive traffic. It has been

shown that even in the presence of only one PURPLE router, the convergence

of AQM parameters is significantly faster than in existing algorithms.
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This thesis showed the strength of QoS networking based on active-

networks and introduced new mechanisms for QoS provisioning in IP net¬

works, which integrate the underlying hardware infrastructure into the end-

to-end service description. The appearance of QoS libraries has finally be¬

come conceivable consisting of active code that make QoS provisioning inter-

operateable and transparent.

9.3 Conclusion

One of the most important aspects determining the future deployability of

SeaFan in particular, is the future deployment of NPs in general. Although the

short history of the NP market has so far been marked by limited growth, the

potential is nonetheless high.

However, the success of NPs cannot solely be made by the NP manufac¬

turers. It heavily depends on the strategic decisions of router manufacturers,

which depends on demand from network service providers, which ultimately

depends on the demand for services from customers. On the one hand, NPs

feature the functionality and performance established router manufacturers are

looking for, but on the other hand standardized programming interfaces and

hardware components might lower the market-entry barrier to new competi¬
tors.

Hence new applications will emerge in the future as has been the case in

the past, which saw the shift from simple email to Web traffic followed by

peer-to-peer applications as the predominant Internet traffic sources. These

new applications will have their own traffic characteristics and QoS require¬
ments. Hence QoS mechanisms need to be deployed in parallel for the various

applications on the same IP infrastructure.

One future key application we can think of today is storage area networks

(SAN) that allow storage to be distributed throughout the network. This trend

stems from the observations that currently the demand on storage capacity still

increases. It is already clear now that this traffic will have its own caracteris-

tics and QoS requirements. In this case, the SeaFan framework could help to

achieve a smooth integration that enables the coexistence of the different QoS

mechanisms.

A significant benefit can already be achieved by a small set of active nodes.

Having said that, the benefit of active nodes will increase less strongly when
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almost all nodes are active. Intuitively, the 20/80 rule of thumb makes sense

here, meaning that at least 20% of the nodes should be active but that more

than 80% active nodes will not add much value. Hence not all nodes need to

be active, but the well thought-out positioning of active nodes in the network

topology will be decisive.

When migrating a network to SeaFan-enabled nodes, the migration strat¬

egy itself becomes extremely important. This strategy comprises the task of

finding the nodes with the highest relevance and replace or enhance them first.

Potential nodes that have a high relevance are border routers, where the imme¬

diate benefit will be highest (Section 8.1). Current or frequent bottlenecks are

a good indicator for candidate nodes because they have to be upgraded soon

in any case. Statistics from QoS mechanisms can be used to identify them.

Furthermore, it can be envisaged that some of the algorithms introduced

in this thesis might be deployed outside the scope of the SeaFan framework.

Thanks to the benefits shown in this thesis, these algorithms might find favor

with somebody and be implemented directly in router hardware or software

based on a cost perspective. Another important point is that the applicability
of the SeaFan active-networking framework is not limited to QoS provision¬

ing, although this has been the main motivation for this thesis. Other applica¬
tion areas in networking security (e.g., building a fence of firewall nodes) and

network administration can also be considered.

In summary, the effects of this thesis in a production environment are (1)

more dynamic QoS delivery capabilities and therefore a better adjustment to

client needs that might undergo fundamental changes in the future; (2) future-

proof solutions that allow changes in software, hence not requiring new hard¬

ware in the near future, and (3) the creation of new business models for ISPs

that go beyond selling bandwidth to the provision of certain QoS capabilities.

9.4 Outlook and Future Work

An important question to be answered is whether the focus on a single pro¬

gramming language is too restrictive. In fact it is not. It can be argued that on

the one hand, higher-level languages can be compiled into our byte-code lan¬

guage. On the other hand, active code can be translated (e.g., JIT compiled) or

routers with NPs that support the active-networking language natively might

emerge so that this decision is not prohibitive.
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The addition of IPSec in active networks requires more detailed reflec¬

tion. Its functionalities can be used to partially replace the security mech¬

anisms of Section 5.4 when packets contain only authentication information

(AH). As most NPs are not specialized in cryptographic tasks1, offloading to

a crypto-coprocessor is reasonable. However using packet encryption with

ESP imposes limitations on the execution of capsule-based active networks,

and active code cannot be accessed in intermediate routers at all. Similarly,
the introduction of IPv6 would require major changes in the data-path imple¬
mentation of the SeaFan active-networking framework. This is due to the fact

that the current forwarding picocode does not support IPv6 and the register
allocation in picocode is highly optimized for IPv4 packet handling.

As a complementary result of this thesis, consequences for NP design can

be deduced: More generic functions (e.g., coprocessors) are preferable to spe¬

cialization in protocol-specific optimizations, which on the one hand accel¬

erate certain functionalities but on the other hand are not of great use in ac¬

tive networks (e.g., changes in the definition of a protocol or introduction of

new protocols such as IPv6, focus on IPv4 address lookups). More complex

packet-editing functions that facilitate the creation of new packets based on

existing ones are definitely desirable. Such functions would be helpful not

only for active networks but also for higher-layer protocol processing (e.g.,
TCP or SCTP offload engines). Similarly, generic functions and instruction

sets for NPs are certainly advantageous owing to the ever changing traffic

characteristics. They also ease the implementation and increase the portabil¬

ity of active-networking frameworks. Therefore, we think that in the context

of active networks, the optimization of instruction sets themselves is not really
beneficial.

From the CRVS scheduler approach it can be concluded that the presence

of a sophisticated packet scheduler is essential when traffic classes with differ¬

ent characteristics are combined in a larger context. Note that in a simplified
context (i.e., CLCC and PURPLE) such packet schedulers are actually not re¬

quired. In these cases the necessity of a scheduler is given by the parallel and

simultaneous deployment of several QoS mechanisms.

The following points are left for future work: Some algorithms in this

thesis have been evaluated by means of simulations. Their implementation
in active code has only been briefly outlined. Another area concerns the ad¬

ministration of active code itself. For example, once a new service has been

implemented and tested in active code, it could be attributed to a service group

The IXP2850 does contain encryption functional units.



216 Chapter 9. Conclusion and Outlook

as a new service primitive. Service groups would hence pool functionalities,

similar to programming libraries. Moreover, writing active packets in our

SNAP language can be quite an arduous task. Here, we can imagine new tools

that allow the compilation from a higher-level language into SNAP, similar to

what is done in PLAN. On the NP level, the current implementation uses the

IBM NPAS API for programming the PowerNP network processor because

both the NPForum and the IETF ForCES working group have not yet estab¬

lished standard documents. In future, one of these standards could be used to

make the framework more portable.

This thesis has excluded routing aspects because redefining routing using
active networks would be equivalent of reinventing the wheel. This is why
SeaFan relies on existing routing protocols for packet forwarding. Note that

active routing is in itself a significant area that addresses routing issues which

cannot be solved with todays routing protocols. A possible direction for future

work that can be envisaged leads towards the definition of interfaces to QoS

routing and traffic engineering for active code. This would result in the de¬

sign and analysis of new algorithms in a distributed active-node architecture,

including the implications such an architecture would have on QoS.



Appendix A

Implementation Details

Here we present the extended SNAP instruction set. The instructions are

grouped according to their functionality. There are seven classes of instruc¬

tions, namely, stack-control and flow-control instructions, heap operations,
relational and arithmetic operators, operations on addresses, and static and

dynamic router services.

A.l Extended SNAP Instruction Set

A.l.l Stack-Control Instructions

PUSH n Pushes the immediate argument n onto the stack.

POP Removes the top stack value.

POPI n Removes the top n stack values.

PULL n Copies the nth stack value to the top. PULL 0 copies the

top stack value.

STORE n Takes the top stack value and store it into the nth stack

position (top stack element has n = 0).

SWAP Exchanges the two top stack values.
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A.1.2 Flow-Control Instructions

EXIT Terminates the execution of the active code. The packet
is considered to have finished its task and is dropped.

PAJ Pops the top stack value and skips that many instructions

(pop and jump). PAJ with a top stack value of 0 is the

same as POP.

TPAJ Test, pop and jump: If the top stack value is zero, then

use the second stack value as a branch offset.

JI n Skips n instructions. JI 0 corresponds to a NOP. Back¬

ward jumps are possible if enough resources are avail¬

able.

BEZ n Skips n instructions if the top stack value is zero (branch
if equal to zero). The top stack value is then popped and

BEZ 0 corresponds to POP.

BNZ n Skips n instructions if the top stack value is not zero

(branch if nonzero). BNZ 0 corresponds to POP.

A.1.3 Heap Operations

MALLOC n Allocates n words (4 Byte) on the heap. Returns 0 if the

allocation is not possible, otherwise it returns the index

to the first word.

FREE n Frees n words from the heap. The instruction has no re¬

turn value.

STO Stores the 2nd stack word in memory. The top stack value

contains the position in the memory (word boundary).
STOI n Stores the top stack word in memory. The immediate

argument n corresponds to the position in the memory

(word boundary).
RCL Loads a value from memory onto the stack. At the begin¬

ning, the top of stack value holds a pointer to the location

in memory which is popped in the process. 0 denotes the

first heap element.

RCLI n Loads a value from memory onto the stack. The location

is given in the immediate argument n.
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A.1.4 Relational Operators

EQ Tests the top two stack values for equality and pops them

in the process. A 1 is pushed onto the stack if they are

equal, otherwise 0.

EQI n Tests the top stack value for equality to the immediate

argument. The top stack value is popped in the process

and a 1 is pushed onto the stack if the values are equal,
otherwise 0.

NEQ Tests the top two stack values for inequality. The top two

stack values are popped in the process and a 1 is pushed
onto the stack if they are not equal, otherwise 0.

NEQI n Tests the top stack value and the immediate argument for

inequality. The top stack value is popped in the process

and a 1 is pushed onto the stack if they are not equal.
GT Tests if the top stack value is greater than the 2nd stack

value. Both stack values are popped in the process and a

1 is pushed onto the stack if the test is true, otherwise 0.

GTI n Tests if the top stack value is greater than the immediate

argument. The top stack value is popped in the process

and a 1 is pushed onto the stack if the test is true, 0 oth¬

erwise.

GEQ Tests if the top stack value is greater than or equal to the

2nd stack value. Both values are popped in the process

and a 1 is pushed onto the stack if the test is true.

GEQI n Tests if the top stack value is greater than or equal to the

immediate argument. The top stack value is popped in

the process and a 1 is pushed onto the stack if the test is

true, 0 otherwise.

LEQ Tests if the top stack value is smaller than or equal to the

2nd stack value. Both values are popped in the process

and a 1 is pushed onto the stack if the test is true.

LEQI n Tests if the top stack value is smaller than or equal to the

immediate argument n. The top stack value is popped in

the process and a 1 is pushed onto the stack if the test is

true, 0 otherwise.

LT Tests if the top stack value is smaller than the 2nd stack

value. Both values are popped in the process and a 1 is

pushed onto the stack if the test is true, 0 otherwise.
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LTI n Tests if the top stack value is smaller than the immediate

argument n. The top stack value is popped in the pro¬

cess and a 1 is pushed onto the stack if the test is true, 0

otherwise.

A.1.5 Arithmetic Operators

ADD Pops the top two stack values, adds them, and pushes the

result back onto the stack.

ADDI n Pops the top stack value, adds the immediate argument n,

and pushes the result back onto the stack.

SUB Pops the top two stack values, subtracts the top value

from the 2nd one, and pushes the result back onto the

stack.

SUBI n Pops the top stack value, subtracts the immediate argu¬

ment n from the top stack value, and pushes the result

back onto the stack.

NEG Pops the top stack value, takes its arithmetic negation,
and pushes the result back onto the stack.

NOT Pops the top stack value. If it is zero, a 1 is pushed onto

the stack, otherwise a 0.

LNOT Pops the top stack value, inverts all bits, and pushes the

result back onto the stack.

AND Pops the top two stack values, computes a bitwise-and,

and pushes the result back onto the stack.

ANDI n Pops the top stack values, computes a bitwise-and with n,

the immediate argument, and pushes the result back onto

the stack.

OR Pops the top two stack values, computes a bitwise-or, and

pushes the result back on the stack.

ORI n Pops the top stack values, computes a bitwise-or with n,

the immediate argument, and pushes the result back onto

the stack.

LSHL Pops the top two stack values, performs a logical left shift

of the 2nd stack value by the number of bits equal to the

top stack value, and pushes the result back onto the stack.
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LSHLI n Pops the top stack value, performs a logical left shift of

the top stack value by the number of bits equal to the

immediate argument n, and pushes the result back onto

the stack.

RSHL Pops the top two stack values, performs a logical right
shift of the 2nd stack value by the number of bits equal
to the top stack value, and pushes the result back onto the

stack.

RSHLI n Pops the top stack value, performs a logical right shift

of the top stack value by the number of bits equal to the

immediate argument n, and pushes the result back onto

the stack.

RSHA Pops the top two stack values, performs an arithmetic

right shift of the 2nd stack value by the number of bits

equal to the top stack value, and pushes the result back

onto the stack.

RSHAI n Pops the top stack value, performs an arithmetic right
shift of the top stack value by the number of bits equal
to the immediate argument n, and pushes the result back

onto the stack.

XOR Pops the top two stack values, computes a bitwise-xor,

and pushes the result back onto the stack.

XORI n Pops the top stack values, computes a bitwise-xor with n,

the immediate argument, and pushes the result back onto

the stack.

A.1.6 Operation on Addresses

SNET

BCAST

Pushes the subnet address computed from the top two

stack values whereby the top stack value points to an IPv4

address and the 2nd stack value points to a subnet mask.

Pushes the broadcast address computed from the top two

stack values whereby the top stack value points to an IPv4

address and the 2nd stack value points to a subnet mask.
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A.1.7 Static Router Services

GETRB Loads the current resource bound onto the stack.

GETSRC Loads the source address from the IP header on the stack.

GETDST Loads the destination address from the IP header on the

stack.

GETSPT Loads the source port from the IP header on the stack.

HERE Loads the IP address of the current interface on the stack.

ISHERE Tests if the IP address on top of the stack belongs to the

current interface.

ROUTE Pops the IPv4 Address on top of the stack, computes the

next hop to that destination and pushes the next hop on

the stack.

FORWTO Forwards the current packet to the IP address on the stack.

The address is popped in the process.

FORW Forwards the current packet towards the destination ad¬

dress given in the IP header.

GETNITF Gets the number of interfaces on the current hop.

GETNQ Pops the IP address of an outgoing interface and pushes
the number of the queue for this interface on the stack.

GETCS Takes the IP address of the interface and queue

ID (top stack value) from the stack and pushes
the congestion status for this queue on the stack.

The congestion status can take the following values:

0 Queue is uncongested and not backlogged at all.

1 Queue is backlogged but the queue length i still be¬

low the configured threshold (RED-like) or the rate is

below the target rate (BAT).
2 Queue length is around the target threshold (RED-

like) or rate is close to the target rate (BAT).

3 Indicates a slightly overloaded situation. RED: The

drop probability is in the linearly increasing part and

no tail drops occur. BAT: The current rate is slightly
above the target rate and no excess bandwidth is avail¬

able.

4 Heavily overloaded.

Pushes the entry points on the stack. The 16 higher sig¬
nificant bits hold the ingress and the remaining 16 bits the

egress entry point.

GETENTRY
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Pops the ingress and egress entry points concatenated in

the top stack value and saves them in the active packet
header.

Pushes the IASL from the active packet header on the

stack.

Pushes the current DSSL from the active packet header

on the stack.

Pushes the outgoing DSSL that will be set in the packet
header when leaving the hop on the stack.

Pushes the public key identifier from the current router

on the stack.

Push the integer immediate argument onto the stack.

Creates a new packet with parts from the initial one. The

following 4 values are popped from the stack: the new

entry points, the number of stack values moved to the

new packet, the new resource bound (cannot exceed re¬

maining resources), and the destionation IP address (top
stack value). The resource bound of the current packet
is decremented by the new resource bound. All other

header fields are inherited from the current packet. The

current implementation only supports creation of packets
on the egress of a network processor as there is signifi¬

cantly more memory available.

A.1.8 Dynamic Router Services

CALLS n Calls a previously registered router service n.

CALLT n Tests if router service n has been successfully installed.

If so, a zero is pushed on the stack, otherwise the first m

missing sequence numbers.

RREQ Registers the router service provided in the payload of the

packet.

SETENTRY

GETIASL

GETDSSLI

GETDSSLO

GETPKID

PINTn

SEND





Appendix B

Mechanisms with Local

Scope

Here we present additional results from simulation using mechanisms with

local scope. All simulations have been carried out using the ns-2 simulator

with the corresponding enhancements for the CRVS scheduler and CLCC.

The results for just-in-time compilation are obtained from the IBM PowerNP

simulator and profiling tools which generate cycle-accurate results.

225



226 Appendix B. Mechanisms with Local Scope

B.l Packet Tags Under Heavy Load Conditions

These simulations are based on the topology discussed in Figure 7.5, the

threshold settings in Table 7.2, and the traffic sources given in Table 7.1. The

simulations show the maximum and the average number of packet tags present

in the scheduler for each AF class when the actual AF rate is varied from 50

to 200% of the reserved rate. The packet tags are divided into real and virtual

ones, where the former denotes packet tags that are not yet handled by the real

scheduler and the latter these that are not yet handled by the virtual scheduler.

Note that a given packet tag can be accounted for being a real and virtual one,

hence the total number of packet tags can be less than the sum of virtual and

real ones. A detailed discussion on the results is given in Section 7.1.6.
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B.2 CLCC Simulation Results

Additional results from real traffic measurements and simulations in the con¬

text of the CLCC algorithm are shown below.

B.2.1 BAT with Responsive and Non-responsive Traffic

The following figures show the allocated UDP rate of BAT as a function of the

TCP RTT for different configured minimum and maximum bandwidth guar¬

antees compared to the max-min fair allocation. The experiment is based on

the topology shown in Figure 7.21 in Section 7.2.5. The UDP traffic is of

CBR and is generated by an IXIA traffic generator. The TCP sources reside

on a Linux computer with a 2.4.18 kernel using ttcp [Muu]. On the receiv¬

ing side, the network emulator Dummynet [Riz97] delays the packets before

they are delivered to the ttcp receiver application in order to simulate WAN

distances.
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B.2.2 Integral vs. Proportional-plus-Integral Controller

This section compares the pure integral with the pure proportional-integral
controller under three different congestion conditions: high, medium and low

(Table B.l). These conditions are defined by varying the UDP offered loads.

For each of these rates three different allocations have been tested. The con¬

formance is shown in the figures below. The detailed simulation topology for

these ns-2 simulations is given in Figure 7.21.

The results show that the addition of a proportional part in the controller

does not significantly improve the results. Therefore the proportional part has

been removed in CLCC. Furthermore it can be stated that both controllers are

not sufficient for all traffic conditions. This motivates the additional extensions

of the CLCC algorithm given in Section 7.2.7.

Table B.l: Simulation parameters for the integral and propor¬

tional-plus-integral controller comparison.

Allocation Offered UDP Reserved UDP Trel "H,measured ^pi,measured

Type rate [Mbit/s] rate [Mbit/s]

200 90 9.00000 10.42857 9.23541

200 50 1.00000 0.99242 0.98176

200 10 0.11111 0.21595 0.25281

150 90 9.00000 10.91895 9.31991

High 150 50 1.00000 0.98333 0.97433

150 10 0.11111 0.26358 0.22594

100 90 9.00000 10.64144 9.39501

100 50 1.00000 0.98452 0.98688

100 10 0.11111 0.16877 0.16904

80 50 1.00000 0.99521 0.99840

80 30 0.42857 0.42755 0.42429

80 10 0.11111 0.12943 0.15035

65 50 1.00000 0.99123 0.98807

Medium 65 30 0.42857 0.42592 0.42714

65 10 0.11111 0.14051 0.13636

50 50 1.00000 0.99760 0.99560

50 30 0.42857 0.42429 0.43122

50 10 0.11111 0.14968 0.12334

40 20 0.25000 0.25407 0.25031

40 15 0.17647 0.17384 0.18077

40 10 0.11111 0.11185 0.12170

30 20 0.25000 0.24766 0.25250

Low 30 15 0.17647 0.17137 0.17910

30 10 0.11111 0.11135 0.11607

20 20 0.25000 0.25031 0.26646

20 15 0.17647 0.17605 0.18217

20 10 0.11111 0.11148 0.11694
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B.2.3 Using Pareto-distributed On/Off Sources for TCP

The simulations below use Pareto-distributed on/off-sources for TCP traffic.

All other simulation details are described in Section 7.2.8. The results show

that the long-term average closely matches the desired value when CLCC is

used.
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B.3 Just-in-Time Compilation of Active Code

The figure below shows the accumulated number of cycles over the actual

program counter of the congested-hop counter example. The profiling infor¬

mation has been obtained from the cycle-accurate IBM PowerNP 4GS3 sim¬

ulator. For the congested-hop counter example, JIT compilation achieves a

speedup of nearly eight times. It can be seen that the example is dominated

by core router service functions, in which the tree-lookup operations GETNQ
and GETCS are responsible for about 80% of the executed cycles with native

execution. Without the router service functions, the speedup would even rise

to over 30 times. For more examples see Section 7.3.5.



B.3. Just-in-Time Compilation of Active Code 235

7000

6000

5000

j| 4000

tzi

in

73

U

3000

2000 -

1000 -

interpretation
native execution

GETCS

0

0 200 400 600 800 1000 1200 1400 1600

Machine Code Program Counter

Figure B.9: Accumulated cycle costs for interpretation and native execution

ofthe congested-hop counter program (using eight queues).





Appendix C

Border Functionalities

C.I Active Code for Active Router Discovery

The router discovery active packet shown in Figure C.l is capable of detect¬

ing ingress, egress, and core active router interfaces in different domains. Al¬

though the IASL is initially set to 5, the packet executes safely and draws

conclusion from the changing DSSL field. Finally, the gathered information

is sent back to the source where it can be used to initiate the installation pro¬

cess of new router services where required.

GETRB
,
Load the resource bound °o IASL prev_DSSL RB

RCLI hop_count ,
Load hop count °o IASL prev_DSSL RB hop_count

GT
,

If 1, not enough resources °o IASL prev_DSSL [0,1]

BNZ exit
,

left

RCL imt_RB ,
Load initial resource bound °o IASL prev_DSSL imt_RB

GETRB °o IASL prev_DSSL init_RB | RB

SUB
,
Number of all nodes °o IASL prev_DSSL hop_count

STOI hop_count ,
Store the value °o IASL prev_DSSL

test_au

GDI
,
Push new DSSL onto stack °o IASL prev_DSSL DSSL

ANDI 0x2 0
,
Mask off the AU flag °o IASL prev_DSSL AU

BEZ test_in gress ,
Test if AU is set °o IASL prev_DSSL

correct_au

RCLI active _count ,
Load active node counter °o IASL prev_DSSL a_count

LSHLI 1
,

Shift by 1 {2 heap elements

, per node entry)

°o IASL prev_DSSL a_count'

ADDI 2
,
Add base memory offset °o IASL prev_DSSL ptr

GDI °o IASL prev_DSSL ptr | DSSL

ANDI OxlF
,
Erase AU flag °o IASL prev_DSSL ptr | DSSL'

SWAP °o IASL prev_DSSL DSSL' | ptr

STO
,

Store corrected DSSL

,
NodelD core 0 > no need t

°o IASL

o set

prev_DSSL

test_ingress

DUR
, Duplicate stack value °o IASL prev_DSSL prev_DSSL

GDI
,
Push new DSSL onto stack °o IASL prev_DSSL prev_DSSL | DSSL

ANDI OxlF
,
Erase AU flag °o IASL prev_DSSL prev_DSSL | DSSL
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NEQ

BEZ t est_egress

GDI

ADDI 0x40

JI st ore

test_ egress

GDI

GDO

GT

BEZ s tore

POP

GDO

ADDI 0x80

store

HERE

MALLOC Oxl

STO

MALLOC 0x1

STO

post_ proc

RCLI active__count

ADDI 0x1

STOI active__count

GDI

DUP

ANDI 0x20

BNZ forward

ANDI 0x2

EQI 0x2

BEZ forward

send_back

PUSH {forward<<16)

PUSH 0x0

RCL imt_RB

GETRB

SUB

GETRSC

SEND

clear

RCLI active__count

LSHL 0x2

FREE

PUSH 0x0

STOI active__count

forwa rd

FORW

exit

EXIT

If 1 new domain entered,
'

otherwise in the same domain

Push new DSSL onto stack
'

Mark as ingress router
'

Jump to store
'

Load DSSL{in) onto stack
'

Load DSSL(out) onto stack
'

If 1 domain exited
'

Remove old DSSL from stack
'

Push outgoing DSSL onto stack'

Identifies egress router
'

current hop IP@ onto stack
'

Allocate an entry on the heap'

Store current IP@
'

Store outgoing DSSL
'

If safety level 2 supported &.

Increment active hop counter
'

Store the value
'

Test if AU flag set

if yes, do not send back

Is safety level 2 supported

&&forward

,
New entry points for the

,
return path

,
# of values taken from stack

,
Load initial resource bound

,
Gives the new resource bound

,
Load source IP address

,
Send packet back

2 values per active router

Free the memory

Reset border hop counter

IASL prev_DSSL [0,1]

IASL prev_DSSL

IASL prev_DSSL DSSL

IASL prev_DSSL DSSL'

IASL prev_DSSL

IASL prev_DSL DSSLl

IASL prev_DSL DSSLl DSSLo

IASL prev_DSL [0,1]

IASL prev_DSL

IASL

IASL DSSLo

IASL DSSLo'

IASL DSSLo' | HERE

IASL DSSLo' | HERE | ptr

IASL DSSLo'

IASL DSSLo' | pt r

IASL

U not set then all stored info is sent back

IASL prev_DSSL a_count

IASL prev_DSSL a_count
'

IASL prev_DSSL

IASL prev_DSSL DSSL

IASL prev_DSSL DSSL DSSL

IASL prev_DSSL DSSL [0,1]

IASL prev_DSSL DSSL

IASL prev_DSSL DSSL'

IASL prev_DSSL [0,1]

IASL prev_DSSL

IASL prev_DSSL entry

IASL prev_DSSL entry 0

IASL prev_DSSL entry 0 | init_RB

IASL prev_DSSL entry 0 | lRB | RB

IASL prev_DSSL entry 0 | new_RB
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Figure C.l: Active codefor active-router discovery.
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PURPLE

D.l Packet Mark and Drop Rates

The following simulation results are based on the same simulation environ¬

ment as discussed in Section 8.2.5 (see the single bottleneck case on page 200)

and uses both the macroscopic and the microscopic part of the PURPLE al¬

gorithm. The results show that the impact of the parameter a on the number

of marked and dropped packets is marginal when the number of TCP connec¬

tions is varied. Similar to the case where only the macroscopic part of the

algorithm is used (see Figure 8.8), PURPLE significantly reduces the number

of dropped packets because of its inherent model prediction.
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Abbreviations

ABR Available Bit Rate 22

AF Assured Forwarding 24

AIMD Additive Increase, Multiplicative Decrease 30, 32 149

ALQD Approximative Longest Queue Drop 31

ANSB Active Networking Sandbox 84, 105

API Application Programming Interface 19

ARQ Automatic Repeat Request 63

ASIC Application-Specific Integrated Circuit 13

ASIP Application-Specific Instruction-set Processors 16

BB Bandwidth Broker 27

BE Best Effort 24

BLUE 31

BSP Broker Signaling Protocol 27

CBQ Class-Based Queuing 35

CBR Constant Bit Rate 22

CE Congestion Experienced 62

CISC Complex Instruction Set Computer 38

CLCC Closed-Loop Congestion Control 149

CPU Central Processing Unit 16

CRC Cyclic Redundancy Check 97

CRVS Combined Real and Virtual Scheduler 112)

CWR Congestion Window Reduced 62, 196

D-CBQ Decoupled Class-Based Queuing 35

D-RED Dynamic Random Early Detection 30
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244 Appendix E. Abbreviations

DRD Differentiated Random Drop 116

DRR Deficit Round Robin 33

DSSL Domain-Specific Safety Levels 101

DWRR Dynamic Weighted Round Robin 33

DiffServ Differentiated Services 24

DoS Denial of Service 87

ECE ECN Echo 62

ECN Early Congestion Notification 46

EF Expedited Forwarding 24

EPC Embedded Processor Complex 96

EWMA Exponentially Weighted Moving Average 29, 197

FCFS First-Come First-Served 32

FFQ Frame-Based Fair Queuing 34

FIFO First-In First-Out 32

FM Fixed Match 97

FPGA Field-Programmable Gate Array 13

FPS Fixed Priority Scheduler 33

FQ Fair Queuing 34, 135

FRED Flow Random Early Detection 31

GDH General Data Handler 96

GFH Guided Frame Handler 96

GMII Gigabit Media-Independent Interface 100

GPH General PowerPC Handler 96

GPQ General PowerPC Queue 96

GPR General Purpose Register 96

GPS Generalized Packet Scheduler 34

GTH General Table Handler 96

HRR Hierarchical Round Robin 33

HSD Hierarchical Service Deployment 36

HSL Higher Safety Levels 82

IASL Initially Assigned Safety Levels 101

IDBB IntServ over DiffServ using BBs 27

IntServ Integrated Services 23

JIT Just-in-Time 41, 161

LAN Local Area Network 66

LPM Longest Prefix Match 97

LSL Lower Safety Levels 82

MAC Media Access Control 100

MCF Middleware Control Framework 36

Mil Media-Independent Interface 100
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NIC Network Interface Card 16

NP Network Processor 16

NPAS Network Processor Application Services 101

OA Ordered Aggregate 65

OS Operating System 36

OSI Open Systems Interconnect 19

PGPS Packet Generalized Packet Scheduler 34

PHB Per-Hop forwarding Behavior 24

PID Proportional Integral Derivative 149

PLAN Packet Language for Active Networks 39

PMA Passive Measurement and Analysis 46

QoS Quality of Service 22

RED Random Early Detection 29

RIO RED with In/Out Bit 29

RISC Reduced Instruction Set Computer 97

RPS Rate-Proportional Server 34

RR Round Robin 33

RTCP Real-Time Control Protocol 63

RTP Real-Time Transport Protocol 63

SAN Storage Area Networks 213

SBM Subnet Bandwidth Broker 66

SCFQ Self-Clocked Fair Queuing 34

SFB Stochastic Fair BLUE 31

SFQ Start-Time Fair Queuing 34

SLA Service Level Agreement 7,24

SLS Service Level Specification 7,24

SNAP Safe Networking with Active Packets 39

SPFQ Starting Potential-Based Fair Queuing 34

TCP Transmission Control Protocol 42

TFRC TCP-Friendly Rate Control 63

TSE Tree Search Engine 96

TTL Time to Leave 78

VBR Variable Bit Rate 22

VLSI Very Large Scale Integration 13

VPN Virtual Private Network 2

VoD Video on Demand 22

WAN Wide Area Network 143

WF2Q Worst-Case Fair Weighted Fair Queuing 34

WFQ Weighted Fair Queuing 34

WRR Weighted Round Robin 33
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