
ETH Library

Realistic face animation for speech

Doctoral Thesis

Author(s):
Kalberer, Gregor Arthur

Publication date:
2003

Permanent link:
https://doi.org/10.3929/ethz-a-004621491

Rights / license:
In Copyright - Non-Commercial Use Permitted

Originally published in:
Selected readings in vision and graphics 025

This page was generated automatically upon download from the ETH Zurich Research Collection.
For more information, please consult the Terms of use.

https://doi.org/10.3929/ethz-a-004621491
http://rightsstatements.org/page/InC-NC/1.0/
https://www.research-collection.ethz.ch
https://www.research-collection.ethz.ch/terms-of-use


Diss. ETH No. 15277

Realistic Face Animation for Speech

A dissertation submitted to the

SWISS FEDERAL INSTITUTE OF TECHNOLOGY ZURICH

for the degree of

Doctor of Technical Sciences

presented by

Gregor A. Kalberer

Dipl. El. Ing.

born 4th of April, 1972

Prof. Dr. Luc Van Gool, examiner

Prof. Dr. Thomas Vetter, co-examiner

2003





To my Family...





Abstract

This dissertation proposes an efficient work flow for realistic speech animation. It

supports all steps of an entire animation pipeline, from the capture or design of

three-dimensional (3D) head models up to the synthesis and editing stage of the per-

formance. This pipeline is fully 3D, which yields high flexibility in the use of the

animated character.

Realistic face animation for speech is still challenging, especially when we want

to automate it to a large degree. Faces are the focus of attention for any audience,

and the slightest deviation from normal faces and face dynamics is immediately no-

ticed. This said, people would find it difficult to put their finger on what exactly it is

that was wrong. We have to deal with subtle effects, that leave strong impressions.

Hence, a convincing animation is a combination of very realistic head models with

detailed and accurate facial dynamics, that are best adapted to the according head

models.

At the input side of the proposed work flow, different options are open. A neutral

head can be supplied either as a cylindrical scan of both range and texture data of

a real person or as a face directly designed in a so called ’Face Space’. In terms

of facial dynamics, real detailed 3D face motion, observed at video frame rate for

thousands of points on the face of speaking actors, underpins the realism of the facial

deformations. These deformations are given in a compact and intuitive representa-

tion via a ’Viseme Space’ based on Independent Component Analysis. Performances

amount to trajectories through this Viseme Space, whereas visemes are the visual

counterparts of phonemes.

When asked to animate a face the pipeline replicates the visemes that it has learned,

and adds the necessary co-articulation effects. Realism has been improved through

a ground truth comparisons with real performance captured data.

Faces for which no 3D dynamics could be observed can be animated nonetheless.

Their visemes are adapted automatically to their physiognomy by localizing the face

in Face Space. Even as the system proposes an already convincing speech-based face

animation, the computer cannot replace the creative component that a human expert

brings in. The animator can thereafter still change the generated performance, that

is given as a point of departure. Furthermore, the pipeline supports the animator

with real captured emotional facial expressions and mechanical motions to increase

the animation in terms of visual prosody.
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Kurzfassung

Gegenstand dieser Dissertation ist es, eine effiziente Methodologie zur Generierung

realistisch wirkender Gesichtsanimationen mit speziellem Fokus auf die visuelle Spra-

che zu finden. Alle wichtigen Schritte eines herkömmlichen Animationsablaufs wur-

den untersucht, behandelt und implementiert – von der Herstellung eines virtuel-

len Gesichtes bis hin zur Synthese einer überzeugenden Gesichtsanimation. Der

vorgeschlagene Ansatz wurde für dreidimensionale (3D) Gesichter konzipiert, mit

dem Ziel, höchstmögliche Flexibilität in Beleuchtung, Ansichtswinkel und Interak-

tion mit anderen 3D-Objekten zu bieten.

Trotz beträchtlicher Bemühungen während der letzten Dekaden, stellen uns realist-

isch wirkende Gesichtsanimationen auch heute noch vor grosse Probleme, besonders

im Versuch, diese zu automatisieren. Das ”Lesen” von Gesichtern ist sehr wichtig

in unserem alltäglichen Leben und somit erstaunt es nicht, dass wir ausgesproch-

ene Experten im Aufdecken kleinster Abweichungen gegenüber der Realität sind.

Die kleinste Ungenauigkeit in einer Gesichtsanimation irritiert uns und lässt uns

zweifeln. Diese Fähigkeit ist uns angeboren und seit frühester Kindheit an perfektio-

niert worden – ein tiefverwurzelter Instinkt, der nur sehr schwer getäuscht werden

kann. Eine Gesichtsanimation muss also einerseits durch ein absolut realistisch

aussehendes Gesicht und andererseits durch sehr detailierte organische Bewegungen

überzeugen.

Ein neutrales Gesicht kann entweder in Form eines zylindrischen ”Scans” unserem

System übergeben oder direkt in einem system-internen ”Face Space” hergestellt

werden. Mit der Realitätstreue des vorliegenden Gesichtes, steigt die Erwartung an

die Mimik proportional. Folglich werden sehr detailierte 3D Bewegungsdaten von

sprechenden Gesichtern benötigt, um den hohen Erwartungen gerecht zu werden.

Solche Daten wurden in unserem Falle mit einer Bildfrequenz von 24 Bildern pro

Sekunde mittels eines speziellen 3D Rekonstruktionsverfahren aufgenommen, wobei

tausende von 3D Punkten pro Bild extrahiert wurden. Diese enorme Datenmenge

wurde anschliessend weiterverarbeitet und analysiert. Statistische Methoden (ICA)

ermöglichten uns, sogenannte ”Pseudo Muscles” zu isolieren. Sie spannen einen

”Viseme Space” auf und repräsentieren die aufgenommenen Daten sowohl in einer

sehr intuitiven als auch komprimierten Art und Weise. Die visuelle Sprache kann

nun als Trajektorie durch diesen Viseme Space dargestellt werden. Die Viseme

entsprechen visuell den Phonemen und werden durch Punkte representiert.
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Soll nun ein Gesicht animiert werden, repliziert das System die Viseme, welche ge-

lernt worden sind, und fügt die notwendigen Koartikulationseffekte hinzu. Die syn-

thetisch generierten Trajektorien werden des weiteren mit aufgenommenen Trajekto-

rien verglichen, um die resultierenden Animationkurven noch näher an die Realität

zu approximieren.

Gesichter, für die keine dynamischen 3D Daten vorliegen, können nach unserem

Ansatz trotzdem realistisch animiert werden. Ihre Viseme werden automatisch an

ihre Physiognomie angepasst, indem das zu animierende Gesicht in den Face Space

projeziert wird und die entsprechenden Viseme anhand der jeweiligen Position kom-

biniert und berechnet werden.

Obwohl die resultierenden Gesichtsanimationen bereits sehr überzeugend wirken,

können Computer noch lange nicht die Kreativität eines erfahrenen Animators er-

setzen. Deshalb bleibt es während jedem einzelnen Schritt dem Anwender überlassen,

die vom Computer vorgeschlagene Schritte zu verfeinern.
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1
Introduction

The problem of realistic face animation is a difficult one. This is hampering further

breakthroughs in some high-tech domains, such as special effects in the movies, the

use of 3D face models in communications, and the use of avatars and likenesses in

virtual reality, and the production of games with more subtle scenarios.

In this work we want to improve on the current state-of-the-art in face animation,

especially for the creation of highly realistic lip and speech related motions. To that

end, 3D models of faces are used and - based on the latest technology - speech related

3D lip motions are learned from examples. Thus, the thesis subscribes to the surging

field of appearance-based modeling and widens its scope to include animation. This

exploitation of detailed 3D motion sequences is quite unique, thereby narrowing the

gap between modeling and animation.

From measured 3D face deformations around the mouth area, typical motions are

extracted for different ‘visemes’. Visemes are the basic motion patterns observed for

speech and are comparable to the phonemes of auditory speech. The term viseme

was introduced initially by Fisher [Fisher 1968] as a compound of the words ’visual’

and ’phoneme’. The visemes are studied with sufficient detail to also cover natural

variations and differences between individuals. Furthermore, the transition between

visemes is analysed by performance capture and in terms of co-articulation effects,

i.e. the visual blending of visemes as is required for fluent, natural speech.

The work presented also encompasses the animation of faces for which no visemes

have been observed and extracted. The ’transplantation’ of visemes to novel faces

and for which only a static 3D model is available allows for facial animation without

an extensive learning procedure for each individual.

1



2 Chapter 1. Introduction

1.1 Rationale and Applications

There is no landscape that we know as well as the human face. The

twenty-five-odd square inches containing the features is the most

intimately scrutinized piece of territory in existence, examined

constantly, and carefully, with far more than an intellectual

interest. Every detail of the nose, eyes, and of course mouth,

every regularity in proportion, every variation from one individual

to the next, are matters about which we are all authorities.

— Gary Faigin, from The Artist’s Complete Guide to Facial Expression

Thirty years have passed since Parke [Parke 1972] first introduced computer gen-

erated facial animation, yet it remains a challenging topic in computer graphics.

Attempts to model and animate human faces realistically date back to the early

70’s, with dozens of research papers published since. The applications of facial syn-

thesis and animation include diverse fields such as character animation for movies,

TV and advertising, computer games, video teleconferencing, user-interface agents

and avatars, and facial surgery planning. Nonetheless, no perfectly realistic 3D fa-

cial animation has ever been generated by computer. In other words, no ’facial

animation Turing test’ has ever been passed.

There are several factors that make realistic facial animation so elusive. First, the

human face is a complex geometric shape. Secondly, the face exhibits countless tiny

creases and wrinkles, as well as subtle variations in color and texture, all of which

are crucial for our comprehension and appreciation of facial expressions. As difficult

as the face is to model, it is even more demanding to animate. Facial deformations

are a product of the underlying skeletal and muscular structure, as well as the me-

chanical properties of the skin and subcutaneous layers, which vary in thickness and

composition in different parts of the face. The mouth area is particularly demand-

ing, because there are intra-oral air pressures which influence the visible morphology

of this area. All of these challenges are enormously magnified by the fact that we as

humans have an uncanny ability to read expressions and lips – an ability that is not

merely a learned skill, but part of our deep-rooted instincts. For facial expressions,

the slightest deviation from reality is something any person will immediately detect.

1.1.1 Realism

Our faces have a complicated muscular structure and support several forms of com-

munication to which we are highly sensitive. Speech and emotional expressions are

cases in point. Humans will typically focus on faces, rather than any other object
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in a scene. In most of the applications, the degree of realism needed to reach the

desired effect is quite high. If not reached, it is better to use cartoon-like figures

instead. Being able to generate convincing facial animations therefore has great

importance.

In most of today’s available talking-head products, artifacts in the articulation of

the mouth are clearly visible. First, the way the lips move is slightly off and second

the mouth cavity is only rendered in a very poor manner. Furthermore, prosody

related head movements are typically quite mechanical, as for example head nods,

eye blinks and eyebrow movements. The presence of such artifacts makes it obvious

that the vis-à-vis is a synthetic talking-head.

However, there are additional challenges when moving towards realism. When we

look at cartoons for instance, we do not necessarily expect a realistic behavior. A

realistic looking talking-head, however, will substantially raise one’s expectations

about its behavior. One runs the risk of turning the user off if the animation does

not live up to the expectations.

1.1.2 Applications and Markets

Since verbal communication is the easiest and most natural method of conveying

information, the possibility of communicating with computers through spoken lan-

guage presents an opportunity to fundamentally change the way humans interact

with machines. Voice interactive systems relieve users of the burden of entering com-

mands via keyboard and mouse. They also prove indispensable in situations where

the operator’s hands are occupied, such as when driving a car or operating machin-

ery. Much research has focused on the development of spoken language systems and

rapid advances in the field of automatic speech recognition (ASR) [Cole et al. 1995,

Zue et al. 1998] and text-to-speech (TtS) synthesizers [Festival 2002, Traber 1995]

have been made in recent years. Although progress has been impressive, researchers

have yet to overcome the inherent limitations of purely acoustic-based systems, par-

ticularly their susceptibility to environmental noise. Such systems readily degrade

when exposed to non-stationary or unpredictable noise. Acoustic solutions typically

employ noise compensation methods during preprocessing or recognition to reduce

the effects of the noise [Openshaw and Mason 1993].

While these approaches have proven to be effective in recognition, they ignore a basic

tenet; the multi-modal nature of human communication [Rosenblum and Saldaña

1998]. In addition to the now famous demonstration that visual information can

influence heard speech [McGurk and MacDonald 1976], there is mounting evidence

that listeners make use of visual information to increase speech intelligibility. At an

elementary level, the information for visual speech perception can be described in

two distinct ways. Contrary to acoustic information, which is necessarily spread over
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time, the visual information can be described as time-independent [Campbell 1986]

or time-varying [Brooke and Summerfield 1983]. Static speech cues, however, like

photographs, are impoverished approximations of the time-varying information and

are not what perceptual systems have evolved to recover [Rosenblum and Saldaña

1998].

One important benefit of multi-modal interfaces are ,therefore, that they help peo-

ple to understand in noisy environments. Studies [Pandzic et al. 1999] have shown

that understanding is improved by 16% due to people’s ability to lip-read. Further-

more, people usually feel somewhat uncomfortable talking to a computer and even

more uncomfortable hearing an electronic device speak to them. The unnatural-

ness of a voice-only interface can be relieved by adding a talking-head to the voice.

Studies [Pandzic et al. 1999] have shown, that 65% of users prefer a talking-head

interface over a voice-only interface in the context of an e-commerce setup.

With the commencement of the internet, people are starting to use computers in

very different ways. Many use it as a medium for communication and entertainment.

With upcoming third generation mobile phones and the wider acceptance of wire-

less connectivity, tiny computers are emerging that are allowing instant access to

information at any time and in any place. Such instant access to information will be-

come an important part in our life. In this context, intuitive and efficient interfaces

will be a must. Supporters of technology have always hoped that spoken language

would be the primary medium of communication between people and machines. The

talking-head takes us one step closer to the realization of that goal. In the spirit of

modern efficiency, each of us could have our own agent to handle communications,

for instance, when we are unavailable. As the technology improves, talking-heads

will be able to speak in any language, and with the appropriate emotional affect.

The ultimate user interface will be nothing less than a perfectly natural talking-

head agent who can be addressed via natural language. Reaching such a degree of

realism would also be of great value for the movie and entertainment industry. This

industry branch, for instance, would love to get an already convincing animation

from a system as a point of departure to then make further changes.

Applications

As mentioned above, there appears to be no shortage of potential applications for

animated talking-heads. This thesis focuses on the basic techniques to support the

applications, not on the applications themselves.

� Media and Entertainment: This is the primary area of application for this

work, with markets like games, TV commercials, and special effects for the

movie industry.
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� Video-phony and Video-conferencing: These technologies will find it difficult

to penetrate the market if the faces that are presented look unnatural. Results

from this work can help to improve realism.

� Therapy and Language Learning: A methodology for modeling mouth dynam-

ics can assist in training correct pronunciation.

� E-commerce and E-contact: Most people do not trust an automated system

for buying more pricy items than just a CD or a book. People need to see a

realistic looking human face to get the feeling they are making a good deal.

In the case of call centers, the voice-only telephone interface is not always

adequate to handle complex transactions and often involves tedious navigation

through several sub-menus making it unnatural, annoying and inefficient for

the user.

� Telecommunication: The analysis of ‘visemes’ helps to disambiguate between

phonemes, especially in noisy circumstances (visual speech). As the McGurk

illusion [McGurk and MacDonald 1976] vividly shows, the visual perception of

speech has a clear-cut impact on our interpretation of utterances, even under

normal conditions.

� Surveillance: Modeling face dynamics is a first step to undoing its adverse

influence on facial biometric (e.g. on 3D face recognition).

Markets

Technologically the trend in face animation is one towards a stronger 3D component

in the modeling and animation pipeline. Entertainment certainly is one of the

primary marketplaces for the work described in this thesis. The 3D industry has

had a significant impact on the entertainment industry. With human characters

as one of the central elements, 3D animation of characters and special effects have

become an integral part of many blockbuster movie productions. The game industry

has in the meantime eclipsed the movie industry in terms of gross revenues. Also,

there is a trend towards more realistic human characters. The most notable trend in

3D digital media is the convergence of these playgrounds. Productions often target

multiple markets simultaneously, with e.g. movies coupled to games and web sites,

as well as an extensive line of gadgets. The creation of 3D models is often financed

through the acquisition of a copyright over the scanned material, as such copyright

enables the holder to spin off such alternative applications. A segment expected

to see a steep growth is online gaming. Online 3D gaming subscription revenue is

expected to grow at an annual growth rate of 19.7% through 2007 as these sites offer

unique experiences and even episodic updates to gamers.

These markets are now discussed in somewhat more detail.
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� TV Commercials Market

In 2000, TV commercials represented a market of about e 580 million in

France, for instance. It is obvious that the production of commercials is a

very dynamic activity: in 1975, around e 30/inhabitant was spent for TV

commercials; for 1997 the spending reached e 414/inhabitant. In 1997, 428.7

minutes of advertising were broadcast in France every day [Source: QUID,

2000].

In 1988, only 2% of the commercials included special effects. Today, almost

each of the 800 commercials produced each year in France contains at some

level a digital composition. Commercials use 3D because of the creativity it

allows. A commercial director can display his talent in a striking, cheap and

efficient way. So far, the cartoon-like style of full 3D - imposed by technical

constraints - has proven attractive for young consumers and contributed to

presenting the advertised brand as modern and dynamic.

Examples of Commercials in full 3D:

– Coca Cola’s Polar Bear - Northern Lights, produced by Ken Stewart for

Creative Arts Agency, 1993;

– Badoit’s remake of La Fontaine’s fables (La Cigale et la Fourmi and La

Grenouille et le Bœuf) ;

– Kiss Cool’s weird creatures.

The market tends towards increasing realism of characters. The fear at the

end of the 1990s that technology would restrain creativity, does no longer ex-

ists. Digital effects have widened the scope of technically possible creations.

The integration of the new technologies in the production work flow has lead

to the transformation of the writing of commercial scenarios. Post-production

today represents about 30% of the production’s budget for a TV commercial,

but 50% of its creativity.

� Music Video Market

The segment of music videos is closely linked to the records industry. Its

development dates backs to the 80s’, as ‘video clips’ came as a new aesthetical

form between image, electronics and video, and reached industrial size. Images

illustrate the rhythm, melody and lyrics of the song, as opposed to cinema and

other television productions, where soundtracks follow the plot displayed on

screen. The economic aspect is also relevant in this segment since videos

clips bear not only an artistic content, but also a publicity aim linked to the
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record advertisement strategy. Today, music videos have definitely acquired

the status of a mass consumer product. According to studies, a band can

become famous after five to six broadcasts of its video clip a day. Three

hours of music videos are broadcast weekly in Belgium, where 5,000 videos

are produced each year (1,500 in the United States and 700 in the United

Kingdom). Channels such as MTV broadcast music videos 24 hours a day.

Broadcasting a video produces a sales raise of 10 to 12%. The average cost of

a music video is around e 40,000, but it can be much more expensive depending

on the storyboard’s ambitions. This explains why major companies are the

main players, since they can afford this type of product [Anciaux and Marion

1986].

A new trend appeared with the globalization of the Information Society Tech-

nology, namely the broadcasting of videos over the Internet. As trailers for

motion pictures this has become an extremely efficient advertising medium. In

music videos, 3D and special effects are added value in terms of visibility and

also correspond to aesthetic choices. The general constraints resemble those of

the motion pictures, but music videos are shorter and obviously do not have

the same budget: there are only three minutes to convince the audience.

In music videos, images must be in full accordance with the rhythm or the mu-

sic, which implies the use of special filming techniques. Music video aesthetics

are extremely sensitive to technological novelties. Contrary to the cinema

where directors do their utmost to hide ”tricks”, video clips often explicitly

display special effects (here there is a connection with TV commercials).

� TV Series, Sitcoms Market

Animated series are a sub market extremely close to the animation motion pic-

tures. One third of European animation dedicated to television is produced in

France. But cartoon specialists have now based their development strategy on

an international scale, raising funds on the stock market and aiming at foreign

targets. An animation program can be sold again and again to various TV

channels throughout the world and the child audience is of course constantly

renewed. It can also be distributed on video or DVD (a market which repre-

sents roughly e 4.2 billion in Europe). The world demand develops above all

with the rise in the number of TV channels [Source: La Tribune, 2001].

However, competition is getting more intense in this market, since it has

reached an international scale.
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� 3D Motion Picture Market

Animation movies inherit the long tradition of cartoon films, but the genre

has transcended the fairy tales pattern and addresses a wider audience. For

instance the development of Japanimation worldwide shows the aesthetic and

commercial potential of animated productions that also target teenagers and

adults.

3D is more and more used in high quality blockbusters. There is a growing

trend for full 3D animation movies such as Toy Story 1 & 2, A bug’s life,

Monsters Inc. (Pixar), and Shrek (PDI/DreamWorks). After these popular

successes, producers are increasingly attracted towards this sector. From a

financial point of view, it has been recognized that virtual images allow for

greater flexibility. 3D permits new angles, which were not considered, when

the story was written. In this way, certain sequences can be easily improved.

A further challenge is to achieve perfect realism in 3D; Final Fantasy, directed

by Hironobu Sakaguchi and Moto Skakibara, made a decisive step forward in

this direction. This American-Japanese co-production has demonstrated, that

a level of realism can be achieved, that allows virtual humans to play a leading

part in such a CG movie.

To get a better impression of this market, we should take a closer look to

one of the leading animation studios. PIXAR Animation Studios created in-

ternationally famous animation movies. This company combines creative and

technical artistry to create original stories in the medium of computer anima-

tion. Pixar’s four films in association with Disney (Toy Story in 1995, A Bug’s

Life in 1998, Toy Story 2 in 1999 and Monsters Inc. in 2001) have earned

more than $ 1.5 billion at the worldwide box office. The Northern California

studio’s next movie, Finding Nemo will be released in October 2003.

� Game Market

The video game industry has been on the threshold of seizing dominance in

entertainment for several years. “For investors, for businesses, and even for

national economies, video games aren’t child’s play. They are becoming a

dominant medium.” said Ted Fishman in Worth Magazine, 2001.

The detailed study of U.S. Government census and other economic data shows

that sales in the game software industry in the year 2000 grew at a rate of

14.9% per year, more than double the rate of growth of the U.S. economy as

a whole and outpacing sales growth in related industries.

The worldwide market for game software will generate $ 14.8 billion in sales

in 2002, according to a study released by Penton Digital Media Research.

Game sales worldwide are expected to grow at a compound annual growth
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rate (CAGR) of 7.24% from 2002 to 2007.

Conversely the average retail game price of $ 40 has remained static for several

years. Yet developers are faced with programming requirements and graphic

tasks that are increasingly more complex. In order to keep production cycles

reined in, developers are licensing source code upon which they can add their

own features and game details. This relatively new market segment, known as

middle ware licensing, is expected to grow at a CAGR of 24.8% through 2007.

The other segment expected to see the most rapid growth is online gaming.

At the end of 2001 approximately 35 million gamers visited sites featuring 3D

games, generating revenue of $ 152.2 million. Online 3D gaming subscription

revenue is expected to grow at a CAGR of 19.7% through 2007 as these sites

offer unique experiences and even episodic updates to gamers.

Figure 1.1: The forecasts expect the European online game market to reach 43%

by 2004 when there should be around 73 million online gamers, as shown on the

chart.

1.2 Related Work

As already mentioned, face animation research dates back to the early 70’s. Since

then, the level of sophistication has increased dramatically. For example, the hu-

man face models used in Pixar’s Toy Story had several thousand control points
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each [Eben 1997]. More recent examples such as Final Fantasy and Lord of the

Rings demonstrate that now a level of realism can be achieved that allows virtual

humans to play a lead part in a movie. Nevertheless, there is performance capture

and still very much manual work involved.

Methods can be distinguished according to several criteria. For instance, there

are 2D image and 3D model based methods. Recombining images can yield high

realism, but 3D face models give more flexibility in changing viewpoints, illumination

conditions, etc. The method proposed here uses 3D face models. When using 3D

modeling techniques, the synthesis can simulate the underlying anatomy of a face,

or only generate the exterior, visible shape. If one can capture the anatomy well, one

has very good control over the face, even for expressions that have not been observed

before. With its many muscles, the facial anatomy is, however, very complicated.

It is, indeed, difficult to model and control faces at such a high level of detail.

Therefore, we have opted for an ’appearance-based’ approach, that only works with

the exterior of the face. Obviously, people don’t need any knowledge about the

underlying anatomy neither in order to to tell good from bad animations.

Several papers have appeared that demonstrate this diversity in methodologies.

1.2.1 2D Morphing

For reaching photo realism one of the most effective approaches has been to re-order

short video sequences [Bregler et al. 1997] or to 2D morph between photographic im-

ages [Ezzat and Poggio 2000, Beier and Neely 1992, Bregler and Omohundro 1995].

Bregler [Bregler et al. 1997] describes an image-based facial animation system called

Video Rewrite in which the video generation problem is addressed by breaking down

the recorded video corpus into a set of smaller audiovisual basis units. Each one

of these short sequences is a triphone segment, and a large database with all the

acquired triphones is built. The principle is to re-order and concatenate the appro-

priate triphones to construct a novel sentence. Video Rewrite does not have the

capacity to generate novel lip imagery from a few recorded images, it strictly relies

on a library with thousands of samples. To generate novel video from a small num-

ber of examples as well as to model how the mouth moves, 2D morphing techniques

are explored.

These techniques typically require animators to carefully specify chosen feature cor-

respondences between frames, in order to let the result look like a real face. Most

techniques rely on a manual specification of the morph parameters [Seitz and Dyer

1996]. Beymer [Beymer and Poggio 1996] and Bichsel [Bichsel 1996] have proposed

image analysis methods where the morph parameters are determined automatically,

based on optical flow. While this approach gives an elegant solution to generating
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new images from a set of reference images, one still has to find the proper refer-

ence images. Moreover, since the techniques are based on 2D images the range

of head poses they can support is rather limited. Ezzat [Ezzat and Poggio 2000,

Ezzat et al. 2002] have demonstrated a sample-based talking-head system that uses

morphing to generate intermediate appearances of mouth shapes from a rather small

set of mouth samples. While morphing generates smooth transitions between mouth

samples, this system does not model the whole head and does not synthesize head

movements and emotional expressions. But the results for neutral, frontal speech

are convincing.

A problem with such 2D image morphing or re-ordering techniques is that they do

not allow much freedom in the choice of face orientation or in the compositing of

the image with other 3D objects, two requirements of many animation applications.

In order to achieve such freedom, 3D techniques seem the most direct route (see

figure 1.2).

Figure 1.2: A virtual character uses the hands to support the communication,

lasting a shadow from the hand on the face, which would not be supported by 2D

techniques.

As a clever intermediate step to a complete 3D approach Cosatto [Cosatto and Graf

2000, Cosatto 2002] developed a 2.5D talking head composed of different 3D facial

parts as can be seen in figure 1.3. Sample-based textures projected onto these parts

were used to achieve the required photo-realistic appearances. In combination with
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3D modeling techniques its flexibility could be remarkably enhanced. This allows,

for instance, showing a talking-head over a limited range of orientations without

being limited by parallax effects (a range of ± 10 degrees from the original view).

Our work is similar in spirit to that of Cosatto, which is probably the state-of-the-

art in realistic speech animation, but is more 3D oriented, which also allows us to

animate faces from which no speech could be observed and to show the animated

faces from arbitrary viewpoints.

Figure 1.3: Cosatto et al. introduced a hybrid approach, mixing 2D morphing

with a simple 3D mockup for the face shape. The ‘base face’ is modeled by a single

plane, while the mouth and eye parts are modeled in 3D [Cosatto 2002].

1.2.2 3D Morphing

The 2D method has the advantage that video cutouts of the complicated mouth

area can be used and combined, leading to very realistic visualizations including

tongue and teeth. Yet, there is a tendency of computer vision to evolve from pure

2D video analysis to a stronger use of 3D face models. For instance, Essa and

Pentland [Essa and Pentland 1995] analysed the 2D optical flow and improved it

by imposing consistency with a 3D model. Basu et al. [Basu et al. 1998] elaborate

on such strategy for the analysis of lip movements. Fua [Fua 1997] and Pighin et

al. [Pighin et al. 1998] developed systems for acquiring static 3D face models,

supported by an underlying 3D model.

Most approaches for modeling the human head use, indeed, a underlying 3D model

that is fitted to 2D images or 3D data. These models include often information on
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how to move their vertices in a realistic manner. Here, a distinction can be made

between appearance-based and physics-based approaches.

The former are typically based on scans or multi-view reconstructions of the face

exterior. Animation takes the form of 3D morphs between several, static expres-

sions [Chen et al. 1995, Blanz and Vetter 1999, Pighin et al. 1998] or a more detailed

replay of observed face dynamics [Guenter et al. 1998, Lin et al. 2001].

In Chen et al. work [Chen et al. 1995], the animator must manually indicate a num-

ber of correspondences on every scan, whereas optical flow does the job in Blanz

and Vetter’s work [Blanz and Vetter 1999]. Pighin et al. [Pighin et al. 1998] have

presented remarkable face animations, based on linear morphs between 3D models

acquired for different expressions. In contrast to the laser scanning techniques the

3D models are created by matching a generic model to 3D points measured on an

individual’s face using photogrammetric techniques and interactively indicated cor-

respondences. Though this approach is very convincing for expressions, it would be

harder to implement for speech, where higher levels of geometric detail are required,

especially on the lips. Photogrammetric techniques are also used in the contributions

of Guenter et al. [Guenter et al. 1998] and Lin et al. [Lin et al. 2001], to reproduce

the facial motion of a certain performer. Markers are placed on an actor’s face, and

facial motions are accurately estimated from multiple view sequences.

Figure 1.4: Kähler et al. generate head models from a range scan. The generic

head model is fitted to the scan data, whereas the muscle structure is adapted

accordingly [Kähler et al. 2002].

The latter are physics-based approaches that model the underlying anatomy in de-

tail, as a skull with layers of muscles and skin [Waters and Frisbie 1995, Pelachaud

et al. 1996, Eben 1997, Kähler et al. 2002]. The activation of the virtual muscles

drives the animation as can be seen in figure 1.4. Again, excellent results have been
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demonstrated. Emphasis has often been on the animation of emotions. So far, what

seems to be lacking is highly realistic animation of speech.

Tao and Huang [Tao and Huang 1999] applied 3D facial motion tracking based on

a piecewise beziér volume deformation model and manually defined action units to

subsequently track and synthesize visual speech. This approach is less convincing

around the mouth, probably because only a few specific feature points are tracked

and used for all the deformations. Alternatively, Reveret et al. [Reveret et al. 2000]

have applied a sophisticated 3D lip model, which is represented as a parametric

surface guided by 30 control points. The motion around the lips was tracked by 30

markers on only one side of the face and then mirrored. This automatically takes

out the small asymmetries that add to the realism of real speech. Brand [Brand

1999] generates full facial animations from expressive information in an audio track,

by applying a Hidden Markov Model (HMM). The results of the ’Voice Puppetry’

are not photo-realistic yet.

Since people can clearly tell good animations from bad ones without any knowledge

about facial anatomy, and as our envisioned applications are non-medical (games,

TV commercials, and special effects for the movie industry), we have opted for a 3D

appearance-based approach, where only high detailed externally observable motions

of the skin are used to drive a virtual character. For the first time to our knowledge

natural motions related to speech have been determined as accurate and precise in

3D and at video sampling rate. Due to the explicit knowledge of the face motions

in 3D, the shown view need not be frontal. This allows the head to freely rotate

instead of staring straight ahead the entire time.

Furthermore, we focus on highly realistic speech animation for novel characters

which seems to be lacking. We position ourselves as depicted in figure 1.5.

1.3 Baseline of the Thesis

The objective of this work is to analyse three-dimensional (3D) faces and their

deformations that come with visual speech. We use these individual facial dynamics

for the animation of any 3D virtual human characters.

The different kinds of facial motion for speech are commonly called ’visemes’, much

like the ’phonemes’ to represent the auditory components of speech [Campbell et

al. 1998]. Hence, this work proposes to study in detail the difference between faces

and the 3D motions that correspond to the different visemes. These can then be

analysed for their variability and can be ’transplanted’ on other 3D faces to animate

them, e.g. based on a text-to-speech system. The work will focus on spoken English,

but will be applicable to other European languages.
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Figure 1.5: On the one hand the work presented here produces animations for

speech that are realistic and automated to a large degree. On the other hand the

approach is fully 3D and flexible in terms of animating novel characters.

Our study of facial dynamics is intended to move towards higher spatial and tempo-

ral resolutions than what is typically found in the literature. To that end, a detailed,

3D motion field will be calculated for a dense network of points on the face. The

analysis cannot be restricted to the lips as larger parts of a face move during speech,

including at least the cheeks and chin. These motion fields will be analysed as to

their typical characteristics and individual peculiarities.

Our point of departure is the use of an existing 3D acquisition system developed by

Proesmans and Van Gool [Proesmans et al. 1998, Eyetronics 1998]. This system

projects a simple grid of lines onto an object, which is observed from a slightly

different direction by a camera. The visible part of the object is then reconstructed

in 3D from a single image, incl. the surface texture. The 3D shape is inferred from

the observed deformations of the grid. The texture is recovered by filtering out the

lines.

Because a single image suffices to create a 3D face model, a video of a talking face

will yield a series of subsequent 3D reconstructions – with continuous projection

of the pattern, that allow to capture face dynamics in detail. In principle, a 3D

reconstruction can be made from every frame. Figure 1.6 shows some example

reconstructions for a face. The reconstructions for 3 snapshots are shown from

3 different directions. From video data taken with a normal camera 25 (or 30)

reconstructions can be made for every second of movement. The quality should

suffice to carry out the intended investigation into face dynamics. Each 3D snapshot

consists of 3D coordinates for thousands of points (full grid contains 600 by 600 lines
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Figure 1.6: 3D reconstructions of a face for three snapshots and shown from three

different viewpoints. A video was taken while the subject was talking, with a grid

projected on her face throughout the duration of the 3D capture.

and for every intersection projected on the face a 3D coordinate is given out by

the system. Hence, the camera resolution is the limiting factor here and allows

about 10000 intersections in the case of PAL resolution (768 × 576 pixels)). The 3D

reconstructions can be made for snapshots at the temporal resolution of the video

camera, but the processing is done off-line. For the moment, the reconstruction of a

single frame incl. texture takes between 1 and 5 minutes depending on the hardware.

The accuracy of the system is depending on the quality of the lens system of the

camera, the slide projector and the distance between the camera and the object. 3D

measurements show a point accuracy that lies between 0.1 and 0.5 millimeter for a

face-camera/projector distance of 2.5 meters (see figure 1.7).
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Figure 1.7: The dynamic setup involves a video camera (middle)and a slide pro-

jector (left).

Although some other 3D acquisition methods have recently been proposed that can

capture scene dynamics [Rander et al. 1996, Watanabe and Nayar 1996, Guenter

et al. 1998, Zhang et al. 2003], the system proposed here seems to be particularly

appropriate. It also yields the surface texture, which is important for the extraction

of the 3D motions and for the creation of realistic models. It requires no special

markers to be put onto the face, which simplifies the acquisition of data. Moreover,

it has a higher spatial resolution (i.e. provides data at more points on the face).

For the moment, the subsequent 3D reconstructions acquired by the system stand

in isolation, i.e. every video frame is reconstructed independently and the system

has no notion of motion or temporal continuity between the content of these frames.

The extraction of the 3D flow between subsequent frames is part of this work.

1.4 Overview

The overall line of our research is as follows. From images of talking people the

lip motions and facial deformations that primarily correspond to different visemes

are extracted. These detailed changes will be captured in 3D. To animate a face

from which no visemes were learned, the learned deformation fields (i.e. 3D motion

vectors for a densely distributed set of points on the face) will have to be transferred

from faces for which they were learned to this novel face. Corresponding points on

faces are defined and searched that allow morphing from one face to another. In
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order to calculate such deformations between faces as well as temporal changes

between frames for a single face, a versatile 3D motion extraction tool is needed.

The point of departure for the animation of a new face is a simple superposition of

two deformation fields: the field to morph the example face to the new face plus the

deformations learned for the corresponding visemes.

Part of the work has been to check the validity of such simple scheme and to adapt it

if necessary. One can well imagine that the differences between the faces influences

the viseme deformation fields that have to be applied. Finally, a start is made with

the study of co-articulation and visual prosody. In fluent speech, visemes are no

longer isolated but have to be blended into a continuous face motion. Hence, the

research will consist of the following tasks;

� extraction of differences between faces;

� computation of 3D motion fields;

� characterization of visemes;

� face animation;

� co-articulation;

� visual prosody.

These tasks are now described in a bit more detail.

1.4.1 Extraction of Differences Between Faces

As already outlined, one of the goals of this research is to learn facial motions from

a restricted number of individuals, in order to be able to animate the face of the

same but also of other people. Part of the problem is to find corresponding points on

different faces, such that the motion vectors measured on one face can be transferred

to the corresponding points on the other.

To that effect, a generic head template is very useful, because of the correspondences

it makes explicit between vertices (see figure 1.8) The resulting, densely distributed

set of difference vectors between corresponding points of differently shaped tem-

plates will in the sequel be referred at as the ’difference field’. Difference fields are

calculated between 3D models of faces/heads with a neutral expression (‘neutral’ in

MPEG-4 standard).

The resulting, dense difference fields can for example be used for ’morphing’, i.e.

the transition between two faces. They can also be used to calculate an average

face. This is a useful reference. Particular faces can be represented by their dif-

ference fields with respect to the average. This representation will be used in our
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Figure 1.8: The generic head template is fitted to different faces to provide full

correspondence between them.

work. Blanz and Vetter [Blanz and Vetter 1999] already developed a technique to

calculate such difference fields between 3D face models (and in fact constructed a

complete ’Face Space’, that allows the creation of novel and very realistic faces).

This work would extend Blanzs and Vetter’s Face Space to a full 3D head analysis

(Blanz’s can be considered as 2.5D) and also differs by the use of the face mask to

guide the initialization and further extraction of the difference field. The use of such

a generic head template has the important advantage that it introduces knowledge

about the structure of faces.

We have designed the generic head template as to ensure that it also supports the

MPEG-4 standard (see figure 2.9). This is still a rather minor issue for the moment

but could become of high strategic importance in the near future. This task results

in a vector field that captures in detail the difference between reference speakers and

a face that is to be animated.

1.4.2 Computation of 3D Motion Fields

In our framework dense 3D reconstructions of faces are produced.

As explained, the motion fields will consist of I’D motion vectors between two in-

stances of motion templates as depicted in figure 1.9. This task deals, indeed, with

fitting a template to facial patches over time. The points for which the motion re-

lated deformations will be extracted are physically fixed points on the surface and

correspond to salient facial features. We suggest a distinction between ’head tem-

plates’ and ’motion templates’, because they do not have to be the same. Often
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Figure 1.9: The 3D motion fields consist of 3D motion vectors between a set of

points that is densely distributed over parts of the face.

motion templates are less detailed than head templates - they merely control them.

However, detailed motion extraction is a difficult problem and not the least for faces,

as they are only weakly textured, if at all. The requirement of having a dense network

of measurements excludes a pure feature based approach. Furthermore, the motion is

far from rigid, whence simple, parametric motion models that allow tracking in low-

dimensional spaces are not applicable. Moreover, in the mouth region that we are

especially interested in, the mouth cavity is occluded or visible to different degrees.

Hence, simple optical flow implementations will not suffice either. Finally, most

motion algorithms have been developed for 2D, not 3D [Lucas and Kanade 1981,

Tomasi and Kanade 1991, Shan 1993, Proesmans et al. 1994]. As a conclusion, an

adapted 3D motion algorithm had to be developed – an algorithm that fits a mo-

tion template to a succession of facial patches, whereas its vertices yield an explicit

correspondence between points in different frames.

This explicit correspondence will be crucial for the further analysis of the data.

The MPEG-4 compatibility of the motion templates and the generic head templates

should provide compatibility with future video-phony and video-conferencing.
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1.4.3 Characterization of Visemes

The extraction of 3D facial motions is then used to characterize the different visemes.

As to the representation of these flow fields, we go beyond the usual level of detail,

both temporally and spatially. It is known that human observers are very sensitive

to details in speech related facial motions. These observations call for an analysis

that is more detailed than what computer graphics has tended to offer. In terms

of spacial sampling, isolated feature points like the middle and the corners of the

lips are by far insufficient. In terms of temporal sampling, a popular approach is to

focus on extreme positions and to interpolate in between [Ezzat and Poggio 2000,

Pighin et al. 1998]. In this work, the dynamics will be analysed at video temporal

resolution, as in the work by Black [Black et al. 1997], and at hundreds of points,

all in 3D. Also, in order to capture the variability among visemes of the same type,

each viseme will be analyzed for different instances and for different people. The

analysis of the viseme motion fields consists of two stages:

1. The effective representation of visemes. The goal is to reduce the data and to

extract a number of basic motion components, which we coin ‘pseudo-muscles’

and from which all visemes can be composed effectively.

2. The analysis of viseme variability. Here we apply a statistical analysis to the

3D flows corresponding to the set of viseme as extracted from several exam-

ples (different instances and different people). This step will yield an average

motion field for each viseme and information on the natural and individual

variations.

1.4.4 Face Animation

The task aims at animating 3D face models with the viseme flows that have been

modeled in the previous tasks. A gradual increase in sophistication is considered:

The simplest scheme directly transplants the motions of a specific face or the aver-

age motions onto another face. The motions are expressed as a composition of the

pseudo-muscles. The linearity should make modifications based on these pseudo-

muscles quite intuitive. An interface with sliders is added for easy, manual interac-

tion.

If the result is not satisfactory, the addition of a combination of learned variations

render the effect more realistic. If the face has been used for the extraction of

visemes, the particular deviations for that person can be brought to bear.

In general, a face to be animated will not have been used for the learning of visemes.

If the aforementioned transplantation with possible variations yields unsatisfactory

results, the analysis of visemes will have to be taken one important step further.
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This would indicate that the morphometric characteristics of the face have to be

taken into account when animating the face. The difference of the physiognomy

with respect to the average face shape is calculated and used for the construction

of a viseme set adapted to the particular face. This approach takes only linear

dependencies into account.

1.4.5 Co-articulation

The basic underlying assumption of our approach is that the complete set of mouth

shapes associated with human speech may be reasonably spanned by a finite set

of visemes. In a graph-theoretic sense, the corpus of N visemes could be seen as

an N-node clique, where each node represents one viseme, and the interconnections

between nodes represent the viseme concatenations (a method of interpolating be-

tween them).

The current viseme literature indicates, that the mapping between phonemes and

visemes is, indeed, many-to-one: there are many phonemes which look alike visu-

ally, and therefore they fall into the same visemic category. Conversely, the mapping

from phonemes to visemes also has one-to-many aspects: the same phoneme can have

different visual forms. This phenomenon is termed co-articulation, and it occurs be-

cause the neighboring phonemic context in which a sound is uttered influences the

mouth shape for that sound.

Indeed, natural speech does not consist of isolated phonemes/visemes. In construct-

ing a visual speech stream, it is not sufficient to simply display fixed visemes in

sequence. Doing so creates abrupt mouth movements. One cannot afford to be too

sloppy in the morphing between one viseme and the next. At least for auditory per-

ception it seems that listeners use tacit knowledge of co-articulation during speech

perception [Repp 1982]. Consequently, an appropriate kind of interpolation between

visemes is called for. These transitions must be smooth and realistic. Furthermore,

the number of visemes can be adapted to integrate certain co-articulation effects

(the one-to-many issue).

1.4.6 Visual Prosody

This final task carries out prospective research to see how far the results can be

combined with visual prosody.

Visual prosody is the analog of acoustic prosody in the visual domain. It refers to

head and facial movements that accompany speech and are often meant to augment

it. Head nods, eyebrow raising and frowning, eye rotation, eyelid position, head

tilts, emotions, etc. are examples of facial motions we use on a regular basis while

speaking. Some of these facial motions are uncorrelated with the content of speech,

others are synchronized and their timing is therefore important.
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Ask animators what is the most difficult character to model, and the majority will

respond ‘humans’. There is a simple reason for that: We all know what humans are

supposed to look like – we are all experts in recognizing realistic human faces.

Traditionally, virtual characters have been constructed manually from two or more

views of the face or by manually digitizing plaster casts. This was a laborious and

error prone process. Fortunately, capturing the three dimensional shape of faces has

since become easier. There are many effective approaches to recover the facial geom-

etry. They rely on stereo [Devernay and Faugeras 1994], motion [Burger and Bhanu

1992], shading [Leclerc and Bobick 1991], contour [Kriegman and Ponce 1990], fo-

cus [Pentland 1987], vengeance [Krotkov et al. 1990], structured light [Proesmans

et al. 1998], silhouettes [Tang and Huang 1994], low-intensity lasers [CyberWarer],

or combinations of these technics.

Blanz and Vetter [Blanz and Vetter 1999] have shown that restricted animations

of closed mouth emotions are possible by computing correspondences between dif-

ferent laser scans and morphing them. However, recovering a head as a trian-

gulated mesh does not suffice: To animate a virtual character, an actual anima-

tion model has to be fitted to the captured data, which ranges from a few feature

points [Guenter et al. 1998, Lin et al. 2001] or feature lines [Lee and Magnenat-

Thalmann 1998][BioV irtual′s 3DMeNowr] to very dense data from laser scan-

ners [Lee et al. 1996].

Automated approaches to this fitting task can be roughly classified into the following

two categories:

� Some concentrate on tracking the head motion and some features. They typ-

ically use a fairly coarse face model that is too simple for a realistic face

animation [DeCarlos and Metaxas 1996].

� Others use sophisticated face models with large number of vertices that are

suitable for animation purposes but require very clean data - the kind produced

from a high-quality laser scanner [Lee et al. 1995].

23
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The approach proposed in this work bridges the gap between these two classes by

fitting a detailed face model, that has successfully been used to animate virtual char-

acters, to data, that has been captured from a structured light system. In contrast

to an expensive laser scanner, which circles around a person’s head to acquire high

resolution, regularly sampled range and RGB-color information (around 70000 ver-

tices and 70000 color values [Blanz and Vetter 1999]), structured light methods have

the crucial advantage of not being limited to a certain volume or a certain geometric

and textural accuracy. This more flexible data acquisition technology [Proesmans et

al. 1998, Eyetronics 1998] gives us a rough impression of the shape, but in parallel

also very fine details, depending on the degree of local and global accuracy (amount

of grid lines) that is given.

Based on these captured 3D data a head model with interior mouth structures and

eyes can be generated with very limited manual intervention. To receive an im-

pression of the appearance of such a virtual character, one integrated and finalized

male character is depicted in figure 2.1. These captured head models are in full

correspondence to each other, whereas they can be used to create further human

characters by interpolating between them or by performing a principal component

analysis (PCA) to get principal deviations from an average head model and using

them for the creation. Hence, a face can be designed by navigating through such

a ’Face Space’ [Blanz and Vetter 1999] – shape and texture independently. This

allows one to create faces that one can not or does not want to scan. To make the

quest for the appropriate face more intuitive, the ’Face Generator’ provides the user

with some high-level attributes like young/old, male/female. A generated female

character is shown in figure 2.36.

Figure 2.1: An integrated and finalized male character.
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2.1 Acquisition of Facial Patches

As has already been mentioned, we have used structured light technology to gather

the 3D data and the according texture of human faces, not only for modeling con-

vincing virtual characters, but also for analysing the motion of faces during speech.

The ShapeSnatcher system [Eyetronics 1998] has been used for this purpose. It

projects a grid onto the face, and extracts the 3D shape and texture from one single

image. The system yields several thousand vertices for every snapshot, as a con-

nected, triangulated and textured surface. These vertices correspond to projected

grid intersections, not corresponding to physical points of the face. This remeshing

task is taken into account later in section 2.3.

Figure 2.2 illustrates the quality that can be achieved with a static setup described

at the end of this section.

The ShapeSnatcher is a technology that allows to generate three dimensional (3D)

surfaces based on the use of a single image taken by an ordinary camera. It is based

on the principle of structured light. A predefined grid or pattern is projected onto

an object or a scene and is viewed by a camera from a slightly different viewpoint.

Structured light technology derives the 3D structure of the object from the defor-

mation of one ore more grid projections. The use of this technology is, however,

restricted to controlled lighting circumstances.

The ShapeSnatcher has been developed from a specific set of requirements. Its abil-

ity to capture 3D dynamics offers great potential for applications within the games

or movie industry, as well as medical and industrial applications. In contrast to

current available 3D scanners such as laser scanners the system is not restricted to

a specific working volume and a specific accuracy. The ShapeSnatcher’s advantages

compared to other 3D capturing technologies are as follows:

� It uses off-the-shelf hardware – it basically is a software solution.

� It can deal with objects of various sizes, just by changing the optics and

baseline.

� The calibration procedure is kept simple.

� It allows to extract the 3D shape and the according texture map from one

single image, if such ’one-shot mode’ is needed.

In order to determine the 3D shape, the system needs to be calibrated. The calibra-

tion procedure calculates the optical parameters of the projector, the camera, and

the relative position between the camera and the projector.

The ShapeSnatcher [Proesmans et al. 1996b] provides a simple calibration tech-

nique. During calibration the pattern is projected onto a special calibration box,
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Figure 2.2: A reconstructed facial patch (110’000 vertices) with a cutout from its

high-resolution texture image (6 mio. pixels, 24 bpp) was extracted from two images

taken from the same viewpoint in a quick succession of 40ms with and without a

projected grid.

consisting of two orthogonal planar parts each with a set of circles that are config-

ured in a square coordinate system (see figure 2.3).

From the deformation of the grid and the relative position of the circles in this sin-

gle image, the software is able to extract focal lengths of both the camera and the

projector, their skews, projection centers and their relative position.

Since the technology does not rely on any hardware, it needs algorithms to cope with

the variety of lightning circumstances, contrast sensitivity, and optical distortions

of commercially available cameras or projectors. Therefore, the work flow basically

consists of three major parts: The initial grid extraction, the grid correction, and

the extraction of the 3D shape.
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Figure 2.3: On the left the original image of the calibration box with detected

circles is depicted. On the right one view of the reconstructed calibration box is

shown.

1. Grid Extraction

The system first extracts the grid lines in the image, through a set of hor-

izontally and vertically aligned line detectors. The different edge segments

are then linked to two sets of crossing contours. The crossings are used

to generate a complete grid representation of the pattern. In order to de-

termine the lines with sub-pixel precision, a snake-like [Terzopoulos 1987,

Kass et al. 1988] process is introduced. This makes sure that the grid will

move towards the darker part of the image and let it more closely follow the

pattern lines [Proesmans et al. 1996a].

2. Correction of the Extracted Grid

Of course, the extracted grid will not be perfect yet. Depending on the quality,

the contrast, and brightness of the image, nodes or their interconnections may

have gone undetected, and similarly spurious nodes and connections may have

been found. The important difference with classical techniques lies in the fact

that no absolute correspondences between the lines in the grid and the lines in

the image are (nor can be) derived. Finding the correct connectivity between

lines is the crux of the matter [Proesmans et al. 1996b]. To that end, iterative

procedures mend the initially extracted grid. Two principles underlie this

mending. First, the grid should look square when viewed from the direction of

the projector. Secondly, the mending should lead to a consistent numbering

for the two sets of grid. Based on these principles, connections are broken

and created. These procedures allow the system to work its way around local

discontinuities in the grid.
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3. Extraction of the 3D Shape

Once the system is calibrated, it knows how to interpret the extracted grid and

can visualize the object to be modeled in 3D. The grid in the image plane can

be modeled as the cross-section of two sets of planes with the object’s surface.

To each node a depth value can be assigned [Proesmans et al. 1996b]. Of

course, there are gaps in the reconstructions for those parts not visible to the

camera. It is noteworthy that the system yields a genuine surface description,

not a mere cloud of points. The connections found between the nodes are used

in the description, that consists of small bilinear patches (the little squares of

the pattern). Thus, problems with retrieving the correct topology are largely

eliminated.

With the given setup discussed in section 1.3, shape and texture extraction could in

principle be very simple by just alternating between images with and without the

projected grid. The former would yield the 3D surface and the latter the according

texture. Alignment would be perfect, as the same fixed camera takes both images in

a very quick succession. However, the need for switching the pattern on and off would

involve complicated system and timing operations. For one thing, it would require

additional hardware to block the pattern. Moreover, if the alternations should follow

each other quickly and automatically, this would require the synchronization of this

blocking with the image acquisition by the camera. All this would be possible,

indeed, but does not support the simplicity by using just a simple camera and

slide projector. Therefore, an algorithm was developed that extracts surface texture

from an image with the pattern on. To alternate between shape and texture frames

altogether becomes superfluous. The underlying principle literally is to read between

the lines [Proesmans et al. 1998].

The setup depicted in figure 1.7 is mainly built for capturing dynamics. By replac-

ing the video camera by a high resolution digital camera and by using a specially

designed double flash device instead of a slide projector the setup can be made

portable. Eyetronics’ ShapeCam has this hardware mounted on a lightweight frame

as illustrated in figure 2.4. Using this device highly detailed 3D shapes and vivid

texture maps can be extracted. Such a setup allows one to freely move around

the subject, automatically capturing 3D geometry and textures. One can take as

many pictures as needed to capture all the details of a head that has to be digitally

reproduced.
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Figure 2.4: The ShapeCam is a portable 3D scanning system that gives users

total freedom to move around an object and capture it from every angle without

recalibration.

2.2 Matching and Merging Facial Patches

To combine different facial patches (see section 2.1) to one cylindrical, regularly

sampled representation, with aligned range and color data, an appropriate set of

tools was developed. For this purpose, Eyetronics’ ShapeWare software pipeline

provides the ShapeMatcher module. It distinguishes itself from other approaches

by its – apart from a crude manual initialization – automated matching procedure

between different patches. It can be performed on more than two patches at the

same time. Even when patches do not match perfectly or do not exactly correspond,

they can be merged into one single surface.

The ShapeMatcher module includes four modeling steps: The initialization, the

alignment, the blending, and the merging.

1. Initialization

For the initialization the interactive 3D viewer of the ShapeMatcher is an im-

portant part. It allows to interactively rotate, scale or move the set of patches

altogether or relatively to each other within a 3D world frame. The relative

position of each of the patches can alternatively be initialized by the indication

of corresponding feature points on the texture of the according patches. This

part of the interface is 2D based. Since there is a direct relationship between
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the point indicated on the 2D projection plane and the 3D coordinate on the

surface, the 2D feature points result in set of 3D points that are used to deter-

mine the euclidean transformation that is needed to align the indicated points

and thus to reposition the selected patches. Figure 2.5 illustrates the initial-

ization setup in the 3D viewer. From the time when the loaded patches have

been in their initial relative position, the following three automatic processes

can be called for.

Figure 2.5: An initialization setup is shown in the interactive 3D viewer

of the ShapeMatcher. The thumbnail viewer shows all the patches that are

loaded into the scene. It allows one to select, add, or fix a subset of patches

on which a task needs to be performed.

2. Alignment

The alignment process sets the correct relative position of all the patches that

have been selected. The principle behind the alignment process is a matching

procedure that tries to calculate the necessary transformation from one patch

to another, such that the difference in both shape and the texture of the

overlapping parts of the patches is minimized. The minimization is performed

in an iterative way and is based on the principle of the iterative closest point

(ICP). The well-known ICP algorithm was introduced by Chen [Chen and

Medioni 1991] and Besl [Besl and McKay 1992] to estimate 3D rigid body

motion. It was recently extended by incorporate color information into the

general euclidean distance error between the matched points [Feldmar and

Ayache 1996, Schüts et al. 1998].

At every step of the iteration process each patch tries to estimate for each point

on the surface the corresponding position of the point on the other patches that

lie in its neighborhood, if available. Given the point correspondences, euclidean
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transformation matrices can be calculated through a non-linear optimization,

that indicates how the patches should be moved to one another. Since these

point correspondences are not necessarily perfect (especially when the patches

are far apart, during the initialization for instance) and since the optimization

is basically non-linear, this procedure is called iterative until it converges to a

steady state.

3. Blending

The alignment process as described above sets the correct relative position of

the patches, but does not change the surface topology of the involved patches.

Conversely, the blending process will make small weighted adjustments to

the surface topology in the overlapping parts of the patches to correct for

occasional inaccuracies.

Due to technical imperfections of the acquisition system, the extracted 3D

surfaces may have been subjected to such inaccuracies that range in general

between 0.1 - 0.5 millimeters for a face using PAL resolution. Therefore the

overlapping parts show from time to time gaps or differences in shape, even

when the patches have been perfectly aligned. Nevertheless, by blending these

differences, the inaccuracies and/or noise of the surface can be leveled out.

The blending process uses the same core routines as the alignment process.

Through intersection and correlation based matching routines corresponding

points in the overlapping parts of the patches can be found. Using these

correspondences, the 3D coordinates of the surfaces are adapted and updated

by using a weighting mechanism that relies on local consistency information,

on orientation of the surface with respect to the original camera viewpoint,

and on distance from the boundaries.

Figure 2.6: The Blending of the patches

A very similar procedure is performed for blending the textures that accom-

pany the different patches. During the blending process, the texture maps

of each patch will be adapted and updated in such a way that there exists a

smooth transition from one texture map to another.
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4. Merging

The merging process generates a new surface that describes the aligned and

blended patches as one single scan. Whereas the outcome of the blending

process is still a set of independent patches or surface topologies, the outcome

of the merging process is one surface topology that consists of carefully selected

parts of the blended patches. The selection of these parts is based on the same

criteria as the blending process.

The new surface topology is also accompanied with a new texture map that

is generated as a mosaic of different (blended) texture maps that go with

the original patches. The texture coordinates of the new surface have been

adjusted accordingly to match the new texture map.

The merging procedure as described above, holds for the most general case,

where no a priori knowledge exists about the type of objects.

For human heads it is useful to generate surface representations that is based

on cylindrical mapping, which is also common among a number of laser scan-

ners. Instead of using the approach above, the cylindrical merging procedure

enforces a new topology where both the surface, as well as the texture, can

be expressed in terms of cylindrical coordinates. For faces, this results in a

representation that greatly resembles the outcome of the CyberWarer head

scanner, but much more detailed.

Figure 2.7: The Merging of facial patches to one cylindrically, regularly

sampled representation
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2.3 Fitting a Generic Head Template to Captured

Data

Capturing the 3D shape of faces has recently became relatively easy. Several scan-

ners and structured light techniques as described in previous sections are available,

that typically render a 3D face model as a cylindrical, regularly sampled represen-

tation.

Figure 2.8: From left to right: (a) game template with 500 vertices, (b) telecom-

munication template with 1000 vertices, and (c) our high resolution template with

40000 vertices for the movie market.

For a number of applications, it is required that the captured head is represented

by a very specific topology (see figure 2.8). Therefore, the original surface has to be

remodeled or ‘remeshed’ in terms of the given head template. These original surfaces

are not restricted to a cylindrical data representation as described in section 2.1 and

section 2.2, they can also be provided as an arbitrary topology. For evaluating

this kind of inputs we have generated an ’original surface’ according to the work of

Fua [Fua 2000], whereas a head template is deformed based on two images without

changing its topology. A subsequent remeshing into our topology was successfully

performed 1.

However, depending on the market or application, the head templates can be very

different. Animators for instance prefer their proprietary head templates to animate

specific characters. To integrate such characters into a feature film or a special effect

of a blockbuster, a high-quality template is usually needed to cope with the smallest

details of the scanned head and the very high demands of that specific market (see

figure 2.8.c).

1We acknowledge the Mesh Project IST-1999-10443 and its partners.
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Conversely, in a telecommunication, game, or internet application it is important

to use a maximally compact representation while keeping up most of the visual

accuracy (see figure 2.8.a/.b). In addition, the used head templates in such markets

often have to abide certain standards like the MPEG-4 standard in our case. The

feature points that are affected by facial definition and facial animation parameters

are depicted in figure 2.9.

Figure 2.9: Our hierarchical series of generic head template abide the MPEG-4

standard.

A hierarchical series of three polygonal head template defined through subdivi-

sion/interpolation processes was used in our system; so that continuous transitions

between resolutions specified for each market segment is possible at any time (see

figure 2.10). There are three market segments taken into account here: Game mar-

ket, TV market, and Movie market.

A discrete mesh definition through vertices’ insertion and adaptable refinements was

preferred, and not a parametric definition using beziér curves, b-splines, or nurbs.

Although polygons have a few disadvantages, they also have some compelling ad-

vantages. There are three main ones to such approach.

1. Topology: The template is intrinsic hierarchical and follows a multi-resolution

approach. Precise definition of vertices density and distribution is possible –

Extra polygons can be inserted into areas that require more detail, and specific

locations can be labeled in very easy fashion.

2. Geometry: The accuracy can be represented by considering generics and real-

ism.
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3. Texture: Rather than trying to work with complex parametric mapping, one

can simply select specific polygons and assign a name and texture to them.

Figure 2.10: A hierarchical series of three polygonal head template is used in our

approach. The low resolution head template consists of around 2200 vertices (all 84

MPEG-4 feature points are indicated), whereas the high resolution head template

incorporates around 40000 vertices.

2.3.1 The Generic Head Template

There are many approaches in modeling the human head. Most of these techniques

were designed to accomplish specific goals such as easier sculpting of facial features,

easier texturing, hierarchical structuring, better facial animation, and so on. Few of

these modeling techniques have the scope to achieve all the necessary goals that are

necessary for a realistic multi-resolution head model and its subsequent animation.

In fact, it is critical to provide the ’best’ possible structure, when modeling a non-

rigid moving organic form – a face. After a lot of experience by animating the

character at hand, one will find that a particular pattern of curves works best.

Generally, these curves are defined by facial features and often follow the direction

of the muscles. Among animators these curves are called ‘edge loops’ or ‘creases’ 2.

Edge loops, however, closely mimic how real muscles work as depicted in figure 2.11.a
[Faigin 1990], and if built correctly, they give good control in any position. Edge

loops can be seen as a series of rubber bands that lie over the entire head. The

degree of geometric resolution can be individually adapted by adding extra bands

where more detail is needed, around the mouth and eyes, for instance. A useful side

effect of using edge loops is an extremely efficient template that takes rendering and

subdivision issues into account.

2Character modeling, www.spiraloid.com, Bay Raitt
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Figure 2.11: From left to right: (a) A facial expression study, (b) an edge loop

sketch, (c) our low resolution head template.

As mentioned before our approach assumes a hierarchical series of three polygonal

head templates to represent a humanoid head. The low resolution head template

follows the edge loop strategy as shown in figure 2.11.c, whereas the middle and

the high resolution head templates are defined by subdividing levels of the low

resolution head template 3. We decided to fit the low resolution head template (see

figure 2.10.a) to the 3D data and adapt afterwards the head template for higher

geometric resolution, if necessary.

Our generic head template is a mesh with 4456 polygons. It has 2268 vertices for

the skin, supplemented with separate polygonal objects for eyes, eyelashes, gums,

teeth, and tongue. These supplementary facial parts are defined by another 8848

vertices in their highest representation, but they also come with lower resolution

versions to fit the needs of the application.

Furthermore, our generic head template is compatible with the MPEG-4 standard

as it contains the 84 feature points as a subset of its vertices (see figure 2.10.b);

compared to other such head templates (‘Mike’ and ‘Oscar’ (see figure 2.12.a/.b)),

our generic head template is far more detailed. Mike is a very sparse head template,

that was fully designed at DIST, a laboratory at the University of Genoa, Italy. It

is composed of 750 polygons and 408 vertices. Oscar is a more sophisticated head

template derived from the GeoFace template by Keith Waters. Oscar contains 2444

polygons and 1253 vertices in total. These templates adapt their shapes to specific

subjects by matching only 16 facial definition parameters corresponding to relevant

facial features. In our approach all vertices can be feature points and can be fitted

to the data. The head templates can be visually compared in figure 2.12.

3We acknowledge the Mesh Project IST-1999-10443 and its partners.
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Figure 2.12: From left to right: Mike, Oscar, and our generic head template.

2.3.2 Facial Feature Detection and Localization

Computerized processes of detecting and localizing facial features are crucial for

many important applications. The objective is often to localize specific points or

contours of facial features in a given facial image, whereas the output is a set of

features with their exact positions. In fact, there are many algorithms available in

this field. Conversely to these algorithms which involve only 2D images, we also

take 3D information into account.

Within the scope of this work, additional tools have been developed that allow us to

detect and localize specific features automatically, using the typical characteristics

these facial features satisfy. We have set up equations for the detection of specific

facial features or have matched given texture or shape samples for specific points

within the head template. The detection and localization only holds for the most

salient features in the face – features, that can be distinguished from other areas by

shape or color information, e.g. the eyes, the nose, or the lips.

The nose for instance is an outstanding feature in the face, because of its 3D appear-

ance and not because of any texture singularities. Therefore only local curvature

and gradient information of the facial patch is used to detect and localize the nose

tip. The nose tip can be described as the point with maximum positive curvature

in horizontal and vertical directions averaged over a close region. Mathematically

expressed, the nose tip is found at the point where

n(x, y) = (x, y)|min(max(0, cx), max(0, cy)) (2.1)
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is maximal. The two curvatures cx and cy are in fact averaged over a small region

around the points in order to reduce the influence of noise. To implement this

formula a curvature image is generated, that contains the minimum of positive

curvature in both directions. This image subsequently has to be blurred over a

certain area, because the nose tip is not a sharp peak, it is more defined by a

continuous positive curvature over a specific neighborhood. This curvature image is

subsequently mapped onto the patch and shown in figure 2.13.b.

Figure 2.13: Facial features can be detected not only by resorting either to the

facial patch texture or to the patch shape, but also by taking a combination of these

information into account.

To detect the pupilars a completely texture oriented approach was used, without

resorting to any 3D information. By applying equation 2.2 to the color channels of

the texture image, the pupilars are found at the points, where the resulting image

pupilarTexture(u, v) = red(u, v)− green(u, v) + blue(u, v)

2
(2.2)

has its darkest blobs. As shown in figure 2.13 not only the nose tip and the pupilars

can be detected automatically, but rather a large set of facial features.

Some of the depicted features points are detected by using not only one of the infor-

mation cues but both texture and 3D shape – points that represent for instance eye

corners, eyebrows, or lips. By resorting texture and 3D information the robustness

could be increased.

Feature points like [MPEG-4 9.12] or [MPEG-4 9.1] are found by detecting other

features points first and use this information to roughly localize the region of interest

for the specific feature points.
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2.3.3 The Global Morph

To crudely align the generic head template with the neutral scan of an example face,

a transformation has to be found, that incorporates rigid-body translation, rotation,

and anisotropic scaling , followed by piecewise horizontal stretches for keeping indi-

vidual proportions.

An arbitrary sequence of such rigid-body transformations is called an affine trans-

formation, it has the property of preserving parallelism of lines, but not length and

angles. Affine transformations can be expressed as follows:

x′ = Ax + t (2.3)

The matrix A includes rotation, scaling, and shearing, whereas the translation is

represented by the vector t. Since the head template is assumed to undergo only an

anisotropic scaling and a euclidean transformation the shearing needs to be elim-

inated from the solution. This is done by applying a QR decomposition to each

intermediate solution of our iterative process, where the shearing is set to zero (see

equations 2.4). In the final stage of this restricted affine transformation process,

some residual rotations are estimated, because undoing shearing also eliminates

possible rotation, which is performed with the help of small angle representation

and quaternion conversion.

A = QR, Q =

 rot11 rot12 rot13

rot21 rot22 rot23

rot31 rot32 rot33

 , R =

 scale1 shear1 shear2

0 scale2 shear3

0 0 scale3


(2.4)

In the first stage, we guide the global morphing process by a set of at least four

distinctive feature points. These feature points can be extracted automatically as

described in subsection 2.3.2, but also indicated manually on the example face.

This initialization is performed to avoid the situation, where initially no correspon-

dences between the generic head template and the facial scan may have been found

- so the generic head template would not morph properly. To support this process

optimally, we usually take the ten most important MPEG-4 feature points into ac-

count (see top row of figure 2.14). Although these ten feature points can be detected

automatically, they are typically manually indicated in production.

In a second stage the generic head template is constantly morphed during the next

few iterations to find its optimal match to the facial patch, taking only the rigid-

body transformations into account. In every iteration the initial correspondences

and the complementary correspondences of the generic head template and the fa-

cial patch are involved. In general, all vertices of the generic head template that
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Figure 2.14: Both initial correspondences (top row) and complementary corre-

spondences (bottom row) are used to estimate the overall shape of the scan.

are labeled as ’skin’ are considered to find complementary correspondences. They

are found by checking whether the vertex normals of the generic head template are

roughly parallel to the quad normals of the scan along the normals of the generic

head template (see bottom of figure 2.14).

The solution to the equation system 2.3 is calculated for each iteration and results in

an affine transformation without shearing, whereas the influence of the complemen-

tary correspondences can be defined once in the range of 0 and 1. If the influence

is chosen low, the result will move rather towards the initial correspondences than

towards the rest of the scan. But if the influence is chosen high, also the complemen-

tary correspondences become initial ones and the generic head template is adapted

according all the considered correspondences.

Indeed, a tool that automatically generates such a global transformation without

allowing for manual intervention, is more of a frustration than a help. In the same

vein, the anisotropic scaling can be influenced, too. This part of the global morph

is indeed largely automatic, but may require sometimes a bit of manual help, espe-

cially to shape or estimate the back of the head, if it has not been scanned. This

situation is shown in figure 2.15.
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The over-constrained equation system 2.3 is solved in each iteration with the help of

a singular value decomposition (SVD) [Strang 1988]. We have applied a numerically

stable version of SVD, that is part of a fortran library called LAPACK.

After this restricted affine transformation, the salient features may not be well

aligned yet, because of individual biometrics. The eyes for instance could be at

a different height from the nose tip. In order to correct for such flaws, a piecewise

constant vertical stretch is employed. The face is divided vertically into five inter-

vals, ranging from the top of the head to the eyebrows, from the eyebrows to the

eye corners, from the eye corners to the nose tip, from the nose tip to the mouth

corners, and from there to the bottom of the chin. Each part of the transformed

generic head template is vertically scaled in order to bring the border points of these

intervals into good correspondence with respect to the scanned data, beginning from

the top of the head.

Figure 2.15: The facial scan and the generic head template are brought into

coarse correspondence by taking the following four steps: (a) Initialization, (b)

scale guidance, if necessary, (c) affine transformation without shearing, (d) piecewise

vertical stretch.

The global morph is responsible for fixing the overall shape of the head. The corre-

sponding process is depicted in figure 2.15 with the anisotropic scaling tool as the

centre of attention. The next section describes how the geometry of the transformed

generic head template is matched to the facial scan in detail.

2.3.4 The Local Morph

The local morphing process takes care of adapting the generic head template to

the scan in order to make it a complete clone. It starts from the globally morphed

generic head template of the previous step. This local morphing maps the topology

of the generic head template precisely onto the given shape, while passing a three

step process. The first step focuses on moving all the vertices of the generic head

template according to a set of distinctive feature points, whereas in a second step a

subset of the vertices is projected onto the facial scan. A last step cares about the
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interiors of the generic head template.

Figure 2.16: A set of distinctive feature points indicated in white on the left hand

side of the image is used to perform the local morph.

As an initialization the local morph starts from the correspondences for a few salient

points indicated in figure 2.16. This set includes the ten feature points of the global

morph, but also several additional points, mostly defined in the MPEG-4 standard.

Depending on the quality of the scan and the quality of the final mapping, a variable

number of feature points have to be initialized. These feature points can be auto-

matically detected by resorting texture and/or shape, but the implemented process

also allows for manual intervention like the global morph, and allows one to indicate

feature points at any time. Usually feature points on the front head or cheeks are

very difficult to detect or estimate automatically, because there is practically no

distinctive shape or color information available. Although a good mapping without

any manual interaction is possible, the mapping is often made perfect by helping

the system manually.

The 3D positions of the chosen feature points serve as anchor vertices, to map all

remaining vertices of the head template to the data. The result is a head model with

the shape and texture of the example face and with 2268 vertices at their correct po-

sitions. This mapping is achieved with the help of Radial Basis Functions (RBFs).

RBFs have become quite popular for face template fitting [Pighin et al. 1998,

Noh and Neumann 2001]. They offer an effective method to interpolate between a

network of known correspondences. RBFs describe the influence that each of the

known (anchor) correspondences have on the nearby vertices in between. Consider

the following equations

pi = [Xi, Yi, Zi]
T , p′i = pi +

m∑
j=1

wijdj (2.5)

which specify how the positions pi of an arbitrary vertex of the deformed head

template is changed further into p′i under the influence of m anchor vertices aj. The
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shift is determined by the virtual displacements dj given to these anchor vertices and

the weights wij. More about these virtual displacements is to follow. The weights

depend on the distance of the intermediate vertices pi to the anchor vertices aj:

sij = |pi − aj| , wij = hj(sij/rj) ∧ sij ≤ rj (2.6)

where rj is a cut-off value for the distance beyond which wij has to be zero, and

where in the interval [0, rj] the function hj(x) is one of two types:

hj(x) = 1− xlog(b)/log(0.5), b ≈ 5 (2.7)

hj(x) = 2x3 − 3x2 + 1 (2.8)

Figure 2.17 shows these two functions.

Figure 2.17: The local morph employs two types of RBFs: An exponential and a

hermite type.

The first type is an exponential function yielding weights that decrease rapidly

when moving away from the anchor vertex, whereas the second type – a hermite

basis function – falls off more slowly.

Even if different RBF types were implemented, only the two types mentioned above

are taken into account further on. The exponential type is used at vertices with

high curvature, limiting the spatial extent of their influence, whereas the hermite

type is used for vertices in regions of low surface curvature, where the influence of

the vertex should reach out quite far. If the generic head template, which is of

a rather Caucasian type, has to be mapped onto the head of an Asian person for

instance, hermite functions will tend to copy the shape of the mesh around the eyes,

whereas one wants local control in order to narrow the eyes and keep the corners

sharp. Conversely, hermite functions are used to give the head template its overall

shape. They are usually selected for anchor vertices above the eyebrows and on the

cheeks.
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Figure 2.18: The selection of RBF is adapted to the local geometry. The effect

that results from switching from hermite to exponential type is shown on the top

(a), whereas the effect of switching from a small to a big scale for a vertex on the

forehead is shown on the bottom (b).

The effect on the front head of changing the RBF type from hermite to exponential

is illustrated in the top row of figure 2.18, the smaller influence region results in an

unnatural dip.

The size of the region of influence is also determined by the scale rj. The influence

of changing scales is shown in the bottom row of figure 2.18. The scale rj and

the function type hj(x) have been fixed beforehand for the different anchor vertices

aj. In fact, the generic head template hold not only information about the space

positions and the texture map coordinates of anchor vertices, but also this kind of

additional attributes.

The virtual displacements dj of equation 2.5 are determined by demanding that the

anchor vertices undergo the (known) motions that map them from the generic head

template onto the 3D data. This condition leads to a system of equations for the X,

Y , and Z components of the anchor vertex motions, which are combined into three
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column vectors cX,Y,Z resp.

AdX,Y,Z = cX,Y,Z (2.9)

In this equation 2.9 the vector dX,Y,Z represent the column vectors containing all

the X, Y , or Z components of the virtual displacement vectors dj. The influence

matrix A contains the weights that the anchor vertices apply to each other. We

have to inverse A to be able to calculate the adapted displacements dX,Y,Z .

In fact, any n × m matrix B can be written as the product of a n × m column-

orthogonal matrix U, an n× n diagonal matrix Λ with positive or zero elements in

decreasing order, and the transpose of an n×n orthogonal matrix V. Because A is

a square matrix and n = m, the matrices U and V are also square. The inverse of

matrix A becomes therefore

A−1 =
(
UΛVT

)−1
=
(
VT
)−1

Λ−1U−1 = VΛ−1UT . (2.10)

As U−1 = UT and V−1 = VT , matrices U and V are orthogonal, whereas their

inverse matrices are equal to their transposes. One can expect having some problem,

if one or more entries of matrix Λ are zero or very close to zero. Matrix A is singular

in that case. For our system of linear equations 2.9, the equations 2.10 can be used

to obtain its solution:

dX,Y,Z = A−1cX,Y,Z = V[diag(1/λj)]U
TcX,Y,Z (2.11)

If λj is zero or close to zero , one must replace 1/λj (infinity) with zero in equa-

tion 2.11. When matrix A is singular, our equation system 2.9 will not have a

solution, but replacing 1/λjwith zero will provide the closest dX,Y,Z that minimizes∣∣AdX,Y,Z−cX,Y,Z

∣∣ in the least square sense. After solving our system of linear equa-

tions 2.9, the interpolation is ready to be applied to the rest of the vertices of the

deformed head template pi as described in equation 2.5.

Figure 2.19: For a small subset of vertices lying in a cavity, cylindrical mapping is

not carried out to preserve geometrical detail at places where captured data quality

deteriorates. This is illustrated for the left nostril.
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The second step in the local morph process projects the interpolated vertices onto

the 3D face scan. This is achieved via a ’cylindrical mapping’. As mentioned in

section 2.2 both the surface and the texture of the face scan are expressed in terms

of cylindrical coordinates. However, the generic head template is transformed into

the same cylindrical coordinate system and finds its corresponding vertices on the

face scan by following the specific radial axes until they intersect with the facial

scan. All the vertices are subsequently moved to the specific points on the scan, if

intersections are detected.

This cylindrical mapping is not carried out for a small subset of vertices, which lie

in a cavity. The reason is that the acquisition system does not always produce very

accurate data in cavities. The position of these vertices should be determined fully

by the deformed generic head template, and not get degraded under the influence

of the scanned 3D data. These specific regions are indicated on the left hand side of

figure 2.19. The nostrils are cases in point: the extracted 3D grid is too smooth there

and does not follow the sharp dip that the nose takes. The generic head template

is let to dominate the fitting procedure and caters for the desired high curvatures,

as can be seen. Extreme examples where the generic head template takes absolute

preference are the eye sockets and the mouth cavity. A third step in the local morph

Figure 2.20: The interconnections between the lips and the gums are partially

influenced by the jaw motion and by the RBF network, based on the anchor vertices

to guarantee continuity.

processing cares precisely about the adaptations in these areas. The eye sockets and

the eyelids are adapted automatically based on the position of the pupils, the eye

size, and a collision detection between the eyes and the eyelids. In case the initial

eye positions and sizes determined by the previous steps do not give the desired

result, interaction tools have been developed to adapt the size and position of the

eyes as well as collision detection parameters.
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The interior of the mouth is a supplementary polygonal object and part of the

generic head template. It contains besides teeth, gums, and tongue also the skin

that connects all these interior objects to the lips. Typically, scarcely any 3D data

will be captured for this region, and those that are captured tend to be of a rather

low quality. However, the upper mouth interior is fixed rigidly to the rest of the

generic head template and has already received its position through the global trans-

formation, possibly with a further euclidean transformation if the face to be modeled

has an unusual position with respect to the skull. The lower mouth interior follows

the jaw motion (see subsection 2.5.2), and the interconnections between the lips and

the gums are influenced not only by the jaw motion but also by the RBF network

explained above to guarantee continuity as depicted in figure 2.20. Mechanical and

morphological issues of the oral cavity and the eyes are discussed in section 2.5.

2.4 Face Generator

3D scanning is one possibility to create a face to be animated. An alternative is

to create a synthetic face interactively. That is the goal of this section. In fact, to

create a novel 3D head model from scratch is a matter of hours and one would not

want to repeat such process for every single face that has to be animated. The Face

Generator that will be described in this section enables the user to automatically

and intuitively generate 3D faces in a method similar to profiling. This approach

is based on the statistical analysis of existing human faces, scanned and put in

correspondence with a generic head template, to build a continuous representation

space that is well known as ‘Face Space’.

The term ‘Face Space’ was first introduced by Turk and Pentland [Turk and Pentland

1991], in the field of face recognition. They extracted the relevant information

contained in an image of a face by capturing the variation in a collection of face

images, independent of any judgement of features, and using this information to

encode and compare individual face images. In mathematical terms, the principal

components of the distribution of faces were extracted. These principal components

or ‘eigenfaces’ can be thought of as a set of basic deviations from the average face,

which together characterize the variation between face images. Each face image in

the training set can be represented exactly in terms of the sum of the average face

and a linear combination of the eigenfaces. The number of possible eigenfaces is

equal to the number of face images in the training set. However, the faces can also

be approximated using only the best (most dominant) eigenfaces – those that have

the largest eigenvalues, and which therefore account for the most of the variance

within the set of face images. Blanz and Vetter [Blanz and Vetter 1999] used the

PCA idea to synthesize face and extend its use to 3D.
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Indeed, the 2D approach of Turk and Pentland has been extended to a morphable

model for the synthesis of 3D face models, where the training set consisted of

high resolution 3D facial scans (geometric and textural data, extracted with a

CyberWarer scanner). The correspondence problem is even more crucial for this

Figure 2.21: Only adding 3D coordinates and texture values of points that belong

together, such as the eye corners, result in a proper 3D morph [Blanz and Vetter

1999]

kind of 3D morphing technique than in the work of Turk and Pentland, where the

correspondences are just pixelwise. If we would follow the strategy of Turk and

Pentland by adding the texture values and 3D coordinates of the facial scans point

by point, the result would obviously not result in what we want (see figure 2.21).

Depending on the location of facial features in the scans, we would end up with

two mouths and four eyebrows for instance. Only a correct alignment of salient

feature points allows acceptable intermediate morphs. However, if we always add

3D coordinates and texture values of points that correspond, such as the corners

of the mouth in each face, we obtain a flawless 3D morph. In Blanz and Vetter’s

approach, dense correspondences are found automatically starting from which a 2D

parameterization of the surface, such that the problem is not too different from a

pair of images.

By computing the average face and the main modes of variation in the data through

principal component analysis (PCA), a compact parameterization of plausible face

deformations and textural changes was found. This results in a continuous mul-

tidimensional space for the representation of faces. Within this space, each point

characterizes the geometry and texture of a particular face: The topology und the

UV map themselves remain fixed and is equal to that of the generic head template,

while the appearance is chaging. Also the texture images have a fixed size and cor-

respond pixelwise to each other, whereas the color of the pixels is given by an RGB

value. Intentionally, the shape analysis is kept apart from the texture analysis to

be able to manipulate them independently, while designing a novel face. Because

the extracted texture and shape parameterizations are not intuitive per se, char-

acteristic attributes were calculated and provided as normalized sliders in the Face

Generator.
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Finally it has to be noted, that also supplementary polygonal objects like eyes

and mouth interiors can be included into the 3D morphable head model from the

beginning. But for simplicity and structural issues all these facial add-ons are kept

apart for now and will be added and adapted afterwards (see section 2.5).

2.4.1 Preprocessing of the Data Set

Depending on the illumination, the head orientation, and the quality of the capturing

system, the extracted head models still contain some irrelevant or even disturbing

information for our purpose. Additional preprocessing and correction tools have

been developed and applied to the entire set of l head models, to best prepare

them for a subsequent statistical analysis. The generic head template was used as

a reference head model.

The first part of the preprocessing cares only about geometrical issues and calculates

the appropriate euclidean transformation to bring each head model to a standard

orientation and position in space. As a matter of fact, the head models are initially

oriented and positioned according to the individual facial scans and not according

to a specific location and orientation. This geometrical preprocessing routine is

very similar to the global morph, described in subsection 2.3.3. The routine differs

only in the fact that we do not involve complementary correspondences and scale

factors, but include the same distinctive subset of vertices that mainly belongs to the

frontal part of each head model. As a result we get perfectly aligned head models. If

this routine would not have been performed, the dominant face deformations in our

Face Space would probably be produced by misalignment and not by the different

physiognomies we are highly interested in. Figure 2.22 shows six of the aligned head

models.

The second part of the preprocessing attends to the texture of the head models.

This part is divided into two separate tasks. On the one hand, the initial texture

map coordinates have to be brought into agreement with a reference head model

to transform the original texture accordingly to generate a pixelwise corresponding

texture image. On the other hand, a color correction routine has to be provided that

cares about the illumination, color tones, and non-skin adaptations (see figure 2.23).

The first issue in the texture preprocessing is to put the texture images of the

head models in pixelwise correspondence. Since all head models are assumed to

be in topological correspondence, it is sufficient to transform the textures images

accordingly. In our system the head models are represented in terms of a particular

topology, The n vertices of this topology hold information not only about space

position X, Y , and Z, but also about the corresponding texture map coordinates

U and V and additional attributes mentioned in subsection 2.3.4. We represent the

vertex space position pik, the vertex texture mapping vik, and the pixel tuvk of the

head model topology qk and its texture image tk as follows:
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Figure 2.22: The column on the left shows snapshots of two males. The middle

column provides snapshots of two females, whereas the column on the right illustrate

a Negroid and an Asian head model.

Figure 2.23: The texture preprocessing incorporates two routines, firstly a texture

transformation and secondly a texture correction. The resulting texture images of

the head models depicted in figure 2.22 are provided here.
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pik = [Xik, Yik, Zik]
T , vik = [Uik, Vik]

T , qik =

[
pik

vik

]
, qk = {qik | ∀i ∈ [1, n]} ,

tuvk = [Ruvk, Guvk, Buvk]
T , tk = {tuvk | ∀u ∈ [1, m1],∀v ∈ [1, m2]} . (2.12)

Texture mapping can be generally described as the application of a texture image

tk to an appropriate surface qk according to the texture coordinates U and V of

the n vertices. To perform this mapping a function fk(tk,qk) was developed. In

the case of the reference head model the mapping is expressed by fref (tref ,qref ). In

combination with a further function gk,ref (tk,qk, tref ,qref ), that provides the corre-

spondence between the different head models, an isomorph texture transformation

can be completed (see equation 2.13).

t′k = fref ◦ gk,ref ◦ f−1
k (tk,qk) (2.13)

This texture transformation is applied to all texture images in the data set. Fig-

ure 2.24 shows the procedure in a more intuitive way. The texture image that is

partially illustrated in figure 2.16 is an image of 2048 by 1142 pixels and is trans-

formed into a texture image with m1 = m2 = 1024.

Figure 2.24: The texture transformation is applied to all texture images tk in the

data set to receive pixelwise corresponding texture images t′k. One t′k is depicted

between its original texture image tk on the left and the UV map of the reference

head model on the right.

The texture correction is implemented as a routine in AdobePhotoshopr and is

divided again into two steps. On the one hand, the texture images have to be cleaned
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up in terms of removing regions where a shower cap or hair is displayed and refilling

these regions with a suitable skin color. On the other hand the texture images

have to be balanced carefully, because of different illumination conditions during

the capturing sessions. Tone and color balancing is highly sensitive and quite easily

leads to unrealistic appearances. Sometimes the texture correction needs human

interaction to make the corrections perfect.

2.4.2 Analysis

The Face Generator is based on a set of l detailed textured head models that have

been extracted from 3D acquisitions of real human beings. Dozens of faces, differing

in age, race, and gender, were piped through the acquisition, remeshing, and pre-

processing procedures described above to achieve full correspondence among all the

l head models (see figure 2.22 and figure 2.23).

We represent the geometry of the kth head model with a shape-vector pk = [pT
1k,p

T
2k,

...,pT
nk]

T ∈ R3n, that contains the X,Y ,Z-coordinates of its n vertices. The texture is

represented similarly with the texture-vector tk = [tT
11k, t

T
12k, ..., t

T
m1m2k]

T ∈ R3m1m2 ,

that contains the R,G,B color values of the m1×m2 pixels of the texture image tk.

Since all l head models are in full correspondence, a new head model can easily be

expressed as a linear combination of the shapes pk and textures tk of the l exemplar

faces:

pnew =
l∑

k=1

akpk, tnew =
l∑

k=1

bktk,
l∑

k=1

ak =
l∑

k=1

bk = 1. (2.14)

The morphable head model that is the underlying technology of the Face Gen-

erator is defined as a set of head models, parameterized by the coefficients a =

[a1, a2, ..., al]
T and b = [b1, b2, ..., bl]

T . In fact, these parameters have to be restricted

in a way, that the plausibility of being a realistically looking head model is satisfied

in all circumstances. The probability distribution for the parameters a and b can

be estimated from the training set of the l head models. This distribution adjusts

the likelihood of the shape and texture of the generated head model. Multivariate

normal distributions were fitted to the set of head models based on the average of

the shape and texture vectors and their variances.

The principal component analysis (PCA) is perhaps the most widely used classical

multivariate analysis method and a common technique for data compression. It was

first described by [Pearson 1901] and further developed by [Hotteling 1933] at the

beginning of this century.
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The basic idea of PCA is to describe the dispersion of an array of l points in a

n-dimensional space by defining a new set of orthogonal linear coordinates so that

the sample variances of the given points with respect to these new coordinates are

in decreasing order of magnitude. Thus, the first

principal component is such that the projections of

Figure 2.25: PCA of a bi-

variant data set

the given points onto it have maximum variance among

all possible linear coordinates – the second principal

component has maximum variance subject to being

orthogonal to the first – and so on. A geometric in-

terpretation of this idea can be shown as follows: The

inverse of the sample covariance matrix defines a set

of concentric ellipsoids entered on the sample cen-

ter of gravity. The PC transformation of the data

is just the projections of the observation onto the

axes of these ellipsoids. Figure 2.25 illustrates the

situation for the 2D case. The original coordinates

x = [x1, x2] are transformed by a shift of the origin to the sample mean y = [y1, y2]

followed by a rigid rotation about this origin that yields PC coordinates u1 and u2.

That means we have the following problem:

Problem :

Let x = [x1, ..., xn] be the n coordinates of one observation.

We seek a transformation x → y = [y1, ..., yn] such that yk ∈ y are uncorre-

lated and the variances σ2
k of the components yk ∈ y are sorted in descending

order.

Solution :

This problem can be solved by a spectral decomposition of the corresponding

covariance matrix Σ.

In order to fix the mathematical notation, we will subsequently describe the PCA

of our shape pk collection in more detail, but the collection of texture images tk is

treated similarly. However, the considered data set consists of dozens of face shapes

that are given as vectors pk = [pT
1k,p

T
2k, ...,p

T
nk]

T with n = 2286 vertices for the skin.

In fact, the number of considered faces l in this analysis is permanently increasing.

To simplify the formalism, we centre the parameter signals of the shapes beforehand

by calculating an average model p̄ and an instance specific difference vector ∆pk:

p̄ =
1

n

l∑
k=1

pk, ∆pk = pk − p̄, ∆P = [∆p1 · · ·∆pl] . (2.15)
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Note, the l difference vectors span only a (l − 1)-dimensional space; the missing

dimension originates from the linear dependence
∑l

k=1 ∆pk = 0. The corresponding

unbiased covariance matrix Σ ∈ R3n×3n is consequently rank-deficient:

Σ =
1

l − 1

l∑
k=1

∆pk∆pT
k =

1

l − 1
∆P∆PT , rank(Σ) = l − 1. (2.16)

Instead of calculating the full eigensystem of the covariance matrix Σ, we propose

to work in the (l− 1)-dimensional subspace that is spanned by ∆P, in order to find

the eigensystem of our data. To do so, we project the difference vectors ∆pk into

this lower dimensional space, the orthogonal basis O of which can be constructed

by Gram-Schmidt orthonormalization χ:

O = [o1 · · ·ol−1] = χ
(
∆p1, ...,∆pl−1

)
, ∆p̂k = OT∆pk. (2.17)

Note, one arbitrary ∆pk must be dropped for the construction of O, and ∆p̂k

denotes the projection of ∆pk onto the subspace spanned by O. The covariance

matrix Σ̂ and the resulting PCA of Σ̂ can subsequently be calculated according to:

Σ̂ =
1

l − 1

l∑
k=1

∆p̂k∆p̂T
k

PCA
= ÛΛÛT , Λ = diag (λ1, ..., λl−1) . (2.18)

The sought PCs of the original covariance matrix Σ can then be found by back-

projecting the eigenvectors Û onto the original shape space, where they define a set

of object-specific eigenmodes uk:

U = [u1 · · ·ul−1] = OÛ. (2.19)

The five most dominant eigenmodes of the considered data set are displayed in

figure 2.26. The leftmost head model in the top row visualizes the average. Whereas

the representation in the middle of the top row shows the first eigenmode u1, the

amplitude of which has been normalized according to the corresponding variance

λ1. The following shape variations u2 through u5 have been accordingly generated.

Since we know that all eigenmodes are uncorrelated, we can thus decorrelate the

original shape description by expressing the centered shape vector ∆pk in terms

of the basis vectors uk. This can be achieved by simply projecting them onto the

eigenspace, thereby calculating a scalar product with each basis vector uk:

sk =
[
s1k, ..., s(l−1)k

]T
, sk = UT∆pk, pk = p̄ + Usk. (2.20)
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Figure 2.26: The five most dominant eigenmodes of the head model population.

The various shapes are obtained by evaluating pk = p̄ + uksk, with sk = ω
√

λk and

ω = 3. Greyscales indicate the degree of local deviation from the average (average

deviation is 1.9% of the head height).

Hence, the components of the transformed shape representation sk are uncorrelated

(UUT = I), and the corresponding variances σ2
j of the components sjk (with respect

to the considered data set) are given by λj.

In as far as the distribution is nearly Gaussian the probability for the coefficients sk

is given by

p(sk) ∼ exp

[
−1

2

l−1∑
j=1

(sjk/σj)
2

]
. (2.21)

Faces are represented by points sk in this Face Space, whereas the origin corresponds

to the average face. Each axis corresponds to the deformation represented by one

of the principal components. The coordinate corresponding to an axis expresses the

degree to which this deformation is applied, from the average. Face Space not only

offers a very compact representation of faces, but also a natural one as the different

degrees of freedom all correspond to plausible changes that preserve the face-like

look of the result. In this work Face Space is mainly exploited for designing a novel
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face by navigating through it – shape and texture independently. A second use of

Face Space is a direct preparation for the animation stage, but this issue is discussed

later (see chapter 4).

In parallel, the texture images tk are processed similarly to the shapes pk. This

process is intentionally kept apart. This allows the user to manipulate the face

shape and texture independently, which makes face design easier:

pnew = p̄ + Upspnew, tnew = t̄ + Utstnew. (2.22)

This allows the user to create faces that one can not or does not want to scan. In fact,

Face Space can be exploited in several ways: On the one hand, the morphable head

model can be adapted until the shape fits the extracted silhouettes and features in

photographs of a target head. Having extracted the shape of the face the interesting

part of the photographs are cropped and mapped onto

Figure 2.27: A black boy

was generated using Face

Space.

the designed shape to act as an appropriate texture

(see figure 2.27). On the other hand synthetic avatars

can be generated within a few minutes by careful nav-

igation in Face Space. To make the quest for a spe-

cific type of face more intuitive and more purpose-

ful, a graphical user interface has been developed. It

consists mainly of normalized sliders that represent

characteristic attributes such as weight, age, gender,

skin color, and global/local morphology of the head.

Crowds can be generated automatically by randomiz-

ing these attribute values over certain ranges.

2.4.3 Characteristic Attributes

In general, the shape and texture coefficients sp and st in our morphable head

model are treated separately and do not correspond to intuitive facial attributes

per se. Whereas some facial attributes can easily be expressed by numbers, like

distance of the eyes, others like degree of obesity, masculinity, or attractiveness are

more problematic to describe in biophysical measurements, they correspond more to

directions in Face Space (see figure 2.28). Each 3D head model in the data set is la-

beled in order to evaluate a certain number of general characteristics/morphological

attributes. Local characteristics such as shape of the lips, the eyebrows, and the

nose are also taken into account. An analysis of the distribution and importance

of each of these attributes allows the characterization of a base of vector attributes

within the space of the previously defined principal components. Defining this kind

of vector attributes has two direct consequences:
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Figure 2.28: New faces can be constructed in Face Space through the manipulation

of characteristic attributes. The figure shows the effect of operating the normalized

slider for gender.

� A face geometry and texture can be intuitively characterized by specifying the

value of each morphological characteristic for the sought face.

� Analyzing the distribution of morphological attributes of human faces allows

one to ensure the realism of the generated model.

Facial attributes, defined heuristically, are mapped to the parameter space, such that

the specific attributes can be manipulated by keeping the other changes as small as

possible. This is performed through linear regression. In our implementation, we

made a distinction between three different attribute classes:

1O The individual attribute (caricature):

pcaricature = pindividual + α (pindividual − p̄) , α > 0

2O The binary attribute (gender):

p♀-ised = pindividual +α∆p♀, α > 0, ∆p♀ =
1

♀

l∑
k=1

(pk=♀ − p̄) , ∆p♀ +∆p♂ = 0

3O The feature attribute (weight):

pdiet = pindividual + α∆p◊, α > 0, ∆p◊ =
l∑

k=1

µk (p◊ − p̄) , µkis heuristic.

Instead of working directly on the geometry and texture or on the principal compo-

nent level, the computer graphics artist can choose and modify these attributes in

order to intuitively model and generate an infinite number of different faces. While

the artist’s talent remains essential in designing a head model, her work has been

simplified by the relative degree of automation of the Face Generator.
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2.5 Integration of Different Facial Parts

This section focuses on completing the designed head model in the previous sections

with supplementary polygonal objects for hairstyle, eyes, eyelashes, gums, teeth,

and tongue. These objects are positioned automatically with respect to the skin.

Nonetheless, a set of parameters have to be set by hand to individualize the imported

generic objects.

Indeed, the individual details, like teeth alignment, iris size, and eyelash bending,

have to be adapted manually, as scanner data are of low quality in such areas, if

available at all. Depending on the quality that has to be achieved, these facial

objects are of low, middle, or high textural and geometrical resolution as depicted

in figure 2.29. Obviously, their addition is absolutely necessary if one wants to attain

realism.

Figure 2.29: Eyes and mouth interior are available in three resolutions: In the top

row the mouth interiors are shown consisting of either 851, 2050, or 8316 vertices.

The bottom row display the different eye models, they consist of 98, 266, or 3279

vertices.

The integration tool allows one to predefine geometrical and textural objects in

an appropriate database and automatically integrate these objects in the character

hierarchy (see figure 2.30). Furthermore, it maximally automates repetitive and

tedious tasks required to define and parameterize these facial objects to form a

complete character. With the help of the integration tool the color of the eyes can

be changed by one single click, that sets off a replacement of the iris texture on the
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Figure 2.30: Eyes and mouth interior are automatically selected from the database,

depending on the chosen quality. A first positioning and junction to the skin is

immediately performed.

one hand. On the other hand, the mesh of an individual tooth can be adapted or

even replaced very easily using the graphical user interface illustrated in figure 2.33.

Once these parts have been added to the head model, the junctions with the lips

and the eye sockets are created and these complementary elements are adapted and

linked in the appropriate way. They change their size or position consistently with

changes applied to the skin of the head model. The size of the teeth will adapt to

the size of the mouth interior or will change their positions according to the jaw

rotation during an animation. Eyes are repositioned according to eye sockets.

2.5.1 Eyes Parameterization

Concerning the eyes, the main property to implement is the functional rotation. One

thing to notice in the eyes’ behavior is that, unless a special mad-cow expression

is intended, they normally do not move independently. Typically, the same motion

is applied to both eyes simultaneously. This can be achieved by defining a target

constraint for each eye, and by linking the motion of both targets together. This

way, both eyes will follow the motion of the targets. Besides, they will remain

pointing at these targets when the head moves, which is a behavior very difficult to

insure manually.

Figure 2.31: Target constraint are defined for each eye and linked together such

that focusing, traveling and, raising/lowering is easy to handle.
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Another functionality to bring to the eyes is the blinking of the eyelids, where the

junction and orientation constraints of the eyelashes are set automatically. This can

be achieved for instance by interpolating the shape of the eyelid between wide open

and wide shut positions by taking in-between targets into account. The ‘simultane-

ous’ control of the blinking is also required here since the eyelids normally do not

move independently. As a matter of fact, some ‘emotional’ keyshapes are provided

that allow the user to move the eyelids individually. In any case, the emotional

aspects are addressed later in chapter 4.

The color of the eyes can be changed by importing a iris texture image from the

database, of course this database can be extended by any iris texture image.

2.5.2 Jaws Parameterization

The upper jaw and upper interior are rigidly attached to the head skull and do not

have any specific functional motion. Their parameterization is therefore reduced to

the common global transformation of the head model. The lower jaw also follow

the overall head motion, but can perform a kind of relative rotation as the mouth is

opened or closed. The modeling of the snap functionality of the mouth involves an

analysis of the biomechanics of the articulation of the chin. As shown in figure 2.32,

the articulation involves a combination of rolling and gliding, such that the lower

jaw is pushed forward when the mouth opens. The translation at the chin is thus

dependent on the amount of rotation of the lower jaw with respect to the upper jaw.

Figure 2.32: The rolling and gliding motion of the chin can be modeled through

a double rotation, around the points indicated as crosses. The rotation angles are

determined on the basis of the prescribed motion for the area surrounding of MPEG-

4 point 2.10.

This mechanism was implemented by using driven-key constraints between two hinge

joints in hierarchical disposition and take MPEG-4 points into account that are

close to the ears (MPEG-4 point 10.8, 10.7) and the chin (MPEG-4 point 2.10):
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The amount of translation may then be defined and mapped onto the amount of

rotation so as to control the gradual shift forward of the jaw during the rotation

of the lower jaw. Of course, this functionality does not interfere with the global

orientation parameter of the lower jaw. The lower interior with its gum, teeth, and

tongue follows the lower jaw motion.

2.5.3 Teeth Parameterization

Figure 2.33: The teeth parameterization is provided to the artist to individually

adapt the tooth alignment and shape.

In order to allow the design of any kind of facial physiognomy, and in particular, of

faces with disordered teeth, they should always be considered as individual objects.

A graphical user interface is provided to the computer graphics artists to have full

control over the mouth interior - such that each tooth can be individually rotated

with respect to the gum, deformed, or removed. A predefined generic facial keyshape

(snap: subsection 2.5.2) allows us to test the teeth positions and the selected mouth

interior texture (see figure 2.33).

2.5.4 Tongue Parameterization

The animation of the tongue is a complex issue that also requires a preliminary

investigation in the anatomy and physiology of this particular muscle. Fortunately,

this issue has already been addressed recently by King et al. [King and Parent

2000]. In this contribution, the anatomical constitution of the tongue is described,

its physiological deformations are analysed, and a parametric model is proposed.

The study allows the production of the main deformations of a spline surface tongue

model. The authors state that a maximum of eight parameters are sufficient for the

spline deformation as dipicted in figure 2.34;
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� the three translations of the tongue tip: Tx, Ty, Tz

� the elevation of the tongue dorsal: Dy

� the extensions and elevations of the tongue laterals: Lx, Ly, Rx, Ry

Figure 2.34: The high resolution tongue model is shown in a neutral, a tip

extensioned, and a tip raised shape with its most important deformations indicated

in white arrows.

It is mentioned that this description is not sufficient to generate twisting deforma-

tions of the tongue, but that it is nevertheless sufficient for common speech anima-

tion. Hence, our parameterization was established on this basis because we focus on

visual speech in this work. The interactions of the tongue with the internal mouth

is not addressed here.

2.5.5 Hair Parameterization

Realistic hair modeling and hair animation is recognized as one of the hardest goals

to achieve in computer graphics. Two different hairstyle representation models are

considered in this work (see figure 2.35). A distinction is made dependent on the vi-

sual quality that needs to be reached. On the one hand, there are the tv/movie mar-

kets, where a high-resolution representation of hair is needed. Homogeneous stream-

lines are rendered by common render engines. On the other hand, the web/gaming

markets ask for a low-resolution representation of hair to save rendering time for

other actions that have to be processed simultaneously. For these markets low-

resolution polygonal/stream-surface layers with oriented textures are rendered in

quick succession. In contrast to the high-resolution markets the rendering has to be

in real time 4.

Hairstyle definition and parameterization are performed by specifying firstly the hair

flow around the head and the bust, secondly the hair grow for different parts of the

4We acknowledge the Mesh Project IST-1999-10443 and its partners for providing different
hairstyles.
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Figure 2.35: Three renderings of the same test person are provided here, but

with different hairstyles and different representation models: The renderings on the

left and in the middle are based on streamlines, whereas the rendering on the right

is using a polygonal model.

skull, and thirdly all kind of hair properties like length, thickness, and color for the

different growth zones. The desired style such as curly, wavy, and unbowed is taken

into account by generating an appropriate hair style. In the case of a polygonal

representation, there are several additional parameters to decrease the amount of

polygons while ensuring visual quality (inner-face culling, resolution, smoothing)

and generate and apply oriented texture patches to compensate for the geometry

loss.
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Figure 2.36: An integrated and finalized female character.



3
Visual Speech Modeling

Realistic animation of the human face is a particularly difficult task. Our faces

support several forms of communication to which we are highly sensitive. Speech

and emotional expressions are cases in point. Facial expressions are physical actions

that depend on a very complex coordination of several muscles [Cole 1998]. We have

more facial muscles than any animal.

Our closely intermeshed facial muscles cover the skull and cross one another. They

form a matrix of moving tissue just underneath the skin. This is quite different to

how muscles are arranged in other parts of our body. There the muscles begin and

end connected to bones, and they contract in order to move our joints. However,

in the face many of the muscles begin and end in each other and most of them are

attached to the skin. They make facial skin highly mobile. Figure 3.1.1 illustrate

the complexity of the arrangement.

The loss of facial hair plays an important part in this evolution. We are able to

show an enormous range of speech and emotional expressions. Ekman and Friesen

described 46 independent facial movements, or facial actions [Ekman and Friesen

1978]. Over 7000 distinct combinations of such actions have been observed in spon-

taneous behavior. Our everyday communication is full of subtle nuances, and rapid

exchanges of tiny verbal and non-verbal cues. Humans typically focus on faces,

rather than any other object in a scene. There is some indication of infants’ selective

perception of faces and face-like configurations [Morton and Johnson 1991]. Indeed,

the perception and interpretation of faces and face dynamics is a deep-rooted in-

stinct. Realistic face animation is especially hard as all of us are experts at spotting

the slightest deviation from natural expressions, like e.g. minimal inconsistencies

between aural and visual speech.

On the other hand, there is probably no shape more important for animation than

the human face. Being able to generate convincing facial movements therefore has

great potential, and not only for games or movies. So far, it has been very difficult

to perform detailed, psychophysical experiments on visual speech, because it has

been difficult to generate ground truth data that can also be systematically manip-

ulated in three dimensions. Just as is the case with body motion, discrete points

65
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Figure 3.1: The facial muscles form a complex mesh beneath the skin, and move

against each other to form facial expressions. The results of Munhall and Vatikiotis-

Bateson [Munhall et al. 1998] provide evidence that the lip and jaw motions (speech

related expressions) affect only the entire facial structure below the eyes.

can give useful information on speech, both time-independent [Campbell 1986] and

time-varying [Brooke and Summerfield 1983] aspects contribute, but neither a rough

sequence of pictures nor point-light stimuli are as effective as a fully-illuminated mov-

ing face [Rosenblum and Saldaña 1998] illustrated in figure 3.2. These experiments

show that animations have to be detailed and precise to be convincing.

Detailed face animation is one of the technologies required to let humans and ma-

chines engage in a very natural and intuitive dialog. By giving an information kiosk,

an e-commerce site, or a computer operating system a virtual face that can talk and

can be spoken to, the whole experience of interacting with such technology will

drastically change.

As a matter of fact, one approach would be to simulate the facial anatomy in all

the details. Unfortunately, the musculature of the mouth is extremely complicated

and has proved to be very difficult to be modeled accurately. Even if the modeling

was accurate, this approach would still result in a difficult controlling problem.

Alternatively, realistic facial animation can be based on first observing the visible

3D dynamics, extracting the basic modes, and putting these together according to

the required performance. This is the approach followed by our work, which is

better known as appearance-based approach. For animation the mere outer changes

in the polygonal face shapes need to be carried, this is significant faster than muscle

and tissue simulations. Since human perception also only takes visible parts of the

face into account, such a simplification seems to be justified for our non-medical

applications.
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Figure 3.2: A comparison between point-light stimuli and a fully-illuminated 3D

moving head is illustrated here. On the left hand side only the motion template

vertices are made visible, where in the center of the image the motion template is

rendered in flat-shaded mode. On the right hand side the motion template is applied

to a textured head model.

This chapter focuses on the acquisition and analysis of facial dynamics in 3D and

on how a compact parameterization of real face deformations during speech can be

generated, while the data are decomposed into basic deformation modes [Basu et al.

1998, Van Gool et al. 2000, Kalberer and Van Gool 2001b, Kalberer and Van Gool

2001a, Kshirsagar et al. 2001, Kalberer et al. 2002a, Kalberer and Van Gool 2002,

Kalberer et al. 2003a, Kalberer et al. 2003b]. Principal Component Analysis (PCA)

yields a ‘Viseme Space’ with degrees of freedom that correspond to modes that

are plausible, but not independent and not anatomically consistent. In contrast,

Independent Component Analysis (ICA) can better split up the deformations into

modes that make sense in their own right. This suggests that – individually – they

are also more representative of the kind of actions facial muscles exert on the face.

They could be considered as ‘pseudo muscles’ [Kalberer et al. 2002a], of which the

actions can be linearly combined to yield realistic visual speech. Therefore, visual

speech can be represented by trajectories through Viseme Space.

In this context, the resulting Viseme Space is used twofold, first, for a very robust 3D

tracker accessing the Viseme Space, and second for an animation tool that generates

trajectories through the space according to speech input, either as an audio track

or text. The animation aspects is discussed later in chapter 4.

The six basic emotions that are connected with universally recognized facial ex-

pressions like anger, fear, happiness, sadness, disgust, and surprise are deliberately

kept apart from the Viseme Space. These expressions tend to be ’overacted’ and

will easily dominate over the more subtle expressions coming with noticed speech.

Therefore the emotions are handled absolutely separately and added afterwards.

Depending on the state of the virtual character, a ‘speaking smile’ or a ‘full smile’

is applied.
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3.1 Motion Field Extraction

The animation of speech has much in common with speech synthesis. Rather than

composing a sequence of phonemes, sequences of ‘visemes’ are formed. Visemes

correspond to the basic, visual mouth expressions that are observed in speech.

This said, there is far less consensus about the set of visemes than there is about

phonemes. More about this and the selection of visemes we use, is discussed in

chapter 4.

With the selection of visemes fixed, the next issue is to determine efficiently the

displacements of the many vertices that they represent. In order to keep close to

reality, we have asked test persons to read sentences with several instances of all the

visemes and as many viseme transitions as possible. The speed was controlled by

having the sentences read from a prompter. Subjects were asked to keep a neutral

expression during the reading. Detailed 3D motion capture data were taken during

their performances. For every time slot of 40 ms thousands of points were captured

in 3D, using the structured light system described in section 1.3.

Figure 3.3: In order to simplify the capture of 3D motion, black dots were dis-

tributed over the test faces. They were placed close to interesting structures.

The 3D points that are captured in this way do not represent physical points on the

face but intersections of the grid projected by the system. Hence, an appropriate

motion template has to be matched to the 3D data of every frame to extract cor-

respondences throughout the whole sequence. Again, this may not be very difficult

for salient facial features as shown in subsection 2.3.2, but for many points it is, es-

pecially for points on the cheeks and forehead. A simple optic flow implementation

would not suffice, even if curvature information of all the facial patches is available.
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In order to simplify the problem and because this training had to be done only once,

several black dots were drawn directly on the test faces. To observe realistic facial

movements, it is important to influence the natural behavior of the test persons

during their performances as little as possible. For this reason, it is not acceptable

to affix reflective markers or other cumbersome objects to the lips or to the faces.

Figure 3.3 shows a typical placement of these painted markers.

A set of tools is needed that generates firstly accurate and textured 3D facial patches,

secondly facial correspondences, and thirdly a 3D motion field of the region of in-

terest throughout a sequence of facial patch shapes. The order of the first two steps

is ambiguous, because the facial patches can support a tracker with additional 3D

information in following up the markers. On the other hand the tracked markers

can assist the capturing system in avoiding local irregularities or even intermittent

failures caused by local concavities or reflection losses. The motion field extraction

is basically done by fitting a motion template to the successive facial patches accord-

ing to the tracked markers. In fact, the motion field is the difference between such

motion template instances or in other words a set of 3D motion vectors between a

set of points that is distributed over parts of the face (see figure 1.9).

The remainder of this section is organized as follows: Subsection 3.1.1 chooses the

best configuration of points representing the motion fields in 3D that come with

visual speech. The second subsection 3.1.2 describes the different marker tracking

algorithms. The third subsection 3.1.3 examines the final fitting procedure of the

motion template to the facial patches.

3.1.1 Motion Templates

The accuracy of the extracted motion field is highly depending on the geometri-

cal resolution of the motion template used, the quality of the facial patches, and

the precision of the correspondences between subsequent patches. The geometrical

resolution of the motion template can be increased to an immense number of ver-

tices, but even then it is not possible to represent the finest wrinkles that appear

in our face during a performance. Besides, the accuracy of the facial patches and

the correspondences between patches are limited to a point precision of around 0.5

millimeter.

In fact, it is the same situation we have encountered in the modeling task of a virtual

character. Figure 2.1 shows, for instance, a virtual human being, that is captured,

remeshed, and integrated within our system. The presented realism was not purely

achieved by increasing geometric resolution of the head model, but by involving an

additional ‘bump map’ image. The texture image was copied and transformed into

an image that consists mainly of the finest pores and tiniest wrinkles in grayscales.

For generating such a bump map image an emboss filter was applied to gather
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the derivatives of the original image. Emboss filters simulates the appearance of

an embossed or raised image by converting the original image to a solid color and

lighting the edges in the luma channel. In a further step the levels of these derivatives

were nonlinearly adjusted to get more convincing bumps. This image was not used

for texturing the model but as an input channel to locally modify the normals in the

lighting model of the skin. Such a ‘bump map’ approach would be very promising

in the dynamic world, but not quite feasible, because the texture quality generated

by our dynamic setup (see figure 1.7) is not high enough. For capturing the facial

patches a grid is projected onto the face. Furthermore, black dots were painted

directly on the test faces to yield the appropriate correspondences. The dynamic

setup could be enhanced to a synchronized high-speed double-flash system that is

able to gather two images for one time-instance, one with and one without a grid.

Doing so the textures would be captured separately and mapped afterwards to the

3D reconstruction as in the system depicted in figure 2.4. Even if the mapped texture

was of high quality, the correspondence problem would remain. The optic flow in

our implementation was not able to extract good correspondences for subsequent

frames without any dots. To counter for such flaws a robust tracker based on learned

motion fields from a sequence with dots could be generated and be used for tracking

a similar test sequence without any dots produced by the enhanced dynamic system.

Following this scenario the bump map image for all the frames could be extracted

additionally.

Unfortunately we do not have such an enhanced system at the moment and the bump

map approach is kept for the future. Therefore we have focused on the dynamic

system that is presented in section 1.3. Different motion templates were tested to

best represent the visual speech in terms of motion fields. We have initially started

with a very rough lip template to evaluate the strategy described in the introduction

of this section. Thereafter the lip template was enhanced to a face template and

later on to a detailed head template. The head template exhibits the same topology

as the head template used in chapter 2. All these templates followed the MPEG-

4 standard and the criteria of the edge loop idea as boundary conditions. With

these three versions of motion templates three different extraction routines were

also developed (see subsection 3.1.2).

The interface we use for handling and deforming the motion templates is very similar

to the interface provided in the Shape Snatcher environment and the interactive

viewer we used for the character modeling. It also consists of two visualization

modes. First, there is a 3D mode, in which the facial patches and the motion

templates are shown in 3D. Secondly, a projection mode allow to the user to modify

the shape of the motion template by dragging and dropping its points. In this

context, a procedure was developed to make these motion templates visible in the

projection mode by overwriting all projected pixels of the facial patch that also

belong to the motion template. It is shown as a set of points connected by white

hairlines. The interface holds functionalities to project the 3D vertices of the patch
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Figure 3.4: The different motion templates in 3D and 2D projection mode: (a)

Lip motion template, (b) face motion template, and (c) head motion template.

and the motion template onto the projection plane or vice versa to back-project

points in the projection plane onto the 3D patch if available at the desired spot. If

a point is dropped onto a projection plane location where no back-projection onto

the patch is possible, the closest location is evaluated that allows an appropriate

back-projection. The different motion templates are illustrated in 3D and 2D mode

in figure 3.4.

LIP: The lip template consists of 47 vertices, of them 12 vertices preserved by the

MPEG-4 standard, 35 additional vertices are included for increased realism [Van Gool

et al. 2000].

FACE: The face template is composed of 124 vertices, 34 standard MPEG-4 ver-

tices and 90 additional vertices. Of these vertices, 38 are on the lips and 86 are

spread over the remaining part of the face template [Kalberer and Van Gool 2001b,

Kalberer and Van Gool 2001a, Kalberer et al. 2002a, Kalberer and Van Gool 2002].

HEAD: The head template is a quadrilateral mesh that consists of 2268 vertices.

In order to be compatible with standards, the MPEG-4 points are a subset of the ver-

tices. The head template is supplemented with separate polygonal objects for eyes,
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eyelashes, gums, teeth, and the tongue. These additional objects can be included in

the process of calculating the motion field or not [Kalberer et al. 2003b].

3.1.2 Marker Tracker

As described in the previous subsection an interactive 2D viewer is provided to the

user to modify and deform all kinds of motion templates according to facial patches

and their correspondences (see bottom row of figure 3.4). In cases where we only

extracted the motion field of the lips, the black markers were tracked by hand. This

‘drag and drop’ process could still be at least reduced to a minimum of manual

interaction by dragging the points from the previous location in the image to the

current one. In one single click the point coordinates were saved and the current

patch was replaced by the next patch of the sequence (see figure 3.5.a).

Figure 3.5: The black dots can be tracked and positioned in a next frame, by (a)

drag and drop, (b) template matching in a certain predefined region of interest for

each marker, or (c) through an optic flow approach.

In the next version of the motion field extraction, the motion template was extended

to the face as can be seen in the middle column of figure 3.4, while the marker tracker

was enhanced in terms of automating that tedious manual ‘drag and drop’ procedure.

The tracker requires a facial patch sequence and one reference patch with a fitted

motion template as an input. The reference patch was carefully chosen from the

input sequence for its more or less average shape. The motion template was then

fitted manually to the black markers. Appropriate search windows were attached

to each point of the reference motion template to restrict the search areas of each

point in other patches (see figure 3.5.b).

The rigid head motion in the patch sequence can be canceled by matching two

subsequent patches at places where not much deformation is expected – the forehead

for instance. Also the reference patch/template is matched to the current patch in

order to determine the search windows for all the points of the motion template.

By taking into account the locations of previous points and the appropriate search
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windows a marker is sought for each search window. It is usually sufficient to move

the previous set of points towards the marker in their specific search windows. The

detection of the markers themselves was based on correlation matching. The tracker

tries to match the intensity region around each marker of the reference patch in the

current patch. The tracking proved to be successful except for a few utterances with

fast lip motions. In such cases there maybe more than one candidate in the search

window. Such a situation could often be disambiguated by first aligning the points

with the closest candidates in their corresponding windows. If there is no marker

in the search window, the closest marker in the surrounding of the previous point is

chosen. As the frame rate is 25 fps and the motions between frames are small, the

tracker only required manual intervention in a few “difficult” frames.

Because there was still some manual interaction involved, mainly caused by match-

ing ambiguities, another technique has been developed. An optic flow approach

seemed to be the most direct route to solve for such flaws. By calculating an optical

flow throughout the sequence, it is less probable to allocate the wrong marker to a

point. The markers are somehow linked to each other, in contrast to the previous

tracker that basically followed the markers separately.

In the current approach feature points (corners) are automatically found in the ini-

tial image and are tracked throughout the sequence. This flow allows us to track

a point that is dropped somewhere into this flow field. The point moves according

to the automatically detected feature points in its neighborhood. A cutout of such

an optical flow is illustrated in figure 3.5.c. This approach is not limited to facial

tracking and does not even rely on 3D information. Furthermore, the tracked mark-

ers can support the acquisition system to generate best possible 3D reconstructions.

Details about this supporting issue are given in subsection 3.1.3.

For the implementation of optical flow and feature detection we used the KLT

tracker, proposed by Kanade and his coworkers [Lucas and Kanade 1981, Tomasi

and Kanade 1991], as a basis of our tracker. The KLT tracker is widely known

and discussed in details in the publications mentioned above, therefore we do not

go into details here except for a very brief description. Good features are located

by examining the minimum eigenvalue of each two by two gradient matrix (corner

detection), whereas these detected features are tracked using a Newton-Raphson

method on the basis of the intensity patterns in a window around the markers. In

our case, this window is nine by nine pixels. The method tries to keep their intensity

pattern maximally similar over time, up to an affine deformation. Multi-resolution

tracking allows for even large displacements between images. Two pyramid levels

were taken into account in our implementation. Moreover, the original image was

blurred additionally, because of the stationary projected grid. It would disturb the

current tracker otherwise. Also, the KLT tracker was enhanced by letting neighbor-

ing markers – typically three – help out in that they suggest a probable motion in

case a marker gets lost.
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Figure 3.6: If a tracking point falls next to (radius = 4 pixels) a feature (800)

with a greyscale value (157) similar to the greyscale of the markers, it follows that

motion; if not, a maximum of three neighboring features, that look like a marker

are taken into account to suggest a probable motion.

To describe the coordinates of a point u in terms of three neighboring features a,

b, and c, ‘barycentrical coordinates’ are appropriate. Three local coordinates are

introduced r, s, t, that have to fulfill the condition r + s+ t = 1. An arbitrary point

u = (u, v) in the triangle is evaluated in the following way:

u = ra + sb + tc (3.1)

The local coordinates r, s, and t are calculated as follows:

r =
|∆ubc|
|∆abc|

, s =
|∆uac|
|∆abc|

, t =
|∆uab|
|∆abc|

, (3.2)

where the area of the triangle, defined by the corner a, b, and c, is |∆abc|. If there

are less than three markers taken into account for suggesting a motion, the point

moves linearly to the motion of the markers that are found in its surrounding. With

this approach we are able to accurately track the markers without loosing points

during the sequence. The tracker works offline and each frame of the sequence with

its 116 markers takes around 30 seconds. Occlusions are not taken into account in

this version.

Commercial motion trackers and motion analyzers like famous3D′s vTrackerr or

V ideal′s MotionAnaysisSystemr often fail with such a setup. These trackers get

confused by the projected lines that overlay the moving face. The 2D template

matching techniques that are used by these commercial products do not cope with

such a stationary grid. Another challenge is posed by the fast lip transitions in our

test utterances. In general the frame rate of 25 fps is fast enough to capture the

motion of visual speech, but for some frames a more robust tracker has to be applied.

A motion prediction does not solve these problems due to the sudden changes.
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Furthermore, the markers used by V ICON ′s MotionSystemr and famous3D′s

vTrackerr are cumbersome objects – small spheres or stickers. Especially for de-

tailed lip movements such a system is not the best choice. It would only allow to

use a very sparse motion template. Such markers on the face could also negatively

influence the quality of motion field extraction, because they would interfere with

the process of an accurate 3D reconstruction. The current version of our system

not only needs 3D information at marker positions, but also the 3D data in between

them.

3.1.3 Fitting the Motion Template to the Patch Sequence

As mentioned in the previous subsection an interface is provided to the user that

incorporates two different viewers. One of the viewers shows the 3D scene, whereas

the other one displays the projection of the scene onto a virtual plane. This 2D

viewer is interactive in such a way that the user is able to move 2D points of a

motion template over the projection plane, whereupon the motion template adapts

accordingly in 3D. In fact, the templates are defined in 3D and are only projected

onto the projection plane. In our case the projection plane coincides with the orig-

inal image that is used for the 3D reconstruction of the facial patch and serves

additionally as the appropriate texture. However, the dependency between pixels in

the original image and the corresponding 3D facial patch is known. The following

two procedures allow a fast 2D-3D and 3D-2D conversion using the texture map

coordinates.

patch->getProjModel()->getProjection(p, px, py, pz, tx, ty);

patch->getProjModel()->getBackProjection(p, tx, ty, px, py, pz);

Moving a 2D point of the motion template over the projection plane, the 2D point

(tx, ty) is immediately back-projected onto the appropriate facial patch p to de-

termine the corresponding 3D vertex (px, py, pz). This vertex is projected back

onto the projection plane to update the wireframe between the 2D points in the 2D

viewer.

The previous two versions of the motion field extraction (see figure 3.4.ab) only

take the marker positions into account. The markers are tracked throughout the

sequence and the corresponding 3D vertices are calculated and saved as one instance

of the motion template. The differences between such motion templates are called

motion fields.

The more sophisticated current version does not only take the marker positions into

account but also the rest of the facial patch. Only considering these specific markers
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is, in fact, consistent with state-of-the-art motion capture approaches. However, it

would be a pity to lose most of the captured 3D data by neglecting the intermediate

parts of the patches. As we plan to exploit the entire facial patches, we rely on

correct and detailed 3D data. Typically, patches are less accurate close to their

borders (see figure 1.7). Hence, the patch acquisition is guided by the markers, to

correct these border effects and to increase the quality of the facial reconstruction

in general.

In the first frame of a sequence a silhouette (a set of parabolic splines) is manually

fitted to the outline of the face. This silhouette is subsequently correlated with a set

of markers that lie in the surrounding, so that the silhouette deforms accordingly to

the motion of these specific markers. The silhouette is evaluated for each frame in

the sequence and only the area inside the silhouette is processed (see figure 3.7.a).

Doing so the outline of the face can be tracked without applying any skin detection

or histogram algorithms. Markers that are located around the eyes, the nose, and

the lips are used to define local areas, where the 3D extraction settings are individ-

ually adapted to the local needs (see section 2.1 and figure 3.7.b/c).

Figure 3.7: Only the area inside the outline of the face is reconstructed (a),

where certain areas are treated individually during the acquisition process (b). The

resulting facial patch is of a higher quality (c).

Having generated a sequence of facial patches as described above, the relation be-

tween the markers and the motion template was determined for the neutral face

(silence, mouth closed, emotionless expression, eyes open).

The further matching of the motion template against the evolving 3D data then

followed the global/local morph strategy described in subsection 2.3.3 and subsec-

tion 2.3.4. The main difference in terms of the global morph lies in the fact that

there is only a euclidean transformation involved without any scaling and vertical

stretches. The 3D positions of a subset of the 116 markers indicated in figure 3.8.a

is used to initialize the rigid motion cancellation, which is again the global morph
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without scaling and stretching.

There are some further differences in terms of the local morph. The subset of mark-

ers indicated in figure 3.8.c serves as anchor points, to map all vertices of the motion

template to the data. But all the types of RBF hj(x) and their scales rj are at-

tributed to these anchor points had to be modified manually in the initial motion

template to best emulate the behavior of the skin.

Figure 3.8: On the very left the vertices that are used for the rigid motion

cancellation are highlighted (a). In the middle the vertices of the motion template

are shown that are not only influenced by the anchor points but also mapped to the

facial patch (b). On the very right the anchor points are illustrated as well as the

plane used for mouth influence separation (c).

A lot of different RBF types have been implemented in the meantime, but only the

two RBF types mentioned in subsection 2.3.4 have been used in combination with

three different scales rj. It is important to note that vertices on different sides of

the dividing plane of the lips have been decoupled in these influence calculations to

disconnect the motion of the upper lip from the lower lip and vice versa [Kalberer et

al. 2003a]. The different scales and RBF types have been selected in a similar way

as in the local morph. In areas where the face dynamics are expected to be complex

and subtle the density of markers is high, the scales are small and, in general, the

RBF types are exponential, in areas where the motion of the face is expected to be

rough, a hermite type is chosen.

In a next step a subset of vertices of the motion template is mapped to the facial

patch (see figure 3.8.b and figure 3.1). This subset is selected in a way that the

motion that prevails in visual speech can be captured as accurately as possible. The

remainder of the vertices is then fully determined by the influence of these anchor

points. This explanation is only valid for the skin. Obviously, mouth interiors and

eyes are absolutely necessary if one wants to export fully integrated head models
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with their expressions. But it depends on the application if these additional parts

are involved in the motion field extraction or not.

The results are motion template instances with the detailed expression of the face,

i.e. with all the vertices at their correct positions (see figure 3.4).

3.2 Dynamic Analysis

Recent animation techniques can be classified into direct and indirect methods. Di-

rect methods manipulate the vertex motion directly for reproducing and retargeting

the facial expressions [Guenter et al. 1998, Noh and Neumann 2001]. Hence the del-

icate movements of the original data are not lost, but editing individual expressions

by hand is very difficult. On the other hand, indirect methods control high-level key-

shape parameters and use them in synthesizing expressions [Eisert and Girod 1998,

Kouadio et al. 1998, Pighin et al. 1999, Choe and Ko 2001]. The keyshapes used

by Choe and Ko [Choe and Ko 2001] are shown in figure 3.9. Such keyshapes are

in full correspondence. By modifying the value of the keyshape parameters differ-

ent expressions are generated. Compared to direct methods, indirect methods can

provide users with more intuitive ways of editing individual expressions, and can

retarget the original data to all kinds of different models, that hold the same set of

keyshapes [Choe and Ko 2001].

Figure 3.9: Expression muscles are merged to a valuable set of basis elements

in the actuation basis. The operation of the muscles are merged into a single basis

element if they usually actuate simultaneously. For example, three muscles Levator

labii superioris alaeque nasi, Levator labii superioris, and Zygomatic minor are merged

into one single sneering basis element [Choe and Ko 2001].

Unfortunately, previous indirect methods could not reproduce the original expres-

sions accurately because their expression bases are not based on the subject’s expres-

sions [Eisert and Girod 1998, Kouadio et al. 1998], or they could not guarantee to

recover the entire facial expressions since their keyshapes (e.g. emotion bases [Pighin
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et al. 1999], muscle actuation bases [Choe and Ko 2001]) do not span the whole

expression space.

We propose a method that solves both problems mentioned above: our speech ex-

pression learning algorithm examines the captured visual speech data. The first

subsection focuses on motion decoupling, where the rigid motion of the head is

decoupled from the motion that comes with visual speech. The second and third

subsection examine the non rigid motion and discuss how basis elements are found,

that span the entire visual speech space of the subject. This space is called Viseme

Space and faithfully retains all the delicate motion features of the original speech.

Visual speech can than be represented by trajectories through it. In a fourth subsec-

tion, the single-subject Viseme Space is extended to a multi-subject Viseme Space

that holds face deformations of different people.

Once speech expression learning is done, we can analyze another performance of the

subject by computing the optimal coefficients of the Viseme Space basis elements for

each frame without any markers. The performance results in a trajectory in Viseme

Space (see section 3.3). In fact, such trajectories can also be produced synthetically

(see chapter 4).

3.2.1 Motion Decoupling

In general, the movements in the face during speech are a combination of all kinds

of motions. We separate two main types of motions – rigid and non rigid ones.

Rigid motion refers to overall head movements that accompany speech and are often

meant to augment it. Head nods and tilts are only a fraction of head movements

we use on a regular basis during speech. Rigid motion is characterized by the fact

that there is only rotation and translation involved, without any global or local

deformation. Also emotional expressions mix in with the purely speech related

deformations. In contrast to rigid head motion, these emotional expressions are

very difficult to separate from the speech expressions, therefore these expressions

are kept apart from the speech expressions, to prevent influencing the production of

Viseme Space.

By aligning the extracted motion template instances (see section 3.1) with a reference

instance the rigid head motion is decoupled from the other non rigid motion. The

alignment is performed in a similar way as described in subsection 2.3.3. Since there

is only a euclidean transformation involved not only the shearing and piecewise

stretching are disabled but also the scaling. The scaling is blocked by setting the

diagonal elements scale1, scale2, and scale3 of R in equation 2.4 in each iteration

to one.

The alignment determines the head motion (rotation/translation) using pointwise

correspondences and takes into account only the subset of motion template vertices

that are illustrated in figure 3.10.
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Figure 3.10: At least 4 vertices are used to calculate an appropriate translation

and rotation to bring motion template instances to a standard orientation and po-

sition in space. These specific vertices should be influenced as little as possible by

visual speech.

The resulting rigid motion can be used in two ways. On the one hand to stabilize

the sequence by canceling the head motion for a subsequent analysis of non rigid

motion. On the other hand the head motion can be used for prosody analysis or

for moving a virtual head in the same way as has been observed in the sequence

by copying the rotation and translation for each frame as depicted in figure 3.11.

Hence, the aligned succession of 3D shapes hold only the non rigid motions – the

motions that represent visual speech. The following subsections focus on building a

Viseme Space.

Figure 3.11: A performance of an actor was captured, a motion template was

fitted to the extracted facial patches according to the markers, and the motion was

decoupled, analyzed, and recombined again.

3.2.2 Multivariate Data Analysis

In multivariate data analysis, we frequently encounter the situation of having several

scalar measurements that are not completely independent of each other. In order to
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analyze the dependencies in the data or to find a more compact description, we may

want to transform the original data to get rid of the original dependencies. Several

methods have been proposed to solve this problem.

For the speech expression learning, we employ unsupervised learning methods that

examine the statistical redundancy of the given data and generate statistically uncor-

related or independent components. One popular way of performing unsupervised

learning is principal component analysis (PCA). PCA resolves the second-order re-

dundancy in the expression data, and finds a new orthogonal basis by translating

and rotating the axes. One can reduce the dimension of the basis by only picking

up major principal components. However, the principal components cannot resolve

higher order statistical redundances than the second order. Such limitations can

cause problems in subsequent editing and retargeting procedures, as PCA generates

components that are difficult to combine intuitively.

Therefore we adopt in a second stage independent component analysis (ICA) [Comon

1994], which is known as the generalization of PCA and surmounts the shortcomings

of PCA. ICA resolves the statistical dependence by minimizing the mutual informa-

tion between its components. The number of useful independent ICA components

corresponds to the intrinsic dimensionality of the input. So, we do not directly

perform ICA on the original visual speech data, but on the set of dominant com-

ponents from PCA. ICA resolves the high-order redundancy still remaining in the

principal components. We use the ICA algorithm of Hyvärinen for blind source

separation [Hyvärinen 1997a, Hyvärinen 1997b].

The following two subsections will give a description of principal component analy-

sis (PCA) and independent analysis (ICA), two methods that are closely related to

each other and that have been established as standard frameworks for problems of

resolving statistical dependence. Before details of these two methods are discussed,

two basic results for first and second order moments of multivariate statistics that

will be used in the following two subsections are recalled:

Transformation Rules :

Let x ∈ Rn be a random vector that is transformed by a real matrix A ∈ Rnl

and translated by a constant vector b ∈ Rl. The first and second order mo-

ments of x change under these transformations according to:

E {Ax + b} = AE {x}+ b (3.3)

Cov {Ax + b} = ACov {x}AT (3.4)
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3.2.3 Principal Component Analysis

PCA is a standard method to decorrelate the components of multivariate data. By

doing so, linear dependencies between the components are resolved. If the data is

Gaussian, then PCA shifts as much variance (information) as possible towards a

small number of components, such that the dimensionality of the data can be re-

duced (see subsection 2.4.2).

In the following paragraphs, we will give a rather unusual definition of PCA [Comon

1994], that allows a better comparison with the concept of ICA that will be discussed

afterwards.

Definition of PCA :

Principal component analysis of a centered random vector x is a pair {U,Λ}
of matrices such that:

1O the covariance matrix Σx of x factorizes into Σx = UΛUT, where Λ is

diagonal real positive and U has full column rank.

2O the observation x can be written as x = Uy, where y has covariance Λ and

whose components are uncorrelated. (Note the overall variance of y remains

constant under this transformation, since the trace of a matrix is invariant

under linear transformation: tr(Λ) = tr(Σx).)

Since multiplying a random variables xi by a non-zero scalar factor or applying a

permutation to the order of all xi ∈ x does not affect their correlation properties, the

definition above specifies a whole equivalence class of decompositions rather than a

single one:

Properity :

If a pair {U,Λ} of matrices is a PCA of a random vector x, then so is a pair

{U′,Λ′} with

U′ = USDP and Λ′ = PTS−1ΛP (3.5)

where S is an invertible diagonal real positive scaling matrix, D represents a

diagonal matrix with unit modulus elements inducing a phase inversion, and

P is a permutation matrix.

In order to simplify, it is consequently convenient to define a unique representative

of this equivalence class by extending the PCA definition above:
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Definition of PCA (continuative) :

The uniqueness of PCA requires the prescription of three additional con-

straints:

3O The columns of U are chosen to have unit norm so as to determine the

scaling matrix S.

4O The entries of Λ shall be sorted in decreasing order to fix the permutation

matrix P.

5O The entry of largest modulus in each column of U is chosen to be positive

real in order to remove the last degree of freedom, the matrix D.

Considering the whole definition, we will subsequently show that the PCA is given

by the eigensystem of the covariance matrix Σx. Although this is a standard result of

linear algebra, we recall its derivation, as the same concepts will be employed for the

ICA as well. According to the definition above, we are looking for a transformation

y = Ax that decorrelates the single components xi ∈ x:

x = Uy =⇒ y = U−1x = Ax, A =

 aT
1
...

aT
m

 (3.6)

Since condition 4O enforces a decreasing order of the variances λi of the transformed

components yi ∈ y, the first row aT
1 of A should correspond to that transformation

of the random vector x that results in the signal y1 having the largest variance λ1.

According to equation 3.4, this variance is given by λ1 = aT
1 Σxa1. To find a1, we

should consequently search for the optimum of λ1. To take account of condition 3O,

we must do so by restricting a1 to have unit norm. This gives rise to the following

constrained optimization:

L(a1, l1) = aT
1 Σxa1 − l1

[
aT

1 a1 − 1
]

(3.7)

The function L(a1, l1) represents the Lagrange function with the Lagrange multiplier

l1 for the optimization of aT
1 Σxa1 given the boundary condition aT

1 a1 = 1. For

optimality, all partial derivatives should vanish:
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aO :
∂L(a1, l1)

∂a1

= 2σxa1 − 2l1a1
!
= 0 ∧

bO :
∂L(a1, l1)

∂l1
= −aT

1 a1 + 1
!
= 0 (3.8)

The expression Σxa1 = l1a1 given by equation 3.8.a is obviously an eigenvalue

problem that holds for all eigenvectors ai of Σx with corresponding eigenvalues li.

If we multiply equation 3.8.a by aT
1 from the left and impose the constraint of unit

length, it becomes clear that the variance λ1 is directly given by the corresponding

eigenvalue l1:

aT
1 Σxa1 = l1a

T
1 a1 = l1 (3.9)

Hence, in order to find the transformation a1 resulting in maximal variance, we se-

lect that eigenvector which corresponds to the largest eigenvalue l1.

Having found a1, the second row aT
2 of A is then given as the transformation of x

that has second maximal variance and that results in a component y2. Since the

covariance Cov{y1, y2} is given by aT
2 Σxa1 = l1a

T
2 a1 and since l1 6= 0, we conclude

that a1 and a2 must be orthogonal, if the covariance shall vanish. By recalling that

all the eigenvectors of a symmetric matrix form an orthonormal basis anyway, it is

clear that the iterative application of the steps above leads finally to the eigenvalue

decomposition of the symmetric covariance matrix Σx. For a more detailed deriva-

tion of this last step, we would like to refer the reader to standard textbooks on

multivariate statistics such as [Kryanowski 1988, Flury and Riedwyl 1990].

Hence, the resulting transformation A is given by UT = U−1, where the columns of

U contain all the eigenvectors ui of Σx. It is well known that the unitary matrix

UT describes a rotation of the original random vector x that tries to accumulate

as much variance as possible in the first few components. The variance λi of each

eigenvector ui is the corresponding eigenvalue li. Usually, the magnitude of the

eigenvalues li decreases fast, so a limited number of components is sufficient to de-

scribe the data in sufficient details. The total variance of the training sample is the

sum of all variances along the eigenvectors V ar2
m =

∑m
i=1 λi. The proportion of the

total variance of the system that is explained by the first cut principal components

is given by:

Pcut =
V ar2

cut

V ar2
m

=

∑cut
i=1 λi∑m
i=1 λi

(3.10)
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The term Pcut is a reasonable measure of the optimal approximation in the subspace

defined by the first cut principal components to the true configuration in m dimen-

sions. Generally, setting Pcut > 0.95 is reasonable to get a good representation of

the data. Another popular approach is to plot the λi or Pcut against their order

index i or cut.

Principal Component Analysis Σx
PCA
= UΛUT

x =

 x1
...

xm

 ,

Cov{x} = E{xxT} = Σx
PCA
= UΛUT ,

(∀ui ∈ U) ∧ (∀λi ∈ Λ) : Σxui = λiui

U = [u1 . . .um] , UUT = UTU = I , s = UTx

Λ = diag (λ1, ..., λm) , λ1 > ... > λm , Cov{s} = Λ (3.11)

Given a population of motion template instances such as described in subsection 3.1.1,

we would like to find such set of orthonormal linear combinations which most com-

pactly describe the variations of the instances, occurring within the considered pop-

ulation. If the variables are highly correlated, then the variance is concentrated in

the first few basis vectors.

As has been mentioned, we do not only consider one population of motion template

instances, but three populations one for each of the three different motion templates

described in subsection 3.1.1. Indeed, a PCA was applied to a collection of aligned lip

motion template instances extracted as described in section 3.1 and subsection 3.2.1

to generate the eigenmodes ui of a first Viseme Space [Van Gool et al. 2000].

Because the set of such shapes only consisted of 137 lip motion template instances,

at most 136 principal components can be expected (m = 136). This causes no

problem as the first six components represents 95.25% (Pcut=6 = 0.9525) of the total

variance in the considered lip population. The eigenvectors ui with the six highest

eigenvalues li of the covariance matrix Σx are taken into account for representing the

displacements. Figure 3.12.a illustrates that most of the variance is concentrated in

the first six components. Furthermore, figure 3.12.b shows the six most dominant

eigenmodes of the lip population.
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Figure 3.12: The curve i 7→ λi illustrates the variances σ2
i of the uncorrelated

shape parameters. The variances λi of Σx are sorted in decreasing order (a). The

average mesh and the 6 dominant eigenmodes for the lip population are depicted in

order of descending importance from [1] to [6](b).

The ten most dominant eigenmodes of a face population of 145 motion template in-

stances pi are displayed in figure 3.13.a/.b. The leftmost mesh visualizes the average

p̄ of the population, and the following ten meshes illustrate the corresponding eigen-

modes ui. These ten eigenmodes capture more than 98.4% of the overall variance in

the considered population [Kalberer and Van Gool 2001b, Kalberer and Van Gool

2002].

Figure 3.13: On the left λi is ploted against their order index i. On the right

the average mesh p̄ and the 10 dominant eigenmodes for visual speech are shown in

order of descending importance from [1] to [10] (a). The various meshes are obtained

by evaluating p̄ + ωui with ω = 1 and i ∈ {1, ..., 10} (b).

The analysis of the head population is discussed later in this section. That popula-

tion was not only used for applying PCA but ICA.
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3.2.4 Independent Component Analysis

Instead of using a PCA to decompose facial deformations into a set of linear basis

vectors, one could opt for ICA, so as to eliminate the mutual dependencies alto-

gether, rather than only decorrelate the basis vectors. In fact, it is interesting to

explore all aspects of decomposing the deformations into their independent compo-

nents, so as to assess their suitability as an alternative shape description.

In the following, we will begin with a detailed discussion of the mathematical con-

cepts and the employed ICA-algorithms. Then, we will continue with a concep-

tual overview to Hyvärinen’s decomposition technique [Hyvärinen 1997a, Hyvärinen

1997b], and finally conclude this subsection.

Definition of ICA and the General Optimization Outline

Unfortunately, the decorrelation of a set of random variables may sometimes not

be sufficient. To substantiate this assertion, we consider a random vector x in the

following that shall consist of the variables x1 = sin(t) and x2 = cos(t); the random

variable t ∈ [0...2π] shall thereby be equally distributed. Since x describes points on

the unit circle, every direction can serve as a principal direction and the components

are thus obviously uncorrelated:

Cov{x} = E{xxT} = E{
[

sin(t)2 sin(t)cos(t)

sin(t)cos(t) cos(t)2

]
} =

[
1
2

0

0 1
2

]
(3.12)

In spite of the vanishing covariances Cov{x1, x2} = Cov{x2, x1} = 0, however, the

random variables x1 and x2 are obviously not independent. Since correlation is only

a second order moment, decorrelation can only achieve linear independence. Com-

plete statistical independence, in contrast, requires all higher order dependencies to

vanish as well.

For several applications, it would thus be very desirable to find a transformation

that removes as much statistical dependence of a random vector’s components as

possible. To keep the mathematics behind the scenes as simple as possible, only

linear transformations will subsequently be considered for that purpose. This type

of transformation has attracted a large amount of interest in the last few years, and

the corresponding decomposition of the covariance matrix Σx is widely known as

independent component analysis (ICA). Accordingly, we define ICA as the higher

order generalization of a PCA:

Definition of ICA :

The independent component analysis of a centered random vector x is a pair

{Ξ,Υ} of matrices such that:
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1O the covariance matrix Σx of x factorizes into Σx = ΞΥΞT , where Υ is

diagonal real positive and Ξ has full column rank.

2O the observation x can be written as x = Ξs, where s has covariance Υ and

whose components are “the most independent possible”, in the sense of the

maximization of a given contrast function that will subsequently be defined.

Equivalently to PCA, the definition so far determines an equivalence class of de-

compositions, since the statistical independence of the components is not affected

by scaling and permutations. Hence we impose as usual three additional constraints:

Definition of ICA (continuative) :

3O The columns of Ξ are chosen to have unit norm.

4O The entries of Υ shall be sorted in decreasing order.

5O The entry of largest modulus in each column of Ξ is chosen to be positive

real.

The random vector s in the definition above can be considered as a source vector,

whose components – that are assumed to be independent – have been linearly com-

bined into the observed random vector x. As has been shown by Comon [Comon

1994], the uniqueness of ICA requires additionally that s has at most one Gaussian

component. Under this point of view, ICA can be considered as a blind source sep-

aration method that works well as long as the source signals are not Gaussian and

the observation x represents a linear combination of them.

In order to find a decomposition technique that adheres to the properties described

above, we must first find a means to measure the statistical dependence of the back-

projected components si ∈ s = Ξ−1x. The projection matrix Ξ−1 can then be

estimated by minimizing the measured statistical dependence on s. As the usage

of higher order moments does not provide a quantitative description of statistical

dependence, other measures are commonly employed for that purpose. In order to

impart the necessary background knowledge, let us first recall the definition of sta-

tistical independence:

Definition of Independence :

Let s be a random vector with values in Rn and with the probability den-

sity function ps(◦). The vector s has mutually independent components, if

and only if
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ps(u) =
∏

i

psi
(ui). (3.13)

A natural way of measuring the dependence between a random vector’s compo-

nents is therefore to measure the “distance” between its joint density ps(u) and the

independent density
∏

i psi
(ui). One possibility to do so is given by the Kullback-

divergence [Kullback and Leibler 1951], a representative of the class of f -divergences:

δ(px, py) =

∫
px(u) log

(
px(u)

py(u)

)
du (3.14)

If we employ the Kullback-divergence to measure the distance between the left and

right side of equation(3.13), we end up with an expression that is very familiar in

information theory, the mutual information I:

I(s) =

∫
ps(u) log

(
ps(u)∏
i psi

(ui)

)
du (3.15)

It is well known that the mutual information I vanishes, if and only if the variables

si are mutually independent, and otherwise is strictly positive. Hence, the mutual

information seems to be an appropriate measure for our purposes. As has been by

Comon in [Comon 1994], the mutual information is truly a discriminating contrast

function in the sense of the ICA definition above. If we take into account that the

differential entropy H is given by

H(s) = −
∫

ps(u) log(ps(u))du, (3.16)

we can reformulate the mutual information in terms of differential entropy, as is

common in information theory:

I(s) =
∑

i

H(si)−H(s) (3.17)

Now that we know how to measure statistical dependence, we should recall our orig-

inal problem: Given are some realizations of the random vector x ∈ Rm that are

assumed to be linear combinations of statistically independent components of an

unknown random vector s ∈ Rn. We aim at finding the back-projection ΩT ≈ Ξ−1

that estimates the independent signals s̃i ∈ s̃ ≈ s:

Assumption: x = Ξs ∧ ps =
∏

i

psi
⇒

Goal: s̃ = ΩTx ∧ I (̃s) minimal, Ω = [ω1 . . . ωn] (3.18)
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As started above, we would like to do so by minimizing the mutual information I

of the estimated random vector s̃:

ΩT
min = min

ΩT
{I (̃s)} = min

ΩT

{
I(ΩTx)

}
= min

ΩT

{∑
i

H(ωT
i x)−H(ΩTx)

}
(3.19)

Unfortunately, the computation of H(ΩTx) = H (̃s) involves the estimation of the

unknown multi-dimensional probability density function ps̃. The literature on ICA

suggests that such an estimation is rather difficult, computationally heavy, and nu-

merically not very robust. Since the differential entropy is not invariant under linear

transformation, we must not neglect H (̃s) for the minimization of I.

In order to circumvent these difficulties, Comon proposes to measure the deviation

of ps̃ from a Gaussian distribution Φs̃ with the same mean and covariance. The re-

sulting Kullback-divergence measuring this distance is generally called ‘negentropy’

J (negative normalized entropy) and is given by:

J (̃s) =

∫
ps̃(u) log

(
ps̃(u)

Φs̃(u)

)
du = H(Φs̃)−H(ps̃) (3.20)

If we consider the definition of negentropy in terms of entropy on the right hand

side, it becomes clear that negentropy is always positive and vanishes if and only if

ps̃ is Gaussian, since the Gaussian density has the largest entropy under all possible

distributions with the same covariance matrix. Additionally, as shown in [Comon

1994], negentropy is invariant under any invertible linear transformation. This cir-

cumstance can be exploited, if we express the mutual information in terms of ne-

gentropy:

I (̃s) = J (̃s)−
∑

i

J(s̃i) +
1

2
log

( ∏
Υ̃ii

det(Υ̃)

)
, Υ̃ = Cov{s̃} (3.21)

If we can get rid of the third term on the right hand side, then we must only max-

imize the sum
∑

i J(s̃i) in order to minimize I (̃s), since the negentropy J (̃s) =

J(ΩTx) = J(x) remains constant and does not depend on the choice of ΩT . And

indeed, we can cancel the term by ensuring that the covariance matrix Υ̃ of s̃ is

diagonal; then the relation
∏

Υ̃ii = det(Υ̃) obviously holds. In order to guarantee

this diagonality, we will seek the transformation ΩT in two steps:

◦ First, we will sphere the original random vector x, so that every direction

could serve as principal axis [Green and Douglas 1976]. The corresponding

transformation is obviously given by a PCA of x: We initially rotate into

principal orientation, and then we anisotropically scale all principal axes, so

that the resulting random variable
◦
x is uncorrelated and has unit variance.
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Preprocessing Step:

Σx
PCA
= UΛUT , ⇒ ◦

x= Λ− 1
2UTx , ⇒ Σ◦

x
= I (3.22)

◦ Having done so, we can subsequently transform the resulting random vector
◦
x

by any linear transformation ΩT that preserves the decorrelation and the unit

variance of the components s̃i. These constraints give rise to the following two

boundary conditions:

• Boundary condition A: The variance of the reconstructed signals s̃i

should be equal to 1:

Var{s̃i} = E{s̃2
i }+ E{s̃i}2 = E{(ωT

i

◦
x)2}+

(
ωT

i E{ ◦x}
)2

(a)
= E{(ωT

i

◦
x)T (ωT

i

◦
x)} = E{ ◦xT

ωiω
T
i

◦
x}

(b)
=

(
ω

[1]
i

)2

E{x̃2
1}+ . . . +

(
ω

[n]
i

)2

E{x̃2
n}

(c)
=

(
ω

[1]
i

)2

+ . . . +
(
ω

[n]
i

)2 !
= 1

(a):
◦
x is centered, hence E{ ◦x} = 0.

(b):
◦
x is sphered, hence E{x̃ix̃j} = δij.

(c):
◦
x is sphered, hence E{x̃2

i } = 1. (3.23)

Condition A : ∀s̃i ∈ s̃ : Var{s̃i} = 1 ⇒
∥∥ωi

∥∥2
= 1 (3.24)

• Boundary condition B: The covariance of two reconstructed signals

s̃i, s̃j with i 6= j should be zero:

Cov{s̃i, s̃j} = E{s̃is̃j} = E{(ωT
i

◦
x)(ωT

j

◦
x)T}

= ωT
i E{ ◦x ◦

x
T}ωj

(d)
= ωT

i ωj
!
= δij

(d):
◦
x is sphered, hence E{ ◦x ◦

x
T} = Σ◦

x
= I. (3.25)

Condition B : ∀s̃i, s̃j ∈ s̃ : Cov{s̃i, s̃j} = δij ⇒ ωi ⊥ ωj(3.26)

The interpretation of these boundary conditions in geometric terms is as ex-

pected: We can apply an arbitrary rotation to the sphered random vector
◦
x,

without introducing a correlation between its components. Hence, any rotation

conserves the diagonality of the resulting covariance matrix Υ̃, as requested.

The second step of ICA consists consequently of finding that rotation ΩT
min

that maximizes the sum of the marginal negentropies
∑

i J(s̃i):
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Optimization Step:

Optimize: ΩT
min = min

ΩT
{I (̃s)} = max

ΩT

{∑
i

J(ωT
i

◦
x)

}
(3.27)

Boundary Conditions A&B : ΩΩT = ΩTΩ = I

Approximations of Negentropy

Although the previous considerations radically simplify the original problem, the es-

timation of the marginal densities ps̃i
for the calculation of J(s̃i) seems still to be a

difficult problem, especially if there are only few realizations of
◦
x. Even worse, as we

will see later, the optimization of J(s̃i) requires the estimation of the first and second

derivatives of the marginal densities ps̃i
. These circumstances may be seen as a jus-

tification for further simplifications, as proposed in [Comon 1994, Hyvärinen 1997a,

Hyvärinen 1997b].

Instead of optimizing the marginal negentropies directly, Comon [Comon 1994] pro-

poses to maximize an approximation based on third- and fourth-order marginal

cumulants of the densities ps̃i
. These quantities are more easily accessible; for a

normalized and standardized random variable y they are given by:

skew{y} = E{y3}, kurt{y} = E{y4} − 3 (3.28)

Using these two cumulants, the following approximation for the negentropy J(y)

was derived in [Jones and Sibson 1987]

J(y) ≈ 1

12
(skew{y})2 +

1

48
(kurt{y})2 (3.29)

Since the skewness tends to be zero for nearly symmetric distributions and since the

cumulants measure mainly the tails of the distributions, such an approximation may

not be optimal. Especially the sensitivity of higher-order cumulants to outliers may

be disturbing in some cases. Therefore, Hyvärinen suggests in [Hyvärinen 1997a]

a more general approach and derives the following approximation that holds for

practically any non-quadratic function G:

J(y) ∝ (E{G(y)} − E{G(ν)})2, ν ∼ N (0, 1) (3.30)

The auxiliary random variable ν is thereby a Gaussian variable with zero mean and

unit variance. Hyvärinen recommends two functions that are especially well suited
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to serve as general purpose estimators, where the second one has proven to be more

robust than the first one:

(a): G1(y) =
1

a1

log(cosh(a1y)), a1 ≥ 1

(b): G2(y) = − 1

a2

exp

(
−a2y

2

2

)
, a2 ≈ 1 (3.31)

By using approximation ( 3.30), we can finally summarize the optimization problem

as follows:

Optimization Step:

Optimize: ΩT
min = max

ΩT

{∑
i

[
E{G(ωT

i

◦
x)} − E{G(ν)}

]2}
(3.32)

Boundary Conditions A&B : ΩΩT = ΩTΩ = I

Optimization Algorithm

In order to simplify the optimization algorithm once more, we plan to estimate the

unmixing matrix ΩT row by row. Since E{G(ν)} in approximation 3.30 is constant,

the maxima of J(s̃i) are consequently obtained at certain extrema of E{G(s̃i)}. The

resulting constrained optimization shall therefore find the extrema of the expectation

value of the approximation function G for every estimated signal s̃i:

(∀ωi ∈ Ω) ∧ (∀s̃i ∈ s̃) :

Optimize E{G(s̃i)} ⇒ extremumωi

{
E{G(ωT

i

◦
x)}
}

(3.33)

Hence, we start with a Lagrange function L(ωi, l) that incorporates the optimization

term and the boundary condition A. The boundary condition B can subsequently

be satisfied by enforcing orthogonality of the row ωT
i to be optimized with all the

previously estimated rows {ωT
1 , ..., ωT

i−1}. But for the moment, let us begin with the

Lagrange function L:

L(ωi, l) = E{G(ωT
i

◦
x)} − l[ωT

i ωi − 1] (3.34)

For optimality, the derivatives of L(ωi, l) with respect to ωi and l must be equal to

zero:

(a):
∂L

∂ωi

= E{ ◦x G′(ωT
i

◦
x)} − 2lωi

!
= 0 ∧

(b):
∂L

∂l
= −ωT

i ωi + 1
!
= 0 (3.35)
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In order to satisfy both equations 3.35, we must only find a solution for equa-

tion 3.35.a, if we enforce normal length of ωi during optimization, according to the

boundary condition A (that is restated in equation 3.35.b). To do so, Hyvärinen

proposes to use a modified Newton-Raphson root finding method. For this purpose,

we must first calculate the Jacobian matrix of the target function F:

F(ωi) = E{ ◦x G′(ωT
i

◦
x)} − 2lωi[

∂Fj(ωi)

∂ωk

]
ωi

= E{ ◦x ◦
x

T
G′′(ωT

i

◦
x)} − 2lI (3.36)

Given this Jacobian of F, a standard Newton step consequently looks as follows:

ω+
i = ωi −

[
∂Fj(ωi)

∂ωk

]−1

ωi

F(ωi) (3.37)

In order to simplify equation 3.37, Hyvärinen proposes to exploit the sphere prop-

erty of
◦
x once again by using the approximation E{ ◦x ◦

x
T

G′′(ωT
i

◦
x)} ≈ E{ ◦x ◦

x
T}

E{G′′(ωT
i

◦
x)} that obviously reduces to IE{G′′(ωT

i

◦
x)}. The application of this

approximation transforms the Jacobian into a diagonal matrix that can easily be

inverted: [
∂Fj(ωi)

∂ωk

]−1

ωi

=
1

E{G′′(ωT
i

◦
x)} − 2l

I ⇒

ω+
i = ωi −

E{ ◦x G′(ωT
i

◦
x)} − 2lωi

E{G′′(ωT
i

◦
x)} − 2l

(3.38)

An additional simplification can be achieved, if we multiply the equation 3.38 by

2l − E{G′′(ωT
i

◦
x)}:(

2l − E{G′′(ωT
i

◦
x)}
)

ω+
i = E{ ◦x G′(ωT

i

◦
x)} − ωiE{G′′(ωT

i

◦
x)} (3.39)

The resulting scaling of ω+
i can be neglected, if we apply a normalization of the

resulting vector ω+
i after each Newton step. As has been stated above, such a

normalization is enforced anyway by the boundary condition A:

ω+
i = E{ ◦x G′(ωT

i

◦
x)} − ωiE{G′′(ωT

i

◦
x)}, ωi =

ω+
i∥∥ω+
i

∥∥ (3.40)

To take into account the remaining boundary condition B and to prevent the algo-

rithm for converging towards a solution that has already been estimated, we add an
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additional Gram-Schmidt-like orthogonalization step that removes all the “forbid-

den” components after each modified Newton step:

ω∗
i = ω+

i −
i−1∑
j=1

(
ω+T

i ωj

)
ωj (3.41)

The final, most simple iteration scheme looks therefore as follows:

Simplest Optimization Scheme:

∀ωi ∈ Ω : do until convergence:

ω+
i = E{ ◦x G′(ωT

i

◦
x)} − ωiE{G′′(ωT

i

◦
x)}

ω∗
i = ω+

i −
i−1∑
j=1

(
ω+T

i ωj

)
ωj

ωi =
ω∗

i∥∥ω∗
i

∥∥
od

(3.42)

Stabilized Newton Iteration

Unfortunately, the convergence of the Newton-Raphson method is, in general, rather

uncertain. Even though all our experiments with audio signals (see figure 3.15) did

not cause many convergence problems, the initial experiments with our population

of motion template instances did not converge any more.

This may have been caused by the small number of samples and by the large number

of considered signals. The general approach to stabilize the Newton scheme is to

add a step size µ in equation 3.38:

ω+
i = ωi − µ

E{ ◦x G′(ωT
i

◦
x)} − 2lωi

E{G′′(ωT
i

◦
x)} − 2l

(3.43)

In order to work with this stabilized Newton step, we must use an approximation for

the Lagrange multiplier l. In general, l can be determined for the optimum position
•
ωi, if we multiply equation 3.35.a by

•
ω

T

i and exploit the imposed unit length property
•
ω

T

i
•
ωi= 1:

2l = E{ •ωT

i

◦
x G′(

•
ω

T

i

◦
x)} (3.44)

By evaluating relation 3.44 at the actual value of ωi, we end up with a more stable

iteration scheme:
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Stabilized Optimization Scheme:

∀ωi ∈ Ω : do until convergence:

ω+
i = ωi − µ

E{ ◦x G′(ωT
i

◦
x)} − E{ωT

i

◦
x G′(ωT

i

◦
x)}ωi

E{G′′(ωT
i

◦
x)} − E{ωT

i

◦
x G′(ωT

i

◦
x)}

ω∗
i = ω+

i −
i−1∑
j=1

(
ω+T

i ωj

)
ωj

ωi =
ω∗

i∥∥ω∗
i

∥∥
od

(3.45)

Decomposition into Independent Components

To summarize, we give here an overview of the whole ICA-algorithm that can be seen

as a transformation chain. The requisite chain includes the following four processing

steps [Hyvärinen 1997a, Hyvärinen 1997b]:

1O First of all, we center the observed random vector x:

x̄ =
1

N

N∑
i=1

xi, ∆xi = xi − x̄ (3.46)

2O Then, we apply a standard principal component analysis to find the principal

directions of ∆x:

Σ∆x =
1

N − 1

N∑
i=1

∆xi∆xT
i , Σ∆x

PCA
= UΛUT (3.47)

3O Next, we sphere the centered random vector ∆x by applying a rotation into

principal orientation and by anisotropically scaling the resulting principal axes

to have unit length. That means, the resulting random vector
◦
x has uncorre-

lated components of unit variance:

◦
xi=

1√
Λ

UT∆xi =
◦

UT ∆xi ⇒ 1√
Λ

UTΣ∆xU
1√
Λ

= Σ◦
x

= I (3.48)
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4O At last, we estimate a rotation ΩT so as to minimize the mutual information

of the resultant random vector s̃ = ΩT ◦
x. Doing so gives rise to the following

constrained optimization:

Optimize: ΩT
min = min

ΩT
{I (̃s)}

si=ωT
i
◦
x

= max
ΩT

{∑
i

J(ωT
i

◦
x)

}
(3.49)

Boundary Condition ΩΩT = ΩTΩ = I

To conclude, ICA applies a rotation UT , a scaling 1√
Λ

, and another rotation ΩT

to eliminate the mutual dependencies that have been observed in the data set xi.

Although this sequence of geometric transformations does not look very spectacular,

its effect should not be underestimated. However, a closer look at the next para-

graph and the experimental audio results in figure 3.15 and figure 3.16 evidences the

accuracy of such an approach and substantiates the quality of Hyvärinen’s approach.

ICA in the Context of Visual Speech

In terms of the space of possible facial deformations, PCA and ICA basically yield

the same result. As a matter of fact, PCA is part of the ICA algorithm, and

determines the degrees of freedom to be kept. The importance of ICA mainly lies

in the more intuitive, manual changes that an animator can make afterwards. A

face contains many muscles, and several will be active together to produce different

expressions as described in the introduction of this section. As far as their joint

effect can be modeled as a linear combination of their individual effects, ICA is the

way to decouple the net effect again and one would hope that ICA is able to yield a

reasonable decomposition of face deformations into components that themselves are

more strongly correlated with the facial anatomy than the principal components.

This hope has proved not to be in vane.

As the distributions of the captured motion template instances are quite non-

Gaussian, PCA is therefore statistically not the end and not necessarily the most in-

tuitive directions along which one can move. The non-Gaussian character of the dis-

tribution can clearly be observed from χ2, residual histogram, quantile or from pro-

jection plane plots. Figure 3.14 shows a subset of such plots that clearly illustrate the

non-Gausianity of visual speech – the evaluation suggests higher order information

content. This matter of fact was discovered by Kalberer et al. [Van Gool et al. 2002,

Kalberer et al. 2002a] and confirmed by Fidaleo and Neumann [Fidaleo and Neu-

mann 2002].

Thus, it makes sense to investigate into Independent Components as an alternative

basis for the same facial deformations that come with visual speech. ICA is by no

means new, of course. It tries to explain data as a linear combination of maximally
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Figure 3.14: This is a subset of representative plots to display the character of

the face population. Indeed, the face population (m = 145) that is projected onto

the PCA viseme space (cut = 10) is non-Gaussian: projection plane plots (left) and

quantile plots (right).

independent basis signals, the ‘Independent Components’. Basically, these inde-

pendent components are found as the linear combinations of principal components

that have minimal mutual information. This is mathematically related to finding

combinations with distributions that are maximally non-Gaussian: as the central

limit theorem makes clear, distributions of composed signals will tend to be more

Gaussian than those of the underlying, original signals. For these reasons, ICA

often is successful in retrieving a set of original signals that can only be observed

together, e.g. to split mixed audio signals into their different components (see fig-

ure 3.15 and figure 3.16). These separate, original components typically correspond

to the maximally non-Gaussian directions of the distribution that represents the

joint probabilities of the observed signal values. We have found that the indepen-

dent components offer more intuitive controls than the principal components in the

case of facial dynamics.

Indeed, we have been able to provide quantitative evidence that supports the superi-

ority of an independent component-based representation. Furthermore, a qualitative

comparison of the two methods will be presented in the following subsection: The

independent component decomposition of facial deformations versus the standard

principal component decomposition technique.

3.2.5 Multi-personal Viseme Space Based on ICA

Having Hyvärinen’s ICA-algorithm at one’s disposal, it would be very desirable to

explore the differences between the principal and the independent components of a

given population, and to assess the benefits that might be related to the usage of
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Figure 3.15: Blind source separation using ICA: Source audio signals (top row).

Synthetic linear superpositions of the source signals (center row). ICA estimates

maximally non-Gaussian signals, whereas the source signals are recovered by mini-

mizing their mutual information (bottom row).

Figure 3.16: ICA estimates maximally non-Gaussian signals: The top row shows

the histograms of the linear superpositions of xi that are illustrated in the middle

row of figure 3.15. The following row shows the histograms of the reconstructed

source signals s̃i depicted in the bottom row of figure 3.15.
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an ICA-based Viseme Space. Furthermore, we extended the single-personal Viseme

Spaces to a multi-personal Viseme Space. This makes sense because we expect

correlations in the visual speech of different subjects.

Accordingly, we will subsequently take a step towards this goal by decomposing

the head population of ten different people into a set of maximally independent

components. The population consists of reference subjects, each with a set of motion

template instances extracted from the according training sequences that are cut to

a specific number of frames n. To combine these individual deformations, we have

to align the population in a preprocessing step so thatthe area that is affected by

visual speech best coincide with each other. In fact, we only align the neutral motion

template instances of the different reference subjects as illustrated in figure 3.17 and

subsequently apply the individual euclidean transformations to the whole set of the

subject’s motion template instances.

Figure 3.17: The ten reference subjects are aligned so that the specific motion

fields coincide as much as possible.

Having all the instances aligned as described above, the deformationsi of all reference

subjectsj are denoted by pij and extracted as follows:

pij = shapeij − shapeneutralj (3.50)

Taking only the motion fields pij into account, has indeed two main advantages.

Firstly, the captured deformations are not subject-related anymore, in the sense

that the motion field of subject1 can be applied to any other subject that shows a

neutral expression. Secondly, the individual deformations pij can be compared or

combined with other deformations pij. Figure ?? shows such a motion field.
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In order to prepare the motion field description for the estimation of its independent

components, we must first sphere the usual random vector which realizes the motion

field pij of one particular deformationi of one particular subjectsj. Accordingly, we

start by acquiring the principal components of the available motion field description,

analogous to the shape analysis described in subsection 2.4.2.

p̄ =
1

10n

n∑
i=1

10∑
j=1

pij, ∆pij = pij − p̄ (3.51)

Σ∆p =
1

10n− 1

n∑
i=1

10∑
j=1

∆pij∆pT
ij, Σ∆p

PCA
= UΛUT (3.52)

Next, we ought to sphere the random vector ∆p for further processing. Although we

could easily do so. We had better considering the following circumstance beforehand:

Due to the normalization of the motion field parameters’ variances, all independent

basis vectors will be of homogeneous importance (i.e. all random variables s̃i will

have unit variance and will therefore account for the same amount of variance within

the population). In order to obtain a set of meaningful independent components, we

should thus restrict the uncorrelated motion field description b to the most dominant

motion field parameters bi, i ∈ {1, ..., cut}. Doing so, will reduce the number of

independent components and can be seen as a compression or a “smoothing” of

the data, since we will thereby remove a small portion of the observed variability,

as described above. Accordingly, we next apply the following parameter-reducing

sphering operation:

Ũcut = [ũ1 . . . ũcut]

Λcut = diag(λ1, ..., λcut)

}
◦
Ucut= Ũcut

1√
Λcut

⇒
◦
p=

◦
U

T

cut ∆p̃
◦
P=

◦
U

T

cut ∆P̃
(3.53)

Having done so, we employ Algorithm 3.45 to find an unmixing matrix ΩT which

optimally separates the parameter signals to have minimal mutual information:[
s1 . . . sn

]
=

[ ωT
1
...

ωT
cut

][
◦
p1 . . .

◦
pn

] }
s = ΩT ◦

p

S = ΩT
◦
P

(3.54)

As the rows of the unmixing matrix ΩT are orthogonal by construction, its inverse is

obviously given by Ω. Accordingly, we can recover the sphered shape representations
◦
pi by back-projecting the independent components into the sphered shape space:[

◦
p1 . . .

◦
pn

]
=

[
ω1 . . . ωcut

][
s1 . . . sn

] } ◦
p= Ωs
◦
P= ΩS

(3.55)
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Analogous to the relation ∆x = Ub, where b contains the principal components and

U the associated eigenvectors ui, the basis vectors of the independent components

are obviously stored in the columns ωi of Ω. Hence, in order to visualize the inde-

pendent modes of the motion field variation, we should individually back-project the

basis vectors ωi into the motion field space and apply the corresponding deformation

to a subject with a neutral expression. The corresponding transformation can easily

be found, if we consider the complete processing chain:

∆p Sphering (Rotation and Scaling)
1√

Λcut
ŨT

cutO
T ∆p

−→
◦
p

Unsphering

x OŨcut

√
Λcut

◦
p ΩT ◦

p

y Unmixing

◦
p ←− Mixing (Rotation)

Ωs
s

(3.56)

s = ΩT 1√
Λcut

ŨT
cutO

T ∆p , ∆p = OŨcut

√
ΛcutΩs (3.57)

shapeij = shapeneutralj + p̄ + OŨcut

√
ΛcutΩsi (3.58)

As described above the motion fields are decomposed into basic deformation modes.

PCA yields modes that are uncorrelated but at the same time anatomically incon-

sistent. Whereas independent components are better able to split the deformations

up into modes that make anatomically more sense. This suggests that they are

also better able to home actions facial muscles exerce on the face [Kalberer et al.

2002a]. Indeed, they could be considered as ‘pseudo-muscles’ which can be linearly

combined to yield realistic speech. Such animations have actually been tried with

good results [Kalberer et al. 2003b, Kalberer et al. 2002b, Kalberer et al. 2002c],

the animation aspects will be discussed in chapter 4.

We have decided to deform the average head model of the Face Space instead of

a specific subject according to the principal and independent components, to vi-

sualize the extracted modes as impersonal as possible. Furthermore, an overlayed

chessboard pattern should accent the applied deformation modes even more.

Again, the advantage that independent components have on principal components

does not lie in their respective numbers, since these are the same. The ICs are found

in the reduced space spanned by the dominant PCs and this space’s dimension de-

termines the number of ICs that ICA extracts. 16 components were used, which

together cover 98.5% of the overall variation of the considered head population.

The advantages rather are the more intuitive deformations that correspond to the
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Figure 3.18: The top row shows snapshots of three of the sixteen Principal

Components, in order of descending importance (eigenvalues). The following rows

illustrate six of the Independent Components.

independent component, where each stays closer to a single, anatomical action of

the face. Although it is difficult to demonstrate the advantage of the independent

components over the principal components on paper, we state that the different in-

dependent deformation modes look much more intuitive. This said, a corresponding

video sequence would support our statement. Nevertheless, in figure 3.18 we give a

comparison between principal and independent components.

We found that only about one or two PCs could be easily described, e.g. ‘opening

the mouth’. In the case of ICs, much more components could be described in simple

terms. Figure 3.18 shows principal and independent components that shape the

mouth according to the most important modes. In both cases, there is a component

that one could describe as opening the mouth. When it comes to a simple action

like rounding the mouth, there is a single IC that copes with such an effect, but

in the case of PCs, this rounding is never found in isolation, but is combined with

the opening of the mouth or other effects. Similar observations can be made for the

other ICs and PCs.
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Subspaces of a Viseme Space

The Viseme Space at hand examines the given visual speech related motion fields

for each of the different subjects and finds out a basis which faithfully retains the

delicate motion features of original motion fields. Thus, it span the entire space of

visual speech of the different subjects. Furthermore, the motion fields that shape

Figure 3.19: The motion fields that shape a visual /o/ cluster also in the multi-

personal Viseme Space.

similar expressions cluster and form clouds in the multi-personal Viseme Space with

different variances depending on the similarity of the set of motion fields that is

taken into account as depicted in figure 3.19. The evidence is that some bases of our

Viseme Space indeed reflect pseudo muscles. The eighth independent component

represent the jaw movements, whereas the zeroth independent component provides

the rounding of the mouth. Only a few components show cross-subject deviations

which are necessary for the accuracy but not of great importance for an animator.

As a matter of fact, there are two main different ways to divide such a Viseme Spaces

into meaningful subspaces.

On the one hand, there is a spatial issue, where we divide the whole motion field into

different regions of a face and extract motion spaces only for these subsets of motion

vectors separately. Such splitting of the motion field into facial region does only

make sense, if we have to deal with a set of expressions that involve the entire face.

In such a case eye, front head, nose, and mouth deformations can be grouped and

spatially decoupled from each other. The border effects are eliminated by fading the

regions smoothly into each other. Doing so, we get a set of regions with their modes

that locally handle the appropriate motion. Figure 3.20 shows the spacial decoupling

of the eye and front head movements from the rest of the face. Such regions are

defined only once in the initial motion template. As mentioned above the regions

can smoothly merge into each other by choosing a value between 1 and 0 for each

motion vector and each region. This localization is called ’weighted’ PCA or ICA,
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because we weight the different motion field vectors for different regions. For pure

Figure 3.20: On the left hand side of the figure a neutral head model is de-

picted with a region indicated, that decouple the motion from the front head and

the eyes from the rest of the head. The head model in the middle shows an emo-

tional expression (disgust), whereas the most right head model shows the effect of

weighting.

and neutral visual speech this spatial splitting into regions does only make sense, if

one wants to constrain the visual speech to a specific region or to spatially clean up

the extracted motion. Conversely in the context of emotional expressions, such an

approach definitely supports the handling of all the deformations that are captured.

It is a great advantage to divide the emotional expressions into facial regions, because

a combination of emotional expression and visual speech can be blended, based on

regions. Therefore, the visual speech can be influenced by emotions carefully and

inhomogeneously.

On the other hand the multi-personal Viseme Space can be structured and divided

into subspaces according to the information we got at the beginning of the analysis.

We know, indeed, which motion field comes from whom and shape which viseme.

For instance, by projecting all the motion fields that shape the viseme /u/ onto our

16 dimensional Viseme Space, an u-cluster can be generated and a further ‘nested’

principal component analysis provide us with principal components of the projected

/u/ instances. Figure 3.21 shows the two most important directions in the u-cluster.

Obviously, another subspace can also be generated by taking only the motion fields

of a specific subject into account. Such a subspace only holds the facial deformation

of one person and can therefore be used to track further patch sequences of her.

The next section 3.3 cares about the performance capture issues based on Viseme

Spaces and Viseme Subspaces.

The projection procedure calculates the weights sij for each basis vector mij, not by
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Figure 3.21: The first face on the left side of the figure shows the center of the

u-cluster, whereas the further faces illustrate the two most important modes of u

deviations.

using the scalar product of the input motion field x with each of the basis vectors,

but by solving a system of equations that relates the input motion field as a linear

combination s of the basis vectors. Note that this routine has been implemented

in a very general fashion and does therefore not put any constraints on the space

onto which the motion field has to be projected (e.g. orthogonality). The following

equation system is solved by applying a singular value decomposition (SVD) and a

subsequent backsubstitution routine (SVB) (see also subsection 2.3.4).

x = [m1 . . .mcut] s (3.59)

3.3 Performance Capture

Performance capture used to be considered as a fairly controversial tool to create

animations. In the early days, the effort required to ’clean up’ motion capture data

often took as long as if the animation was created by an animator, from scratch.

Recently, it has become a feasible tool for the generation of animation [Williams

1990, McMillan and Bishop 1995, Witkin and Popovic 1995, Levoy and Hanrahan

1996, Gortler et al. 1996, Gleicher 1998, Guenter et al. 1998, Lee and Shin 1999].

Besides approaches that directly manipulate vertices, there have been many at-

tempts to interpret facial expressions into high-level motion mechanism. As men-

tioned in the previous section, these high-level methods often can not reproduce

the original expressions accurately because their expression bases are not based on

the subject’s expressions [Eisert and Girod 1998, Kouadio et al. 1998], or they

could not guarantee to recover the entire facial expressions, since their expressions

bases [Pighin et al. 1999, Choe and Ko 2001] do not span the whole expression
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space. Although these approaches are rather convincing for emotional expressions,

it would be much harder to implement them for visual speech, where higher level of

geometric detail is required, certainly on the lips.

To cope with these shortcomings, we decided to learn the basic motion features

by observing 3D speech dynamics and employing PCA or ICA as described in sec-

tion 3.2. Once this learning is done, we can analyze a performance of a subject

by computing the optimal coefficients of the ICA or PCA basis elements for each

frame without resorting to any markers. The resulting performance capture data are

rather detailed as Pcut > 0.95 and much cleaner than without any learning, because

only the most dominant modes are taken into account.

In cases were we would like to capture facial movements not based on a single-person

Viseme Space but based on a multi-personal Viseme Space, we have to define an in-

dividual subspace for the specific person to restrict the facial tracker to valid motions

for the subject.

Figure 3.22: The extracted trajectories through the Viseme Space are used to

animate all kinds of facial models. The diversity of such target models range from

the subject, who’s motion is captured to other head models with different topologies

and different appearances.

The facial tracker described in this section is structured as follows. A first module

focuses on the extraction of the rigid head motion that comes with the performance.

A second module cares about the non rigid motion, where the coefficients sij of

the corresponding Viseme Space are adapted, until the reconstructed motion model

perfectly matches the current facial patch. By stringing all the extracted coefficients

together, trajectories through the Viseme Space are generated. Because this second

module is only a serialized registration of successive frames, jitter effects and incon-

sistencies can occur and a postprocessing step becomes compulsory. Therefore, the

output of our facial tracker is processed in a last module to be subsequently used to

control all kinds of facial models as depicted in figure 3.22.
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3.3.1 Rigid Motion Extraction

Again, the motion of a face during speech is a combination of rigid and non rigid

motion. Because we are interested in isolated rigid head motion as well as clean

visual speech data, we have to provide a routine that decomposes these two classes

of movements. Our rigid motion extraction is organized as a two step strategy – an

initialization and a following euclidean transformation.

For the very first frame, the system has no clue where the face is and which orienta-

tion the facial patch has. Furthermore, there are neither any markers on the face nor

any correspondences available that could be used in the performance capture part.

Therefore, other alternatives have to be found. For instance, the initialization can

be based on knowing that the subject is facing the camera and/or on detecting and

localizing certain features in the facial patch that could support the initialization.

Such a feature is the nose tip, its detection is very robust, even when the subject is

opening the mouth (see subsection 2.3.2). Also the center of mass of the patch could

be used as an option. The motion model shapeij has been initialized according to

these features as shown in figure 3.24.

After this initialization is performed the final euclidean transformation of the motion

model can be found by aligning only a subset of the vertices indicated in figure 3.24

to the facial patch. For extracting the rigid head motion the coefficients sij of the

Viseme Space are set to zero, so that the according motion model shapeij represents

the origin of the specific Viseme Space.

Figure 3.23: For the rigid motion extraction only vertices of the motion model

are taken into account that move marginally during speech.

This aligning routine is implemented as a minimization of the error function ED,

where the minimization part is performed by the simplex downhill method [Nelder

and Mead 1965]. The error function ED is defined by the sum of the distances

between a subset of motion model vertices shapek and their corresponding facial
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patch vertices patchk.

ED(s0j) =
∑

k∈{rigid}

d2
k , dk = |patchk − shapek(s0j)| (3.60)

To find the corresponding vertices patchk on the facial patch, the frontal or cylin-

drical projection model is used. By the fact that each motion model vertex has

the same projection position as one point of the facial patch surface, it is easy to

localize patchk and calculate the corresponding distance. This method is called

backprojection and has already been introduced in subsection 3.1.3.

Coming back to the optimization method, there is unfortunately no perfect opti-

mization algorithm. Therefore the following considerations guide to a method which

will be well adapted to this optimization at hand and the optimizations that will

follow in the next subsection.

� There is a need to choose between methods that only need evaluations of the

function to be minimized and methods that also require evaluations of the

derivative of that function. In the multidimensional case, this derivative is

the gradient, a vector quantity. Algorithms using the derivative are some-

what more powerful than using only the function, but not always enough

to compensate for the additional calculations of derivatives. It is easy to con-

struct examples favoring one approach or favoring the other. However, if there

are already some derivatives calculated, one of such algorithms should be fa-

vored. Therefore a non-derivative-algorithm was chosen in our case, because

no derivative is available.

� There is as well a need to choose between methods that require storage of

order N2 and those that require only of order N , where N is the number of

dimensions. For moderate values of N and reasonable memory sizes this is not

a serious constraint. There will be some occasional applications where storage

may be critical, but in our case it is not at all an important criterion.

� And last but not least it is a need to choose between methods, they fall under

the general scheme of successive line minimization or under the scheme of

implementing an entirely self-contained strategy, in which one-dimensional

minimization is not figured.

Two methods are considered, the Downhill Simplex method and the Powell’s method.

The Downhill Simplex method due to Nelder and Mead [Nelder and Mead 1965] just

crawls downhill in a straightforward fashion that makes almost no special assump-

tions about the error function. This can be slow, but it can also be extremely robust.

The storage requirement is of order N2, and derivative calculations are not required.
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Whereas the Powell’s method is the prototype of direction-set methods. These are

the methods of choice when one cannot easily calculate derivatives. The method

does require a one-dimensional minimization sub-algorithm such as Brent’s method.

Storage is also of order N2. Because the routine should be robust but not necessarily

real time, the first method was selected.

The termination criterion can be delicate in any multidimensional minimization

routine. Without bracketing, and with more than one independent variable, we

no longer have the option of requiring a certain tolerance for a single independent

variable. We typically can identify one ‘cycle’ or ‘step’ of our multidimensional al-

gorithm. It is then possible to terminate when the vector distance moved in that

step is fractionally smaller in magnitude than some tolerance tol. Note that the

above criteria might be fooled by a single anomalous step that, for one reason or

another, failed to get anywhere or that the found minimum is not the global one.

Therefore, it is frequently a good idea to restart a multidimensional minimization

routine at a point where it claims to have found a minimum. For this restart, any

ancillary input quantities should be reinitialized. It was decided to continue these

restarts till the same or a ’higher’ minimum is found.

Based on the method above we could rigidly fit the morphable motion model through-

out an entire patch sequence to extract the corresponding rigid head motion. Two

snapshots are depicted in figure 3.24.

Figure 3.24: The left illustration shows the rigid head motion extraction by using

the face motion model with a nose tip initialization. The right illustration shows a

test with a head motion model with a center of mass initialization. The optimization

algorithm in the second case has not been screwed up by a synthetically deformed

facial patch.
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3.3.2 Fine Registration Using the Non Rigid Motion

Once the rigid head motion has been isolated from the rest of the motion, a non

rigid registration step deforms the motion model shapeij until it precisely fits the

instantaneous 3D facial data.

In the case, where the motion model is based on a restricted multi-personal ICA

Viseme Space an expressioni of a facej can be generated by choosing appropriate

coefficients sij in the following formalism:

shapeij = shapeneutralj + p̄ + U
√

ΛΩsij.

In the case of an individual PCA Viseme Space an expressioni of the observed

subjectj is produced as follows:

shapeij = p̄ + U
√

Λsij.

A downhill simplex procedure is again used to minimize the following cost function

of the form:

E(sij) = αED(sij) + (1− α)EC(sij), (3.61)

consisting of a geometrical distance error function ED and a color error function EC .

The distance error ED is calculated as the error function which describes the dis-

placement of the reconstructed motion model to the facial patch. In this calculation

all vertices nVS are included that belong to the region that is deformed by visual

speech:

ED(sij) =
1

nVS

nVS∑
k=1

d2
k , dk = |patchk(sij)− shapek(sij)| , k ∈ {non rigid} (3.62)

The second error EC in equation 3.61 describes the color error. For calculating

this EC an image has to be generated that highlights the lips. Past studies have

proposed to use normalized or chromatic color information, because they can be

used reliably for finding ‘flesh areas’ present in the scene despite wide variations

in lighting. Unfortunately such an approach was not very successful in our case.

A combination of two different image processing functions has been implemented

instead. One function tint(u, v) cares about the intensity, whereas the other one

tcol(u, v) focuses only on the green and the blue channel of the underlying patch

texture image:
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tint(u, v) = (1− β)
red(u, v) + green(u, v) + blue(u, v)

3
(3.63)

tcol(u, v) = β(green(u, v)− blue(u, v)) (3.64)

Because captured sequences can be rather colorless, not only a color term 3.64 is used

for extracting the lips but also an intensity term 3.63 has to be involved. Finally, the

color error function EC is calculated by integrating over all the pixels they belong to

the lips on the one hand and the pixels they belong to the remainder of the motion

model msij
. EC is defined as follows:

EC(sij) =

∫∫
Lipsij

tcol(u, v) + tint(u, v)dudv −
∫∫

Sursij

tcol(u, v) + tint(u, v)dudv (3.65)

Because the lighting of each sequence is very different from each other, the edges

of the lips are not accurate enough, or the 3D data was not perfectly captured,

there are some sliders provided to set α (see equation 3.61) and β (see equation 3.63

and equation 3.64) before the tracker starts. Depending on the quality of the 3D

data and the size of the motion model, the values range indeed between 1 and 0.

During the development of the facial tracker the quality of the 3D data and the size

of the motion model increased dramatically. So that we felt compelled to shrink

the influence of EC to a minimum. To evaluate the registrations we have tracked

a sequence of the same person but uttering another sentence. The following two

figures 3.25 and 3.26 show two registrations of two different motion models.

Figure 3.25: A facial motion model is initialized by relying on the nose tip

(a.b). A result of the rigid motion isolation (c) and the according registration (d) is

depicted.
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Figure 3.26: A head motion model is initialized by relying on the center of mass

of the current patch and euclidean transformed based on the extracted rigid motion

(a). Two snapshots of the following registration (b,c) is shown in this picture.

3.3.3 Postprocessing

As a matter of fact, the first two modules of our facial tracker gives only a serialized

registration of successive frames, where the extracted coefficients sji will be used as

a starting guess for the next registration. Because the capturing of the facial patch

is an offline process, it makes no sense to implement a performance capture system

to be in real time. However, the system is more focused on extracting Viseme Space

coefficients as accurate as possible and not as fast as possible. Nevertheless, it is

obvious that a motion model driven by these successive coefficients sji could look a

bit unnatural. Therefore a method has to be provided to get rid of possible jitter

effects. All these coefficients grabbed by tracking a sequence can be divided into

so called animation channels, which represent the value of the same dimension in

Viseme Space or, in other words, the same element of the coefficients sji during the

speech sequence.

These channels are subsequently used as attractors for cubic polynomials. The

resulting curve is then scanned at the same places where the attractors are lo-

cated. This method allows us to transform these coarse animation channels into

smoother and more realistic animation streams. The figure 3.27 should make this

clear. The smoothness of the resulting streams can be influenced by adapting the

general smoothing factor or the non linearity characteristics.

In a last step this postprocessed animation channels are used to deform the mo-

tion model according to the performance and furthermore to animate and control

a detailed head model. In the case where the appearance is similar to the face, of

which the motion is extracted, a deformation is favored to animate the intermediate

vertices, such as used in the Alias|Wavefront′s Mayar warp function, which is

described in [Singh and Kokkevis 2000]. When the appearance is human-like and

similar to the performance captured subject a cloning approach was followed [Noh

and Neumann 2001]. Where we do not adjust the magnitude of the motion field
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Figure 3.27: The bright function represents the third animation channel of an

entire performance. The extracted animation channel is matched by a curve based

on cubic polynomials to smooth the speech trajectory.

vectors according to the local size variation, but the direction of the vectors to pre-

serve the motion angle with respect to the local surface. In cases the appearance

is really different we even go further and project the animation channels onto key-

shape instances that are easy to reproduce on a target shape [Choe and Ko 2001].

The Projection onto the new basis of key-shape instances is performed by applying

a singular value decomposition (SVD) to the equation system and a following back-

substitution routine (SVB) as described in subsection 3.2.5. The resulting key-shape

animation channels can than just be transferred to the corresponding key-shapes of

the target shape. An appropriate figure 3.22 shows the diversity of the front end

possibilities.



4
Animation Pipeline:

Alias|Wavefront′s Mayar Plugin

Figure 4.1: The work flow of the proposed animation system: (a) An original face

is (b) captured, (c) remeshed, (d) analysed and integrated for (e) an animation.

The use of performance capture is limited, because it only allows a verbatim replay

of what has been observed. This limitation can be lifted, if one can animate any

face based on speech input, either as an audio track or text. We propose in this

section an efficient system for realistic speech animation. The system supports

all steps of an entire animation pipeline, from the capture or design of 3D head

models up to the synthesis and editing of the performance. This pipeline is fully

3D, which yields high flexibility in the use of the animated character. Real detailed

3D face dynamics, observed at video frame rate for thousands of points on the face

of speaking actors, underpin the realism of the facial deformations. These are given

a compact and intuitive representation via Independent Component Analysis (ICA).

Performances amount to trajectories through Viseme Space (see chapter 3). When

asked to animate a face the system replicates the visemes (see section 4.1) that it

has learned, and adds the necessary co-articulation effects (see section 4.3). Realism

has been improved through comparisons with motion captured groundtruth data.

Faces for which no 3D dynamics could be observed can be animated nonetheless.

Their visemes are adapted automatically to their physiognomy by localizing the face

in a Face Space.

115
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Figure 4.2: Overview of the animation pipeline.

The presented system is sketched in figure 4.2.

At the input side, different options are open to the user. A static head can be

supplied either as a cylindrical scan of both range and texture data (e.g. the output

of a scanner) or as a face directly designed in a Face Space (see section 2.4). A

second part of the input that is needed, is a time-stamped sequence of phonemes

corresponding to the desired animated speech.

The remeshing tool (see section 2.3) translates the cylindrical scans into the internal

topology of the system. This tool requires limited interactive help from the user.

Head models generated in the Face Space – which is an integral part of the system

– are directly expressed in terms of the internal topology and texture representation

and require no further adaptation. Also the position in Face Space of the remeshed

cylindrical scans is determined. Ten reference faces with known positions in this

space are already available to the system as references, and the incoming face is

approximated as a linear combination of these. The corresponding coefficients play

an important role in the sequel (see section 4.1).

In order to guarantee good realism, the ten reference faces have been observed in
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3D during speech. These people have been asked to read sentences with a sufficient

variety of visemes. Based on these data, the basic modes of facial deformation during

speech have been extracted. They span a space referred to as Viseme Space (see

chapter 3). Visemes are the visual counterparts of phonemes. In this space, they

are represented by points. Before the actual animation can start, phonemes have to

be transcribed into visemes. This is achieved through the Transcription Tool (see

section 4.1).

Speech animation amounts to generating trajectories in Viseme Space. The trajec-

tories visit the visemes in the time order as specified by the phoneme time-stamps.

The precise shape of these trajectories is determined by the Animation Tool (see

section 4.3). It takes co-articulation effects into account, again in agreement with

measured groundtruth. Moreover, it uses personalized visemes. These are obtained

as linear combinations of the visemes of the reference faces, with the same coeffi-

cients as calculated for the approximation above. Furthermore, a final task is meant

to carry out prospective research to see how far the results obtained by this system

can be combined for the next logical step: visual prosody (see section 4.4).

This animation pipeline has been implemented as an Alias|Wavefront′s Mayar

Plugin. Figure 4.1 gives a quick overview of the processing steps.
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4.1 Transcription Tool

As already indicated, animation goes through a sequence of visemes (see subsec-

tion 4.1.1). A good animation requires not only visemes that are prototyped and

adapted to the shape or ‘physiognomy’ (see section 4.2), but also good timing and

right co-articulation rules are equally important here. Co-articulation rules pre-

scribe how to make the transitions between visemes and how to modify the visemes

themselves on the basis of neighboring visemes. The performance transcription tool

prepares the necessary input, to make this possible. It translates the time-stamped

phoneme input into a series of time-stamped visemes (see subsection 4.1.2). The

animation part is then discussed in section 4.3.

4.1.1 Viseme Corpus

The basic underlying assumption of our facial synthesis approach is, that the com-

plete set of mouth shapes associated with human speech may be reasonably spanned

by a finite set of visemes. In our approach a viseme is defined to be an adaptive

static representation that is visually contrasted with another. In a graph-theoretic

sense, the corpus of visemes could be seen as an N -node clique, where each node

represents one viseme, and the interconnections between nodes represent the N2

viseme transitions. From an animator’s perspective, the visemes represent adaptive

key-shapes, and the transitions represent a method of morphing between them.

Given the assumption that visual speech is spanned by a set of visemes, we would

like to design a particular visual corpus which contains one instantiation for each

viseme. Whereas there is a reasonably strong consensus about the set of phonemes,

there is less unanimity about the selection of visemes. Approaches aimed at realistic

animation of speech have used any number from as few as 16 [Ezzat and Poggio

2000] up to about 50 visemes [Scott et al. 1994]. This number is by no means the

only parameter in assessing the level of sophistication of different schemes. Much

also depends on the addition of co-articulation effects. One possible strategy to

adopt is to assume a one-to-one mapping between the set of phonemes and the set

of visemes. This would ensure that a unique viseme representation would be asso-

ciated with each phoneme label. As will become clear in the sequel, such mapping

would be suboptimal. Since most dictionaries contain a list of phonemes and exam-

ple words which instantiate them, the corpus could therefore be designed to contain

those example words. The one-to-one mapping strategy would lead to the extraction

of 52 visemes in English.

Since a large number of the extracted visemes look similar, it was decided to reduce

further the viseme set by grouping them together. The current viseme literature

indicates, that the mapping between phonemes and visemes is, indeed, many-to-

one: there are many phonemes which look alike visually, and therefore they fall into
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the same visemic category. For instance in cases where two sounds are identical

in manner and place of articulation, but differ only in voicing characteristics. For

example, /b/ and /p/ are two bilabial stops which differ only in the fact, that the

former is voiced while the latter is voiceless. This difference, however, does not

manifest itself visually, and therefore the two phonemes should be placed in the

same visemic category.

In grouping the visemes, we based our selection of visemes on the work of Owens
[Owens and Blazek 1985] for consonants. We use his consonant groups, except

for two of them, which we combine into a single /k,g,n,l,ng,h,y/ viseme. The

groups are considered as single visemes because they yield the same visual impression

when uttered. We do not consider all the possible instances of different, neighboring

vocals that Owens distinguishes. In fact, we only consider two cases for each cluster:

rounded and widened. However, each consonant was assigned to these two types of

visemes. The mapping from phonemes to visemes has therefore also a one-to-many

aspects: the same phoneme can have different visual forms. This phenomenon is

termed co-articulation, and it occurs because the neighboring phonemic context in

which a sound is uttered influences the mouth shape for that sound. For instance,

the viseme associated with /m/ differs depending on whether the speaker is uttering

the word homo or the word image. In the former case, the /m/ viseme assumes a

rounded shape, while the latter assumes a more widened shape in anticipation of

the upcoming /ii/ sound. For the visemes that correspond to vocals, we used those

proposed by Montgomery et al. [Montgomery and Jackson 1983].

It is important to note that our speech synthesis approach integrates co-articulation

effects not only into the number of visemes N but also in the combination and

transition of these visemes discussed in section 4.3.

The used strategy leads to the extraction of 20 viseme instances as shown in fig. 4.3:

12 representing the consonants (boxes with ‘consonant’ title), 7 representing the

monophtongs (boxes with title ‘monophtong’) and one representing the neutral pose

(box with title ‘silence’), where diphtongs (box with title ‘diphtong’) are divided

into two separate monophtongs and their mutual influence is taken care of as a

co-articulation effect. The boxes with smaller title ‘allophones’ can be discarded

by the reader for the moment. The table also contains example words producing

the visemes when they are pronounced. This viseme selection differs from others

proposed earlier. It contains more consonant visemes than most, mainly because the

distinction between the rounded and widened shapes is made systematically. For

the sake of comparison, Ezzat and Poggio [Ezzat and Poggio 2000] used 6 (only one

for each of Owens’ consonant groups while also combining two of them), Bregler

et al. [Bregler et al. 1997] used 10 (same clusters but they subdivided the cluster

/t,d,s,z,th,dh/ into /th,dh/ and the rest, and /k,g,n,l,ng,h,y/ into /ng/,

/h/, /y/, and the rest, what boils down more making an even more precise subdi-

vision for this cluster), and Massaro [Massaro 1998] used 9 (but this animation was
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Figure 4.3: Viseme table
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restricted to cartoon-like figures, which do not show the same complexity as real

faces). In their recent work, Ezzat and Poggio [Ezzat et al. 2002] used 46 visemes

in total, which is even more. But their visemes resulted from a clustering of mouth

appearances rather than from a phoneme-viseme mapping. However, we believe

our selection is a good compromise between the number of visemes needed in the

animation and the realism that is obtained.

4.1.2 Mapping Phonemes to Visemes

This subsection examines the translation of the time-stamped phoneme input into

a series of time-stamped visemes. The visemes which have to be visited, the order

in which this should happen, and the time intervals in between are generated auto-

matically from a text or an audio track containing speech. In the case we only have

plain text, it has to be fed into a Text-to-Speech system before starting.

Typically, a file is generated that contains the ordered list of allophones and their

timing, where allophones correspond to a finer subdivision of phonemes. This tran-

scription has not been our work. We have used an existing tool, described in [Tra-

ber 1995]. The allophones are then translated into visemes (see figure 4.3) and

the time-stamps are in general just copied. The monophtongs and silences are di-

rectly mapped to the corresponding visemes. For the consonants the context plays a

stronger role. If they immediately follow a rounded monophtong, then the allophone

is mapped onto a rounded consonant. If the vocal is of a widened type, the allo-

phone is mapped accordingly. When the consonant is not preceded immediately by

a monophtong, but the subsequent allophone is one, then a similar decision is made.

If the consonant is flanked by two other consonants, the preceding monophtong

decides.

In the timeline we only made tiny backward shifts, if a /p/ or a /b/ has to be

pronounced. These because consonants are two bilabial stops. They usually come

earlier visually than acoustically.

For the animation to look real, the tongue has to move in synchrony. This is purely

driven by a separate cue generated also by the Transcription Tool according to the

allophone list. At every instance of /l/, /r/, /n/, /d/, and /t/ the tongue goes up.

4.2 Viseme Generator

The Viseme Generator fully automates the creation of convincing visemes – visemes

that are physiognomically adapted to the virtual character that has to be animated.

These visemes can either be represented as points in the Viseme Space for a subse-

quent animation in Alias|Wavefront′s Mayar or be exported as key-shapes that
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can be used in an external application. Figure 4.4 shows an implementation of a talk-

ing female. She was generated in Face Space and is able to pronounce the presented

audio speech with a very small time delay. The implementation firstly analyses

the audio track for time-stamped allophones, secondly maps the allophones to the

visemes, and thirdly morphs between the visemes accordingly.

Figure 4.4: Visemes were automatically generated and were used in an external

application.

4.2.1 Prototyping

The deformations that come with the different visemes had to be analysed carefully.

The point of departure in developing such a multi-personal realistic-speech anima-

tion system, 3D deformations during speech have to be extracted in detail for all

these different people. These faces differed in age, race, and sex as already pointed

out. A first issue was the actual part of the face that had to be acquired. Therefore,

we extracted 3D data for a complete face, but with emphasis on the area between

the eyes and the chin.

The extraction and prototyping of the individual 3D visemes follows a number of

steps, which were repeated for the different people.

1. a 3D reconstruction is produced for all instances of all visemes

2. a motion template is fitted to these 3D snapshots

3. prototypes of the visemes are defined
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The first two steps are already described in section 3.1. Not all frames of the se-

quence were reconstructed, but only those that represent interesting shapes (i.e.

the most extreme mouth positions for the different cases of figure 4.3 or important

transitions). About 80 frames were selected from the sequence for each of the ex-

ample people. For the representation of the corresponding visemes not the final

3D reconstructions were taken (the adapted motion template), but the difference of

these captured instances with respect to the neutral one for the same person. These

deformations or motion fields of a single person still contain a lot of redundancy.

This was investigated by applying a Independent Component Analysis (ICA). In-

deed, over 98.5% of the variance in the deformation fields was found in the spanned

multi-personal Viseme Space (see subsection 3.2.5) by the first 16 components. We

have used this statistical method not only to obtain a very compact and intuitive

description of the different shapes, but also to get rid of small acquisition inaccura-

cies. Furthermore the different instances of the same viseme cluster in this space, as

depicted in figure 3.19. The centroids of different clusters of a specific example per-

son were taken as the prototype visemes of the specific subject. We have generated

such prototypes for every viseme and every example or reference person.

Figure 4.5: A subset of the 20 prototyped visemes of a specific example subject like

/ii,i/, /aa,o/, /e,a/, /p,b,m/, and /@@/ are visualized by evaluating equation

3.3.2. They are represented by points in the multi-personal Viseme Space.

4.2.2 Physiognomical Adaptation

A realistic animation requires visemes that are adapted to the shape or ‘physiog-

nomy’ of the face at hand. Hence, one cannot simply copy or ‘clone’ (see subsec-

tion 3.3.3) the deformations that have been extracted from one of the example faces

to a novel face. Small artefacts and inconsistencies occasionally appear as shown

in figure 4.6 and figure 4.9, where the deformations often do not perfectly fit the

muscle structure that lies under the skin of the target subject. Obviously skinny face

dynamics should not be applied to a rounded face. The expectation of the resulting
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Figure 4.6: Two representative snapshots of pure cloned visemes exemplify that

pure cloning does not always result in convincing shapes.

deformation would not comply with the high requirements.

Although there are some proofs, that the facial physiognomy is correlated with the

according facial dynamics and vice versa, it is not precisely known at this point

how the viseme deformations depend on the physiognomy. Nevertheless, visual im-

provements were observed by adapting the visemes in a simple but effective way, as

described in the sequel.

Figure 4.7: Orthogonal projection of a novel face onto the hyperplane formed by

the neutral example faces gives the system a clue, what kind of face has entered and

what kind of deformation has to be applied.

We have scanned the neutral faces and the speech dynamics of ten example or ref-

erence subjects. They were of different age, gender, and race. The data extracted

from these persons is used at several places in the system, as a kind of groundtruth

reference. These ten faces are projected onto Face Space, where these points in Face

Space actually represent their deviation from the average face and span a hyperplane.

When a new face enters Face Space, it can be approximated by a linear combination
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of these ten reference faces by projecting its point orthogonally onto this hyperplane.

Singular Value Decomposition (SVD) is again used for the appropriate calculations.

This is illustrated in figure 4.7.

Suppose we put the Face Space coordinates of the approximation to the novel face

into a single column vector F̃nov and similarly the coordinates of reference face i in

Fi. Then the projection yields coefficients (weights) wi such that

F̃nov =
10∑

i=1

wiFi . (4.1)

Example of such approximation is given in figure 4.8. The weights will play an

important role in the subsequent viseme adaptation. However, the same weights wi

Figure 4.8: The faces (a,c) are novel faces entering Face Space. The faces (b,d)

are the approximations obtained by taking the best linear combination of the ten

reference faces, in a least-square sense.

are applied to the prototyped visemes of the reference faces, to yield a personalized

set of visemes for the novel face. The effect is that a skinny face will get visemes

that are closer to those of the skinnier reference faces. This step in the creation of

personalized visemes is schematically represented in figure 4.10.

As the face F̃nov is still a bit different from the target face Fnov, cloning is applied

as a last step to the visemes found from projection. We have found that the direct

application of viseme cloning from an example face to other faces yields results that

are less convincing. This is certainly the case for faces that differ substantially.

According to the proposed strategy the complete set of reference faces is exploited,

and cloning only has to deal with a small residue.

Figure 4.9 corroborates the usefulness of personalized visemes. The two leftmost

columns show some visemes captured from a person. The third column shows the

effect of using personalized visemes and the rightmost column shows the effect of

applying the visemes of one of the female reference faces. The visemes look quite

effeminate. This illustrates that a fixed rather than a personalized set of visemes

will not work for all faces.
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Figure 4.9: The two columns on the left show snapshots of a person in real life

and animated with his own visemes. The middle column is the result of applying

the personalized visemes. The column on the right hand side is the result of using

female visemes.
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Figure 4.10: The personalization of visemes follows two steps symbolized by the

two horizontal transitions: 1) the linear combination of the example visemes as

described in the text, and 2) a residual adaptation, following the cloning technique

described in subsection 3.3.3.

4.2.3 Modifications by the Animator

A tool that automatically generates visemes, which the animator then have to take

or leave, is a source of frustration rather than a help. The computer cannot replace

the creative component that the human expert brings in. The Viseme Generator

only proposes a set of best adapted visemes to the virtual character at hand – as a

point of departure. The animator can thereafter still change the different visemes

as illustrated in figure 4.11.

The advantage that Viseme Space relies on independent components and not on

principal components doesn’t lie in their respective numbers, as in fact these are the

same. Indeed, the independent components are found in the reduced space spanned

by the dominant principal components and this space’s dimension determines the

number of independent components that ICA extracts. The importance of ICA

rather lies in the more intuitive deformations that correspond to the independent

components, where each stays closer to a single, anatomical action of the face.

We found that only about one or two principal components could be easily described,

e.g. ‘opening the mouth’. In the case of independent components, 6 and more

components could be described in simple terms. When it comes to an action like

‘rounding the mouth’, there is a single independent component that corresponds to

this effect, but in the case of principal components, this rounding is never found in

isolation, but is combined with the opening of the mouth or other effects. Similar

observations can be made for the other independent and principal components.

One could argue that animation can proceed directly and uniquely as a combination
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Figure 4.11: The Animators Interface: The selected visemes to generate visual

speech are shown in the compiled list on the right hand side of the image. By

varying the values within the range between 0 and 10, the visemes can be weighted

and applied as desired. On the left hand side the location of the viseme /A/ or

/aa,o/, is displayed as 16 rays (the Viseme Space is 16 dimensional) pointing at the

appropriate value in each direction.

of basic modes (e.g. independent components) and that going via visemes is an

unnecessary detour. Discussions with animators made it clear, however, that they

insist on having high-level key-shapes like visemes and basic emotions as the primary

interface. Hence, we give animators control both at the level of complete visemes

(scaling all 16 rays on the left hand side of the figure 4.11 or using a sub-range on

the right hand side) and single independent components (modification of the rays

separately). Having the system work on the basis of the same key-shapes helps to

make the interaction with the animator more intuitive, as the animator and the tool

‘speak’ the same language.

4.3 Animation Tool

Once the visemes for a face have been determined, animation can be achieved as a

concatenation of visemes. The visemes which have to be visited, the order in which

this should happen, and the time intervals in between are generated as described in

section 4.1.

From these data – the ordered list of visemes and their timing – the system auto-

matically generates an animation. The concatenation of the selected visemes can be

achieved elegantly as a navigation through the Viseme Space. Every personalized
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viseme can be represented as one point in Viseme Space (see section 4.2). Ani-

mation boils down to subsequently applying the deformations represented by the

points along a trajectory that leads from viseme to viseme, and that is influenced

by co-articulation effects. An important advantage of animating in Viseme Space is

that all visited deformations remain realistic.

Performing animation as navigation through a Viseme Space is recently coming up.

Such approach was demonstrated several times by Kalberer and Van Gool [Kalberer

and Van Gool 2001a, Kalberer and Van Gool 2001b, Kshirsagar et al. 2001], but at

that time for fewer points on the face and their Viseme Spaces have been based on

PCA, not ICA.

A word on the implementation of co-articulation effects is in order here. Simply

fitting a trajectory through the visemes does not take account of such influences

between neighboring visemes (neighbors in a temporal sense). Indeed, straightfor-

ward point to point navigation as a way of concatenating visemes would yield jerky

motions. Moreover, when generating the temporal samples, these may not precisely

coincide with the pace at which visemes change. Both problems are solved by fit-

ting splines to the Viseme Space coordinates of the visemes. This yields smoother

changes and allows to interpolate in order to get the facial expressions needed at

the fixed times of subsequent frames. We used spline curves of order three and of

order four.

In fact, we do follow the strategy of Cohen and Massaro [Cohen and Massaro 1993] in

terms of co-articulation effects. The central idea, also in our approach, is that each

viseme instance has a certain time-varying degree of dominance over the skin and

other deformable objects, that is influenced by visual speech. Dominance describes

the influence of the viseme on the behavior of these objects at any point in time.

The dominance is used as an attraction force in determining how strong the specific

objects are deformed to reach their goal positions and which positions they take

at any given time. These deformations are represented as a point in Viseme Space

for the skin and as a relative position in space for the tongue tip. Conversely,

the jaw movements are directly linked to the skin deformations as mentioned in

subsection 2.5.2.

In addition, we have involved a routine that insure the ‘mouth closing’ in the case

of too short /p,b,m/ visemes that would fall in between two sampled frames. For

convincing animation of a talking-head tight synchronization between audible and

visible speech is required, however, lip closure is the most important speech event.

Furthermore, a spline adaptation is applied to the generated animation curves as a

last step. This adaptation cares about the tangents at the time where visemes are

pronounced to provide curves that are as consistent as possible. Such tangents are

depicted in figure 4.15. Not only the distance to the visemes is influenced by the

attraction forces, which have been determined on the basis of groundtruth, but also

higher-order aspects of the trajectory have been considered, such as the curvature.
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Our approach is now described in a bit more detail. A distinction is made between

vocals and labial consonants on the one hand and the remainder of the visemes on

the other. The former imposes their deformations much more strictly onto the ani-

mation than the latter, which can be pronounced with a lot of visual variation. In

terms of the spline fitting this means that the animation trajectory will come very

close to the former visemes and will only be attracted towards the latter.

Initially a spline is fitted very close to the values of the corresponding component

for the visemes of the former category. Then, its course is modified by bending it

towards the coordinate values of the visemes in the latter category. This procedure

is based on the fact, that the influences are not equally strong for all visemes. In-

deed, vocals and labial consonants undergo more influence than others. Hence, the

trajectory will be forced to come closer to the corresponding points in Viseme Space.

Other visemes exert a smaller attraction force and may even hardly bend it. An

elegant way to quantify the attraction forces is by using the uncertainty ellipsoids

around the visemes (see subsection 3.2.5). The forces are made to be inversely pro-

portional to their size, which is different depending on the direction from where the

trajectory is approaching.

Figure 4.12: The Animation Tool turns time-stamped viseme lists into trajecto-

ries in Viseme Space. Fourth-order splines are fitted to the visemes, where attraction

forces differ according to groundtruth observations. Such groundtruth is shown as

black curves for two coordinates, over a short time interval. The grey curves show

the approximating splines – one using only the labial visemes, the other using all of

them. The circles point out the effect.

Figure 4.12 shows the spline for two of the trajectory coordinates. It demonstrates

the relation between motion captured groundtruth for a short sequence of real speech

and the trajectory as a result of our animation approach.
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Groundtruth was obtained from the face dynamics extracted in 3D for the reference

persons. By applying our animation system to the same audio track used for a

performance capture sequence, virtual speech can be compared against real speech.

The parameterization of all the individual forces of the visemes is automatically

adapted until the synthezised curve optimally fits the tracked curves. The optimal

attraction forces are indicated on the right side of figure 4.13.

Figure 4.13: The influence forces are accessible by a locator shown on the left

side of the figure. These values range between 0 and 1 for each viseme. Obviously,

the vocals and labial consonant visemes hold high values, because the specific uncer-

tainty ellipsoids are small. Conversely, the clusters of the rest of the visemes, they

are big and therefore the attraction forces are small.

The black curves in figure 4.12 show the time evolution of two of the Viseme Space

coordinates of tracked 3D facial deformations for one of the reference persons. Con-

versely, the gray curves are the results of a spline fitting according to the specific

attraction forces, on the one hand for only the vocal and labial consonant visemes

and on the other for all of them. As can be seen, no exact fit is obtained, but

this doesn’t seem necessary given the natural variation in speech. The deviations

between the tracked and the final synthesized curve are very small for vocals and

labial consonants, but much larger for others. This is in keeping with the level of

variation in natural speech.

A tool that automatically generates animation curves which the animator has to take

or leave is not of great help and the computer certainly cannot yet replace the ‘human
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touch’ of an artist. The system proposes an already convincing speech animation as

a point of departure (see figure 4.14). The animator can thereafter still change the

different visemes by navigating through Viseme Space. The independent components

are of great help for such interaction. Furthermore, the influences or forces of the

specific visemes are manually adaptable, as well as the complete animation curves

that define the trajectory in Viseme Space as depicted in figure 4.15. Also visemes

for a specific actor can be captured and added to the system.

Figure 4.14: Two different faces animated based on the same audio track. Frames

at the same time instances are shown for both.

4.4 Animation Confluence: Prosody

Visual prosody is the analog of acoustic prosody in the visual domain. It refers to

head and facial movements that accompany speech and are often meant to augment

it. With the absence of these kinds of movements, speech animation looks unnatural,

because visual speech is in our everyday communication always combined with eye-

blinks, emotions, and general facial movements. In chapter 3 we mentioned that

we separated emotional expressions from speech systematically to not lose subtle

nuances and agility in the analysis of visual speech. At that point we knew that
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Figure 4.15: Fitting splines in the Viseme Space supported by groundtruth data

yields good co-articulation effects. A generated sequence is easily editable with the

help of our plugin. It allows to modify complete visemes or the generated animation

curves. IC’8 is shown here.

the generated speech had to be combined with emotions or other forms of facial

deformations later on to become convincing. Also other prosodic facial movements

are taken into account here. Head nods, eye rotation, eyelid position, head tilts,

etc. are only cases in point that fall into the regular basis while speaking. Some

of these facial movements are uncorrelated with the content of speech, others are

synchronized and their timing is therefore important. Three types of facial motions

can be differentiated: mechanical, emotional and prosodic motion.

1. Mechanical motions include general head motions, eye-blinks and saccadic eye

motions [Lee et al. 2002] for instance. These motions are generic to all human

beings, we come to expect them from a natural looking talking head and

their absence makes the animation look completely unnatural. Because these

movements are happening regularly and are not synchronized with speech

production, their timing is not important.

2. Emotional facial expressions are related to the mood or emotional state of

the speaker, as well as to the high-level textual content of the speech. They

vary greatly among individuals and are therefore hard to study systematically.

While these expressions are important and desired in many applications to en-

live speech animation, they are not essential to a believable speech animation.
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3. Prosodic facial movements are used to stress words or syllable, indicating their

prominence. They include head motions and eyebrow movements. They hap-

pen in synchrony with the speech, making their timing particularly important.

Figure 4.16 shows the eyes parameterization once again. Eye-blinks are randomly

produced. we detected irregularities not only in the eye-blinks themselves but also

in the synchronization between the right and the left eyelash. One eyelash is, in

general, delayed by around 40 ms. That observation result in a set of different

predefined eye-blink sequences that are called randomly by our system.

Figure 4.16: Eyes are indeed important for increased realism. If the eyes gaze

rigidly into one direction without any eye-blinks the corresponding animation looks

unnatural. Eyes parameterization and the according animation curves allows us to

produce rather natural eye movements.

In the case of general head motion, we used the rotation and translation extracted by

performance capture results as depicted in figure 3.11 for analysis. The separated

rigid head motion was evaluated in 3D, where some non-prosodic patterns were

detected. These patterns can be loaded as animation curves and can be subsequently

be combined as desired.

In terms of emotional facial expressions, the Emotion Space with its six basic emo-

tions that are connected with universally recognized facial expressions like anger,

fear, happiness, sadness, disgust, and surprise are deliberately kept apart from the

Viseme Space. In comparison to visual speech emotional expressions are much more

exaggerated and not constrainable to a certain standard. Therefore, the emotions

are handled separately and added afterwards.

It is of great advantage to be able to divide the emotional expressions into spatial

regions, because a combination of emotional expressions and visual speech can than
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be blended carefully and inhomogeneously. However, depending on the state of the

virtual character, a ‘speaking smile’ or a ‘full smile’ is applied. A speaking smile is

in fact nothing else than a regionally restricted ‘full smile’.

Figure 4.17: Three full emotions are depicted: happiness, anger, and disgust.

The neutral pose is illustrated on the very left. Also these emotions are captured

from real subjects.

The emotional animation is not yet automatic, because extracting emotions from

an audio track or from a text file is on the one hand a hard problem and on the

other hand not the focus of this work. But sliders are provided to the animator to

add emotional expressions. There are 30 types, all captured from real subjects and

representing one of the six basic emotions, but in different versions and regions. The

animator can freely choose among these and add them to the performance.

Prosodic facial movements like head tilts and eyebrow elevations are automatically

set in the timeline – at points, where a sentence starts or a vocal viseme is pronounced

that follows a longer silence period. Also these sets are only an initial guess and

can be adapted by the animator very easily. Figure 4.18 shows an animated virtual

character.
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Figure 4.18: The virtual character is animated based on visual speech in combi-

nation with emotional expressions.



5
Conclusion and Outlook

Realistic face animation is still a challenge. We have tried to attack this problem via

the acquisition and analysis of 3D facial patches and have proposed in this thesis an

entire animation pipeline that supports all steps in animation – from the capture or

design of three-dimensional (3D) head models up to the synthesis and editing stage

of the performance. This pipeline is fully 3D, which yields high flexibility in the use

of the animated character.

The system at hand produces almost automatically convincing talking-heads or re-

alistic key-shapes for external applications. The variety of the system output is

depicted in figure 5.1.

Figure 5.1: Different visual qualities are supported.

Only at the point where the face has to be remeshed to fit the internal topology or

where Face Space is explored to design a face, the user needs to assist the system.

Such a navigation in Face Space is illustrated in figure 5.2.

Furthermore, we have described an approach to extract groundtruth data of the

biological motion corresponding to 3D facial dynamics of speech. Such data are a

137
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Figure 5.2: A virtual character is generated in Face Space and integrated with a

simple hair style, eyes, eyelashes, and mouth interiors.

prerequisite for the detailed study of visual speech. The work at hand discussed

the variability found in the deformation data, and it was argued that ICA seems to

yield more natural and intuitive results than the more usual PCA. Pseudo muscles

could be extracted as intuitive directions in Viseme Space. Visemes are prototyped

and are represented as points in Viseme Space. Our selection came out to be a

good compromise between the number of visemes needed in the animation and the

realism that is obtained.

A Transcription Tool was implemented to turn allophones into visemes and an An-

imation Tool to turn time-stamped viseme lists into trajectories in Viseme Space.

Where splines are fitted to the visemes based on attraction forces differing in terms

of groundtruth observations. A good animation requires additionally visemes that

are adapted to the shape or physiognomy of the face to be animated. Because our

system is able to personalize visemes to a character, no speech needs to be observed

for a new faces before it can be convincingly animated. We could show, that a

fixed rather than a personalized set of visemes will not work for all faces, even by

applying cloning techniques [Noh and Neumann 2001]. An appropriate evaluation

was performed. Figure 5.3 depicts the effect, if the visemes of the man are simply

cloned to get those for the boy. The animation shows a few flaws, which become

stronger as the morph gets closer to the boy’s face. This example shows that cloning

alone does not suffice to yield realistic animation of speech.
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Figure 5.3: To see the effect of pure cloned visemes a specific experiment was

performed. The man’s visemes are kept throughout the sequence and are cloned

onto the mixed face.

Based on Face Space and Viseme Space quite realistic visual speech has been

achieved in 3D. The entire animation pipeline was implemented in an Alias|Wave

front′s Mayar plugin. This yields high flexibility for an animator and allows the

extraction of realistic key-shapes for an external application.

In contrast to some of the most impressive state-of-the-art [Cosatto and Graf 2000,

Cosatto 2002, Ezzat et al. 2002] no extensive processing of a person specific corpus

is needed. The set of visemes is adapted automatically in Viseme Space to the phys-

iognomy of a given face. Figure 5.4 shows some snapshots of animation sequences

based on audio tracks. The feminine character has been designed in Face Space,

whereas the masculine character in the bottom row has been scanned.

Of course, in case where idiosyncrasies of a specific individual need to be present in

the animation, a motion capture session will be needed as well.

To evaluate the proposed system we compared it with the common character anima-

tion work flow in Alias|Wavefront′s Mayar. In figure 5.5 we present the needed

time to model and animate a 3D realistic virtual character in the production of

a short video-clip applying the classic method as well as ours (input: scan, face

space). We spent most of the time for the modeling of the virtual character us-

ing our system (input: scan) for the acquisition of the appropriate cylindrical scan.

However, the remeshing was largely automatic and took only a few minutes. Con-

versely, generating a virtual character resorting to Face Space (input: face space) is

very dependent on the user’s wish, usually it takes just a couple of minutes. The

time for the animation of the virtual character applying our methods was mainly

spent for adding prosody (95%) to the generated visual speech. In fact, it is difficult

to give a general speed-up factor, because depending on the realism that has to be

achieved this factor range between 10 and 1000.

Although we believe that our results can already be of help to an animator and could

support psychological experiments, several improvements can be imagined. For one

thing, the number of reference persons should be increased. This would allow the
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Figure 5.4: Two different faces are convincingly animated based on analyzed

audio tracks.

Figure 5.5: Productivity comparative study between the classical method and

our system.
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system to get at better approximations of a new face and, hence, better adapted

visemes. A second issue is the precision of co-articulation. For now the distance to

the visemes is influenced by the attraction forces, which have been determined on

the basis of groundtruth. But further higher-order aspects of the trajectory could

also be considered, such as the directions of approach and departure, etc. A third

issue is the selection of the visemes. For the moment only a rounded and widened

version of the consonants has been included. In reality, an /m/ in ama lies between

that in omo and imi. There is a kind of gradual change from umu, over omo, ama,

and eme, up to imi. Accordingly, more versions of the visemes can be considered. A

fourth aspect is the exchange of texture maps. Currently a fixed texture map is used

for all the visemes, but the 3D acquisition method allows us to extract a separate

texture map for every viseme. This would help to create the impression of wrinkles

on rounded lips, for instance. Therefore, the animation tool could not only influence

the shape, but also the choice of texture map. Last but not least, speech oriented

animation needs to be combined with other forms of facial deformations. Emotions

are probably the most important example. For the moment, the pipeline – which

was conceived as a speech animation tool – supports them as an add-on. It would

be interesting to see whether a joint ICA space for speech and other expressions is

useful. The fear is that the independent components may get swamped by emotional

data, which tend to be more outspoken. Also, ICA starts from the assumption that

the basic modes are linearly superimposed. This will get less probable the more

extreme the expressions are.





Bibliography

[Anciaux and Marion 1986] C. Anciaux and Ph. Marion. Le video-clip: Art total

ou drogue electronique? Http://education.domaindlx.com/

fralica/refer/theorie/theocom/lecture/lirimage/vidclip.htm, 1986. 1.1.2

[Basu et al. 1998] S. Basu, N. Oliver, and A. Pentland. 3d modeling and tracking of

human lip motions. In Proceedings International Conference on Computer Vision,

pages 337–343, 1998. 1.2.2, 3

[Beier and Neely 1992] Th. Beier and S. Neely. Feature-based image metamorpho-

sis. In Proceedings SIGGRAPH, volume 26, pages 35–42, 1992. 1.2.1

[Besl and McKay 1992] P.J. Besl and N.D. McKay. A method for registration of 3d

shapes. In Proceedings IEEE Trans. Patt. Anal. Machine Intell, volume 14, pages

239–256, 1992. 2

[Beymer and Poggio 1996] D. Beymer and T. Poggio. Image representation for vi-

sual learning. In Science, volume 272, pages 1905–1909, 1996. 1.2.1

[Bichsel 1996] M. Bichsel. Automatic interpolation and recognition of faces by mor-

phing. In Proceedings 2nd International Conference on Automatic Face and Ges-

ture Recognition, pages 128–135, 1996. 1.2.1

[Black et al. 1997] M. Black, Y. Yacoob, A. Jepson, and D. Fleet. Learning

parametrized models of image motion. In Proceedings CVPR, pages 561–567,

1997. 1.4.3

[Blanz and Vetter 1999] V. Blanz and T. Vetter. A morphable model for the syn-

thesis of 3d faces. In Proceedings SIGGRAPH, pages 187–194, 1999. 1.2.2, 1.4.1,

2, 2.4

[Brand 1999] M. Brand. Voice puppetry. In Animation SIGGRAPH, 1999. 1.2.2

[Bregler and Omohundro 1995] Ch. Bregler and S. Omohundro. Nonlinear image

interpolation using manifold learning. In Proceedings NIPS, volume 7, 1995. 1.2.1

[Bregler et al. 1997] C. Bregler, M. Covell, and M. Slaney. Video rewrite: driving

visual speech with audio. In Proceedings SIGGRAPH, pages 353–360, 1997. 1.2.1,

4.1.1

143



144 Bibliography

[Brooke and Summerfield 1983] N.M. Brooke and A.Q. Summerfield. Analysis, syn-

thesis and perception of visible articulatory movements. In Journal Phonetics,

number 11, pages 63–76, 1983. 1.1.2, 3

[Burger and Bhanu 1992] W. Burger and B. Bhanu. Quantitative motion under-

standing. In Kluwer Academic Publisher, 1992. 2

[Campbell et al. 1998] Ruth Campbell, Barbara Dodd, and Denis Burnham. Ad-

vances in the psychology of speechreading and auditory-visual speech. In Ruth

Campbell, Barbara Dodd, and Denis Burnham, editors, Hearing by Eye, volume 2.

Psychology Press, East Sussex, UK, 1998. 1.3

[Campbell 1986] R. Campbell. The lateralisation of lipread sounds: A first look. In

Brain and Cognition, number 5, pages 1–21, 1986. 1.1.2, 3

[Chen and Medioni 1991] Y. Chen and G. Medioni. Object modelling by registra-

tion of multiple range images. In Proceedings IEEE International Conference on

Robotics and Automation, pages 2724–2728, 1991. 2

[Chen et al. 1995] D. Chen, A. State, and D. Banks. Interactive shape metamor-

phosis. In Proceedings SIGGRAPH, pages 43–48, 1995. 1.2.2

[Choe and Ko 2001] B. Choe and H. Ko. Analysis and synthesis of facial expressions

with hand-generated muscle actuation basis. In Proceedings Computer Animation,

pages 12–19, 2001. 3.2, 3.2, 3.3, 3.3.3

[Cohen and Massaro 1993] M. Cohen and D. Massaro. Modeling coarticulation in

synthetic visual speech. In Proceedings Computer Animation, 1993. 4.3

[Cole et al. 1995] R. Cole, L. Hirschmann, and L. Atlas. The challenge of spoken

language systems. In Research directions for the nineties, number 3, pages 1–20,

1995. 1.1.2

[Cole 1998] J. Cole. The muscles and nerves of the face. In About Face, Cambridge,

Massachusetts: MIT Press, 1998. 3

[Comon 1994] P. Comon. Independent component analysis, a new concept? In

Signal Processing, Elsevier,, volume 36, pages 287–314, 1994. 3.2.2, 3.2.3, 3.2.4,

3.2.4, 3.2.4, 3.2.4

[Cosatto and Graf 2000] E. Cosatto and H.P. Graf. Photo-realistic talking-heads

from image samples. In IEEE Trans. on Multimedia, volume 2, pages 152–163,

2000. 1.2.1, 5

[Cosatto 2002] E. Cosatto. Sample-based talking-head synthesis. In PhD Thesis,

Signal Processing Lab, Swiss Federal Institute of Techology, Lausanne, Switzer-

land, 2002. 1.2.1, 5

[DeCarlos and Metaxas 1996] D. DeCarlos and D. Metaxas. The integration of op-

tical flow and deformable models with applications to human face shapes and

motion estimation. In Proceedings CVPR, pages 231–238, 1996. 2



Bibliography 145

[Devernay and Faugeras 1994] F. Devernay and O. D. Faugeras. Computing differ-

ential properities of 3d shapes from stereoscopic images without 3-d models. In

Proceedings CVPR, pages 208–213, 1994. 2

[Eben 1997] O. Eben. Personal communication. Pixar Animation Studios, 1997.

1.2, 1.2.2

[Eisert and Girod 1998] P. Eisert and B. Girod. Analyzing facial expression for

virtual conferencing. In IEEE Computer Graphics & Applications, volume 18,

pages 70–78, 1998. 3.2, 3.2, 3.3

[Ekman and Friesen 1978] P. Ekman and W. Friesen. Facial action coding system:

A technique for the measurement of facial movement. In Consulting Psychologists

Press, 1978. 3

[Essa and Pentland 1995] P. Essa and A. Pentland. Coding, analysis, interpretation,

and recognition of facial expressions. In Technical Report MIT Medialab, volume

325, 1995. 1.2.2

[Eyetronics 1998] Eyetronics, 1998. Http://www.eyetronics.com. 1.3, 2, 2.1

[Ezzat and Poggio 2000] T. Ezzat and T. Poggio. Visual speech synthesis by mor-

phing visemes. In Kluwer Academic Publishers, editor, International Journal of

Computer Vision, volume 38, pages 45–57, 2000. 1.2.1, 1.4.3, 4.1.1, 4.1.1

[Ezzat et al. 2002] T. Ezzat, G. Geiger, and T. Poggio. Trainable videorealistic

speech animation. In Proceedings SIGGRAPH, pages 388–398, 2002. 1.2.1, 4.1.1,

5

[Faigin 1990] G. Faigin. The artist’s complete guide to facial expression. In Watson-

Guptill Publications, 1990. 2.3.1

[Feldmar and Ayache 1996] J. Feldmar and N. Ayache. Affine and locally affine

registration of free-form surfaces. In International Journal Computer Vision,

volume 18, pages 99–119, 1996. 2

[Festival 2002] Festival, 2002. Http://www.cstr.ed.ac.uk/projects/festival. 1.1.2

[Fidaleo and Neumann 2002] D. Fidaleo and U. Neumann. Coart: Co-articulation

region analysis for control of 2d characters. In Proceedings of IEEE Computer

Animation, pages 12–17, 2002. 3.2.4

[Fisher 1968] C.G. Fisher. Confusion among visually perceived consonants. In Jour-

nal of Speech & Hearing Research, volume 15, pages 474–482, 1968. 1

[Flury and Riedwyl 1990] B. Flury and H. Riedwyl. Multivariate statistics: a prac-

tical approach. In Chapman and Hall, ISBN 0-412-30020-6, 1990. 3.2.3

[Fua 1997] P. Fua. From regular images to animated heads: a least squares ap-

proach. In Technical Report EPFL, 1997. 1.2.2



146 Bibliography

[Fua 2000] P. Fua. Regularized bundle-adjustment to model heads from image

sequences without calibration data. International Journal Computer Vision,

38(2):153–171, 2000. 2.3

[Gleicher 1998] M. Gleicher. Retargeting motion to new characters. In Proceedings

SIGGRAPH, 1998. 3.3

[Gortler et al. 1996] S.J. Gortler, R. Grzeszczuk, R. Szeliski, and M. Cohen. The

lumigraph. In Proceedings SIGGRAPH, pages 43–54, 1996. 3.3

[Green and Douglas 1976] P.E. Green and J. Douglas. Mathematical tools for ap-

plied multivariate analysis. In Academic Press, ISBN 0-12-297550-2, 1976. 3.2.4

[Guenter et al. 1998] B. Guenter, C. Grimm, D. Wood, H. Malvar, and F. Pighin.

Making faces. In Proceedings SIGGRAPH, pages 55–66, 1998. 1.2.2, 1.3, 2, 3.2,

3.3

[Hotteling 1933] H. Hotteling. Analysis of a complex of statistical variables into

principal components. In Journal of Educational Psychology, volume 24, pages

498–520, 1933. 2.4.2

[Hyvärinen 1997a] A. Hyvärinen. Independent component analysis by minimizing of

mutual information. In Technical Report A46, Helsinki University of Technology,

1997. 3.2.2, 3.2.4, 3.2.4, 3.2.4, 3.2.4

[Hyvärinen 1997b] A. Hyvärinen. New approximations of differential entropy for

independent component analysis and projection pursuit. In Technical Report A47,

Helsinki University of Technology, 1997. 3.2.2, 3.2.4, 3.2.4, 3.2.4

[Jones and Sibson 1987] M.C. Jones and R. Sibson. What is projection pursuit? In

Journal of the Royal Statistical Society; ISSN 0035-9238, series A, volume 150,

pages 1–36, 1987. 3.2.4

[Kähler et al. 2002] K. Kähler, J Haber, H. Yamauchi, and HP. Seidel. Head shop:

Generating animated head models with anatomical structure. In Proceedings

Symposium on Computer Animation, pages 55–63, 2002. 1.2.2

[Kalberer and Van Gool 2001a] G. Kalberer and L. Van Gool. Face animation based

on observed 3d speech dynamics. In Proceedings Computer Animation, pages 20–

27, 2001. 3, 3.1.1, 4.3

[Kalberer and Van Gool 2001b] G. Kalberer and L. Van Gool. Lip animation based

on observed 3d speech dynamics. In Proceedings SPIE, Videometrics and Optical

Method for 3D Shape Measurement, volume 4309, pages 16–25, 2001. 3, 3.1.1,

3.2.3, 4.3

[Kalberer and Van Gool 2002] G. Kalberer and L. Van Gool. Realistic face anima-

tion for speech. In International Journal of Visualization and Computer Anima-

tion, volume 13, pages 97–106, 2002. 3, 3.1.1, 3.2.3



Bibliography 147

[Kalberer et al. 2002a] G. Kalberer, P. Mueller, and L. Van Gool. Biological motion

of speech. In Proceedings BMCV, pages 199–206, 2002. 3, 3.1.1, 3.2.4, 3.2.5

[Kalberer et al. 2002b] G. Kalberer, P. Mueller, and L. Van Gool. Generating

visemes for realistic animation. In Proceedings VMV, pages 233–240, 2002. 3.2.5

[Kalberer et al. 2002c] G. Kalberer, P. Mueller, and L. Van Gool. Speech animation

using viseme space. In Proceedings VMV, pages 463–470, 2002. 3.2.5

[Kalberer et al. 2003a] G. Kalberer, P. Mueller, and L. Van Gool. Modeling and

synthesis of visual speech in 3d. In Chapter: 3D Modeling and Animation: Syn-

thesis and Analysis Techniques for the Human Body. IDEA Group Inc., 2003. 3,

3.1.3

[Kalberer et al. 2003b] G. Kalberer, P. Mueller, and L. Van Gool. Visual speech,

a trajectory in viseme space. In International Journal on Imaging System &

Technology, 2003. 3, 3.1.1, 3.2.5

[Kass et al. 1988] M. Kass, A. Witkin, and D. Terzopoulos. Snakes: Active contour

models. In International Journal of Computer Vision, pages 1(4):321–331, 1988.

1

[King and Parent 2000] S. A. King and R.E. Parent. A parametric tongue model for

animated speech. In Proceedings Eurographics Workshop on Computer Animation

and Simulation, pages 3–13, 2000. 2.5.4

[Kouadio et al. 1998] C. Kouadio, P. Poulin, and P. Lachapelle. Realtime facial

animation based upon a bank of 3d facial expressions. In Proceedings Computer

Animation, 1998. 3.2, 3.2, 3.3

[Kriegman and Ponce 1990] D. J. Kriegman and J. Ponce. On recognizing and posi-

tioning curved 3-d objects from image contours. In IEEE Transactions on Pattern

Analysis and Machine Intelligence, volume 12, pages 1127–1137, 1990. 2

[Krotkov et al. 1990] E. Krotkov, K. Henriksen, and R. Koris. Stereo ranging with

verging cameras. In IEEE Transactions on Pattern Analysis and Machine Intel-

ligence, volume 12, pages 1200–1205, 1990. 2

[Kryanowski 1988] W.J. Kryanowski. Principles of multivariate analysis. In Oxford

statistical science series, Clarendon Press, ISBN 0-19-852211-8, 1988. 3.2.3

[Kshirsagar et al. 2001] S. Kshirsagar, T. Molet, and N. Magnenat-Thalmann. Prin-

cipal components of expressive speech animation. In Proceedings Computer Graph-

ics International, pages 38–44, 2001. 3, 4.3

[Kullback and Leibler 1951] S. Kullback and R.A. Leibler. On information and suf-

ficiency. In Ann. Math. Stat., volume 22, pages 79–86, 1951. 3.2.4

[Leclerc and Bobick 1991] Y. G. Leclerc and A. F. Bobick. The direct computation

of height from shading. In Proceedings CVPR, 1991. 2



148 Bibliography

[Lee and Magnenat-Thalmann 1998] W. Lee and N. Magnenat-Thalmann. Head

modeling from pictures and morphing in 3d with image metamorphosis based on

triangolation. In Proceedings CAPTECH, pages 254–267, 1998. 2

[Lee and Shin 1999] J. Lee and S.Y. Shin. A hierarchical approach to interactive

motion editing for human-like figures. In Proceedings SIGGRAPH, pages 39–48,

1999. 3.3

[Lee et al. 1995] Y. Lee, D. Terzopoulos, and K. Waters. Realistic face modelling

for animation. In Proceedings SIGGRAPH, pages 55–62, 1995. 2

[Lee et al. 1996] Y. Lee, D. Terzopoulos, and K. Waters. Realistic modeling for

facial animation. In Proceedings SIGGRAPH, pages 55–62, 1996. 2

[Lee et al. 2002] S.P. Lee, J. Badler, and N. Badler. Eyes alive. In Proceedings

SIGGRAPH, volume 21, pages 637–644, 2002. 1

[Levoy and Hanrahan 1996] M. Levoy and P. Hanrahan. Light field rendering. In

Proceedings SIGGRAPH, pages 31–42, 1996. 3.3

[Lin et al. 2001] I. Lin, J. Yeh, and M. Ouhyoung. Realistic 3d facial animation

parameters from mirror-reflected multi-view video. In Proceedings Computer An-

imation, pages 2–11, 2001. 1.2.2, 2

[Lucas and Kanade 1981] B. Lucas and T. Kanade. An iterative image registration

technique with an application to stereo vision. In Proceedings International Joint

Conference on Artificial Intelligence, pages 764–679, 1981. 1.4.2, 3.1.2

[Massaro 1998] D.W. Massaro. Perceiving Talking Faces. MIT. Press, 1998. 4.1.1

[McGurk and MacDonald 1976] H. McGurk and J. MacDonald. Hearing lips seeing

voices. In Nature, number 264, pages 746–748, 1976. 1.1.2, 1.1.2

[McMillan and Bishop 1995] L. McMillan and G. Bishop. Plenoptic modeling. In

Proceedings SIGGRAPH, pages 39–46, 1995. 3.3

[Montgomery and Jackson 1983] A. Montgomery and P. Jackson. Physical char-

acteristics of the lips underlying vowel lipreading performance. In Journal of

Acoustic Society of America, volume 73, pages 2134–2144, 1983. 4.1.1

[Morton and Johnson 1991] J. Morton and M.H. Johnson. Conspec, conlern and the

development of face recognition in the infant. In Psychological Review, number 98,

pages 164–81, 1991. 3

[Nelder and Mead 1965] J.A. Nelder and R. Mead. Simplex downhill method. In

Computer Journal, volume 7, pages 308–312, 1965. 3.3.1, 3.3.1

[Noh and Neumann 2001] J. Noh and U. Neumann. Expression cloning. In Proceed-

ings SIGGRAPH, pages 277–288, 2001. 2.3.4, 3.2, 3.3.3, 5

[Openshaw and Mason 1993] J.P. Openshaw and J.S. Mason. A review of robust

techniques for the analysis of degraded speech. In Proceedings IEEE Region 10

Conference, Control and Power, pages 329–332, 1993. 1.1.2



Bibliography 149

[Owens and Blazek 1985] O. Owens and B. Blazek. Visemes observed by hearing-

impaired and normal-hearing adult viewers. In Journal of Speech and Hearing

Research, volume 28, pages 381–393, 1985. 4.1.1

[Pandzic et al. 1999] I. Pandzic, J. Ostermann, and D. Miller. User evaluation: Syn-

thetic talking faces for interactive services. In The Visual Computer, volume 15,

pages 330–340, 1999. 1.1.2

[Parke 1972] F. I. Parke. Computer generated animation of faces. In ACM National

Conference, pages 451–457, 1972. 1.1

[Pearson 1901] K. Pearson. On lines and planes of closest fit to system of points is

space. In Phil.Mag, volume 26, 1901. 2.4.2

[Pelachaud et al. 1996] C. Pelachaud, N. Badler, and M. Steedman. Generating

facial expressions for speech. Cognitive Science, 20(1):1–46, 1996. 1.2.2

[Pentland 1987] A. P. Pentland. A new sense for depth of field. In IEEE Trans-

actions on Pattern Analysis and Machine Intelligence, volume 9, pages 523–531,

1987. 2

[Pighin et al. 1998] F. Pighin, J. Hecker, D. Lischinski, R Szeliski, and D. H. Salesin.

Synthesizing realistic facial expressions from photographs. In Proceedings SIG-

GRAPH, pages 75–84, 1998. 1.2.2, 1.4.3, 2.3.4

[Pighin et al. 1999] F. Pighin, D. H. Salesin, and R. Szeliski. Resynthesizing facial

animation through 3d model-based tracking. In Proceedings ICCV, pages 143–150,

1999. 3.2, 3.2, 3.3

[Proesmans et al. 1994] M. Proesmans, L. Van Gool, and A. Oosterlinck. Deter-

mination of optical flow and its discontinuities using non-linear diffusion. In

Proceedings ECCV, pages 295–304, 1994. 1.4.2

[Proesmans et al. 1996a] M. Proesmans, L. Van Gool, and Oosterlinck. Active ac-

quisition of 3d shape for moving objects. In Proceedings ICPR, pages 647–650,

1996. 1

[Proesmans et al. 1996b] M. Proesmans, L. Van Gool, and Oosterlinck. One-shot

active range acquisition. In Proceedings ICPR, pages 336–340, 1996. 2.1, 2, 3

[Proesmans et al. 1998] M. Proesmans, L. Van Gool, and F. Defoort. Reading be-

tween the lines - a method for extracting dynamic 3d with texture. In Proceedings

ICCV, pages 1081–1086, 1998. 1.3, 2, 2.1

[Rander et al. 1996] P. Rander, R. Narayaman, and T. Kanade. Recovery of dy-

namic scene structure from multiple image sequences. In Proceedings Interna-

tional Conference on Multisensor Fusion and Integration of Inteligent Systems,

pages 305–312, 1996. 1.3



150 Bibliography

[Repp 1982] B. Repp. Phonetic trading relations and context effects: New exper-

imental evidence for a speech mode of perception. In Psychological Bulletin,

volume 92, pages 81–110, 1982. 1.4.5

[Reveret et al. 2000] L. Reveret, G. Bailly, and P. Badin. Mother, a new generation

of talking heads providing a flexible articulatory control for videorealistic speech

animation. In Proceedings ICSL, 2000. 1.2.2

[Rosenblum and Saldaña 1998] L.D. Rosenblum and H.M. Saldaña. Time-varying

information for visual speech perception. In Ruth Campbell, Barbara Dodd,

and Denis Burnham, editors, Hearing by Eye, volume 2, chapter 3, pages 61–81.

Psychology Press, East Sussex, UK, 1998. 1.1.2, 3
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