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Abstract

This thesis presents a framework for a virtual surgery environment involving
first steps towards the simulation of cutting tissue. The virtual surgery environ-
ment implemented in Open Inventor consists of several interactive medical tools
and one organ. The organ, a human liver, is represented by a volumetric model
discretized by a system of particles. The discretization is based on a triangular
surface of a segmented human liver. Collisions between the tools and the organ
are indicated by the use of a collision detection library for deformable objects.
Based on the volumetric organ modeling we developed a collision response that
results in topological modifications of the organ, miming a cutting process. The
simulation results show a realistic scene sequences.
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Chapter 1

Introduction

This thesis presents a framework for a virtual surgery simulator. Virtual surgery
simulation has nowadays gained in importance due to promising advantages
against current surgery training, like reproducibility of individual operations,
low cost and possibility of rapid exchange of information.

The modeling and simulation of human organs is a crucial component of a
surgery simulator. The modeling and the simulation of soft biological tissue
traditionally employ mass-spring models or Finite Element methods [Bie03].
Mass-spring systems have been popular because of their easy implementation
and their low computational cost for real-time applications. However, the rela-
tionship between the material properties and the structure of the mass-spring
network and spring constants are not trivial.

Finite element methods are commonly used numerical tools for engineer-
ing problems in continuum mechanics. Due to their computational cost ordi-
nary finite elements methods cannot be used for real-time application. Another
drawback concerns the expandability of finite element models. For example, the
treatment of cutting, interaction with fluids or mesh adaptability are non-trivial.

Mesh free Lagrangian methods like Smoothed Particle Hydrodynamics (SPH)
[HWK03] aims to bridge the gap between the efficient but low order mass-spring
models with the high accuracy, but computationally expensive Finite Element
methods. With SPH, the material field quantities are reconstructed by a linear
superposition of the material quantities carried by particles as attributes, which
are weighted by a smooth interpolation kernel. An important advantage of SPH
is the possibility to model fluids and solids in a unified approach.

In a surgery simulator, the ability to efficiently modify the geometry and the
topology of an organ is of crucial importance. In open surgery, for example, this
is necessary in order to model invasive interventions like the cutting of the tissue.
This thesis focuses on a volumetric organ modeling approach based on SPH to
simulate the cutting of tissue. The representation of the organ as particle system
allows the simple treatment of geometrical and topological modifications, as no
connectivity information about the particles is required.

The cutting procedure basically consists of selecting the particles that are in
contact with the surgical tools and excluding the same particles from the surface
generation of the organ. For this purpose, efficient collision detection algorithms
for deformable objects are needed, as well as a realistic and computationally
feasible collision response.
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Chapter 2 presents some important components of the surgery simulation,
like Open Inventor and the collision detection algorithm used in this project.
Chapter 3 shows how SPH is used to model the virtual organ and presents a
collision response algorithm. The implementation details of this project, such
as virtual tool modeling and preprocessing techniques are described in chapter
4. Finally, the results of the implementation are discussed in chapter 5.
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Chapter 2

Virtual Reality
Components

2.1 The Open Inventor Toolkit

Open Inventor is an object-oriented toolkit for developing interactive, 3D graph-
ics applications. It also defines a standard file format for exchanging 3D data
among applications which serves as basis for the Virtual Reality Modeling Lan-
guage (VRML) standard.

At the programming level, Inventor offers a set of tools for graphics appli-
cation development:

• A 3D scene database that includes shape, property, group, engine, and
sensor objects, used to create a hierarchical 3D scene.

• A set of node kits that provide a convenient mechanism for creating pre-
built grouping of Inventor nodes.

• A set of manipulators, including handle box and trackball, which are ob-
jects in the database that allow the user to interact directly with the
scene.

• An Component Library for Xt, including a render area, material editors,
viewers and utility functions used to provide some high-level interactive
tasks.

Some of the basic components of Inventor will be explained next. To get a
detailed reference of Inventor please refer to [Wer94].

2.1.1 Scene Database

Inventor programs store their scenes in structures called scene graphs. A scene
graph is made up of nodes, which represent a geometry, property or a grouping
object. The scene graph holds the whole information to render and to manip-
ulate a scene. Hierarchical scenes can be created by adding nodes as children
to grouping nodes, resulting in a directed acyclic graph, as shown on Figure
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Figure 2.1: A simple scene graph.

2.1. The top node of a scene graph is called a root node. Figure 2.1 shows an
example of a scene graph used to create the image in Figure 2.2.

The scene graph is stored and managed by the Inventor database, which also
can contain more then one scene graph.

The Inventor scene graph has a notion of ’state’. Nodes earlier in the scene
can affect nodes that appear later in the scene. For example, a Rotation or
Material node will affect the nodes after it in the scene. A mechanism is defined
to limit the effects of properties (Separator nodes), allowing parts of the scene
graph to be functionally isolated from other parts.

To perform an action on a scene, for example to render the scene, an instance
of the action class has to be created and then applied to the root node of a scene
graph. For each action, the database manages a traversal state, which is just
a collection of the current elements or parameters for a specific action. By
executing an action, say rendering the scene, the scene graph is traversed from
top to bottom and the traversal state is updated.

2.1.2 Nodes

Nodes are the fundamental element of a scene graph. They represent 3D objects
that are drawn (shapes), properties of the 3D objects (properties), nodes that
contain other nodes and are used for hierarchical grouping (groups), and others
(cameras, lights, etc).
There are three kinds of nodes:

• Shape nodes, which define the geometry of 3D objects

• Property nodes, which specifies the appearance of the scene

• Group nodes, which can collect other nodes into subgraphs
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Figure 2.2: Scene graph of Figure 2.1 as seen in a Viewer.

The shape nodes describe what will be drawn on the screen. Shape nodes
store the geometric information needed to render an object of the scene where
their appearance is affected by property and group nodes. Some of the shape
nodes come with predefined geometry, like spheres, cylinders and cubes. Others
allow the user to define the shape by providing a set of vertices and connectivity
information.

Group nodes (Separator, Group, TransformSeparator, Switch and Level-
OfDetail) are used to create the scene hierarchy. The Separator node, which is
the most commonly used, separates the effects of its children (material changes,
translates /rotates /scales, etc) from the rest of the scene.

Property nodes determine the way shapes in the scene graph are drawn.
They define the surface material, drawing style or geometric transformations.

In addition to group, shape and property nodes, Inventor also provides cam-
era and light nodes. Cameras and Lights are Inventor node classes that allow
one to see the objects in the graph. Lights provide the lighting for the scene,
while Cameras define a view of the scene.

Each node contains one or more pieces of information stored in ”fields”. For
example, the Sphere node contains only its radius, stored in its ”radius” field.
Each field class defines its own methods to get and set its values.

Other special kind of nodes are the engines and sensors. Engines are objects
that can be connected to fields in the scene graph and used to animate parts
of the scene or to constrain certain elements of the scene to each other. Sensor
are objects that detect when something in the database changes and invoke a
user-supplied callback function to handle this event.

2.1.3 Shape nodes

Open Inventor provides two categories of shape nodes: simple shapes and com-
plex shapes. Simple shapes are self-contained nodes that hold their own geo-
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metrical parameters. Example of simple shapes are cubes, cones, spheres, and
cylinders.

Complex shapes, in contrast, may refer to other nodes to specify their co-
ordinates and normals. Complex shapes require at least a set of coordinates,
specified by a Coordinate3 node.

Example of complex shapes are:

• Face set, indexed face set

• Line set, indexed line set

• Triangle strip set, indexed triangle strip set

• Point set

• Quad mesh

• NURBS curve and surface

Face Sets define a solid shape in terms of the polygons that make up its
faces. An array of coordinates contains all of the vertices of all of the faces,
in order. An Indexed Face Set is like a Face Set, except that the vertices are
indexed. One can refer to vertices in any order, and reuse them.

A Triangle Strip Set creates a surface out of a collection of triangles. It
works much like a Face Set, but is faster to render.

A Quad Mesh is similar to a Triangle Strip Set, but uses an array of quadri-
laterals to define the shape instead of triangles.

Since the virtual surgical tools were modeled as triangle strip sets, this shape
will be explained in more detail in chapter 4.

2.1.4 Manipulators and Draggers

One of the strengths of Inventor is the ease of implementing user interaction.
This is done by special objects called draggers and manipulators. Draggers
are nodes with specialized behavior that enables it to respond to user events.
Draggers insert geometry into the scene graph that is used for picking and user
feedback. Manipulators, such as the trackball and the handle box of Figure 2.3,
are nodes that employ draggers to enable the user to interact with them and
edit them. By picking on a dragger of the manipulator, the user can change for
example the scale or position of the dragger and thus the object connected to
it.

2.1.5 The Inventor File Format

Open Inventor has its own ASCII file format to exchange data between appli-
cations. This file can be read into the database and appended to a scene graph
of an application.

Inventor filenames have the extension ’.iv’. The first line of the file is a
header indicating that this is in fact an Open Inventor file.

#Inventor V2.0 ascii

or
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Figure 2.3: A Trackball and two Handle-Box manipulators.

#Inventor V2.0 binary

The version number indicates the version of the Open Inventor file format,
in this case version 2.0. The keywords ascii and binary indicate whether the
rest of the file is in a human-readable ASCII text format or not. The binary
files are smaller than the text files, but files in text format are the only that can
be edited manually.
Nodes are described as follow:

• First the name of the node

• Open brace ({)
• Fields (if any), followed by children (if any) of the node

• Close brace (})
For example :

RotationXYZ {
axis Z
angle 3.1415

}

In this example, a transformation node causes a rotation of approximately
180-degree rotation about the Z axis. For this, two fields of the RotationXYZ
node are set to corresponding values. Fields that contain multiple-value fields
are surrounded by brackets, with commas separating the values:

[value1, value2, value3]

The next code gives an example of a simple scene graph in Inventor format :
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#Inventor V2.0 ascii
Separator {

Separator { # Body
Transform { translation 0 3 0 }
Material { # A bronze color:

ambientColor .33 .22 .27
diffuseColor .78 .57 .11
specularColor .99 .94 .81
shininess .28

}
Cylinder { radius 2.5 height 6 }

}
Separator { # Head

Transform { translation 0 7.5 0 }
Material { # A silver color:

ambientColor .2 .2 .2
diffuseColor .6 .6 .6
specularColor .5 .5 .5
shininess .5

}
Sphere { }

}
}

2.2 Collision Detection

The efficient detection of collision between geometric objects is an essential com-
ponent in physically-based simulations. Usually, the objects are triangle meshes
with hundreds of thousands of elements. Thus, to accelerate the computation,
spatial data structures like bounding-boxes and distance fields are commonly
used. This structures are generated in a preprocessing step, thus removing the
computational burden from the simulation. Although this approach perform
very well for rigid objects, it is difficult to employ in cases where the object
geometry changes over time. As, for instance, it is the case in a surgery simu-
lation.

A new algorithm developed by the Computer Graphics Laboratory of the
ETH make use of Layered Depth Images (LDI) to accelerate collision detection
of rigid and deformable objects. This algorithm is described in detail in [HTG03]
and will be briefly explained in the following.

2.2.1 Collision Detection for Deformable Objects

The collision detection algorithm takes as input a 3D closed object as triangular
meshes and returns a discrete representation of the intersection volume. Most
of current approaches are surface oriented, in the sense that they only detect the
primitives (triangles) that collide. The intersection volumes , on the other hand,
provide information that can be used to implement more advanced collision
response. Vertex-in-volume tests, penetration depth or closest points are just
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some example of possible applications. In this project, the vertex-in-volume test
was used to implement a collision response algorithm, and will be discussed in
detail later.
The algorithm proceeds in three stages:

Stage 1 uses Axis-Aligned Bounding Box (AABB) to check whether two
objects could overlap or not. Because of the alignment of the bounding box
axes, this test is performed very fast. If the intersection is empty, the objects
do not collide and we can avoid testing the primitives. If it is not, stages 2 and
3 are applied to the intersection volume (Volume of Interest).

Stage 2 computes two LDIs, one for each object. The LDI data structure
essentially stores multiple depth values per pixel. Thus, an LDI can be used to
approximate the volume of an object.

The LDI generation is restricted to the Volume of Interest. The depth values
of the LDI can be seen as 3D scan lines entering or leaving an object, as described
on Figure 2.4. The intersection points are then classified into entry and leaving
points. Likewise, the LDI classifies the Volume of Interest into inside and outside
regions.

Figure 2.4: Inside and outside regions for a scan line.

Stage 3 performs the collision detection. Two kinds of operations can be
realized with the resulting LDIs:

• The two LDIs can be combined to compute an intersection volume. The
intersection volume is computed by a pixelwise intersection of the inside
regions of both LDIs. If the resulting intersection is non-empty, a col-
lision is detected. The sum of all intersections regions forms a discrete
representation of the intersection volume.

• Individual vertices can be tested against an LDI. First, the vertices are
transformed into the local coordinate system of the LDI. If the transformed
vertex intersect with an inside region, a collision is detected.

Figure 2.5 illustrates the stages of the algorithm.
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Figure 2.5: Overview in 2D and in 3D. (a) AABB intersection. (b) LDI genera-
tion within the Volume of Interest. (c) Computation of the intersection volume.
Source: [HTG03].
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Chapter 3

Volumetric Organ Modeling

A physical model is a prerequisite for the simulation of the organ behavior.
There are basically two demands for the model. First, it should be as realis-
tic as possible, and second, it should allow to be calculated in real-time. A
physical model includes a geometric representation of the organ, usually a vol-
umetric model. While most of the related work in volumetric modeling done
so far followed a grid based approach [Bie03], this thesis focuses on a particle
based approach [Mor00, HWK03]. This approach is based on a method called
Smoothed Particle Hydrodynamics (SPH), which was first developed for the
simulation of astrophysical problems. This method will be described in the
next section. In the following sections, a technique for surface visualization is
presented, as well as a collision response algorithm.

3.1 Particle Based Approach

SPH is an interpolation method for particle systems. A particle system is a
collection of points in the three dimensional space representing computational
elements. Particles do not carry any connectivity information, which makes
volumetric modeling convenient, especially for complex geometries.

Each particle carries attributes which represent continuous field quantities,
for example density or velocity. The values of the attributes are smeared out to
the neighborhood of a particle by a smoothing kernel. This approach is based
on the theory of integral interpolants where a quantity A can be interpolated
by

A(r) =
∫

A(r′)W (r − r′, h)dr′ (3.1)

where the integration domain is the computation domain, and W (r, h) is an
interpolation function approximating the Dirac-function, i.e. :

δ(x) = lim
h→0

W (x, h)

The integral is approximated by a quadrature at the particle locations. Accord-
ing to SPH, the scalar quantity A is interpolated at location r by a weighted
sum of contributions from all particles:
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AS(r) =
∑

j

mj
Aj

ρj
W (r − rj , h) (3.2)

where j iterates over all particles, mj is the mass of the particle j, rj its position,
ρj the density and Aj the particle attribute.

The function W (r, h) is called the smoothing kernel with core radius h. In
this thesis, a quartic spline kernel of second order of accuracy is used:

W (r, h) = M5(r, h) =
1
π





s4

4 − 5s2

8 + 115
192 0 ≤ s < 1

2 , s = |r|
h

− s4

6 + 5s3

6 + 5s2

4 + 5s
24 + 55

96
1
2 ≤ s < 3

2 ,
(2.5−s)4

24
3
2 ≤ s < 5

2 ,
0 s ≥ 5

2 .
(3.3)

This 3D kernel satisfies that∑

j

mj

ρj
W (r − rj , h) ≈ 1. (3.4)

To illustrate the kernel shape a plot of the corresponding 2D kernel is shown
on Figure 3.1.

Figure 3.1: Plot of a 2D smoothing kernel.

The particle mass is needed in (3.2) because each particle i represents a
certain volume Vi = mi

ρi
. While the mass mi is constant throughout the sim-

ulation, the density ρi varies and needs to be evaluated at each time step. By
substitution in Eqn.(3.2) we get for the density at location r:

ρS(r) =
∑

j

mj
ρj

ρj
W (r − rj , h) =

∑

j

mjW (r − rj , h). (3.5)

To correctly model the behavior of soft biological tissues, attributes like po-
sition, velocity or strain tensor of each particle have to be considered. Because
most of this attributes change over time, their derivatives also need to be evalu-
ated. This is a complex topic and a current object of research. In this work, we
are not taking into account a correct physical model of the tissue. Instead, we
focus on the particle system representing an organ, which reacts interactively
to the surgical tools.

13



3.2 Organ Surface Generation

The first problem that arrives when modeling an organ with particles is the
surface visualization. For this purpose, we define a field quantity which is 1
inside the organ and 0 everywhere else. Such a field is called color field in the
literature [Mor00, MCG03]. Using Eqn.(3.2) we get a smoothed color field:

cS(r) =
∑

j

mj
1
ρj

W (r − rj , h). (3.6)

The color field function can be evaluated on a regular grid containing the
organ. This information is used by the marching cubes algorithm [LC87] to
triangulate the iso surface of the color field cS . An iso surface is characterized
by:

cS(ri) = const (3.7)

for every node i of the surface mesh.
The marching cubes implementation was provided by an Open Inventor En-

gine and works as follow: First the cells that contain the surface are identified.
The algorithm then starts searching from all the cells that contain surface par-
ticles and from there recursively traverse the grid along the surface. With the
use of hash table, cells are not visited more then once. For each cell identified
to contain the surface, the triangles are generated via a lookup table.

3.3 Collision Response

The collision response is the most important, and also the most complex, com-
ponent of a simulation environment. It must simulate the biological tissue in
a realistic way when in contact with the surgical tools, as well as being fast
enough to enable real-time interaction.

The basic idea is to use the vertex-in-volume test of the collision detection
library (see section 2.2.1) to change the geometry of the organ. As long as
the surgical tools are in movement, the collision detection routines are called
to check whether the organ has been penetrated or not. If there is no contact
between the tools and the organ, nothing happens. Otherwise, the collision
detection routines returns a non-empty Volume of Interest (VoI). Each particle
in the organ is then tested against the intersection volume. Particles that are
outside the VoI do not change, whereas particles that are inside the intersection
volume have their color fields set to zero. This implies that particles in contact
with a tool are no longer taken into account by the marching cubes algorithm.
The new triangulated surface will thus looks like ’deformed’ by the surgical tool.
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Chapter 4

Implementation

The main task of this thesis was the implementation of a simulation framework
for virtual surgery. After having introduced algorithms and software libraries
on which the framework rely, we will in this chapter present some software
implementation details. First the implementation of the virtual surgical tools
will be explained, then a volumetric discretization of the organ will be discussed.

4.1 Virtual Surgery Tools

For the simulation, three kinds of surgical tools have been implemented: a
virtual scalpel, a surgical hook and a baton (see Fig. 4.1). In this thesis, all the
tools have the same behavior. That is, no matter which tool is in contact with
the organ, the organ behavior (collision response) will be the same.

Figure 4.1: Virtual surgical tools.

The surgical tools have been modeled as a triangle mesh in Open Inventor.
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4.1.1 Tool Representation

The triangle strip set shape node constructs triangle strips out of vertices located
at the current coordinates. It is one of the fastest ways to draw polygonal objects
in Open Inventor. The triangle strip set uses the current coordinates, in order,
starting by the first element of the set.

The numVertices field indicates the number of vertices to use for each
triangle strip in the set. The triangle strip set is described as follows:

TriangleStripSet{
numVertices [4,6]

}

Because the numVertices field contains an array with two values, two triangle
strips are created. The first strip is made of the first 4 vertices. The second
strip is made of the next 6 vertices.
For example, if the set of vertices is:

[v1, v2, v3, v4, ..., v11]

Then the first triangle strip will looks like:

triangle 1 : v1, v2, v2

triangle 2 : v2, v3, v4

And the second triangle strip will be:

triangle 1 : v5, v6, v7

triangle 2 : v6, v7, v8

triangle 3 : v7, v8, v9

triangle 3 : v8, v9, v10

triangle 4 : v9, v10, v11

The virtual tools can thus be stored as an external scene graph in Inventor
file format and later loaded into the database:

#baton
Separator{

Coordinate3{
point [0 0 0, 0 .5 0, .5 0 0, .5 .5 0,

-.3 -.3 15, -.3 .8 15, .8 -.3 15, .8 .8 15,
.5 0 0, .5 .5 0,.8 -.3 15,.8 .8 15,
0 0 0, .5 0 0, -.3 -.3 15, .8 -.3 15,
0 .5 0, 0 0 0, -.3 0.8 15, -.3 -.3 15,
0 .5 0, .5 .5 0, -.3 .8 15, .8 .8 15]

}
Material{

diffuseColor .4 .4 .4
specularColor .4 .4 .4
shininess .9

}
TriangleStripSet{

numVertices [4,4,4,4,4,4]
}

}#end baton
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Although this representation allows modeling in a very straightforward and
compact way, it is hard to use if an application requires data in other formats. As
an example, the collision detection library used in this project needs a triangular
mesh represented by an array of vertices and an array of faces. The array of
faces just contains the indices of the triangle vertices. Thus, every three indices
in the faces-array builds up a triangle.

To solve this problem, a set of routines were implemented to convert Inventor
shape formats into an appropriate representation of the surface. Currently,
the framework has routines to convert shape nodes in the following formats:
Triangle Strip Set, Indexed Face Set and Indexed Triangle Strip Set.

There are two representations for the tools and for the organ: one repre-
sentation in Inventor format and one surface representation for the collision
detection library (see section 2.2).

The user of the framework does not have to care about format conversions,
the models are just loaded and the application automatically converts it into a
format suitable for the collision detection library (see section 2.2.1).

4.1.2 User Interaction

The interaction with the virtual surgical tools was implemented using Inventor’s
draggers and manipulators, as described in section 2.1. Manipulators are sub-
classes of other nodes (such as SoTransform) that employ draggers to respond
to user events and edit themselves. During interaction with the user, a manip-
ulator replaces a node in the scene graph, substituting an editable version of
that node for the original. When interaction finishes, the original non-editable
node can be restored. Each manipulator contains a dragger that responds to
user events and in turn modifies the fields of the manipulator.

Figure 4.2: A virtual hook in a trackball.

This project uses two types of manipulators, a trackball and a handlebox
(see Figures 4.2, 4.3 and 4.4 ). The trackball manipulator allows the user to
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edit the rotation field of an SoTransform node by inserting a sphere surrounded
by ribbons into the scene. A handlebox manipulator inserts cubes and lines
into the scene that allow the user to edit the scale and translate fields of an
SoTransform node.

When an object in the scene is selected, the event handler calls a callback
function implemented to handle left mouse button events. This function tra-
verses the subgraph belonging to the selected object and searches for a SoTrans-
form node. It then replaces the transform node by a manipulator.

As discussed before, this project uses two kinds of manipulators: handlebox
and trackball. Which of the two should be replaced is determined by another
callback function that looks for middle mouse button events.

Depending on which manipulator is active, the selected object can be either
rotated or translated. This is done by moving the mouse while pressing the left
mouse button. To change the manipulator during a simulation, following steps
are required:

• Deselect the object with the left mouse button.

• Change the manipulator modus by pressing the left mouse button.

• Select the object again (or other object) with the left mouse button.

Figure 4.3: A virtual baton in a handlebox.

In the current implementation, only one object can be selected at time.
When a tool change happens, the callback function also looks for a shape node
in the subgraph of the selected object. It then converts the shape node into
a format that can be passed to collision detection library methods (see section
4.1.1). This allows a certain degree of flexibility because we do not need to keep
a list of the tools present in the scene. Because of the small number of tool
vertices, the conversion comes with low computational cost.

Besides callback functions to rotate and translate an object, there is also
a callback function for the collision detection. Whenever an object is selected
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and transformed, a set of collision detection routines is called to test collision
against the organ (see section 4.3).

During interaction, the dragger changes the fields of the manipulator. This
changes affects the object connected to the manipulator. Thus, using the ver-
tices coordinates from the shape node to test against collisions will give false
results, as this coordinates are no longer valid. Fortunately, Open Inventor has
a mechanism that makes it possible to access the transformation matrix of a
node. This mechanism can be found under Open Inventor actions. There are
several types of actions in Open Inventor, for example for rendering, picking,
computing a bounding box, etc... Actions traverse the scene graph and change
its traversal state depending on their type (see section 2.1.1). The SoGetMa-
trixAction takes a path as parameter and accumulates a transformation matrix
for all the transformations in the subgraph defined by that path. Before the col-
lision detection test is performed, the SoGetMatrixAction is applied to a path
leading to the selected object and the corresponding transformation matrix is
stored. Each vertex of the tool is then multiplied by the transformation matrix
and later given to the collision detection library.

Figure 4.4: A virtual scalpel in a trackball.

4.2 Organ Particle Discretization

The organ topology was provided in Inventor file format. The topology was
described as a triangular mesh segmented from image data of the Visible Human
Project. Based on the triangular mesh the organ is discretized into a system of
particles.

While the surgical tools had some dozens of triangles, the original topology
data consist of hundreds of thousands of triangle faces. Since doing computa-
tions in such an amount of data would just unnecessarily slow the simulation
down, the number of triangles in the new organ surface generated from the
particles (see 3.2) is kept very small.

19



Using the vertex-in-volume test of the collision detection library (see section
2.2.1), the interior of the organ is sampled into a uniformly distributed set of
particles. The sampling is done by discretizing an Axis-aligned bounding box
around the object. The number of particles used for the discretization can be
defined by the user at program start.

Figure 4.5: Discretization with 120 particles and the resulting surface.

Figure 4.6: Discretization with 950 particles and the resulting surface.

After sampling, a selection procedure is applied to the sampled particles.
Particles outside the object are discarded , as they are no longer needed. Parti-
cles inside the object are kept and have their color field value set to 100. For the
liver of Figures 4.5 and 4.6 an initial grid with 10x10x10 and 20x20x20 particles
were used.

Later, an external implementation of the marching cubes algorithm is used
to triangulate the iso surface of the color function. The iso surface value is by
default 50 and can be modified interactively by a dragger in the scene. The
resulting topology is then used in the simulation for collision detection tests
and collision response.

4.2.1 Discretization Preprocessing

In order to speed up the simulation, the previous discussed discretization process
is not done every time a simulation session starts, but only once for a specific
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number of particles. After discretization, discretization data is stored in a file.
When needed, the application can load the file and apply the marching cubes
routines to generate the surface.

The discretization file stores information about the particle position, its
color field value, bounding box values and the number of particles used in the
discretization.
The next example shows the file format with three particles.

Discretization:
number of particles: 121
number of particles inside the object: 121
boundingbox dimensions: 10 10 10
boundingbox: -510.936 100 -1.38614 -100 378.826 281.311
particle: x: y: z: LevelSet:
0 -264.374 223.281 39.7075 100
1 -223.281 223.281 39.7075 100
2 -182.187 223.281 39.7075 100

The field bounding box dimensions indicates how many particles were used
for sampling the original organ. The example describes a grid with 10 x 10 x
10 particles. For the case that the file does not contain only particles inside the
organ, the total number of particles and the number of particles in the organ
are declared respectively by number of particles and number of particles
inside the object.

The bounding box field defines the minimum and the maximum coordinates
of the bounding box used by the discretization process. The coordinate values
are in the form [xmin, ymin, zmin, xmax, ymax, zmax]. Together with the grid res-
olution in bounding box dimensions, this information allows the computation
of the volume of the grid cells.

The next lines contain information about each particle: the particle number,
its x, y and z coordinates and its color field value.

Currently, the discretization preprocessing can be applied to any triangu-
lated surface that lies in Open Inventor indexed triangle strip set format. Ex-
tensions to support other Inventor formats, as well as VRML format, can be
easily implemented.

4.3 Collision Detection API

The collision detection library used in this thesis is an extern implementation of
the algorithm discussed in section 2.2.1 and it provides functionality to detect
collisions between pairs of objects.

The library is initialized by calling the initialize() method of the Collision-
Control::Platform class. This class sets up the collision detection platform and
encapsulates the platform specific functionality.

In this project, only collision detection between surgical tools and the organ
are of interest. By calling the setObject method of the class CollisionCon-
trol::Collider, an object can be registered in the library and later tested against
other object for collisions. SetObject() requires a set of parameters:

• objectId: Either OBJECT-FIRST or OBJECT-SECOND. Defines to which
object the given attributes belong.
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• boundingBox: An Axis-aligned bounding box of the object.

• vertices: A pointer to an array of 3D float vertices.

• vertexCount: The number of vertices stored in the array.

• faces: A pointer to an array of triangle indices.

• facesCount: The number of faces stored in the array.

Although Open Inventor has methods for computing the bounding box of an
object, in this project, an own implementation is used to avoid format incom-
patibility with the collision detection library. The bounding box computation
consists of visiting each vertex of a surface and store the minimum and the
maximum x, y and z coordinates seen so far. The routine result is an array with
the minimum and maximum values in the format:

[xmin, ymin, zmin, xmax, ymax, zmax]

After having registered a pair of objects in the library, the actual collision
detection can be executed by calling the following functions:

• Collider::generateIntersectionVolume() generates a Volume of Interest (VoI)
for a pair of objects if their AABB overlap. The VoI is again a AABB.

• Collider::generateUnorderedLayeredDepthImages() computes the LDI of a
VoI.

• Collider::generateIntersectionVolume() combine the LDIs of two objects
and generates a discrete representation of the intersection volume.

The resulting LDI of the intersection volume can be accessed by calling:

const UnorderedLayeredDepthImage & ldi=
collider.getUnorderedLayeredDepthImage(Collider::OBJECT-INTERSECTION)

If the two objects do not overlap, then the LDI will have depth equal to
zero and nothing is done. Otherwise the method UnorderedLayeredDepthIm-
age::isInside(position) is called for each particle inside the organ to check if the
particle is inside the intersection volume or not (see section 3.3). Particles inside
the intersection volume are removed and the marching cubes routines are called
to update the organ surface. Particles outside the intersection volume remain
in the particle list.

22



Chapter 5

Results

5.1 Virtual Surgery Sequences

Simulation experiments were carried out on a virtual liver discretized by 120
and 950 particles. The simulation run on a PC with 500 MHz Intel Pentium III
processor, 256 MB RAM and NVidia GeForce 2 graphics card.

The virtual tools were picked and brought into contact with the liver by a
sequence of translations and rotations. For a more realistic effect, a tool box and
a table were also added to the scene. Figures 5.1 - 5.5 show some screenshots
of the virtual surgery simulations.

Figure 5.1: Virtual surgery sequence using 120 particles.
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Figure 5.2: Deforming the liver using 120 particles.

The collision response implemented in this work, while being very simple,
show promising results. With 120 particles (Figures 5.1-5.2), the simulation
runs in real-time but there are large time intervals between the deformations.
Because of the relative small number of particles, not every contact between
the tool and the organ results in a topological modification. Increasing the
number of particles to 950 (Figures 5.3-5.5) show better results, as there are
more surface updates. However, the computational load also increases, mostly
by the marching cubes routines, and the simulation slows down.
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Figure 5.3: Cutting sequence using 950 particles.
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Figure 5.4: Perforation sequence using 950 particles.
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Figure 5.5: Virtual surgery sequence using 950 particles.

5.2 Performance Analysis

In order to get information about the performance of the implementation, an
execution profile was performed using gprof. The test was carried out for liver
discretizations using 120 and 950 particles and the results are presented in ap-
pendix A.

Gprof calculates the amount of time spent in each routine. Several forms of
output are available from the analysis. The flat profile shows how much time
the program spent in each function, and how many times that function was
called. The call graph shows, for each function, which functions called it, which
other functions it called, and how many times. There is also an estimate of how
much time was spent in the subroutines of each function.

From the flat profile, we conclude that most of the execution time is spent in
the method ParticleList::getLevelSet(). With 86.07 percent and 98.63 percent
of running time for 120 and 950 particles, respectively. This method is needed
every time a particle is touched by a surgical tool in order to update the organ
surface. The time spent in this method for 950 particles is approximately a
factor 4.5 bigger then the time for the same method using 120 particles.

The marching cubes routines are also expensive and show a noticeable ex-
ecution time pro call. As expected, its time pro call increases with increasing
resolution of the regular grid. Although the performance of marching cubes is
modest, it provides acceptable results even with a small number of cells.

The method idleCB() is responsible for performing the collision response and
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for calling the routines for surface updating ( updateOrgan() and setData()), as
shown by the call graph in the appendix A.

The remaining methods apply geometrical transformations to the organ and
to the tools, as well as computing the bounding box. Both routines consume
relative small percentage of the total running time of the application.

To gather a complete analysis from the implementation performance, more
tests are needed. Nevertheless, the results presented by this test point the ”bot-
tlenecks” of the implementation and show where future performance increases
could be achieved.
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Chapter 6

Conclusions

In this project, a framework for a virtual surgery simulator was implemented.
In the implementation, Open Inventor was used as higher level graphic develop-
ment tool to perform user interaction and virtual object modeling. A collision
detection library for deformable objects was successfully integrated into the
framework.

The core of the surgery simulator is the volumetric organ model. This thesis
followed a particle system approach based on SPH to simulate the reaction of
the organ when in contact with the virtual surgery tools.

To enable a collision response and allow some speed up in the collision de-
tection, the original triangular mesh representing the topology of the organ was
replaced by a volumetric model discretized by particles. The surface of the organ
was triangulated by the marching cubes algorithm. The discretization proce-
dure makes use of the collision detection library and writes a file containing the
particle information.

We implemented a simple but effective collision response that allows topo-
logical changes of the organ. The algorithm basically selects particles in contact
with a medical tool and changes its color field, such as they are not noticeable
to the surface generation algorithm.

Simulation shows realistic results that runs in real-time for a small number
of particles. Most of the computational time is used in the collision response,
where a new surface mesh needs to be generated after a topological change.

The framework as a whole provides a good environment for testing, for
example, more accurate collision response techniques without having to care
about user interactivity, collision response, or rendering issues.

In a future work, the collision response can be extended to handle each tool
in a different way. For example, the baton can be extended to modify only the
tissue surface, while others, like the scalpel, penetrate the tissue.

Also, performance optimizing techniques such as presorting particles are
needed to carry out real-time simulation with a larger number of particles.
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Appendix A

Performance test

The performance test was carried out using gprof. The results shown are an
extract from the output file of gprof.

Flat profile:
marching cubes resolution: 20x20x20
number of particles: 120
Each sample counts as 0.00195312 seconds.

% cumulative self self total
time seconds seconds calls us/call us/call name
86.07 5.80 5.80 208000 27.90 27.90 ParticleList::getLevelSet()
4.23 6.09 0.29 idleCB()
2.38 6.25 0.16 28 5719.87 5719.87 MarchingCubes::calcPoints()
2.14 6.39 0.14 3345489 0.04 0.04 Object::getCoordinateLoaded()
1.74 6.51 0.12 8884 13.19 13.19 Object::computeBoundingBox()

Flat profile:
marching cubes resolution: 30x30x30
number of particles: 950
Each sample counts as 0.00195312 seconds.

% cumulative self self total
time seconds seconds calls ms/call ms/call name
98.63 225.10 225.10 1890000 0.12 0.12 ParticleList::getLevelSet()
0.61 226.49 1.40 72 19.42 19.42 MarchingCubes::calcPoints()
0.16 226.86 0.36 71 5.09 5.09 MarchingCubes::calcGradients()
0.16 227.21 0.36 70 5.11 3220.76 setData()
0.10 227.45 0.24 idleCB()
0.07 227.61 0.16 2122 0.07 0.07 Object::computeBoundingBox()
0.06 227.73 0.13 3277140 0.00 0.00 Object::getCoordinateLoaded()

% the percentage of the total running time of the
time program used by this function.
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cumulative a running sum of the number of seconds accounted
seconds for by this function and those listed above it.

self the number of seconds accounted for by this
seconds function alone. This is the major sort for this

listing.

calls the number of times this function was invoked, if
this function is profiled, else blank.

self the average number of milliseconds spent in this
ms/call function per call, if this function is profiled,

else blank.

total the average number of milliseconds spent in this
ms/call function and its descendents per call, if this

function is profiled, else blank.

name the name of the function. This is the minor sort
for this listing. The index shows the location of

the function in the gprof listing. If the index is
in parenthesis it shows where it would appear in
the gprof listing if it were to be printed.

Call graph (explanation follows)

granularity: each sample hit covers 4 byte(s) for 0.03% of 6.74 seconds
number of particles: 120
index % time self children called name

<spontaneous>
[1] 93.3 0.29 6.01 idleCB() [1]

0.00 5.60 25/25 MyUserData::updateOrgan() [4]
0.14 0.00 3345489/3345489 Object::getCoordinateLoaded() [9]
0.12 0.00 8884/8884 Object::computeBoundingBox() [10]
0.07 0.00 3345489/3345489 Object::setCoordinate() [11]
0.04 0.00 1141815/1141816 Object::getVerticesSize() [13]
0.03 0.00 800705/800947 ParticleList::operator[]() [14]
0.00 0.00 17768/17769 Object::getFacesSize() [20]
0.00 0.00 4442/4468 MyUserData::getTool() [22]
0.00 0.00 8884/8884 Object::getFaces() [34]
0.00 0.00 8884/8884 Object::getVertices() [35]
0.00 0.00 4442/4442 MyUserData::getOrgan() [36]

-----------------------------------------------
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0.00 0.22 1/26 makeScene() [6]
0.01 5.58 25/26 MyUserData::updateOrgan() [4]

[2] 86.3 0.01 5.80 26 setData() [2]
5.80 0.00 208000/208000 ParticleList::getLevelSet() [3]
0.00 0.00 26/27 SFScalarField::setValue() [42]

-----------------------------------------------
5.80 0.00 208000/208000 setData() [2]

[3] 86.1 5.80 0.00 208000 ParticleList::getLevelSet() [3]
-----------------------------------------------

0.00 5.60 25/25 idleCB() [1]
[4] 83.1 0.00 5.60 25 MyUserData::updateOrgan() [4]

0.01 5.58 25/26 setData() [2]
0.01 0.00 100/108 vector<LSgridpoint> >::operator=() [17]
0.00 0.00 25/26 Organ::loadData() [24]
0.00 0.00 25/27 Organ::update() [30]
0.00 0.00 25/28 vector<Particle>::operator=() [148]

-----------------------------------------------

granularity: each sample hit covers 4 byte(s) for 0.00% of 228.22 seconds
number of particles: 950
index % time self children called name

0.01 3.22 1/70 makeScene() [6]
0.35 221.88 69/70 MyUserData::updateOrgan() [4]

[1] 98.8 0.36 225.10 70 setData() [1]
225.10 0.00 1890000/1890000 ParticleList::getLevelSet() [2]

0.00 0.00 70/71 SFScalarField::setValue() [44]
-----------------------------------------------

225.10 0.00 1890000/1890000 setData() [1]
[2] 98.6 225.10 0.00 1890000 ParticleList::getLevelSet() [2]
-----------------------------------------------

<spontaneous>
[3] 97.8 0.24 222.88 idleCB() [3]

0.00 222.43 69/69 MyUserData::updateOrgan() [4]
0.16 0.00 2122/2122 Object::computeBoundingBox() [10]
0.13 0.00 3277140/3277140 Object::getCoordinateLoaded() [11]
0.10 0.00 3277140/3277140 Object::setCoordinate() [14]
0.04 0.00 1098746/1098747 Object::getVerticesSize() [15]
0.01 0.00 625690/627590 ParticleList::operator[]() [20]
0.00 0.00 1061/1061 MyUserData::getOrgan() [27]
0.00 0.00 4244/4245 Object::getFacesSize() [26]
0.00 0.00 2122/2122 Object::getFaces() [37]
0.00 0.00 2122/2122 Object::getVertices() [38]
0.00 0.00 1061/1078 MyUserData::getTool() [40]

-----------------------------------------------
0.00 222.43 69/69 idleCB() [3]

[4] 97.5 0.00 222.43 69 MyUserData::updateOrgan() [4]
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0.35 221.88 69/70 setData() [1]
0.12 0.00 276/284 vector<LSgridpoint>::operator=() [12]
0.00 0.03 69/71 Organ::update() [16]
0.03 0.00 69/70 Organ::loadData() [17]
0.03 0.00 69/72 vector<Particle>::operator=() [18]

-----------------------------------------------

This table describes the call tree of the program, and was sorted by
the total amount of time spent in each function and its children.

Each entry in this table consists of several lines. The line with the
index number at the left hand margin lists the current function.
The lines above it list the functions that called this function,
and the lines below it list the functions this one called.
This line lists:

index A unique number given to each element of the table.
Index numbers are sorted numerically.
The index number is printed next to every function name so
it is easier to look up where the function in the table.

% time This is the percentage of the ‘total’ time that was spent
in this function and its children. Note that due to
different viewpoints, functions excluded by options, etc,
these numbers will NOT add up to 100%.

self This is the total amount of time spent in this function.

children This is the total amount of time propagated into this
function by its children.

called This is the number of times the function was called.
If the function called itself recursively, the number
only includes non-recursive calls, and is followed by
a ‘+’ and the number of recursive calls.

name The name of the current function. The index number is
printed after it. If the function is a member of a
cycle, the cycle number is printed between the
function’s name and the index number.

For the function’s parents, the fields have the following meanings:

self This is the amount of time that was propagated directly
from the function into this parent.

children This is the amount of time that was propagated from
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the function’s children into this parent.

called This is the number of times this parent called the
function ‘/’ the total number of times the function
was called. Recursive calls to the function are not
included in the number after the ‘/’.

name This is the name of the parent. The parent’s index
number is printed after it. If the parent is a
member of a cycle, the cycle number is printed between
the name and the index number.

If the parents of the function cannot be determined, the word
‘<spontaneous>’ is printed in the ‘name’ field, and all the other
fields are blank.

For the function’s children, the fields have the following meanings:

self This is the amount of time that was propagated directly
from the child into the function.

children This is the amount of time that was propagated from the
child’s children to the function.

called This is the number of times the function called
this child ‘/’ the total number of times the child
was called. Recursive calls by the child are not
listed in the number after the ‘/’.

name This is the name of the child. The child’s index
number is printed after it. If the child is a
member of a cycle, the cycle number is printed
between the name and the index number.

If there are any cycles (circles) in the call graph, there is an
entry for the cycle-as-a-whole. This entry shows who called the
cycle (as parents) and the members of the cycle (as children.)
The ‘+’ recursive calls entry shows the number of function calls that
were internal to the cycle, and the calls entry for each member shows,
for that member, how many times it was called from other members of
the cycle.

34



Bibliography

[Bie03] Daniel Bielser. A Framework for Open Surgery Simulation. Ph.d.,
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