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PREFACE

Motion pictures, cultural heritage of this century, decay slowly but unstoppably. An ana¬

log copy copies all the inaccuracies in the source and introduces more of its own. Thus

analog copying does no more than delay the inevitable. The ideas and approaches pre¬

sented here show one possible solution to this problem and may well open other, as yet

unseen, avenues to the future. The first step, however, is to save films, many of which are

already considered lost, their stored information no longer accessible.

The aim of this project was to investigate how motion picture film might be successfully

digitized and the data archived. The investigations took us into many fields of endeavour,
some of which have been very much strangers to each other until now. The information

and inspirations needed came from fields as diverse as film technology, long-term

archiving of digital and photographic material, video technology, computer technology
and digital image processing. That the different specialized areas stand to profit enor¬

mously from each other should become abundantly clear in this work.

To provide a detailed coverage of each of these specialized fields is beyond the scope of

this work. However, this document tries to bring together the various fields and create

conceptual interfaces between them. These should then help the interested researcher,
archivist or amateur to get an understanding of the opportunities and pitfalls presented by
the new territory.

Although there is a logical structure to this work as a whole, many chapters can be prof¬

itably read without reference to others. There are many interesting facts, ideas and sug¬

gestions which do not depend on a complete understanding of all the technical detail

presented.

Because of the varied fields of research involved, a warning is in order to those readers

familiar with one or more of these specialized fields: The same words used in two con¬

texts may not have the same meaning in both. A particularly good illustration of this is

the word "compression". This word is used in the video world and in the computer

world, but has a fundamentally different meaning in each. Resolving different and some¬

times conflicting world views was an important part of this work.

I hope this project provides food for thought and encouragement for archivists and others

who may be pondering the problems of the present and the opportunities of the future.

The best result of all would be that the work presented here inspires you to take the ideas

further.

Armin Wittmann, September 1999

A little administrivia: In marketing, a megabyte is one million bytes—it makes hard

disks and tapes look bigger. In computing, however, and in this work, a megabyte (MB)
is 220 bytes or 1,048,576 bytes. Similarly, a gigabyte (GB) is 230 bytes, a terabyte (TB)
is 2 bytes, a petabyte (PB) is 2 bytes and an exabyte (EB) is 2 bytes. Transfer rates,

when given in bits per second, will be shown as Mbits/s and so on.
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Summary

Since their invention late last century, motion pictures have formed an important part of

the cultural life and documentation of modern society. They bear witness to this century.
For people working with moving pictures, photographic materials, rather than alterna¬

tives such as video, are still the best quality storage medium.

Photographic material has the critical disadvantage that information stored on it remains

available only for a limited time. The material decays slowly but surely, due to mechani¬

cal stresses and chemical processes. Film archives know this problem well, but with con¬

ventional methods are powerless to do anything about it, since the only current solution

is to make an analog copy of the film. This means copying the old material to a newer,

more stable but still photographic material. In so doing, a damaged data set is copied;
one can only save data which is still there to be saved. And the copy itself begins to

decay as soon as it is made.

The question arises whether there might be ways to exploit digital computer technology
to avoid this loss. The digitization process is the first, decisive step in this direction. Hav¬

ing the images in digital form makes possible a theoretically infinite archival lifetime for

the optical information from a filmstrip, though the original physical film strip still needs

to be archived to preserve the non-optical information.

This work presents a new, holistic approach to the digitization of a film strip; namely dig¬

itizing it as a single long image, rather than as a series of frames. The entire width of the

film strip is scanned; the perforations are not used for film transport. A copy of the film is

created in the form of a digital image, including the frames, perforations and optically
recorded sound tracks.

This approach offers numerous advantages. The perforations and film strip width are no

longer mechanically meaningful; sound tracks can be digitally reconstructed as images
and converted directly into sound. Through digital image processing, the content of

shrunken films becomes fully accessible, even projectable. Other advantages to this

approach and the challenges it poses will be described in detail.

Other topics discussed in this work include defining how high a resolution is needed

when digitizing photographic film material, what formats should be used to store the dig¬
ital data, what meta-data should be stored with the image data, what computer equipment
and skills need to be available and how much it will cost to move into the world of digital

images.

Special attention is paid to the advantages and disadvantages of video technology and the

plethora of formats that exist in that field. Comparisons are made between video technol¬

ogy and data processing computer technology.

The often limited financial means available to film archives are taken into account.

Almost without exception, hardware and software components were used for this project
that were available either at no cost or with a good cost/benefit ratio.

This work attempts to present the peculiarities and limitations of the new digital world. It

describes an alternative path into the future, one with many advantages for the profes¬
sional, progressive film archive.
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ZUSAMMENFASSUNG

Kinospielfilme stellen seit deren Erfindung Ende des letzten Jahrhunderts einen wichti¬

gen Bestandteil des dokumentarischen und kulturellen Alltags der modernen Gesell¬

schaft dar. Sie gelten als Zeitzeugen für dieses Jahrhunderts. Für Werke der

Filmschaffenden ist photographisches Material, im Gegensatz zu Alternativen wie

Video, heute noch das qualitativ beste Speichermedium.

Photografisches Material hat den entscheidenden Nachteil, daß die gespeicherten Infor¬

mationen zeitlich nur begrenzt zur Verfügung stehen. Das Filmmaterial veraltet und zer¬

fällt auf Grund von mechanischen Belastungen oder chemischen Prozessen langsam,
aber stetig. Filmarchive sind mit dieser Problematik bestens vertraut und sind mit kon¬

ventionellen Methoden machtlos, denn die einzige Lösung ist das Erstellen einer analo¬

gen Kopie. Dies bedeutet altes Filmmaterial auf neues, stabileres wiederum

photographisches Material zu kopieren. Dabei wird ein beschädigter Datensatz kopiert,
nur die noch vorhandenen Daten können gerettet werden. Die Kopie beginnt unmittelbar

danach selbst zu zerfallen.

Es stellt sich die Frage, ob es Wege gibt, die Vorteile der digitalen Computertechnik aus¬

zunützen um diese Verluste zu vermeiden. Der Digitalisierungsprozess ist der erste ent¬

scheidende Schritt in diese Richtung. Das digitale Bildformat ermöglicht die theoretisch

unendliche Archivierung der optischen Informationen eines Filmstreifens. Nicht-opti¬
sche Informationen benötigen weiterhin die Archivierung des originalen Filmstreifens.

Diese Arbeit zeigt einen neuen ganzheitlichen Ansatz zum Digitalisieren des photogra¬

phischen Filmstreifens nicht als Serie von Einzelbilder, sondern als ein großes langes
Bild. Gescannt wird über die gesamte Streifenbreite, ohne die Perforationen für den

Filmtransport zu gebrauchen. Es wird eine Kopie in Form eines digitalen Bildes erzeugt,
inklusive Frames, Perforationen und optisch aufgenommene Tonspuren.

Dieser Ansatz bietet zahlreiche Vorteile. Perforationen und Streifenbreite sind mecha¬

nisch nicht mehr von Bedeutung. Tonspuren können im Bild digital rekonstruiert und

direkt in Ton umgewandelt werden. Der Inhalt von geschrumpften Filmen wird durch

digitale Bildverarbeitung unbeschränkt zugänglich, sogar projizierbar. Weitere Vorteile

und die angetroffenen Herausforderungen werden ausführlich beschrieben.

Weitere Themen in dieser Arbeit sind die Definitionen wie hochauflösend ein photogra¬

phisches Material digitalisiert werden muß, in welche Formate die digitalen Informatio¬

nen gespeichert werden sollen, welche Metadaten zu den Bildinformationen

abgespeichert werden sollen, welche computertechnischen Voraussetzungen bezüglich

Ausrüstung und Wissen zur Verfügung stehen sollten, und wieviel ein Weg in die digitale

(Bilder-)Welt kostet.

Ein spezielles Augenmerk wird auf die Vor- und Nachteile von Videotechnologie und die

Formatvielfalt in diesem Sektor geworfen. Vergleiche zwischen der Videotechnologie
und der datenverarbeitenden Computertechnik werden durchgeführt.

Rücksicht wird auf die oft begrenzten finanziellen Mittel in Filmarchiven genommen. Es

wurden in diesem Projekt fast nur Hardware- und Softwarekomponenten verwendet, die

entweder kostenlos und ohne Einschränkungen zur Verfügung standen oder ein gutes
Kosten/Nutzen Verhältnis aufwiesen.

Diese Arbeit versucht die Besonderheiten und Einschränkungen der neuen digitalen Welt

aufzuzeigen. Sie soll professionellen, fortschrittlichen Filmarchiven einen alternativen,
vorteilhaften Weg in die Zukunft beschreiben.
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Chapter 1 The Problem

1 Introduction

This work presents the results of several years' work investigating the digitization of

motion picture film material for archival and restoration purposes. During the course of

this project an entirely new approach was developed, whereby film is scanned continu¬

ously to produce a single long image incorporating the entire width of the film strip.

This new approach offers solutions to many of the problems facing the modern archivist.

It also offers challenges of its own. In this work, the new scanning approach is described

in detail. Its advantages and disadvantages are discussed, along with the practical diffi¬

culties that the method presents.

More and more material nowadays is being archived digitally; more and more material is

being produced digitally and also requires archiving. This introduction gives a descrip¬
tion of the current state of affairs in the film archiving industry. Of particular interest are

the problems archivists face with the conservation and long term storage of physical
materials. An overview of the techniques, problems and opportunities in digital archiving
is presented. Further reading can be found in [1-1], [1-2], [1-3] and [1-4].

1.1 The Problem

It is a simple fact that photographic material inevitably decays with time. The speed of

the decay is fundamentally dependent on the stability of the chemical products used in

the various layers making up the film. The more layers present, the greater is the danger
of chemical reactions occurring between the layers. The binding and substrate materials

also affect longevity. Color film is normally much less durable than black and white

material, because the dyes used in the various layers of color film change and fade faster

than the fixed silver crystals in the layers of black and white film. The effect is evident in

both cinema film material and still film material.

The amount of film material archived world-wide is enormous. A UNESCO study made

in 1994 [1] found that at that time, some ten million reels of film were stored in the

around 500 film archives known to the ARSC2, FIAT3, FIAF and IASA4. At an average

yearly increase of 5% - 10%, this would indicate that about 14 million reels are in

archives today.

Although archivists of still photography are beginning to realize that digital processing
and storage is a practical and affordable path to take, there has as yet been little consider¬

ation of these options by cinema archivists. To be fair, handling the huge volumes of data

involved in digitizing the information content of a cinema film strip does look at first like

an insurmountable problem.

Cinema film archivists (and intellectual property owners) must watch helplessly as their

stored material decays, often under inadequate storage conditions. With special (dark,

cooled) storage facilities the decay can be slowed; it cannot be stopped. An effective

weapon in the battle against physical decay is digitization.

However, appropriate digitization would mean big changes in the everyday operations of

most archives. It would demand specialized knowledge which is often in short supply.

1. UNESCO: United Nation Educational, Scientific and Cultural Organization. [1-5]
2. ARSC: UCLA (University of California Los Angeles) Film and Television Archive's Archive

Research and Study Center. [1-6]
3. FIAT/F: International Federation of Television/Film Archives. [1-1]
4. IASA: International Association of Sound and Audiovisual Archives. [1-7]
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The unknowns for any archive moving towards digitization are many. How is the mate¬

rial, practically speaking, to be digitized? How to cope with the many film formats in

existence? How should sound tracks be handled? What scanning resolution should be

used? What quality criteria must the digitized data meet?

A major difficulty in the fast-moving world of video and computers is selecting the right

digital technology. This presents the first hurdle: What requirements must the selected

technology meet? Decisions must be made as to what capacity, what level of robustness,
what durability and what level of standardization are required of the chosen technology.

In most cases, the modern process of restoration (or rather reconstruction) of a cinema

film involves bringing together the results of several sub-processes which are carried out

separately.
First the perforations and splices are repaired so that the strip can be handled mechani¬

cally again. Then the film is copied onto fresh media (film or video). In a further step, the

sound track is captured and processed separately. The individual frames may be sub¬

jected to additional processing to treat scratches, fading colors or frame positioning prob¬
lems (jitter). The whole process takes a lot of effort and depends on much work being
carried out by hand, which makes it relatively expensive.

The incorporation into a single digital data set of all the optical information in a film

strip, in combination with the digital processing possibilities offered by computer tech¬

nology, presents a path to the future. A flexible and powerful method is presented in later

chapters, by which this path may be found and taken.

1.2 Preservation and Documentation of Motion Picture Film

Current methods of copying film to fresh material copy the unwanted effects of dust,
scratches and geometrical distortions in the original. The copying process itself, being

physical and analog, may introduce additional inaccuracies—more dust, new scratches,
new distortions. This is far from satisfactory. After copying, the original and the copy are

usually archived, which multiplies the physical amount of stock the archive must store.

For further reading, see [1-8], [1-9], [1-10] and [I-11 ].

1.2.1 Optimal Archiving Conditions

The best an archivist can do to resist the inevitable decay of photographic material is to

store it under conditions which reduce the speed of the decay. In general, chemical reac¬

tions are slowed by low temperatures. SMPTERP131 recommends storing processed
film at 2°C for extended archival storage [2]. Unprocessed material should be stored

at-18°C.

Relative environmental humidity is also important to the longevity of film material. The

humidity must not be too low, lest the material get dry and therefore brittle. Too high a

relative humidity increases the risk of damage through bacterial or fungal activity.
SMPTE RP131 recommends 20% - 30% relative humidity for extended archival storage.

Other environmental conditions also play an important role. Most substances produce
chemicals which diffuse into the air over time. The material being archived should be

stored in chemically stable containers; plastic is not recommended. The air around the

material being archived should be circulated and filtered constantly. Nitrate films in par¬

ticular are known to produce explosive gases, which can be very dangerous if not dealt

with.

Light fading is caused by a photochemical process which occurs when processed film is
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exposed to any kind of light. It occurs even if the exposure is not constant. The energy

from the light causes reactions in and between the color dyes and in the substrate. With

paper print photographs the underlying paper carrier is also affected by light. All photo¬

graphic material needs to be stored in complete darkness to avoid these effects.

Motion pictures are stored on reels; the film material is layered on itself. This contact

accelerates certain chemical reactions between the layers of film on the reel. The "vine¬

gar syndrome", which causes the affected film to decompose, is such a reaction. [2][G-3]

1.2.2 Archiving in Practice

The recommended conditions described above may be optimal for the archived material

but are not very practical for the archivists who work with the material. Moving film

material from a cold storage location to an acceptable working environment for humans

means long delays accessing the material, which needs to be gently accommodated to the

changed conditions.

The acclimatization process needed depends on the temperature and humidity differ¬

ences involved and can take up to several days. The procedure stresses the photographic
material, because the temperature and humidity changes cause physical changes such as

expansion and moisture absorption. Cooling the material after use also imposes stresses,

as the material contracts and dries out.

Most current archives cannot provide optimal storage conditions for all their stock. Tem¬

peratures below 10°C are rarely provided or are only provided for small amounts of very

special stock.

The sad conclusion that must be drawn is that most archived film material is not opti¬

mally stored and is decaying faster than it really needs to. [4][5][6]

1.2.3 Kinds of Damage

The list below describes some of the most important kinds of damage found in archival

motion picture stock:

• Mechanical damage: Most such damage occurs to the perforation, which is the most

heavily mechanically stressed part ofthe film. The perforations are often missing
or torn. Edges on the material are prone to fraying. A severely damaged film may
no longer be usable.

• Geometrical distortions: Careless storage or poor development procedures can cause the

film strip to distort in storage; the vinegar syndrome is usually the culprit. In se¬

vere cases the perforation can no longer serve for transport. Images on distorted

film may no longer be rectangular.
• Fading: For various reasons the color dyes in film decay; different dyes may change at

different rates [G-3]. The end result is that the film no longer contains the same

colors as it did when it was created. Fading caused by light is called "light fad¬

ing", fading caused by internal reactions (caused by temperature, humidity and

pollution) in the film is called "dark fading".
• Scratches: Every use of the film, whether for projection, copying or other purposes, can

lead to scratches in the film material—usually on the carrier side but sometimes

on the dye side. The position and size of a scratch define the extent to which it

poses a threat to the viability of the film.

• Dust: Photographic material is often electrostatically charged, particularly when in use.

When charged, it attracts dust, which then remains on the film material. Dust can

scratch the film and interferes with processes such as projection, copying and

scanning. Depending on how much dust is present, this problem may range from

mildly annoying to being a major problem.
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• Brittleness, layer separation, flaking: Storing film in overly dry conditions or in the pres¬
ence of certain chemicals can cause the layers to become stiff. In extreme cases

the layers in the film may separate, or particles of film may flake off. Film ex¬

posed to frequent environmental changes may suffer similar effects; the different

layers react differently to the changes, stressing the boundaries between the lay¬
ers. Splices are the weakest points and usually fail first.

• Mold, insect or bacteriological damage: High humidity in particular promotes such at¬

tack.

• Chemical damage: Poor development procedures or high relative humidity during stor¬

age can cause damaging chemical reactions in the film.

All physical changes to the film strip risk rendering the film unusable. A physically dam¬

aged film may contain image information in relatively good condition, but be effectively
"lost" because it can no longer be projected or copied.

Fading is a special kind of damage. Color materials fade faster than black and white

materials. The color dyes used change their spectral characteristics; the dye materials dif¬

fuse out of the film. Fading cannot be stopped by recopying the film material, because

the copy immediately begins to fade. Fading can be significantly slowed by appropriate

storage, but not stopped.

If damage to a film is detected early enough, it may be possible to copy or scan the film

before it becomes useless.

1.2.4 Conventional Preservation and Restoration

To save information from decaying photographic material it is often copied onto new,

more stable materials—a,preservation transfer copy. The copying process, usually direct

contact copying, also copies any blemishes as the old material is transferred. [7]

The dyes in the new material are often not able to accurately reproduce the colors of the

original, since different dyes have different spectral sensitivities. Information is effec¬

tively lost (or "falsified") and the process of copying may itself cause new damage.
If a film is very badly damaged, but is declared valuable enough for restoration to be

worthwhile, there are many (sometimes very expensive) procedures that can be used to

recover as much of the original information on the film and as much of the original phys¬
ical material as possible.

One method used to correct fading is masquerading [8]. Three masks are created from

the faded original, one for each color. Three copies of the faded original are then made,
each one using a different mask. Each mask enhances the contrast of the color being cop¬

ied. Finally all three copies are themselves copied as one onto a fourth, final, full color

copy. The same approach can be used to enhance the contrast from black and white film,
in which case only one mask is needed.

This type of masquerading is very expensive and not widely used for motion pictures.
Another corrective method is described in [9] and needs only one color mask. The mask

is created in a very selective way: Each color channel is appropriately exposed on a sin¬

gle mask, then enhanced by re-exposure after dye analysis such that a final copying pro¬

cess restores the color intensities. Exact measurements are needed of how far the

individual dyes in the original have faded.

Scratched film can be copied in liquids having the same diffraction coefficient as the sub¬

strate material of the film. The scratches are filled by the liquid and no longer scatter

light passing through the film during copying.

Mechanical damage can sometimes be corrected by cutting out a damaged part of the
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film strip and replacing it with new material, correctly perforated. This method is of

course only useful if the film portion to be removed does not contain important informa¬

tion—mechanical damage which extends to the image or sound track portions of the film

cannot be corrected in this way.

Some geometrical distortions can be compensated for by using specially built "tolerant"

transportation mechanisms.

The worldwide volume of decaying film material can only be roughly estimated. Direct

discussions with various archives indicate that at least 2% of the stored stock is

destroyed each year and that around 30% to 40% shows severe fading or has already
fallen prey to vinegar syndrome.

The cost of preservation transfers can be judged more exactly; one movie costs around

US$ 10,000. The costs of actual restoration depend heavily on the condition of the film

to be restored, and can be as high as US$ 4,000 per meter.

Cinémathèque Suisse processes only about 100 reels a year with various methods. The

Library of Congress, with 120,000 nitrate-based and 900,000 acetate/polyester reels,
makes 5,000 preservation transfers of nitrate-based reels per year. It is clear that there is

a large backlog, especially if these figures are extrapolated to take into account the esti¬

mated worldwide stock of fourteen million reels of archived film material.

1.2.5 Digital Reconstruction

Transferring information from photographic material to video tape material is done using
so called data cinés. Video tape material today offers the benefits of a digital representa¬

tion of the visual information within the original film strip, real-time performance and

relatively easy handling of the tape media. While performing this transfer, color settings
and contrast can be controlled within a relatively wide range. The move to video formats

has certain implications concerning loss of spatial and color resolution because of the

smaller image sizes and the different color space.

A powerful way to get most of the information out of a film strip is to digitize it with a

scanner to produce digital image data. Methods formerly applied to reconstructing the

colors in still images can be applied easily to the scanned image data.

Depending on the structure offered by the scanner, many current and future imaging

algorithms could be used to reconstruct the original optical content of a damaged film

strip. This imaging approach reconstructs the information and characteristics obtained

from the old film material based on mathematical and visual models. [G-3][10][l 1][12]

The digital version of a film differs from the physical original not least in that whereas

the original can be handled directly by a human being, the digital version must be pro¬

cessed through video or computer equipment. This may seem obvious to people already
comfortable in their video or computer environment, but for many archivists this is a fun¬

damental change. [G-13][I-12][I-13]

The archivist physically restoring a photographic film strip is trying to regain the film's

original physical behavior and characteristics. The archivist using digital data is operat¬

ing solely on the optical content of a film strip. Digital reconstruction cannot address

physical damage to a film strip, except in so far as that damage is to the optical content.

1. Mr. Cromer of Cinémathèque Suisse (near Lausanne, Switzerland) and Gerald D. Gibson from

the Library of Congress (Washington D.C., USA).
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1.2.6 Documentation

Managing thousands of films requires appropriate cataloguing facilities. Nowadays this

task is performed by specialized computer software. Much information about the condi¬

tion, length, format, location, versions, materials used and accessibility of a film lends

itself to computerization. All kinds of information about film content (director, origin,

age, etc.) can be similarly stored.

The old method, manual index cards, is not practicable any more; a computer is the ideal

tool for handling this kind of information. A computerized database, however, is

extremely sensitive to damage, information loss or inconsistency. A unreliable database

is almost as bad as no database. Digital stock is only useful if access to it is guaranteed.

Current high performance databases support the storage of images (BLOB = Binary

Large OBject); source code is executable within the database (CLOB = Character Large

OBject) [14]. Such databases could be used in the future to store almost anything for

easy, swift access—thumbnails of images, related software and other information.

1.2.7 Storing Costs

Maintaining a large number of items, stored appropriately and over long periods,

requires conscientious long term cost management.

Cost is usually dependent on the overall number of stored items. The larger the number

of stored items the cheaper the price per item. The more extreme the environmental con¬

ditions required (temperature, relative humidity), the more expensive the storage will be.

The more valuable the stored information, the higher the cost of the necessary security
measures.

Quotes from professional storage providers (Hollywood Vaults, Iron Mountain, Under¬

ground Vaults & Storage) ranged from US$303 perm per year for vaults at2°C

and 20% relative humidity (RH), US$ 357 per m3 per year at 15°C and 30% RH down to

US$ 1.90 per m3 at 40°C and 40% RH all at high volumes1. [1-14]

1.3 Film Formats

From the time motion picture films were invented, more than hundred years ago, various

formats have been tested, introduced and have vanished. Archives storing these exotic

witnesses to past times have an often impossible mission to maintain and preserve these

materials. This kind of material is often very valuable, but the equipment to access it no

longer exists.

This chapter gives a short overview of existing film material in archives. For further

information, see [15], [16], [1-15], [1-16], [1-17] and [1-18].

1.3.1 Gauge and Perforation Types

In order to project or record a film, at least mechanically, the gauge and other exact phys¬
ical specifications of the film are required. In the history of film, nearly one hundred dif¬

ferent types of film have been invented. Various things led to this wide variety—

experimentation, commercial interests, the separation of professional and consumer

products. For film archives this variety poses problems for conserving and preserving
their stock. Besides providing optimal storage conditions, an archive should exploit its

stock; old, rare film materials are witnesses to a time where the first experience with this

1. The precise costs are known by the author but cannot be published in this work.
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new technology was gained. These films should remain accessible.

Here is an interesting parallel to the "new, better" digital domain. When no device is

available to play, project or copy a medium, the information on that medium is effec¬

tively lost. In the digital domain, the technical specifications are so complex that reverse

engineering of a forgotten format is almost impossible. With old film formats the task is

easier, if expensive, since the formats are based on purely mechanical specifications.
Even so, the cost of custom equipment is far beyond the budgets of most film archives.

Appendix A shows the wide variety of film formats developed in over one hundred years

of motion pictures. Many of the formats listed lasted less than a year. Nevertheless, cop¬

ies of these exotic versions exist, in many cases sadly no longer accessible because the

equipment to handle them is no longer available. [I-19][1-20]

1.3.2 Sound Formats

The wide variety of sound systems used in motion pictures fall into two categories, mag¬

netic and optical. [17][18][19]

For all major strip gauges (8, 16, 35 and 70 mm) magnetic sound systems existed and

still exist. Strips of magnetic material were attached to the film, usually running between

the frame area and the perforations. These were recorded in a separate process. In mod¬

ern cinemas, magnetic sound tracks are only used with wide gauges such as 70 mm.

Modern 35 mm films usually have an digital optical sound track. Before consumer video

conquered the market, Super8 and 16 mm motion picture film was widely used, with

magnetic sound tracks. In the past, in newsreel applications, two entire 16 mm films

were running in parallel, one projecting the images, and the other providing the magneti¬

cally recorded sound track.

In 1993, MCA/Universal Pictures introduced a digital sound system called DTS (Digital
Theatre Sound). With DTS, externally operated CD-ROMs deliver a (compressed) sound

data stream. The stream is synchronized with a time-code on the film. The time-code is

recorded optically on the film strip, between the analog sound track and the frame area.

With 70 mm film using DTS, no analog sound is recorded any more. [20][I-16]

Over the years the dynamic range of film sound tracks has improved; a modern film

sound track has a frequency range of 20-20,000 Hz and a dynamic range

of96 dB (Dolby SR).

1.3.2.1 Analog Optical Sound Tracks

All analog optical sound tracks work the same way. The quantity of light passing through
the part of the film containing the sound track is measured and used to generate audible

sound. The light falls on a photo cell which directly modulates the sound signal.

The representation of the sound track on the film ^m^im ^. .

0 ,. , ...

»" Fig. 1: Section of a variable-

depends on the recording system. All of the sys- gBB|| density sound track

terns described here exist in mono and stereo. All

use a slit mechanism for recording and playing
the sound track. Sometimes an additional track is

used to control the volume. Detailed information

on recording, playing and restoring optically
recorded analog sound can be found in [10].

Analog optical sound falls into three sub¬

categories: [21]

• Variable-density sound tracks: The sound track is a fixed width strip. Light coming
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through a slit exposes the strip across its full width (Fig. 1). The extent to which

the film is exposed determines volume, the variations determine frequency. The

first experiments with this technique were made in 1900 in Germany. [18]

Fig. 2: Sections of two

types of vari¬

able-area sound

track

Sections

two types

push-pull
sound track

of

of

• Variable-area sound tracks: Although the same

width as a variable-density sound track,
this method does not use varying densi¬

ty. Instead a transparent strip varies in

width to control the amount of light
reaching the photo cell. This system is

still the current standard in theatres us¬

ing analog sound.

• Push-pull sound tracks: In the nineteen-thirties,
an attempt to improve the quality of

sound was made by recording the same

signal onto two separate tracks with a

phase offset of 180°. Both tracks were

recorded as variable-area sound tracks.

This approach reduced the susceptibility
of the sound track to phase errors and

sub-optimal exposure. Since special equipment was needed, these sound tracks

were never widely used.

Some exotic sound systems like Tri-Ergon (1919
- 1924, Zurich, Switzerland) and Fantasound

(Walt Disney, 1937) were only used rarely.

Noise reduction and surround systems (third

channel) were introduced and were implemented
as a variable-area stereo soundtrack by Dolby
in 1973. Three-channel Dolby surround is the de

facto standard in modern cinema theatres using

analog optical sound tracks.

Fig. 4: Section of a Fantasound

sound track (Walt Disney)

1.3.2.2 Digital Optical Sound Tracks

There are two digital optical sound systems established in the market.

• Dolby Digital (DD or SR-D), 1992: The information for this

sound format is stored in the areas between the perfo¬
rations. The resulting bit stream provides up to six

channels (front right, front center, front left, rear left,
rear right, sub woofer). The sampling depth is typical¬
ly 16 bits (up to 20 bits) and the frequency range is

20 Hz to 20 kHz with a 90 dB dynamic range.
The area containing the information measures 2.5 mm

on each side and stores 76 x 76 pixels (called "fixels"),
each 32 |im on a side. To allow exact sensing of this

area, four cross-multiplied 7-bit Barker codes are provided in the corners [22].
An analog sound track is also recorded on the film strip as backup.

• Dolby EX: Offers seven channels—the same six as SR-D, plus an additional rear center

channel. This format will be introduced in 1999. The data is stored in the same

way as for SR-D; the additional channel is extracted from the rear channels by a

Dolby-Pro-Logic decoder after the SR-D decoding has been performed.
• Sony Dynamic Digital Sound (SDDS), 1993: Offers eight channels (front center, front

left, left, rear left, rear right, right, front right, sub woofer). The information is

stored outside the perforation area along both edges of the film strip. The two

Fig. 5: Dolby Digital SR-D
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strips contain the same information. All channels have a sampling depth of

16 bits. The system provides a dynamic range of over 90 dB and has a frequency
range of 20 Hz to 20 kHz.

• Kodak Cinema Digital Sound (CDS): Offers six channels. The information is stored on

the area of film normally occupied by an analog sound track. Because of this it

is not in widespread use; the sound system on theatre projectors needs to be re¬

placed to accommodate this format.

1.3.3 Technical Specifications

In the motion picture industry, standards and formats are no longer trade secrets, at least

as far as analog specifications are concerned. Digital sound tracks are the exception,
since these formats are still proprietary. The corresponding patents do not permit others

to develop devices capable of reading such sound tracks.

Nevertheless, all physical specifications for all current photographic film materials are

freely and publicly available. The Society of Motion Picture and Television

Engineers (SMPTE) maintains almost all of the photographic motion picture formats in

current use.

This kind of standards information is a basic requirement for independent research and

development. [2] [1-21] [1-22]

1.4 Image Processing

"Image processing" covers a very wide variety of fields. For this work only areas specific
to this project are considered.

1.4.1 Object Recognition

Digital object recognition methods basically attempt to imitate a process that human per¬

ception has already brought to perfection. Portions of an image which have meaning
should be extracted from a larger digital image. Realizing this goal has thus far been very

difficult.

The process, at least within the human perceptual system, seems to be divided into sev¬

eral sub-processes. Low-level vision (edge detection, detection of corners and junctions)
detects objects, intermediate-level vision groups objects together and high-level vision

lends the objects meaning. [23]

Computer algorithms are still working on the low-level vision challenges. Intermediate-

level vision is still a major research challenge. Edge detection and pattern matching algo¬
rithms are important mechanisms today as components of modern compression

algorithms. [24]

1.4.2 Motion Estimation

More sophisticated programs are able to recognize predefined patterns in images and are

able to follow objects (patterns) through a series of images. The ability to follow objects
which change their contour or structure slightly as they move enables high compression
ratios; only the new position of the object and the differences in appearance need to be

stored. This approach is part of the new MPEG-4 standard, according to which objects
can be defined (scene definition) and then followed within the image over time.

Creating objects artificially and defining their future motion (virtual reality) poses no

special problems, but extracting such information out of existing material (frames in

video or scanned image data) is still the subject of research [25]. Motion picture recon¬

struction using digital image processing can use this method to distinguish between
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objects that are part of the visual information on the film (such as a ball in a soccer game)
and spurious "objects" caused by inaccuracies (dust, scratches). [11]

1.4.3 Color Imaging

The increased use of systems displaying, measuring or reproducing colors in daily life

has brought with it new challenges and problems. In order to meaningfully record and

process images, it is vital to understand the mechanisms of human color vision and the

capabilities and limitations of color imaging devices. It is also necessary to develop algo¬
rithms that minimize the impact of device limitations and which preserve color informa¬

tion as images are exchanged between devices. [26]

This work deals specifically with the devices involved in motion picture scanning and

subsequent processing of the resulting data. In particular, the scanning task poses many

questions about what approaches, setups and choices of components should be used to

achieve optimal results for the intended application. Later steps are performed on com¬

puters, using screens and printers to visualize the data. Transformations into other color

spaces can be made for use in, for example, video. The data may even be used to repro¬

duce photographic material.

The original purpose of photographic motion picture material should never be forgotten.
It was made to be projected onto a screen in a cinema to be seen by humans. A well-

designed scanning process should be able to recover the information provided by the film

material for that original purpose. [27]

1.4.4 Automatization

As long as image processing is performed manually, image by image, the cost factor will

play an important role, since human work is the most expensive factor in this process.

With still images, the manual approach is usually the only way to achieve good results.

Only very basic processes like scaling or storing the data on mass storage can be auto¬

mated. The scanning procedure can also be automated by using appropriate feed mecha¬

nisms on the scanning devices. Reconstruction of a single image is difficult to automate,

since there is no reference from which the image can be reconstructed. Human percep¬

tion remains unbeaten at the task of distinguishing between distortions and real image
content.

Where a series of images needs to be processed, computers theoretically offer some pos¬

sibility of automating the process. Whether automation is possible depends very much on

the task. The more complex the task, the more difficult it is to automated it. In motion

picture image processing, automation is highly desirable. Due to the strict temporal

dependence of the successive images on a film, an algorithm has more information to

work with than is the case with a single still image. Comparisons between successive

images allow intelligent image processing algorithms to solve more complex problems
and complete moderately complex tasks automatically.

1.4.5 Computing Capacity

The computing capacity required by digital image processing is usually quite high. The

size of the data sets involved with (high resolution) images is commonly very large in

comparison with the data sets used in office applications. Source data images, intermedi¬

ate results and final results all need to be stored. Working with a set of images increases

the required storage capacity significantly.

Both working storage (volatile memory) and mass storage requirements need to be satis-
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fied. Memory has access times measured in nanoseconds, and is thus a million times

faster than common mass storage devices, whose access times are measured in millisec¬

onds. Common processors with caching architectures can manipulate data faster than it

can be delivered even from volatile memory. To achieve decent results within given times

computers with lots of memory should be used. Note that not only the original data but

also the intermediate results—usually of similar size—need to be stored in memory. For

example, a series of five images, each of 75 MB, plus the intermediate results would

require 750 MB just for the data.

Algorithms operating automatically on image data do not require special visualization

tools, just number crunching machines. They operate only on the numbers stored in the

image descriptions. Under these circumstances, integer performance, floating point per¬

formance and memory throughput are the critical factors.

It will become clear that it is not only the processing speed within a digital image pro¬

cessing computer that counts. Enormous quantities (terabytes) of data must be moved to

and from the computer fast enough to be processed within a reasonable time frame

(Section 6.2). Maintaining suitable sustained transfer rates is critical.

Special hardware is needed if video streams are to be generated. This hardware provides
the interface between the digital image data and the digital or analog video image. The

input data is usually single images in strict temporal dependence. These images need to

be converted into an appropriate video format. With analog formats the digital data is

converted into signals appropriate to a certain standard such as PAL orNTSC. The con¬

version of digital image data to a digital video stream is different from analog conver¬

sions since the data remains digital (a bit stream). Due to the wide variety of digital video

formats—ultimately all producing the same kind of output—the conversion to such for¬

mats is manufacturer dependent. The conversions are performed in the manufacturer's

hardware. Theoretically such conversions could be performed entirely on an ordinary

computer, because the outputs are digitally storable bit streams. [28]

1.5 Digital Image Data Archives

In the field of still images (such as scanned slides and scanned prints), many small and

some very large digital archives have appeared. Digital archives handling motion pic¬
tures scanned in high resolution are not yet so common. Many motion picture archives

deal with fairly large amounts of video material. In efforts to preserve this analog mate¬

rial, it is usually converted into digital form. [29][30][31][32][G-33][I-23]

All archives "going digital" enter into a new world and are faced with having to use new,

relatively unknown technology. The archivist has to make a choice of resolution, decide

whether to save compressed or not, choose storage and digitization technologies, face

organizational problems such as providing access to the data and cope with rapidly

changing technology. Last but not least the archivist must come to grips with the legal

implications of duplicating originals. [34] [3 5]

On the other hand, an appropriately designed digital archive can satisfy many require¬
ments more efficiently and more flexibly, and can, at least in theory, preserve its stock

indefinitely.

1.5.1 Resolution

The choice which will most influence later decisions is the determination of the resolu¬

tion at which photographic material should be digitized. This has implications for the

necessary scanning hardware, the necessary storage facilities and the application for
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which the data will later be used.

The resolution chosen should be appropriate to the purpose for which the data is being
obtained. Digital images intended for presentation on the Internet require far lower reso¬

lutions than pre-print applications in the publishing industry, for example.

Archives dedicated to long term storage often have no particular, actual application for

their images. Their chief "application" is simply the preservation of the material. The

digitization process itself does not preserve the photographic material as such. The digiti¬
zation process replicates one of the (main) aspects of the photographic material, namely
the visual information stored on the photographic material. The digital image is therefore

a documentation of the photographic material. How good this documentation is deter¬

mined by the resolution chosen for the digitization process.

Three factors are described by the term "resolution". Firstly, spatial resolution is usually

expressed in dots per inch (dpi, computer terminology) or lines per millimeter (photo¬

graphic terminology).

Photographic materials are a cross between analog and discrete media. The silver halide

crystals (dyes) are inherently discrete because the film either has or does not have a

exposed crystal at any given point. But the silver crystals are exposed during an analog

process; light is cast through a lens onto the film. The term "grain" is used to express this

behavior. Every photographic material has its own grain characteristics. This characteris¬

tic is critical to the impression of an image when the image is projected in large scale.

This characteristic is thus part of the visual information provided by the original photo¬

graphic image. A measure of the resolution or resolving power of a film material has

been standardized in ISO 6328-1982 (ANSI PH2.33-1983 (R1990)) "Photography

(materials) - Determination of ISO resolving power".

Secondly, "resolution" describes the ability of the photographic material to record differ¬

ent light intensity levels. In color materials, three channels (separate sets) of intensity
levels need to be recordable. Each channel has two boundaries, the darkest possible value

the material can record and the brightest possible value. Within this range (dynamic

range) a number of different values are possible. The human visual perception system

quantizes intensity values within its own range of perception.

Thirdly, "resolution" describes the number of distinguishable spectral channels within a

film material. Conventional photographic material is optimized to be sensitive to three

channels. Photographic material aims to record light in a similar way to the way in which

light affects the human eye. Light sensitive recording materials for other applications
such as spectroscopy are designed to record many more channels. [G-36]

The above considerations indicate that resolutions of at least 5,000 dpi at a 16 bit color

depth are needed. For a 90 minute 35 mm color film, this results in 19 TB of raw scan

data. See Section 2.2.3 for more detail.

1.5.2 Compression

The large amount of data resulting from digitizing photographic material at high resolu¬

tions often leads to a need for compression processes. In this environment the terms

'lossy compression' and 'lossless compression' are used. In this work, lossy compres¬

sion means reducing the size of a data set in ways that do not allow later recovery of the

original data set from the compressed version. Lossless compression means reducing the

data set in ways that allow the original data set to be recovered from the compressed ver¬

sion.

With image visualization applications the term compression is tightly bound to one pro-
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cess: Presenting image data for human visual perception. The TV-broadcasting and video

industry is one of the applications image data can be optimized for. By taking full advan¬

tage of the characteristics of human visual perception, the data set can be reduced signif¬

icantly by discarding information which will not be used anyway during perception. [24]

Where the original data set represents photographic material and the application—as in

digital archives—is long-term preservation, the situation is different. Digital long-term

preservation is not done with any particular future application in mind. The data required

by some future application may be quite different to the requirements of any current

application. Therefore, as much as possible of the information provided by the photo¬

graphic material should be stored—it may be compressed, but must be losslessly com¬

pressed.

1.5.3 Digitizing

The first step towards a digital image archive is to digitize the archive's existing material,
which is usually mostly photographic. This is certainly the most common path taken

today, although in the not too distant future images will need to be archived which never

existed on photographic material—pictures taken by digital cameras, virtual reality cre¬

ations and so forth.

This step into the digital world is not a simple task; it means converting (mostly) analog
stock into a series of discrete values. Every conversion from analog to digital involves

some loss of information, as in theory an infinite number of samples are necessary to

"accurately" represent an analog signal. The only workable compromise is to use a digi¬
tization resolution adjusted to the resolution of the analog material. See Sections 2.2.3

and 2.2.4 for more detail.

The CCD technology currently used to digitize photographic material is linear in nature,

measuring a sensor's reaction to the intensity of light striking it. The human eye reacts in

a logarithmic way to brightness. This has led in professional photography to the use of

densitometry, a process which measures brightness on a logarithmic scale.

Imaging sensors based on CMOS technology are enjoying a boom at the moment.

These function just like CCD devices, but allow a simpler and more compact construc¬

tion. The widespread availability of the necessary manufacturing technology (the same

used to create micro-processors and memory chips) means that such sensors are gener¬

ally cheaper to produce than their CCD counterparts.

Photographic material can, in other words, be measured in two quite different ways: lin¬

ear and logarithmic. This implies that conversions between the two scales will be nece-

sary. However, the conversion of data from one scale to the other can be problematical,

especially for measurements taken of very dark or very light areas.

No digitizing process can capture all the information from an analog storage medium,
such as photographic material. Furthermore, a process which is based on digitizing opti¬
cal characteristics can never capture other physical characteristics of a photographic
work. The original photographic material is thus in no way made redundant by being dig¬
itized.

On the other hand, digital material, once generated, can be copied with no loss. This

makes possible the creation of identical digital copies. The thus theoretically infinite life¬

time of the digital data means that (with sufficiently high resolution data) replicas of the

original material can be made whenever desired. [37]

1. CMOS: Complimentary Metal-Oxide Semiconductor
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1.5.4 Access to Data

Archives which only (or increasingly) work with digital data are confronted daily with

the need to keep their stock accessible. This means not only making the content accessi¬

ble to researchers, but also taking precautions to protect the stock from loss due to han¬

dling errors or defective hardware. Most active archives grow continuously, requiring
ever more space to store their stock. Since digital stock enhances non-digital stock, but

does not replace it, archives moving into digitization will need even more storage space.

These various demands can only be met through the implementation of appropriate

logistical and organizational procedures. Professionally managed digital archives auto¬

mate access, copying and duplication of their stock as far as possible, leaving these

monotonous and thus error-prone tasks to machines (robots). [G-38]

In appropriately equipped digital archives, access to the optical content of photographic
material can be made over channels such as networks, obviating much of the need to

physically handle photographic materials. Only in special cases, when the physical mate¬

rial is needed rather than its optical content, will these need to be removed from their

protected environments.

1.5.5 Digital Storage Facilities

The hardware used to store the data plays a deciding role in the long term archiving of

digital material. The choice of storage medium is crucial, because the rate of change in

this area of technology is very rapid. New technologies come onto the market every

month; each is praised as the newest and the best. [1-24]

Digital archives must play this game, because digital data only remains useful as long as

devices to access it are available. Nonetheless, professional archives must make sure that

they use technologies that will have a certain market lifetime, or whose lifetime is guar¬

anteed by the manufacturer. Only so can the archive ensure that its stock is not lost

between two technologies as a result of hardware becoming obsolete.

The choice of technology is not made any easier by the wide range of mass storage tech¬

nologies in common use. In addition, cost comparisons (data volume per dollar), space

requirements (data per unit of volume) and total volume estimates (of current and

expected space requirements) must be made. The operation and maintenance of the

equipment must be performed by appropriately trained personnel, and depreciation and

replacement of plant and equipment must form an important part of financial planning.

Current costs and performance/price ratios can be found in the Appendices. The numbers

given allow the straightforward calculation of how much physical space would be needed

for media storage. For example, to store the digital data resulting from scanning (say)
half a million 600 meter reels of 35 mm color film would require about 1.4 million

cubic meters of physical storage space .
With 50% more space for access and packaging,

the entire archive would fit inside a cube 128 meters or so on a side. With climatic con-

trol, such a space would cost, at today's prices, more than 200 million dollars per year .

1. This is not entirely a random number; Cinémathèque Swiss (near Lausanne, Switzerland) has

about this many reels in its vaults (though not all are color).
2. 500,000 reels of color film, each 600 meters long, is 300 million meters of film. One meter of

film requires 7.8 GB of storage when scanned at 5,080 dpi (see Table 5 in Section 3.2.3.2).
One AIT-2 tape can store 50 GB of data, and occupies a volume of 0.03 m3 (see Table 15 in

Appendix M).
3. 2.1 million cubic meters atUS$ 100 per cubic meter peryear (see Section 1.2.7). Estimated

cost for 15°C and 30% relative humidity.
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2 New Approach to Scanning Film

Developing a new scanner for digitizing motion pictures meant combining new investi¬

gations with technologies already applied in many fields. On the film side, these different

technologies are mechanical developments in projectors, cameras, cutting devices and

data cinés. New paths need to be taken with computer hardware to realize the necessary

intelligent, high performance frame-grabber technology and to handle the data. The most

challenging aspect in this area is the computer software, which needs to meet completely
new requirements.

2.1 The Idea: One Looong Image

The first and fundamental difference between the approach described in this work and

conventional approaches is that here the film strip is treated as one long, narrow, continu¬

ous image. This is a deeper abstraction than the conventional way of thinking of a film

strip as a series of separate frames. This one difference, combined with modern computer

technology, opens the way to new and powerful methods of solving problems in the

fields of film restoration and reconstruction—problems hitherto unsolved, poorly solved,
or solvable only at great expense (Fig. 6).

The second important difference lies in the method chosen to implement a continuous

scan. The method chosen does not depend, as most conventional solutions do, on use of

the perforations for synchronizing the scan. Nor does the method chosen depend on the

perforations to drive the film through the scanner. As soon as the scanner is not depen¬
dent on the perforations, it is clear that the scanner is not tied to one particular film strip
width. Most conventional scanners are limited to scanning a relatively few film formats.

Using the ideas presented here a scanner can be built capable of scanning practically any

film format.

film strip
(original)

Fig. 6: Conventional scanning versus the new approach

The costs of the a scanner built along these principles can be kept down by using, as far

as possible, modular systems based on current off-the-shelf parts rather than custom-

built components.

2.1.1 Mechanical Requirements

If absolute independence from the film strip width and the transport format is desired, the

challenge is to create a gentle but effective and flexible transport mechanism. It must be
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gentle in order to be usable with old, brittle film materials. It must be effective in that it

must transport the strip through the scanner reliably, and it must be flexible in order that

the mechanisms, optical setup and resolution of the scanner can remain independent of

the film strip width.

The drive used for the project described here is a continuously operating (as distinct from

stepping mode) electric motor. The film strip is pressed onto the drive roller by rubber

rollers, which press only on the perforation area of the strip. The perforations are not

used in any way for mechanical synchronization.

A continuous and continuously moving film strip can only be digitized using a line scan

camera, which must be triggered sufficiently accurately based on the speed of the strip

through the scanner. A suitable speed sensor is therefore essential.

2.1.2 The Information Content of Film Material

The data won using this approach is very well suited for archiving, since it represents all

the information (or at least all the optical information) present on the film. The density of

information on a film strip cannot be stated generally; it must be determined on a case by
case basis. The appropriate standards are good references, specifying as they do the reso¬

lutions of photographic materials. If the specified data density is then actually acquired, a

complete copy of the film could be said to have been obtained as a digital image.

The "resolution" of photographic material has two components: The number of lines per

millimeter (ISO 6328-1982 ) and the color depth. The term "resolution" is usually (and
in this work) used to mean lines per millimeter or dots per inch (dpi), with color depth

being handled separately.

2.1.3 Data Volume

As will become clear, just one film represents a huge amount of data—about 19 TB for a

90-minute 35 mm color film (see Sections 2.2.3 and 2.2.4). Even today, this poses a

major challenge, even for the highest capacity mass storage media. It is even more of a

challenge from the point of view of film archives, which usually have more than just one
film stored.

How to organize such large volumes of data is a big question for institutions such as film

archives. Today, and almost certainly in the forseeable future, automatic robot systems

are the only solution.

Which type of system should be used is a question of great import, since functionality
must be guaranteed over a long period. Proprietary solutions, dependent on a single firm

are inadvisable, as they can all too easily and all too rapidly disappear from the market.

Nonetheless, technology changes at regular intervals (five to ten years) need to be

planned for. Thanks to automated systems (networks and robots), these can be performed
in a controlled and reliable manner.

high resolution

scanning

Correction for:

- scattered light
- noise

- dark current

Lossless archiving
reduction of

^
data volume

Fig. 7: The first step: Obtaining and archiving scan data

1. Photography & Photographic Materials-Determination of ISO Resolving Power
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2.1.4 Image Processing

Once suitably high resolution data is dependably (and reasonably quickly) accessible,
the benefits of digital image processing methods can be realized The point must be made

that the original data sets, as delivered by the digitizing process, are not themselves

changed, rather they serve as the basis for new data sets

The most important task in digitally processing film data is the recognition and localiza¬

tion of the internal structures in the image Individual frames, the perforations and the

sound track must be made accessible (see Fig 8)

M series of

images (frames)

analog optical sound track

Tip
^0

perforations
DDDGDDDD

complete

digital copy
of a film

inter-frame areas

Fig. 8: Internal structures that can be extracted from the base data set

The methods and changes to the data which are appropriate remain the subject of vigor¬
ous discussion but are in the end a matter of opinion

However, digital image processing allows the original image to be reconstructed in many

powerful ways and to almost any desired degree The effects of dust particles, of

scratches and of bleaching, as well as optical sound tracks and physical deformations of

the film can all be optimally handled In the following paragraphs (and in most cases

elsewhere in this document), when dust particles, scratches and similar are mentioned,
what is meant is not the actual dust particle or scratch, but rather the record of those

physical entities in the digital image of the film strip

perforation
information

information from

inter-frame area

original data

(with dust and scratches)

ZiZTL

BP»7T!

reconstruction

through digital
image
processing

reconstructed data

(clean)

M
IM'Will

Fig. 9: Using optical information from a film strip to reconstruct damaged parts

The unique possibilities available for handling dust particles, scratches and sound tracks
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deserve a special mention.

2.1.4.1 Dust and Scratches

Dust particles can to a certain degree be automatically detected and removed, by compar¬

ing potential candidates at the same position in consecutive frames.

With the complete data set, scratches can be positively and simply detected in the inter-

frame areas. With the new approach, these areas are available for the first time, and

scratches are pretty much the only "information" recorded in these areas. These factors

allow many scratches to be automatically detected and treated (Fig. 9).

2.1.4.2 Sound Tracks

One entirely new possibility is the processing of optically recorded sound tracks cap¬

tured in digital images. Whether digital or analog, the image portions representing the

sound recorded on the film strip are available in unbroken form. Irregularities (dust,
scratches etc.) which might result in "pops" or other audible irritations can be corrected

at the source, in the image (Fig. 9 on page 44).
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_
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archived data archived data
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correction
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Fig. 10: The new approach supports post-processing—e.g. reconstruction

t
archiving of

reconstructed

high resolution

data

2.1.5 Format Conversions

What can film archives usefully do with such data sets? The raw high resolution material

can only rarely be fed directly to output devices. Usually, some form of conversion is

needed to satisfy current standards.

Provided the data is stored in high resolution using a neutral standard (file format, stor¬

age medium and color space), any other formats can be generated from it. Any require¬
ment can be met, from thumbnails to aid retrieval or for WWW applications through to

the creation of new photographic versions on film. Whatever can be done with the image
data can be done with the optical sound track. As long as the sound track is recorded
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optically on the film strip, it can be acquired using this new approach and processed

using digital image processing methods. The quality of the film material to hand and the

quality of the scan determine the quality of audible sound that can be obtained from the

digital image (Fig. 11).

film

ffl b-, series of

frames

optical sound as image

t^ia

transformation

encoding

re-filming

publishing

retrieving

Fig. 11 : The possibilities for research, re-use and value-adding are endless

The commercial possibilities offered by the use of a flexible, neutral base data set can

only be hinted at.

2.2 Requirements

This chapter describes the ideas embodied in the scanner, and discusses the problems it

overcomes compared to the commercial scanners described in Section 5.1.

Sections 2.2.1 to 2.2.4 describe the implementation of the different components of the

scanner in detail, and explain their advantages over other solutions, also suggesting pos¬

sible improvements.

2.2.1 Format Independence

The problem of different formats is serious and touches not only the video industry and

computer world. In the early years of motion pictures many different and often exotic

film formats were created. These formats disappeared as fast as they appeared. These tes¬

taments to early motion picture work are often lost not because the material has deterio¬

rated but because the projection or copying devices are lost or beyond repair.

The scanner developed for this project can work with all photographic film formats. As

mentioned in the introduction, this format independence includes independence not only
from the perforations, but also optical sound system and frame size. Overcoming the

problems posed by various film strip gauges is a central issue for format independent

digitizing of films.

All this requires a well-designed mechanical setup which is flexible and adaptable to all

existing film formats.

The key to meeting these requirements is to consider the film not as a series of frames but

as one long image with a certain structure in it. This simplifies the mechanical issues

considerably, since the perforation is not used. All the different kinds of perforations
cease to matter. Even films with missing perforations or microfilms can be scanned with

this approach, as the film actuation and guidance are not done with sprockets.

Considering the film strip as one long image means seeing the information on a film strip
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from a different point of view. Single image objects, also called image parts, like every

single frame, perforation hole or even dust particle, are parts of the image and are

scanned, as is the optical sound. Modern digital sound recorded optically (between the

perforation holes) can be recognized as a series of separate image parts. Information like

the manufacturer codes alongside the perforation holes or even the image parts between

the frames can be used (see Section 3.4.3).

2.2.2 Gentle Treatment

Archived film material is often delicate. Reels stored for decades in museum cellars or

dedicated archives are often in good condition compared to footage found in attics and

cellars where humidity and temperature change with the seasons. The consequence of

sub-optimal storage is distorted, brittle film. The perforated area of the strip is the part

most stressed. Unfortunately most devices work by applying sprockets to the perforation
for exact positioning of the film strip. Such films are lost simply because there is no pro¬

jector to project them, no facility to duplicate them. The pity with these films is that the

optical content is not really lost at all. Only access to it is lost.

The new scanner needs to be able to work on films with a damaged or non-existent perfo¬
rations and with brittle material. The actuation or film transport should not stress it as

most modern scanners do.

2.2.3 Get All Optical Information: Spatial Resolution

In the film industry, negative footage is copied onto an inter-positive with a much finer

grain structure, one able to reproduce the grain structure of the original negative. Motion

picture digitizing should ideally be performed at a resolution high enough to enable pro¬

duction of such an inter-positive, i.e. at a resolution high enough to capture the grain
structure of the original negative.
The grain structure is essential to a realistic impression of the image. This raises the

philosophical question of whether the scanning process itself should deliver the grain
structure information. An alternative would be to use image processing techniques or fil¬

tering to restore the desired visual effect artificially—but would this mean of the loss of

some essential part of the original?

One approach to getting a "complete" copy of all the information provided by the film

material is to scan down to the maximum resolution published by the manufacturer of the

material. This measure is often made in lines/mm. This can be transformed directly to

dpi (dots per inch) by multiplying it by 50.8 (2*25.4). So 100 lines/mm (200 pixel/mm, a

typical resolution for a negative motion picture film material) corresponds to 5,080 dpi.
This allows estimation of the size of a suitable CCD sensor (Table 1). This holds for

gauge

(mm)
gauge

(#pixel)

frame area

(#pixel)

8 1'600 1'062

16 3'200 1'930

35 7'000 4'192a

70 14'000 9'712

Table 1 : Size of CCD needed to scan the film in full resolution (5,080 dpi)

a. Academy format.
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today's film material, but does not necessarily hold true for material manufactured 50 or

more years ago. Nevertheless the scanner needs to be prepared for any kind of material.

2.2.4 Get All Optical Information: Density

The most difficult task for this scanning device is to acquire the full color depth of the

film. This challenge is a task which requires the highest performance from the CCD

equipment. Nowadays, negative film material shows a density range of 1:200. Any linear

CCD sensor used for scanning negative film material needs to cover this range.

Scanning a positive film (projection copy) demands even higher performance because

such film has a density range of up to 1:10,000.

Before scanning an old film sample it is useful to determine the material's optical density

range. The CCD can then be optimized for the conditions it will encounter during the

scan.

The number of discrete values distinguishable within the range determines the color

depth. The smaller the step size the higher the color depth and the more accurately the

photographic characteristics of the material can be measured. The reference step size

within an optical density range is defined for this application as 0.005; the human eye,

once adapted to a given light level, is able to distinguish such a difference in optical

density [G-39]. Applied to the maximum optical density of a negative material, about

2.5 (blue dye [G-40]), this step size would require a color depth of about 15 bits

(about 32,000 distinguishable linear values). Positive film material has a larger optical

density range; with the same step size and a maximum optical density of 3.5, a color

depth of 18 bits would be necessary. These relationships are explained further in

Section 3.1.1.5 on page 75.

The optical density of a certain color channel is directly bound to the amount of color

dye present in its dye layer. Measuring optical densities (indirectly) using CCD sensors

requires narrow band filters, as explained below.

Taking measurements using narrow band filters on each of the three desired wavelength

ranges, is not enough to determine an accurate description of color dye concentrations.

Knowledge of the spectral characteristics of the dye sensitivities over the visible spec¬

trum is still needed. With these three spectral curves, the measurements at a given point
can be adjusted for the effects of side-absorption.

2.3 Illumination

Usually the ideal light source for scanning purposes is a diffuse light source emitting

light which covers the whole visible spectrum and which uniformly illuminates the

whole CCD sensor.

These characteristics are not enough for the application described in this work. In partic¬
ular, there are very important issues to consider in connection with old film, particularly
in connection with restoring apparently lost color (see Section 3.4.1).

2.3.1 Hitting the Spectral Peak

CCDs, normally only sensitive to light intensities (brightness), are able to "scan colors"

if filters are applied in the illumination path. Generally the filters are applied directly on

the pixels, and guarantee that the pixels only "see" light in the red, green or blue spec¬

trum.

With area CCDs, four pixels are logically combined to form one color pixel. Usually

green is measured by two pixels. Because the human eye is most sensitive to bright-
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ness/contrast in the green spectrum of visible light (around 550 nm), the brightness
determination is performed more precisely
With linear CCDs, one line of pixels needs to be dedicated to one color Scanning in

color therefore requires three linear sensors working together In general the spatial reso¬

lution of such tri-linear color scanners is double that of an area CCD, and delivers four

times the data So called "3-CCD cameras" use three separate sensors to achieve the

same end, but require a complex setup involving a beam splitter (see Fig 12 on page 49)

It is important in color scanning that a pixel gets light of only one color over a small

range of wavelengths The crucial questions are how this spectral band can be isolated,
with what precision it can be isolated and what wavelengths will be allowed through to

the pixel

One goal of the scanning procedure for archival purposes is the acquisition of the spec¬

tral information of the film strip Film material is normally dedicated to the human visual

perception system The colors resulting from sending light through the film are deter¬

mined by layers of color dyes in the film material filtering out spectral bands Each layer
has a characteristic spectral response within the visible light spectrum In general the

dyes are chosen to be highly absorptive of one band within the spectrum, compared to

the rest of the spectrum Together, the overall number and choice of dye layers determine

the spectral characteristics of the whole film strip [41] [42]

Knowing the spectral characteristics of a dye over the whole visible spectrum and the

remaining quantity of dye in each layer of the film strip would enable the determination

of the current spectral characteristics of the film material, provided the exact chemical

product used in the dye layer is known However, knowing the remaining quantity of

color dye allows estimation of original dye quantities using appropriate mathematical

approaches (see Section 3 4 1)

film

strip
i

I

sensor

for red

channel

light source

#t(i« light

beam

splitter

narrow¬
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filters

sensor
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channel
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opaque/transparent
mirrors
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channel

Fig. 12: Three-sensor camera with a beam splitter
Three separately operated sensors, each with its own filter, guarantee that each

sensor will be illuminated only by the desired light, composed of certain wave¬

lengths. The mirrors distribute the light so that each sensor receives its share.
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Determining the exact quantity of dye in a layer is only possible by applying very nar¬

row-band (20 nm half-width ) filters exactly on the spectral position of the highest dye

responsiveness (peak). This data allows the reconstruction of color information as

described in Section 3.4.1. Data gained by such a process enables conclusions to be

drawn about the color information stored in the film. Further information on these topics
can be found in [G-3].

For optimal performance the scanner should, in theory, measure as many color channels

as the strip has dye layers. Each layer should have its own narrow-band filter and its own

set of sensor pixels. Modern film has three dye layers, one each for the three colors red,

green and blue. For positive film material
,
the peaks of dye responsiveness are placed

at 450 nm for the blue, 550 nm for the green and 650 nm for the red channel. The nar¬

row-band filters in the scanner need to be applied on these three wave-lengths. Narrow¬

band filtering is indispensable for successful digital color reconstruction.

Applying narrow-band filters is in most cases not trivial, since the filters need to meet

high performance requirements. Ideally, the filter should pass 100% of a spectral range

10 to 20 nm, e.g. 540 nm to 560 nm, and not pass anything outside that range. [G-39]

Building the filters into the sensor pixels is difficult and in any case not recommended,

firstly because it makes it difficult to replace them in case of damage and secondly
because it precludes changing the filters should requirements change.

The filters in off-the-shelf cameras are inadequate for the purposes of this project—they
allow too wide a range of wavelengths through. Replacing the filters in most off-the-shelf

cameras is impossible because the filters are built into the sensors. Some off-the-shelf

light source
for qroori

light source
for red

O

narrow¬

band

filters

mixing

chamber

ttNNttt tight'

film

strip

I

color

sensor

light source
for blue

Fig. 13: Ordinary color sensor with specialized illumination

Any interference filter allows a range of wavelengths to pass through it. Of these wavelengths
one will be most efficiently transmitted. The "half-width" is the range of wavelengths which

are transmitted at 50% or better of the efficiency of this one wavelength. For a filter which

transmits 650 nm most efficiently: If the wavelengths between 640 nm and 660 nm are trans¬

mitted with 50% or better of the efficiency with which 650 nm is transmitted, then the half-

width is 20 nm.

For negative film material the peaks are 450 nm, 550 nm and -700 nm.
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Transmission

100%

0%

15 nm

passed
light

intensity

450 550 650 X{nm)

Fig. 14: Optimal spectral composition of filters for color scanning

cameras use beam splitting (Fig. 12) but the filters are still effectively built-in—changing
the filters means disassembling the camera, usually a difficult and delicate task. How¬

ever, any off-the-shelf camera is likely to be much cheaper than custom-made hardware

and easier to obtain.

As it turns out it is possible to use off-the-shelf cameras—not by controlling the filters

themselves but by controlling the light allowed to reach them. The task is to illuminate

the sensors only with light composed of the desired three narrow bands of wavelengths.
The solution chosen was as follows: Three light sources, each applied through its own

narrow-band filter, deliver the light into a light mixing device (mixing chamber), which

produces light which passes through the film to the camera sensors (Fig. 13). To the

human eye the light exiting the mixing chamber is white, like the pure light of each of the

light sources, but in fact it is composed only of the desired wavelengths (Fig. 14). The

fact that the filters in the camera allow too wide a range of wavelengths through (Fig. 15

on page 51) is thus overcome. It is important to note that each filter receives the same

light mixture, but allows only its own range of wavelengths through. This approach

(J/m2).
Intensity

*

400 450 550 650 x ^(nm)

Fig. 15: Optimal spectral composition of filters for color scanning

light emitted by the mixing chamber

characteristics of applied filter on the sensor

light which will reach the sensor
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allows flexible use of filters, provides for easy maintenance of the system and has the

additional very important advantage that it eliminates heat long before the light reaches

the film (see Section 2.3.3).

In this system two sets of filters are applied to the light—first the narrow-band filters in

the illumination setup (mixing chamber) and then, the filters on the CCD sensors within

the camera. In spite of the relatively wide-band filters on the CCD sensors narrow-band

scanning is still achieved. The filters on the sensors do not affect the spectral composi¬
tion of the illuminating light but are by no means ineffective, since they guarantee that

each sensor element "sees" only the narrow range of wavelengths destined for it.

The effect of the two filter sets can be seen in Fig. 15 where the characteristics of the

Dalsa CL-Gl-2098's filters are shown. The filters used on the CL-Gl's sensor are so

wide-band that the light which would ideally be measured only by the red sensor is also

detected by the green sensor (in Fig. 15: filter at 650 nm). Being aware of this inaccuracy
allows it to be corrected—together with other effects—by applying a 3x3-matrix (see
Section 3.4.1).

Similar problems occur when copying negative photographic material to positive mate¬

rial, where the negative itself acts as a filter. The negative materials, not being designed
for human visual perception, have the red sensitivity peak at a longer wave-length
because the destination materials are sensitive to these wavelengths, reacting to produce
a red dye which filters somewhat shorter wavelengths.

The CL-G1 needs at least a hot mirror filter (cut-off filter) to block infrared, because the

CCD chip sensors are very sensitive to these wavelengths. The effect of a hot mirror can

be seen in the sudden fall (at point x in Fig. 15) in the intensity of light passed by the red

filter. With a mixing chamber a hot mirror is not needed because the infrared light is

excluded anyway. Fig. 15 shows clearly how the camera's built-in green filter lets some

red light pass, reducing the accuracy of the acquired data. Some wavelengths are literally
measured twice. This behavior is very common in commercial scanners and commercial

digital cameras, which then use lookup tables to adjust the acquired data. This only

works, however, if the data acquired is to be used to produce images for human visual

consumption.

Narrow-band filters used as described offer an excellent, non-destructive way to get

accurate dye concentration data.

2.3.2 Quantity of Light

Six closely related factors determine a successful, accurate scan. These are:

• the quantity of light being sensed

• the film strip velocity
• the sensitivity of the sensor

• the size of the sensor pixels
• the exposure time

• the speed of the camera (pixel clock), i.e. how quickly the data is transferred from the

sensor array and thence out of the camera

Two of these factors are fixed: the sensitivity of the sensors and the size of the sensor pix¬
els. Therefore those factors need to be adjusted over which some control can be exer¬

cised, namely the film strip speed and the amount and quality of light.
This section will discuss issues relating to the use of light in this project. However, the

light is only one factor. Consider: The optimal exposure time is derived directly from the
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sensitivity of the sensor and the quantity of light. The speed of the film strip needs to be

adjusted in tandem with the exposure time. Ideally an amount of film equal in length to

the height of one sensor pixel should pass the sensor array during each exposure time

(shot). However, the time required to read out the data after each shot means that we

must accept slightly "shorter" pixels, in order to be able to begin each shot one sensor

pixel width after the previous one. In other words, the amount of film passing the sensor

array between shutter releases is equal in length to the height of one sensor pixel (Fig. 23

on page 70). A more detailed discussion of the relationship between film width and sen¬

sor size is given in Section 2.4.

The range of wavelengths to which the human eye is sensitive covers about 400 nm

(350 nm to 750 nm). The color dyes in film material filter three main frequencies:
450 nm for blue, 550 nm for green and 650 nm for red. For reasons already given, nar¬

row-band filters are essential. Using narrow-band filters, most wavelengths from the

original light source are filtered out. The film strip itself absorbs even more light, reduc¬

ing still further the amount of light reaching the sensors. The three ranges of wavelengths
mentioned represent 3 slots of 20 nm (ideally) each, which is only about 15% of the

400 nm spectrum mentioned. Consequently the remaining overall intensity of light

reaching the sensors is very low.

The faster the scan, the more light is required. This can have a major impact on the expo¬

sure time, especially with fast scanning velocities. One solution was mentioned in the

second part of the previous chapter - have three separate light sources each serving one

channel. The exposure time is chosen based on the time needed by the camera to read out

the data. The more pixels exposed during a shot the longer the time needed to read out

the data. With linear cameras the read-out procedure can be sped up by reading out the

pixels at odd and even positions in parallel.

2.3.3 Avoiding Heat

Heat problems (at least those related those to the illumination source) can be completely
avoided using methods such as those described above. Heat can be a very serious prob¬
lem, especially with high powered illumination setups and old (flammable) nitrate films.

The problem is the same whether showing the film or scanning it.

Often CCDs are very sensitive to the near infrared spectrum (wavelengths greater

than 700 nm). The goal is to remove that part of the spectrum from the illumination. This

can be done with hot mirrors (cut-off filters) or by assembling the illumination light from

spectral narrow-band sources (see Section 2.3.1).

A common light source (bulb) emits light in the form of a sphere. The light within a

scanner is usually directed into the desired form to avoid too much intensity loss. Ordi¬

nary parabolic reflectors are not satisfactory for linear scanners because the required area

of illumination for such scanners is only a small slit. A bundle of optical fibers taking the

light from the lamp in the form of a circle can be rearranged into a thin rectangle to illu¬

minate this slit (Fig. 16). Such a bundle is called a cross-section changer. Since fiber

optics do not carry long infrared rays, the heat problem is also avoided. The flexibility of

having the light source separate from the scan area also helps with inserting appropriate
filters in the light path. Using a cross-section changer composed of fibers results in the

light illuminating the film being non-homogeneous, since the fibers are never all identi¬

cal. A diffusion layer, needs to be inserted before applying the light to the film strip.

The fibers and the diffuser reduce light intensity, so the power of the lamp needs to be
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C
one fiber

Fig. 16: Optical fibers assembled into a cross-section changer
Without diffuser (schematic)

adjusted appropriately.

2.3.4 Direct Current Lamps

It is vital that the illuminating light has no intensity variations, such as would be pro¬

duced by lamps powered by oscillating or alternating current. Stabilized direct current

lamps can achieve the required highly constant illumination intensity.

Three laser diodes (each emitting a single wavelength) would be the optimal solution to

the problem of spectral selection. Unfortunately such diodes are still too weak to illumi¬

nate an area of 70 mm with the required uniformity. Most importantly, they are too

weak to illuminate the area at the required intensity. The biggest disadvantage of laser

diodes is, however, that the intensity and frequency they deliver depends strongly on

their operating temperature. Depending on its temperature, the diode delivers a varying

light intensity and emits slightly different wavelengths. This problem can only be over¬

come through complex and extensive monitoring and control technology. Laser diodes

remain, for the moment, unsuitable for use in high-quality digitization applications.

2.4 Optical Setup

Common off-the-shelf digital cameras usually have standard mounts (such as the

C-mount or Nikkor-mount) to attach standard lenses. The projection of the film strip onto

the CCD sensor can be done by a normal lens if it fulfills the requirements. The Dalsa

CL-G1-2098 camera is delivered with either a Nikkor mount or a C-mount. When scan¬

ning 35 mm footage, the available Nikkor macro lenses with focal lengths of 55 mm and

105 mm can be attached easily to the camera. In order to be able to choose the appropri¬
ate optical system, the technical projection data need to be evaluated. For film scanning
this is easy, since the film strip's gauge is known very exactly, as well as the dimensions

of the CCD's pixel sensors. The ratio between them determines the requirements for the

optical system. The general equations are:

nxh

r = i-

g

Eq. 1 : Ratio of film strip width to sensor array size (linear CCD sensor)

r: enlargement ratio

n: number of sensor elements

hp: height of one sensor pixel [urn]

g: film strip gauge [expressed in urn]
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h/ = rxhi)
Eq. 2: Length of film scanned by one sensor pixel, taking the

enlargement ratio into account

hf: height of one pixel on the film strip [urn]

r: enlargement ratio

hp: height of one sensor pixel [urn]

The sensor pixel height (h„) is the width in |im of a single sensor pixel. The Dalsa

CL-G1-2098 camera has a sensor pixel height of 14 |im.

The array height (n x h„) is the number of sensor pixels in the sensor array which are

actually used in scanning the film, multiplied by the sensor pixel height. Note that we are

discussing here a linear sensor array—a strip one sensor pixel wide, laid across the direc¬

tion of film strip travel.

Thefilm strip gauge (g) is the distance in |im from one edge of the film strip to the other,
across the direction of travel.

The enlargement ratio (r) is the ratio of array height to the film width. When the array

height is greater than the film strip gauge, the ratio will be greater than one; when the

array height is less than the film gauge the ratio will be less than one. "Array height"
refers to the height in total of the sensor pixels actually used to scan the film. Not all

available sensor pixels in a camera will necessarily be used in every scan.

n x hn

enlargement ratio r = hp/hr
provided by optical system

film strip

sensor pixel array

direction of

film strip
travel

film pixel

Fig. 17: Length relationships within the scanner

(not to scale)
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Thefilm pixel height (ly) is the length of film strip which is scanned by one sensor pixel

during one exposure, given the enlargement ratio.

The pixel to film area ratio is the ratio between the area of a sensor pixel and the area on

the film strip which is scanned by that sensor pixel (Fig. 17 page 55). It can be calculated

easily by squaring the enlargement ratio (r).

In the case of the Dalsa camera, not all of the 2098 pixels of the sensor array are used to

scan the film strip. The remaining scanned values are not wasted, but deliver measure¬

ments of pure illumination. These can be used to control variations in the illuminating

light source during the scan.

Using 2,000 pixels (28 mm) of the Dalsa CL-Gl-2098 to scan a film strip gives the

results shown in Table 2.

Film strip gauge g

[mm]

Length ratio r Pixel height ly
[|im]

70 0.4 35.0

35 0.8 17.5

16 1.75 8.0

17 1.64 8.5

9.5 2.94 4.75

8 3.5 4.0

Table 2: Enlargement ratios for various film gauges.

Sensor height is 28 mm.

The table shows that different kinds of footage have fundamentally different require¬
ments. All reduction ratios (values of r less than 1) are possible with conventional cam¬

eras lens systems.
The smaller the film width, the more this application tends towards microscopy. Depend¬

ing on the available optical information in the film (Section 1.5.1) such an enlargement

may be not possible, or may be oversized. Some films, especially those with strip sizes of

10 mm or less, cannot deliver reasonable information at high magnification. Also the

demands on the optical setup are high and very expensive.

The optical system has several limits:

• The wavelength used to illuminate an object may not be larger than the smallest dimen¬

sion of the object itself. Details measuring less than one micrometer are beyond
this limit, since the longest wavelength used in scanning is about 650 nm for pos¬
itive film material. With negative material even longer wavelengths (up to

700 nm) may be used.

• The aperture used introduces diffraction effects to the image projected on the sensor.

Small apertures used with small pixels create "crosstalk" between neighboring
pixels.

• Inaccuracies introduced by lower quality lenses can pose problems when working at the

practical limits of the system—e.g. with very small objects.

Knowing the resolution of the film material permits the appropriate magnification (or

reduction) to be chosen such that the desired quality is obtained.
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2.5 Film Strip Transport

The key idea behind this work is that the film be considered as one long image and be

scanned in a single continuous process. Crucial to this continuous process is the film

strip transport, the method by which the film is moved steadily past the sensor.

For this project a very simple transportation setup is used, which relies as little as possi¬
ble on the physical characteristics of the film strip. Although the actual scanner built in

this project is restricted to 35 mm film, a scanner with a film strip transport built using
the ideas presented in this document would be fully film format independent. It would be

able to scan a perforation less band of transparent material of almost arbitrary width. Not

only motion pictures could be scanned in this way, but also archival microfilm, still photo

negatives, slide photo strips and so on.

2.5.1 Film Transport Drive

A suitable continuous drive mechanism does not require any special kind of motor, but

the drive needs to produce all the velocities needed to scan the different film formats.

This means that in certain circumstances it needs to run slowly and in others relatively
fast. Concretely, it depends on five factors:

• the required resolution

• whether the film is being scanned in color or in black and white

• the camera's performance in delivering the data

• the speed with which the data can be processed
• the sensor pixel size

In the case of a color scan, the three channels are read out in parallel and two bytes per

channel are stored. Table 8 in Appendix B shows the relationship between these factors

for an 8 mm wide film strip. Table 9 in Appendix C shows the relationships for an

35 mm wide film strip. The time from shutter release to shutter release depends on the

maximum read-out speed (pixel clock) of the camera. This time must not be shorter than

the time needed for the camera to empty its registers. The time needed to read out the

data depends on the number of sensor pixels being used for the scan. The more pixels,
the more time the camera needs to get rid of the data (see Section 2.6).

The right most columns of the tables show the theoretical range of film velocities which

may be needed for various camera capabilities and films—from 7.3 mm/s up to

816.3 mm/s. The speed with which the data can be processed is typically the worst bot¬

tleneck in the system. The scanning speeds for some common film applications (shown
in Table 10, Appendix D), with a processing speed of 10 MB per second assumed (typi¬
cal for off-the-shelf products), show how dramatically overall system performance is

affected.

Given the wide range of speeds needed and the fact that a motor should operate when¬

ever possible at its optimal torque, it is clear that an appropriate transmission (gearing)

system is needed.

The gearing system depends on the circumference of the drive roller in contact with the

film and on the optimal torque of the motor. For example, with a drive roller circumfer¬

ence of 150 mm, a motor with an optimal speed of 3,000 revolutions per minute (rpm)
and an required film strip velocity of 400 mm/s, a transmission ratio of about 18:1 is

needed. The slowest film strip speed requires a transmission ratio of approximately

6250:1, the fastest, a ratio of about 7.2:1. This is a huge range which is almost impossible
to cover with one motor or one gearing system. In practice, however, such a large range
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is not necessary because of other bottlenecks in the scanner, typically the mass storage
devices. At higher speeds these are unable to cope with the rate of data delivery.

Meaningful performance is reached when the film can be scanned as fast or faster than it

would ordinarily be projected for an audience. As can be seen in Table 10 this is a very

ambitious goal for the whole acquisition system, but the future will demand ever faster

scans at double, quadruple or even faster speeds.

Without high performance tools a data stream of about 10 MB/s to common mass storage
devices can be achieved. This restriction makes for a relatively slow film strip transport

speed.

Looking at the required performance of the drive system for archival purposes in

Table 10 it is easy to see that the real range of an acquisition system is much smaller than

assumed above. Even if the data stream to mass storage is 10 times faster in the future,
this will not increase the demands on the drive system much.

At low drive speeds other problems arise, particularly with achieving a reliable, uniform,
continuous film transport speed. However, this requirement may not be so important if a

high precision speed sensor and appropriate software is used to control the camera and

compensate for inaccuracies.

Note that the two examples of television applications in Table 10 operate at different

frame rates to those of the photographic material. The aspect ratios needed in the televi¬

sion industry are also fundamentally different. This can only be compensated for by

cropping the image data or inserting black bars below and above the image ("letter-box"

format). Interpolation and adaptation algorithms are thus necessary after a scan if the

data is to be converted to a television display format.

2.5.2 Film Rollers

The passive mechanical elements of the scanner are the various rollers guiding the film

from the source reel, through the channel gate (Section 2.5.4) and over the drive roller to

the destination reel. Common data ciné, viewing or cutting devices are often limited to

one film format, with the physical setup optimized for that specific format. The rollers

used are not appropriate in a format independent device. The design of film gauge inde¬

pendent guide rollers may not be a difficult task, but they are not as easily designed and

constructed as common ones.

Most film formats share a very similar physical structure. On the borders are the parts

supporting the common transportation mechanism and in between is the image frame

area and usually an optical sound representation. Here two exceptions need to be men¬

tioned—the central perforation standard of 17 mm film, and the newest sound systems

which use the area between successive perforations.

At no time should the film area carrying data (images and sound) be touched by compo¬

nents in the scanner. Because film material stiffens when curved, rollers (drive rollers or

guide rollers) can be constructed with two bearer wheels, which only touch the film strip
on the area normally perforated—a few millimeters in from each edge. Flanges prevent
the film strip from sliding sideways off the rollers (see the stylized diagrams in Fig. 18).

To achieve complete gauge-independence, the two bearer wheels on a roller need to be

adjustable so that their distance from the centre of the film path can be increased or

decreased. Clearly, they should always be equidistant from the centre of the film path.
The rollers are adjusted for the desired film format before the film is threaded through the

scanner. Film guide rollers are mechanically passive parts and should turn easily so as

not to unduly influence the smooth flow of the film strip.
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Fig. 18: Continuously adjustable roller showing adjustments for three film gauges

2.5.3 Drive Roller

There are few differences between the drive roller and a guide roller. The drive roller is

of course attached to the gear box of an electrical motor which delivers the necessary

revolutions per minute (Section 2.5.1). Normally the diameter of the bearer wheels on

the drive roller is greater than that of the bearer wheels of a guide roller, and the bearer

Top Views

(without bounding edges)

a)

b)

c)

Side Views

-1

i^r ^

I

Fig. 19: Suggestions for a non-stressing continuous drive
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wheels are made of a different material. With a guide roller there should be as little fric¬

tion with the film strip as possible. With the drive roller the friction is needed to drive the

film. This kind of drive roller is called a capstan. In old audio recorders and in modern

data cinés the capstan touches the film strip across its full width. This is not good for the

photographic material. A drive roller constructed along the lines described in

Section 2.5.2 solves this problem by touching a smaller area of the film, but needs help to

obtain enough friction between the film and the bearer wheels.

Some possible approaches:

• additional rubber wheels (Fig. 19a)
• passive belts (Fig. 19b)
• spring-loaded guide rollers before and after the drive (Fig. 19c)

These solutions need to respect the principle of format independence. They all need to be

gauge-adjustable and able to support variations in drive power without slipping.

Old films would not survive rude treatment while being pulled through the scanner. The

film guide rollers, the drive roller bearer wheels and the channel gate must all respect the

condition of the photographic material. Scanning material in very poor condition (miss¬

ing perforations, brittle, geometrically distorted) is one of the main applications of this

scanner.

2.5.4 Channel Gate

The channel gate, being the point where the film strip is actually scanned, is the point
where the position and speed of the film must be most accurately controlled. The film

should be positioned correctly for the camera focus. The channel gate ensures that the

film, at the point it is being scanned and for the duration of the scan, does not move per¬

pendicularly to the direction of film travel—i.e. closer to or away from the sensor or from

side to side.

The channel gate is very narrow if scanning with a linear CCD sensor. The difficult task

is getting the film strip flat over its entire width. Film material, because of its layered

structure, has many internal tensions. A section of film strip taken off a reel and placed
on a table does not remain flat but curls in every dimension. This behavior needs to be

guide rollers

film is not

curved ~1 mm

illumination

(cross section changer)

drive roller

take-up
reel

Fig. 20: Curving the film strip before and after the scanning area.

A conventional channel gate is not used.
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controlled, at least within a few micrometers of the scanning location. When scanning

using the methods described in this work no sprockets are available to take advantage of

any perforations. Solutions are:

• curving the film strip just before and after the scanning area (Fig. 20)
• pressing the film strip onto the strip carriers just before and after the scanning area (sim¬

ilar to Fig. 19a)

The channel gate, like all such components, should be able to accommodate various strip

gauges.

Because the photographic material is elastic, its behavior through the scanner gets less

predictable the further it is from the drive roller. Continuous movement will be better

realized with shorter distances from the channel gate to the drive roller. The drive roller

should be located after the channel gate, since a pulling action can be performed more

smoothly than a pushing action, especially on deformable material like film.

2.5.5 Variations in Film Strip Speed

A key issue with the new approach is maintaining the necessary high mechanical preci¬
sion while scanning continuously. Conventional sprockets rely on the exactness of the

perforations in the film strip. Even these perforations have quite large variations in

dimensions and spacing. And as can be seen in [2], the temperature and humidity of the

environment also need to be taken into consideration, as these too cause variations. The

perforations are also completely useless when scanning old films with exotic perfora¬
tions or film material lacking perforations altogether, whether through damage or for

other reasons. In short, use of the perforations does not provide sufficient precision for

the task at hand.

Sensing the strip speed needs to use an approach not based on the physical characteristics

of the strip. How the problem was solved for this project and the experiences gained are

described in Section 4.1.3. Some difficulties with mechanical approaches are described

in the same chapter. A perfect solution offering sub-pixel-width precision (though not

one implemented for this project) is described in Section 6.1.1.3.

What are the concrete requirements of such a speed sensing system? As seen in

Section 2.2.3, one pixel in a modern motion picture is about 5 |im wide. Consequently a

sensing device needs to be able to measure distance at a resolution no more than half of

this value—2.5 |im. Taking into account rounding inaccuracies, smaller values are even

better.

The speed sensing device needs to be able to deliver its information at least as fast as the

shutter release rate of the acquiring camera. The delivery rate needed depends on the

physical speed of the film strip. A scanning system running at 1,000 lines per second

demands 1,000 trigger pulses per second for the camera. The trigger pulses controlling
the camera must be based on information acquired with a higher resolution than the

actual scan.

2.6 Digital Camera

2.6.1 Camera Choice

The camera is the central element of any scanner. Choosing the correct camera is the

most important decision in the design of the scanner.

Special versions of CCDs for scanners, sold in low quantities, mean high costs; the

expenditure for research and development can be amortized over only a few sales. The
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target user for the scanner described in this work is the film archivist; the goal is to use

commodity parts assembled into a system which can be operated by the archive itself. In

this respect the camera used is a sensitive issue. The information density of photographic
material calls for the highest quality in terms of color depth.

The spatial resolution of a scan is manageable up to a point using an appropriate optical

setup (Section 2.4). There is no camera or CCD available today which covers the whole

range of optical densities of modern film material. The combination of short exposure

times with wide ranges of optical densities demands high performance, so compromises
need to be made. The tremendous progress in this field gives hope that better CCDs will

reduce the compromises needed in the future.

Why purchase a whole camera, complete with control mechanisms and pre-assembled
interfaces? Why not purchase a CCD chip and all the electronic supplements (such as an

ADU
, digital interfaces, cooling and controlling elements) separately? Because such an

approach leaves the path of commodity parts, leading to complex, specialized solutions,
which are not reusable or resalable. Worse, all the know-how incorporated into an off-

the-shelf camera would need to be re-gained.

2.6.2 Camera Control

When selecting a camera various features need to be considered. Besides the common

control signals like exposure time and interval, things such as the available data inter¬

faces, error control facilities and possibly temperature control need to be evaluated.

The exposure time and shutter release control must be reliable and precise. Poorly con¬

trolled exposure times result in brightness variations in the scan which are not present in

the scanned material. They also result in inaccurate pixel widths. Poorly controlled shut¬

ter releases distort the scanned image.

To avoid thermal effects, some cameras are liquid-cooled. This complicates handling,
since the scanner needs to handle liquid moving through the system. Fortunately this liq¬
uid is in most cases ordinary water; with water and a suitable heat exchanger, tempera¬

tures down to25°C below zero on the chip can be reached. A cooled CCD chip
minimizes read-out noise and maximizes the information gained per trapped electron.

The number of distinguishable brightness steps increases. Cooled cameras are usually
used in situations requiring very long exposures or high color depth.

The bigger the sensor pixel's area, the more electrons can be trapped, increasing the

dynamic range (more details in on page 74). Sometimes the internal behavior of the cam¬

era can be adjusted. In particular the behavior of the ADU (Analog to Digital Unit, more

details in Section 3.1.1.5), for example amplification and dynamic range offset, can often

be adjusted to some extent.

2.6.3 Digital Interface

Acquiring data from a CCD camera is often a demanding task for the frame grabber. The

data is delivered from the camera at up to 100 MB/s, possibly over three parallel chan¬

nels (300 MB/s; comparable to a full resolution HDTV data stream). These perfor¬
mances require well designed interfaces, plugs and cables. The aspect of processing the

data is treated in Section 2.7.

To avoid having to use too much specialized hardware, the frame grabber for this project

1. ADU: Analog Digital Unit - device converting the collected electrons into a value (often also

termed ADC - Analog to Digital Converter).
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was housed in a desktop computer. The cable setup thus needed to be able to carry the

acquired data a distance of up to two meters. The camera control signals needed to be

carried a similar distance. Common transmission setups for these cameras use low-volt¬

age signals and (for higher signal reliability) a differential setup with two conductors per

signal.

Area sensors, with their four sides, offer the possibility of implementing four register
sets each with its own ADU. The latest cameras do this and deliver data in parallel

through up to four ports simultaneously. The task of assembling the image is delegated to

the frame grabber.
Linear sensors can be read out in parallel too, but normally there are only two data ports,

one reading the even-numbered pixels and one reading the odd-numbered pixels. For a

tri-linear color camera, this results in six data streams which need to be combined later

by the frame grabber.

Tri-linear cameras with six ports, a color depth per channel of sixteen bits and a differen¬

tial cable setup require 192 conductors (6 data ports x 16 bits x 2 differential) just for the

data. Such a camera, with a 50 MHz pixel clock, can deliver data at a sustained rate

of 600 MB/s. With current off-the-shelf computer equipment this is definitely difficult to

deal with. Three-chip area sensor cameras require 384 conductors (12 data ports) and

deliver 1,200 MB/s! [43][26]

Further performance considerations are discussed in Section 6.2.

2.7 Data Acquisition

Scanning motion pictures for archival purposes requires very high performance equip¬

ment, able to handle the data stream and move the data quickly to mass storage. The goal
is to achieve this with off-the-shelf equipment, because it is cheap and easy to

obtain. [1-27]

2.7.1 Computer

If no specialized computer hardware is needed, the x86 -based personal computer cannot

be beaten in terms of price for performance. The big question is, can these computers

meet the demands set by the large data streams delivered by digital cameras. Are they
fast enough to acquire the data, control the camera and move the data onto mass storage?

Most available workstation and server architectures take more and more advantage of

developments in the field of personal computers. Common performance criteria are

memory throughput, system bus throughput, integer operations per second, floating point

operations per second (FLOPS) and benchmark suites like SPEC CPU 95 [1-28]. Bench¬

mark suites are a more realistic measure of computer performance, since they test all

components and don't show only the (theoretical) peak performance of the CPU.

Table 11 in Appendix E shows the ratio of performance to price for several off-the-shelf

personal computer, workstations and server types. Personal computers have lower float¬

ing point performance, but they cost only half or a third as much.

The additional external components needed to build a suitable acquisition computer for a

scanner as described in this work are more or less the same for all of the architectures

listed in Table 11.

1. x86: shorthand term for computers based on the popular range of Intel processors—80386,
80486 etc. This processor architecture was introduced by Intel® Cooperation in June 1978

with 8086 processor.
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Driver software for the various components of the acquisition computer is as important
as the components themselves. In the absence of driver software it may be necessary to

write appropriate drivers, in which case technical and programming information about

the components is indispensable. Driver software and technical information tend to be

more freely available in the PC-compatible market. Users of PC-compatible equipment
also profit from a wide variety of products and generally lower prices for many compo¬

nents.

In the last few years the PCI bus [1-29] has become the standard internal bus for most off-

the-shelf computers. Table 3 shows the four different modes described in the PCI Speci¬
fication, Revision 2.1. Only the slowest version is currently available, but within the next

Bus Width

(#bits)

Clock

(MHz)

Performance

(MB/s)

32 33 132

32 66 264

64 33 264

64 66 528

Table 3: PCI modes (Spec. Rev. 2.1)

year or so systems will become available with at least twice the performance—either
66 MHz on a 32-bit bus or 33 MHz on a 64-bit bus [1-30]. The performances shown in

Table 3 are theoretical peak performances for communications between two PCI devices.

On a bus carrying more than one high-volume data stream, performance drops signifi¬

cantly. Besides the very powerful PCI architecture, a new bus system called AGP (Accel¬
erated Graphics Port) has also been developed, with the ability to access the main

memory directly rather than over the bus. AGP peak performance will shortly reach

528 MB/s.

A frame grabber communicates either with the main memory of the computer or directly

(over the PCI bus) with another PCI card. Transferring data into memory requires

enough bandwidth between the frame grabber and the memory banks. The latest per¬

sonal computers, using Intel BX chip sets and Intel Pentium II 400 MHz CPUs, can

reach up to 300 MB/s [44][I-31]. Server architectures are typically faster, due to their

wider bus architecture and specially designed RAM.

Performance is not the only criterion when buying computer equipment; availability and

variety of software, availability of support for hardware and software and technical sup¬

port for the development of software are all important factors.

All the computer architectures listed in Table 11 can run Linux. This UNIX variant is

distributed for free, the support is free and access to support is fast, free and very power¬

ful though the Internet. All source code is available, so re-design, debugging and adjust¬
ments can be done very easily. Patches and bug fixes are regularly distributed freely
across the Internet; for those wanting professional support there are many companies

offering suitable support contracts. Taking all these advantages (costs, support, availabil¬

ity) into account, PC compatible hardware and Linux were the choices for this project.
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2.7.2 Data Flow

In this section the term dataflow is used to mean the transfer of data in one direction

between two devices

The main data flow in the scanner described in this work is the acquisition data flow

Data must be transferred from the camera to some form of mass storage such as a disk

drive or tape (sub-flow G in Fig 21 on page 65) Several devices are involved The entire

acquisition data flow is thus divided into several sub-flows between the various devices

along the way The diagram in Fig 21 shows the main sub-flows that need to be consid¬

ered

Inspecting each of the sub-flows in Fig 21 allows an overall system design to be arrived

at, optimized for cost, speed and reliability In this section, however, only speed will be

considered and the major restrictions on system performance will be discussed The

hardest problem to solve, partly discussed in Section 2 5 1, is the final step—putting the

data on a mass storage device This is not a step we can avoid and Section 2 7 3 explains
some of the problems

The sub-flow from the camera to the frame grabber (sub-flow A in Fig 21) is described

in detail in Section 2 6 3 When performing a scan with a tri-linear multi-port camera,

the maximum data rate from the camera is theoretically 600 MB/s This is definitely too

much for a single PCI bus to handle—but sub-flows B, C and D in Fig 21 all use the PCI

bus Although this project did not do so, it should be possible to split the data stream

from the camera such that the three color channels are each handled by a separate frame

grabber in a separate acquisition computer This would effectively spread the subsequent

camera
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Fig. 21 : Data flow of acquired data
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data flows over three PCI buses Each frame grabber card and each PCI bus would still be

dealing with 200 MB/s which is still no small amount Current PCI cards are still to carry

such a load, though faster versions will be available soon (more details in Section 2 7 1)

Assuming that the data flow from the frame grabber is small enough to handle, two pos¬

sible designs present themselves The first is to move the data from frame grabber

directly to the mass storage controller, the second is to process the data in main memory,

taking advantage of available operating system support (refer to Fig 21,

flows B, C and D)

The first variant has two very serious problems to overcome Firstly, by bypassing the

operating system a great deal of existing functionality is lost, most importantly the file

system Implementing this variant would mean implementing a specialized file system
This file system control software would have to reside in firmware or hardware on either

the mass storage controller itself or on the frame grabber

Secondly, current off-the shelf compatible hardware is not designed to be used in this

way Mass storage controllers in particular are usually designed to use DMA (Direct

Memory Access) DMA moves data over the PCI bus, but unfortunately always through
main memory Moving data from the frame grabber directly to the mass storage control¬

ler cannot use DMA and would require the implementation of some form of customized

data transfer protocol This too would have to reside in firmware or hardware on either

the mass storage controller itself or on the frame grabber

While these problems can perhaps be overcome, such solutions are not consistent with

the aim of using off-the-shelf, standardized hardware and software

Processing the data in main memory allows the software on the acquisition computer to

use all the facilities of the operating system Its big disadvantage, however, is that it

requires more than twice the PCI bus bandwidth The sub-flows between the frame grab¬
ber and main memory (sub-flow C in Fig 21) and between the main memory and the

mass storage controller (sub-flow D in Fig 21) must compete for access to the PCI bus

Processing and bus arbitration are additional overheads in this situation If other devices

(e g video adapter cards) are also on the bus, they too will have an impact

Future PCI buses will offer sufficient bandwidth to overcome this disadvantage How¬

ever, as bus bandwidth increases, other bottlenecks may start to become apparent One

such possible bottleneck is memory bandwidth, the rate at which main memory can be

accessed Currently, memory bandwidth on a modern PC compatible computer is

about 300 MB/s [1-31] With one device writing at 200 MB/s and another device reading

a«iiit mu$f$ mmm »wsit lowi/s

Camera PCI Memory PCI SCSI Storage

Media

Fig 22 Throughput performance comparison (to scale) of current PC sub-systems
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at 200 MB/s, plus whatever memory access is required for processing the data, it is easy

to see that memory bandwidth could become a problem (Fig. 22).

2.7.3 Mass Storage

PCI mass storage controllers are able to accept data as fast as the PCI bus can deliver it

(currently 132 MB/s). This value is somewhat theoretical since it is really only the rate at

which data from the PCI bus is written to the mass storage controller cache. The mass

storage device has the same problem—it can accept data far faster than it is able to write

it to the actual mass storage medium.

2.7.3.1 Mass Storage Controller Issues

With the system limitations described elsewhere the mass storage controller can expect

to have to deal with about 100 MB/s (theoretically 132 MB/s). What with PCI concur¬

rency problems, the highest expected data rate would in practice be 60 MB/s or less. All

modern mass storage controllers can handle data arriving at higher rates than 60 MB/s.

The problem is getting rid of the data.

The data flow from the mass storage controller to the mass storage device (sub-flow E

in Fig. 21) is typically carried out over a cable using some sort of data transfer protocol.
Most such systems are designed to support multiple devices, so the protocol involves

arbitrating access to the cable and addressing the various devices on the cable. These

characteristics of the connection between the mass storage controller and the mass stor¬

age device, especially contention, affect the achievable throughput.

Currently available technologies offer a range of performances.
Ultra21 Wide2 SCSI3 [1-32] can deliver 80 MB/s. The newest Ultra34 Wide SCSI

(UltralôO) standard should deliver 160 MB/s, but there are neither controller nor storage
devices on the market yet. Ultra3 Wide SCSI is designed for the coming, faster PCI stan¬

dards.

A more expensive server solution is SSA (Serialized Storage Architecture). This stan¬

dard was developed by IBM and is not very widespread. Up to 128 devices can be

attached; two read and two write channels per device are supported. SSA will be

replaced in the future by FibreChannel.

FibreChannel [1-33] is a new technology which can theoretically deliver 100 MB/s, but

storage devices directly attached to a PCI FibreChannel adapter are still hard to find and

purchase. FibreChannel is supposed to be the successor to SSA. FibreChannel supports
the SCSI protocol (serial SCSI) on its physical network-like layer. The original standard

supports ring, star and point-to-point architectures. The implemented version offers only
a subset of the features prescribed by the standard. Due to its robustness, FibreChannel is

likely to be successful in the future. The standard is supported (at least partially) by all

major mass storage device and mass storage controller manufacturers.

RAID technology, which accesses an array of storage devices in parallel, has a much

greater theoretical throughput than any of the above technologies for two reasons. Firstly,

1. Ultra2: Standard used in most recent SCSI mass storage controller products.
2. Wide: 16-bit data path width instead of the older 8-bit path width.

3. SCSI: Small Computer Systems Interface - bus system for accessing mass storage devices.

4. Ultra3: The next SCSI standard; not yet finalized.

5. RAID: Redundant Array of Inexpensive Disks - system which stores data onto several disk

drives so that in case of damage to one disk the data can be regained with error correction

information. Drives are accessed in parallel, giving a significant performance gain.
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because the data is distributed over multiple storage devices, the relatively slow process

of actually writing the storage medium occurs in parallel. Secondly, if the storage

devices are on separate physical channels (without contention from other devices), the

total throughput is equal to the combined throughput of all the physical channels com¬

bined. The actual physical channels typically use one of the above technologies; it is the

distribution of data across multiple storage devices (and multiple channels) that delivers

the increased throughput. RAID is relatively expensive, however.

All well designed mass storage controllers have some cache memory. RAID controllers

in particular can have large amounts of cache memory. The cache buffers data as it

arrives, reducing bus contention and (for data transfers smaller than the buffer size)

reducing the need for other processes to wait for the data to be accepted.

In summary, modern mass storage controllers are theoretically able to deliver data to

mass storage devices as fast as the data is delivered from the PCI bus. Neither the con¬

troller nor the data transfer protocol are limiting factors.

2.7.3.2 Mass Storage Device Issues

The data transfer is performed really fast only up to the mass storage device. All high end

products have cache memory, which acquires the data sent by the mass storage control¬

ler. There is cache on magnetic hard disk drives, tape media devices and optical disk

drives. In the same way the cache guarantees less contention on the PCI bus for the mass

storage controller, the cache on the mass storage device guarantees less contention on the

connection from the mass storage controller to the mass storage device (sub-flow E

in Fig. 21 on page 65).

Knowledge of hardware details is necessary to successfully optimize data throughput
between the devices. For example, as discussed in the next section there is no point in

transferring more data in one chunk from the mass storage controller to the mass storage

device than can be absorbed by the cache on the mass storage device. Modern high

capacity hard drives have up to 4 MB of cache memory.

RAID technology with, for example, five identical mass storage devices, each with 4 MB

of cache and working in parallel, could transfer 20 MB of data from the controller to the

mass storage devices at full channel speed, far faster than it can be moved to the actual

storage media.

2.7.3.3 Mass Storage Media Issues

The final step in the overall data flow (sub-flow F in Fig. 21) is unfortunately the slowest.

No single modern mass storage device is able to move more than 20 MB/s onto the phys¬
ical medium.

Each kind of mass storage device working with a specific media type has its own charac-

teristcs. For scanning, which produces a continuous stream of data to be stored, the

device must able to guarantee a sustained data rate onto the storage medium. Magnetic
hard disk drives achieve peak performances of more than 20 MB/s. However, peak per¬

formance is not the desired characteristic; the same devices can really deliver only half of

the peak performance as a sustained data rate. This is caused by the mechanical setup of

disks, where read/write heads are positioned very precisely over the magnetic medium.

Positioning the heads so precisely requires calibration procedures. These calibration pro¬

cedures can require up to a quarter of a second, which destroys sustained performance.

Special versions of high end disks called AV disks can however guarantee a sustained

data rate.

Magnetic tape drives have increased their sustainable data rate astonishingly in the last
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few years. High end tape drives can transfer data to tape at about the same speed as hard

drives can to disk. Since data is written sequentially onto the tape, the data rate can be

sustained only as long as the data stream is not interrupted, or interrupted only briefly.
The cache on the device should be kept full, because if the writing process runs out of

data the tape will need to be positioned again. In this case, the tape is rewound some dis¬

tance and repositioned so that the read/write head is at the end of the last data block writ¬

ten. This process takes much longer than the hard disk drive calibration process

mentioned above.

To achieve the best performance possible with mass storage devices, the mass storage
controller needs to be able to keep all of the caches on all the mass storage devices sup¬

plied with data.

Working in parallel achieves the highest data rates in the final sub-flow (sub-flow F in

Fig. 21). The RAID controllers mentioned above, combined with a set of high end disks

or tapes, are able to achieve sustained data rates of up to 60 MB/s.

The mass storage needed to store the results of digitizing a 90 minute 35 mm motion pic¬
ture film is about 19 TB. These data volumes obviously encourage the use of only the

highest performance (i.e. capacity to cost) mass storage media.

Section 3.2.7 shows that only tape is able to offer an acceptable capacity to cost ratio,

coming as low as US$ 1.2 per gigabyte. This cost includes the tape and the cartridge or

cassette containing it, but does not include any reading or writing hardware.

Nowadays an off-the-shelf PC offers 5 PCI slots. Each slot could theoretically take a

RAID controller, which itself could have up to 5 Wide SCSI buses. Each SCSI bus is

able to communicate with 15 hard drives. In total, therefore, 350 disk drives could in the¬

ory be attached to one PC. The largest available disk drives have a capacity of 50 GB

(Seagate Barracuda50), giving such a PC a total capacity of 17,500 GB (17.5 TB). Even

on such a massively loaded machine there would not be enough disk space for a single
entire film, and with all the PCI slots filled there would be no space for a frame grabber
card either. Long term storage of the data would require physically removing the disk

drives from the computer.

Tape mass storage is the only practical solution at present. Depending on the tape tech¬

nology used, hard disk drives could be used as buffers, feeding the tape devices at the

necessary sustained data rate.

1. AV: Audio/Video - Extension to mass storage devices incorporating special design features to

guarantee that a continuous data stream can be processed.
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3 Acquiring, Storing and Processing Image Data

This chapter summarizes the collected experiences of the project. It explains in detail the

ideas, challenges, advantages and disadvantages, opportunities and pitfalls of the new

digital technology. First the high-quality data must be acquired; if this is available, the

challenge of managing these enormous volumes of data must be faced. How, and with

what tools, can the data can be evaluated and exploited? What data processing possibili¬
ties (reconstructions using digital imaging methods) present themselves, which of these

are even possible?

3.1 Calibrating CCD Data

Measuring optical characteristics with a CCD has inherent inaccuracies which need to be

removed reliably from the acquired data. Common and known problems are explained in

Section 3.1.1. Calibration problems specific to this new scanning approach are discussed

and resolved in subsequent chapters.

Beyond the removal of predictable inaccuracies at the time of data acquisition, the

acquired data should be held inviolate.

3.1.1 Common Problems with CCD Technology

3.1.1.1 Dark Current

Dark current is caused by free electrons being spontaneously released inside the CCD

elements, thus simulating a continuous exposure. The hotter the CCD chip gets, the more

free electrons are released from the semi-conductor material. Dark current is thus a ther¬

mal effect and difficult to avoid entirely. One means of reducing dark current is cooling
the sensor. This method is used mostly in astronomy, where very long exposure times are

needed.

exposure timing

^- shift to registers
t

*r4 read out through

ADU

Fig. 23: Timing schemes (all times to same scale)

te2 -te1 - w -te3 =

*e3 "tel =

ts2 ts1 = w -ts3 =

tr2- tr1 = tr4- tr3 =

time during which light (photons) is acquired
time from shutter release to shutter release

time needed to read out the collected electrons from a linear sensor (typi¬

cally one clock cycle)
time needed to forward register values through the ADU. This must be fin¬

ished before the next exposure is finished, i.e. tr2 must be less than te4)

Free electrons are produced all the time, so it is vital that the chip drains them away when

no exposure is running (in Fig. 23: te2 to te3). Depending on the chip design, the time

from te2 to te3 is needed to collect the charges (electrons) from the sensor, convert them

into digital values and read out the acquired data. Collecting the charges also collects any

electrons produced as dark current; these then influence the digital values acquired. Dark
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current is highly temperature dependent, doubling with every temperature increase

of8°C. [45]

to remove these inaccuracies the correction values need to be determined by scanning in

the absolute dark—i.e. excluding all light from the camera. Exposure time, the time

between shutter releases and the aperture of the lens all need to be the same as for a real

scan procedure. The values read from the sensors in complete darkness are the result of

dark current present in the sensors. These values can then be subtracted from the values

obtained in an actual scan.

3.1.1.2 White Balancing

White balancing is a method of compensating for inaccuracies arising from three main

factors: Illumination inhomogeneities, pixel differences and the fact that the quantum

efficiency of a pixel varies with the wavelength of the light striking it. All of these factors

diminish the quality of a scan.

Light, regardless of the light source, can never be perfectly homogeneous. CCD sensors

always have a 2-dimensional (area or linear) shape and the perfect light source would

illuminate every single pixel with the same amount of light. Some pixels, especially pix¬
els at the edges and borders of a sensor field, tend to receive less light than those in the

middle. Optimal illumination of a CCD sensor can be approached using several tools:

fiber optical cross-section changers, light boxes, diffusers and others. However, each

optical element placed in the light path, particularly lenses, introduces a certain amount

of refraction.

Not all the pixels on a CCD sensor have the same characteristics; differences are intro¬

duced in the manufacturing process. Since no two pixels are exactly identical, their

responses vary to some extent.

Quantum Efficiency (QE) is the measure of how well a sensor converts light to electrons

("Quantum Efficiency" on page 73). The quantum efficiency of a pixel varies signifi¬

cantly with the wavelength it is exposed to. The number of electrons produced in a sen¬

sor at a given light intensity is greater for light at the red end of the spectrum than for

light at the blue end.

A CCD can only distinguish between levels of brightness; a single pixel measures the

intensity of light striking it. For a CCD camera to be able to scan colors, sets of pixels
must be used. Each set measures the intensity of one color. Filters are used to ensure that

each set of pixels receives light of only one color. Because of the characteristics of the

materials used, pixels measuring the intensity of one color react quite differently to pix¬
els measuring the intensity of another color, even when the light intensity of both colors

is the same.

White balancing is the process of obtaining a lookup table, for all pixels, of how far each

pixel deviates from a chosen norm—for whatever reason. Reference measurements are

made while scanning only the light emitted by the light source (i.e. with no film between

light source and sensor). The light intensity should not be so great as to drive the sensors

to their limits, because this prevents measurement of both the real range of the sensors

and variations in the light field. A sensor driven to or beyond its limits is said to be over¬

exposed. White balancing is primarily concerned with compensating for different pixel

responses to different wavelengths, but it turns out that the process neatly compensates

for a wide range of other inconsistencies.

The lookup table obtained during this reference scan (in practice many scans are made

and average values used) is then applied in software when actual scan data is being pro-
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V = f XV
corr corr x

Eq. 3: White balancing
Calculation of the correction factor for a pixel; correction of a

scanned value using this factor

Vf:

'corr-

"rnrr

Theoretical maximum value deliverable by the CCD

Value delivered by a specific pixel exposed to a reference max¬

imum light intensity.
Value delivered by this pixel during the data acquisition
Correction factor to be applied to values delivered by this pixel.
Corrected value for this pixel.

cessed (see Eq. 3).

With a color CCD-chip white balancing ensures that the measured intensities are normal¬

ized in terms of the light "white" emitted by the light source.

A scanner's characteristics change as its electronic parts age. The illumination equipment
is especially sensitive to being switched on and off. White balancing should therefore be

done immediately before each scan.

3.1.1.3 Scattered Light/Flat Field

Whenever light is applied to scan a subject, all components of the equipment may scatter

or reflect light onto the sensor. A photographer taking conventional photos has the same

problem. Consider the simplified scanning equipment shown in Fig. 24:

light source

o

film lens CCD sensor

a be

Fig. 24: Scanning light path (highly simplified view from above)

In general there are two places where scattered light can occur: On the way from the light
source to the first camera lens (in Fig. 24: from a to b) and on the way from the first cam¬

era lens to the sensor (in Fig. 24: from b to c).
Scattered light occurring between the light source and the first camera lens can be dealt

with easily, since this is a constant factor and always occurs at the same places. White

balancing, described in the previous section, can deal adequately with such disturbances.

Scattered light between the first camera lens and the sensor is much harder to handle,
since it may depend on the quantity of light passing through the film. Such reflections

must be avoided completely; correcting them is compute intensive and must take into

account the position of the sensor pixel and the intensity of light passing through the

film. Often camera lenses are the source of such effects. Good quality optical products
are usually constructed to reduce to minimize problems produced by their own bound-
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aries, edges and glass parts.

The correction of scattered light is also called flat field correction.

3.1.1.4 Immediate Environment

For perfect results, perfect scanning equipment is not enough. The immediate environ¬

ment of the scanner also has a major influence on the results.

Most scanners block external light using appropriate covers. All kinds of light in the

environment can distort the scanned data. Light produced by alternating current,

although flickering too fast for the human eye to detect, easily disturbs the scanning pro¬

cedure. When the shutter speed or the frequency of shutter releases (Fig. 23 on page 70)

correspond in any way with the frequency of such a flicker, a pattern (similar to a moiré

effect) will appear in the scan data which does not exist in the image being scanned. The

beat (frequency of the distortion) varies from channel to channel with the spectral char¬

acteristics of the flickering light—ordinary neon light is particularly bad in the blue part
of the spectrum. Scanning should therefore take place in complete darkness except for

the scanning light source. All components in the scanner which operate at particular fre¬

quencies (mechanically or electrically) are potential causes of distortion in the acquired
data if those frequencies interact with the scanning process.

Any vibration of the scanner can cause unpredictable effects. The very sensitive light
source may produce varying light intensities if shaken. The scanner should therefore be

solidly mounted.

All moving parts in the scanner (motor, drive and guide rollers, ventilation) cause vibra¬

tions which may influence the scan precision. Many components can and should be

mounted away from the optical axis.

3.1.1.5 Basic CCD Characteristics

Quantum Efficiency

Quantum efficiency is the number of photons needed to produce one free electron in a

photo-sensitive material, such as that used in CCDs. When a photon strikes an atom, the

energy carried by the photon is absorbed by the atom. One photon's energy cannot be

absorbed by more than one atom. When sufficient energy has been absorbed by an atom

it releases an electron. Common photo-sensitive materials today have quantum efficien¬

cies of about 3; that is, three photons striking the material produce one electron. The

responsiveness of a photo-sensitive material is typically measured in energy per unit

area (|iW/cm2).

Blooming

Blooming occurs when a CCD chip is overexposed. The overexposure causes so many

free electrons to be produced that they overflow from the wells where they were trapped,
and move into neighboring wells. Especially sharp changes in contrast suffer from this

effect. There are two ways to avoid this problem. The first is to modify the chip itself,

making 'gutters' between neighboring pixels so that the electrons can overflow into the

gutter and do not effect the data. This method, however, causes a loss of about 30% of the

pixel area. This reduces sensor sensitivity and well depth. A second solution (the com¬

mon method for astronomical purposes) is to reduce the exposure time and take multiple

exposures. These exposures, summed up by image processing software, result in a image
with the required signal to noise ratio (see page 75). The main disadvantage of this

method is the readout time of the chip. However, blooming is a real problem in astron¬

omy, where the subject emits so little light. When scanning film, the illumination can be
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adapted to the needs of the camera. When the subject is moving (and the camera cannot

match the movements of the subject) these stacked exposures are not possible.

Binning

The number of electrons in each pixel is read out. This count is converted by an ADU

(Analog to Digital Unit) into a grayscale value. These values represent a digital version

of the scanned object. Binning combines squares of pixels and reads them out as one

large 'super pixel', e.g. 2x2 pixels may be grouped. This decreases read-out time,
increases sensitivity, and decreases the amount of data. The data set produced by reading
each individual pixel (lxl) is four times as large as that produced by reading 2x2 groups.

Binning does of course result in loss of spatial resolution.

With linear sensors the scanning procedure needs to ensure that the film pixel size

(Section 2.4) remains square. To guarantee this, either the exposure time or the film strip

speed needs to be doubled—either way a larger area of the film is scanned during each

exposure.

System Gain

The number of electrons represented by each discrete ADU value is called the system

gain. A gain of 2.5 electrons/ADU indicates that each count or gray level represents 2.5

electrons. In general, a lower gain is better. However, this is only true as long as the well

depth of the pixels (the number of electrons that a pixel well can hold) can be represented
in the range of values produced by the ADU. For example, suppose that each pixel in the

chip can hold 85'000 electrons. A gain of 1.0 with this system would be low, but if the

ADU can produce only sixteen-bit values, only 65'536 (i.e. 2 ) electrons can be

counted. 65'536 is the effective well depth.

The system gain is caused by the process inside the ADU. In particular, the process

causes information loss because the value produced by the ADU does not represent a

specific electron count but rather a range of electron counts. It is the ADC (Analog to

Digital Converter) that causes this quantization noise; the amplification inside the ADU

causes negligible noise. Quantization noise also occurs if the effective well depth (maxi¬
mum electron count) is higher than can be represented in the output of the ADC.

System gain is a compromise between the extremes of high digitization noise and loss of

effective well depth.

Dynamic Range

Dynamic range is the ratio of the effective well depth (number of electrons that can be

counted by the ADU) to the read noise. The ratio is usually represented using the decibel

scale or as a power of two. For example, a system with an effective well depth of 100,000
electrons and a readout noise of 12 electrons would have a dynamic range of

log10(100,000/12) = 3.9, therefore 39 dB. The number of usable values can be repre¬

sented by a 13 bit binary number (log2(100,000/12) = 13). 12 bits is "state-of-the-art" for

high-performance applications today.

Charge Transfer Efficiency (CTE)

As the charge from each pixel is transferred through the system, some loss occurs. The

charge transfer efficiency is the fraction of electrons successfully passed to the next posi¬
tion during the row and column readout. The charge transfer efficiency is sensor depen¬

dent, and can be degraded by a poorly designed camera. The ideal efficiency is 1.0 (no
electrons left behind). A typical CTE might be 0.9999. In a CCD chip where 1024 shifts

are required to transfer the charge in a complete readout, the overall efficiency is
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CTE For example if 1024 shifts are necessary within a CCD chip having a CTE of

0.9999, the overall efficiency is 0.99991024 or 90%. For a linear sensor the CTE is of less

importance since in general fewer shifts are necessary to read out the whole sensor. A

linear sensor shifts the electrons produced in one exposure into the shift registers in a sin¬

gle step. The values are then forwarded from the shift registers to the ADU. The total

number of shifts varies between one and the number of sensor pixels, plus the shift into

the shift registers (Fig. 23 on page 70: tj).

Signal-to-Noise Ratio (SNR)

Signal-to-noise ratio (SNR) describes the quality of a measurement. In CCD imaging,
SNR refers to the relative magnitude of the signal compared to the uncertainty in that sig¬
nal on a per-pixel basis. Specifically, it is the ratio of the measured signal to the overall

measured noise at that pixel. High SNR is particularly important in applications requir¬

ing precise light measurement. Photons incident on the CCD convert to photoelectrons
within the silicon layer. These photoelectrons comprise the signal but the photon arrival

rate at any given point varies according to known statistical rules. This phenomenon is

known as photon shot noise and follows a Poisson distribution. Additionally, inherent

CCD noise sources create electrons that are indistinguishable from the photoelectrons.
When calculating overall SNR, all noise sources need to be taken into consideration.

The SNR (Eq. 4) for a CCD camera is calculated using the following equation: [45]

I x QE x t
SNR

(IxQExt) + (NCCD)2 + NA2

Eq. 4: Signal to noise ratio calculation

I: Photon flux (photons/pixel/second)
QE: Quantum efficiency
t: Integration time (seconds)

NCDD: CCD noise (electrons/pixel/second)

NA: Amplifier noise (electrons/pixel)

Signal (I x QE x t) is the number of electrons produced by the incident photon flux.

Photon shot noise refers to the inherent natural variation of the incident photon flux.

Amplifier noise (NA) refers to the uncertainty introduced during the process of quantify¬

ing the electronic signal from the sensor (ADU).
CCD noise (NCCD) arises from the statistical variation of thermally generated electrons

within the silicon layers (dark current), incomplete transfer through the sensor (CTE with

area sensors) and fixed pattern noise arising from the physical structure of the CCD.

Dark current (Section 3.1.1.1) describes the rate of generation of thermal electrons at a

given CCD temperature. Dark noise (a component of the overall CCD noise) is the

square root of the number of thermal electrons generated within a given exposure.

Under low-light-level conditions, read noise exceeds photon noise and the image data is

said to be "read-noise limited". The integration time can be increased until photon noise

exceeds both CCD noise and amplifier noise. At this point the image data is said to be

"photon limited". An alternative means of raising the signal to noise ratio is to use a tech¬

nique known as binning (see page 74).

Linear versus Logarithmic

In the professional photographic and motion picture industries the optical characteristics
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of film materials are expressed in terms of their optical density (OD). Fig. 25 shows light

(incident light) striking a film material. The film material absorbs some of the light but

allows some of it (transmitted light) to pass through.

photographic
material

Fig. 25: Transmittance: Related light intensities

l0: Incident light intensity

I-,: Transmitted light intensity

The equations below (Eq. 5, Eq. 6 and Eq. 7) show how the relationship between the

intensity of incident light and transmitted light is expressed as optical density.

io

Eq. 5: Definition of transmittance T

Opacitiy = -2 =
-

Eq. 6: Definition of opacity

OD = log10(Opacity) = log10(-J = logj ^J
Eq. 7: Optical density (OD) of transmission specimens

As can be seen from Eq. 7, optical density is a logarithmic scale. It models human visual

perception relatively well. CCDs, however, produce values on a linear scale. The values

they produce represent the number of photons striking the wells in the CCD. The higher
the number of photons the higher the value. Looking again at Fig. 25 and simplifying

somewhat, optical density expresses the relationship between I0 and Ii, whereas a CCD

simply measures Ii. In addition, high values for optical density represent dark areas in

the material being measured, whereas high values from a CCD represent brightness.

To make digitally acquired information useful to the photographic and film industries it

must be presented in terms of optical density. This means arranging the CCD values on a

logarithmic curve.

When representing a continuum of optical densities, the low values (bright) have poor

resolution (number of distinguishable values), whereas the high values (dark) have high
resolution. A comparison of a logarithmic optical density continuum with the linear scale

produced by a CCD is shown in Fig. 26. Note that the range of optical density values for

a given range of light intensities (x) is much greater for low intensities than high intensi¬

ties—compare ODa to ODb. For the same ranges of light intensities, the range of electron

counts produced by a CCD is comparatively lower at low light intensities than the range

of optical densities, but comparatively higher at high intensities—compare ECa to ODa
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dark x

light intensity
x bdght

Fig. 26: Comparison of logarithmic optical density scale to linear CCD scale

Note ranges of values (ODa, ECa) available in dark region versus

ranges (ODb, ECb) available in bright region, a and ß are caused by
inherent limitations in CCD technology (see text).

and ECb to ODb. Note that the ranges ECa and ECb are equal.
In this diagram the curve showing electrons counted is a straight line between two dis¬

continuities. In reality the line would curve slightly upwards, since the electron counts

delivered by real CCDs are affected at higher light intensities by increasing signal-to-
noise ratios. If the CCD could provide linear measurements over the whole range of light
intensities, the curve would begin at the coordinates (0,0) and would increase infinitely
with the increasing light intensity.

Note the two regions a and ß; a is caused by the CCD's inability to measure a true zero

value (Section 3.1.1.1). ß represents the limitation imposed by the well depth of the CCD

sensor (Section 3.1.1.2). To mimic the logarithmic behavior of optical density using a

CCD would require a sensor able to deliver many distinguishable values for darkness and

values approaching infinity for brightness. It is not necessary to have a large number of

linearly distinguishable values for high light intensities, because they convert to a much

smaller number of logarithmic values—in effect, compressing the upper regions of the

linear range.

Human visual perception is able to differentiate optical densities in steps of about

0.01 [G-39]. The human eye, once adapted to environmental light intensity, can perceive
in an optical density range of about two; that is, a ratio of 1:50 (darkness to brightness).
All light intensities outside this range are perceived as either bright or dark, without

being able to distinguish further gradations. The human eye is able to move this percep¬

tion range by closing or opening the iris to admit more or less light. Similar adjustments
are possible in a scanning system, in that the aperture can be opened or closed and the

exposure time controlled. Where the human eye adjusts itself to a changing environment,
a scanning system usually incorporates static illumination corresponding to the known

performance characteristics of the CCD sensor. In the new approach described in this

work the illumination is the reference point for brightness. Ideally, the scanner should
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exceed the capabilities of the human eye over the entire range of optical densities pre¬

sented by a film, i.e. should be able to distinguish between optical densities no more than

0.005 apart.

The most delicate task for a scanner is to accurately scan dark areas of film. For negative

films, dark areas are very important because they will result in bright areas in the positive
material. The human eye has special equipment (rod cells) for dealing with very dark

conditions. The range of a scanner must simply be large enough to scan the darkest areas

occurring in a film. Density steps larger than 0.005 result in the human eye perceiving

sharp color changes instead of gradual color change over an area. [G-39]

Positive material created by an analog transfer from a negative has an enhanced optical

density range (3.3 as to compared to 2.3 [G-40]). Such film calls for the same scanner

performance, since bright areas of the negative (not in high resolution because of the log¬
arithmic nature of optical density) limit the number of density steps.

To extract all the optical information from photographic material it is important to begin

by determining the lowest and highest optical densities present. Scanning positive film

material for archival purposes is the most demanding application for the scanning pro¬

cess.

Read

Noisea

System

Gainb

ROD

range0

#bits

dist.

linear

AOD
measurabl

ee

lost #bits

darkf

lost #bits

bright8

Well depth of 160,000 electrons (Emax, ß in Fig. 26

300 50 2.73 9.06 0.005 2.6 3

300 40 2.73 9.06 0.005 2.9 3.3

200 50 2.90 9.64 0.004 2 3

200 40 2.90 9.64 0.004 2.3 3.3

Well depth of 80,000 electrons (Emax, ß in Fig. 26)

300 50 2.43 8.06 0.009 2.6 2.5

300 40 2.43 8.06 0.009 2.9 2.8

200 50 2.60 8.64 0.007 2 2.5

200 40 2.60 8.64 0.007 2.3 2.8

Table 4: CCD characteristics

(sensor at room temperature)

a. Read Noise (Np Eq. 10): Number of electrons needed for the ADU to detect a voltage.

b. System Gain G: Increase in number of electrons needed to guarantee that the ADU

delivers its next higher value.

c. Relative Optical Density range (Eq. 11): This is the range of optical densities that can

be measured by the CCD sensors.

d. ADU measurement depth (M, Eq. 14): Number of bits necessary to express all distin¬

guishable values delivered by the ADU. It is commonly called "color depth".
e. Smallest measurable difference in optical density (AROD, Eq. 8).

f Number of bits lost due to read noise (log2(sdiost), Eq. 13).

g. Number of bits lost due to photon shot noise in the brightest parts of the measurable

range (log2(sblost), Eq. 13).

The OD range which can be measured by a CCD is directly related to the dynamic range

of the chip ("Dynamic Range" on page 74). The maximum number of electrons trappa¬
ble (well depth) divided by the read-out noise results in the number of distinguishable
values the CCD can produce via the ADU. This number is highly dependent on the char-
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acteristics of the CCD chip. Table 4 shows these dependencies.

A _

rROD
_

rROD X Nr
'ROD ?D g

max

Eq. 8: Step size in optical densities provided by a CCD

rROD: relative optical density range

D: number of bits distinguishable by a CCD

Emax: effective well depth

Nr: read noise

Conclusions:

• Best results are achieved when the effective well depth is high and the read noise is low.

In this way the requirements of a step size of 0.005 can be fulfilled. The deeper
the wells the larger the range which must be handled by the ADU.

• The system gain does not affect the range of optical densities covered by the CCD (rel¬
ative optical density).

• The loss in accuracy at high light intensities (last column) needs to be considered while

transforming linear values into logarithmic. Not all values delivered by the CCD

can be used.

• The number of distinguishable values is solely dependent on the effective well depth and

the read noise.

• In areas with high light intensities the loss of accuracy due to signal noise is more sig¬
nificant than in areas with low light intensities.

• The last two columns may not be added together. At low brightness levels, consecutive

linear values each resolve to different logarithmic values. At high brightness lev¬

els, many consecutive linear values resolve to the same logarithmic value to

three or four decimal places. Therefore, the impact of noise is different when

scanning bright areas to when scanning dark areas. In both cases the number of

distinguishable steps is reduced, but the effect is greater in dark areas than in

bright areas.

Photon shot noise is the deciding factor when scanning bright subjects; read

noise is the deciding factor when scanning dark subjects. Cooling the sensor 8°C

halves the read noise.

/E
1 -v max

sblost
=

—Q"

Eq. 9: Loss of resolution through photon shot noise

Emax: effective well depth
G: system gain

Nr = VNccd2 + NA2
Eq. 10: Noise level introduced through CCD technology and amplifier

NCCD: Noise introduced through CCD technology

NA: Noise introduced through amplifier (ADU)
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, (maxA
TROD

=

1Ogl0[l^-J
Eq. 11 : Range of optical densities measurable by a sensor

Emax: effective well depth

Nr: noise level

M = log2(%-j
Eq. 12: Maximum value emittable by the ADU, expressed as the number

of bits needed to contain it.

Emax: effective well depth
G: system gain

sd
=
—

SUl0St
QG

Eq. 13: Loss of resolution due to read noise

Nr: read noise

G: system gain

D = log2(-2pj-log2(sdlost) = log2(-^pj
Eq. 14: Number of usable discrete values emittable by the ADU,

expressed as the number of bits needed to contain it

D: this is the effective color depth for this sensor, in contrast to the

raw color depth M. Always: M > D. Color depth here is a mislead¬

ing term; D and M express the accuracy with which the system
can measure light intensity, not color.

Nr: read noise

G: system gain

sd|0St: resolution lost from linear range due to read noise (in image parts
with high light intensities sb|0St should be considered, not sd|0St).

Emax: effective well depth

The last column in Table 4 shows the CCD's lack of linear resolution in dark image parts.
The lack is expressed as the number of bits lost, since this amount of space can be saved

when storing the value in binary form. The second last column shows that the CCD has

much higher precision when it is measuring bright values. To be able to show all the lin¬

ear values the CCD can produce, the binary range of the logarithmic representation of the

values needs to be increased.

Color Depth Enhancement

In case of a lack of color depth and a surplus of spatial resolution, the scanning process

can be used to enhance the color depth (dynamic range) at the expense of spatial resolu¬

tion. This step might be considered when the information on the film is below the resolu¬

tion abilities of the CCD or when only parts of the film strip are being scanned. This
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enhancement is made by combining the values from four neighboring pixels assembling
them into a square. The resulting improvement quadruples the linear range (M) but only
doubles the signal-to-noise ratio.

Further reading on the topic of common CCD problems can be found in [45], [34], [35],

[36] and [37].

3.1.2 Adjustments for CCD characteristics

The project discussed in this work uses a digital camera from Dalsa Corporation, the

model CL-G1 2098 [46]. It incorporates a tri-linear sensor providing three parallel digital

output channels. It delivers 2098 pixels for each color (red, green and blue). There is an

additional socket through which power is supplied to the camera; the same socket also

carries various camera control signals. Color depth is eight bits per color (see
Section 3.2). The pixel clock range is from 7.5 MHz to 10 MHz so the theoretical maxi¬

mum data stream which can be achieved is 30 MB/s. Each sensor pixel is 14 |im on a

side, giving a pixel area of 196 \±m .

3.1.2.1 Physical Displacement of Red, Green and Blue Sensors

The arrangement of sensors on the tri-linear CCD chip is illustrated in Fig. 27. The

CL-Gl's sensor plane incorporates three independent linear sensors placed in parallel.
The sensors are spaces seven pixels apart.

This arrangement has an impact on the

received data acquired in color mode. The

three colors are acquired in parallel in one

shot, but there is a seven-line gap between

the colors. A particular segment of film must

be exposed three times before all its data can

be acquired; at any given moment of a scan,

seventeen segments are "in the pipeline". An

algorithm is required to bring the three

scanned colors into alignment (see "Correct¬

ing for Color Displacement" on page 84).

3.1.2.2 Shutter Triggering

The procedure for determining at exactly
what time a shot should be taken is the most

sophisticated one in the whole scanner.

Chapter 5 describes how commercially avail¬

able scanners perform this task—essentially they rely on the perforations to provide
accurate timing and positioning information. In this project the perforations cannot be

relied upon, since in extreme situations they don't exist or are not at the expected loca¬

tions. Shutter timing for the new approach described here needs to be carried out in

another, more sophisticated way.

Digital cameras such as the Dalsa camera used in this project do not have 'shutters' in

the usual sense. There is no physical blocking of the light reaching the sensors, no timed

unblocking allowing light to fall on the sensors. A "shutter release" is simply the

moment at which measurement of light intensity begins; "exposure time" is simply the

duration of a single measurement. The sensors continue to function between "expo¬

sures", but the electrons produced are discarded unused.

The factor most critical to achieving square pixels is accurate shutter release timing.

98 nm

7 lines

14|im

(L>

X
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O
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red green blue

Fig. 27: Sensor of Dalsa CL-G1 2098

(not to scale)
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Square pixels are the goal; only with square pixels is the aspect ratio of the original

image material preserved. To achieve this, the time from shutter release to shutter release

must be precisely controlled and held in a constant relationship to the speed of the film

strip as it passes the camera (Fig. 23 on page 70: te3 - tel). For a 35 mm film strip, for

example, a new exposure needs to be taken every 17.5 |im (Table 1 in Section 2.4). The

exposure time is not as critical, provided it is shorter than the time between shutter

releases and provided that there is sufficient time at the end of each exposure to read the

data out of the CCD sensors. Reading out the data can happen to some extent simulta¬

neously; that is, a fresh exposure can begin while the data from the previous exposure is

still being read out.

With a continuous drive (Section 2.5.5), shutter release timing can be provided as a trig¬

ger signal to the camera, assembled by a signal generator. The experiences gained in this

project have shown that the accuracy of such a trigger is crucial. Good results have been

achieved using a simple quartz clock generator.

No matter how accurately the film strip speed can be controlled there will always be

minor fluctuations. Even very small fluctuations in film strip speed can result in major
distortions of the image data. A trigger generator, no matter how regularly it produces its

signals, is useless as long as those signals are independent of the actual (rarely ideal) film

strip speed, directly in front of the sensors. For accurate scanning the film strip speed
must be constantly measured and the shutter releases triggered accordingly. Solutions to

this very central issue are presented in Section 6.1.1.3.

3.1.2.3 Filter Characteristics

As earlier mentioned, a CCD measures only light intensities and not specific colors

(wavelengths). The measuring of a desired wavelength is done by filtering out unwanted

wavelengths using filters.

The spectral characteristics of these filters determine what ranges of wavelengths will

reach the separate linear sensors to be digitized. Section 3.4.1 explained why these filter

characteristics are important. In summary, the filters need to be very narrow band

(20 nm), ideally centered on the peaks of absorption of the color dyes in the film strip—
in general, 450 nm, 550 nm and 650 nm. Wavelengths above 650 nm pose problems
because of the sensitivities of the silicon used in the sensor. Unfortunately, the peak of

absorption for red dye (cyan) is around 700 nm, which poses problems when scanning

negative film. It is not necessary, however, to position a filter exactly at the position of

peak absorption for a given dye if the spectral curve for that dye is well known. The filter

can be offset somewhat, and the values obtained can be extrapolated along the spectral
curve to the desired point. [G-3]
The Dalsa camera incorporates three linear sensors. Each sensor is dedicated to one

color; red, green or blue. The filters in the Dalsa camera do not meet the above specifica¬

tions—they permit a much wider range of wavelengths to pass (see also in Section 5.1).
Besides the solution described in Section 2.3, this can be compensated for to a certain

degree by 3x3-matrices expressing the dependencies between the colors (side absorp¬

tions). Matrices can however never achieve real color precision and will never allow

color reconstruction as described in Section 3.4.1.

3.1.3 Processing the Data on the Fly

The amount of data from a single scan is very large. Storing it immediately and process¬

ing it later would in general require double the storage space. Much of the processing
needed involves relatively simple mathematical functions being applied to the data; these
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can typically performed fast and without very much computing power.

Eq

newValue = LUT[c][p][v]
15: Correcting a value by referencing directly into a Lookup Table

References the color channel.

References the position of the pixel.
Value delivered by the ADU.

3.1.3.1 What Processing is Needed?

Due to the many

inaccuracies in the

scanning process, a

lot of corrections

need to be performed
on the acquired data.

The information

obtained during calibration processes such as white balancing is applied to the data

stream coming from the camera. These corrections are often very simple mathematical

functions which do not require much computational power. It makes sense therefore to

perform the necessary processing "on the fly", that is, as the data is being moved to mass

storage. Complex mathematical functions can often be precalculated and the results

stored in lookup tables (LUT), allowing rapid application of the entries to the data.

The use of a LUT can be very fast compared with the calculations that would be neces¬

sary otherwise. With a LUT the replacement of a value in the data stream is done with a

single logical memory access. The access is very fast since values (and sources of values,

e.g. color channels) from the data stream can be used directly as offsets into the

LUT(Eq. 15).

Tests in this project have shown that

there is a break even point between the

cost of applying LUTs and calculating
the values on the fly. Because accessing

memory is slow in current computers,

performing simple operations on the fly
is sometimes faster than loading a pre¬

calculated value from main memory.

This is especially true if the LUT can¬

not be maintained in processor cache,
such as when large data sets such as

images are being processed. Program
code is often cached separately. On cur¬

rent computers this "old" trick of using
LUTs may only work in situations

where complex calculations, more

color depth
of sensor

Fig. 28: LUT for color sensor: 3-dimensional array

complex than can reasonably be done on the fly, can be done in advance.

Basic Corrections

All the basic corrections, such as compensating for dark current (Section 3.1.1.1), illumi¬

nation irregularities, pixel differences (Section 3.1.1.2) and scattered light

(Section 3.1.1.3) can be collected together in a single Lookup Table (LUT). This LUT is

a two-dimensional array referenced by the pixel number (physical position of the pixel
within the sensor) and the brightness value delivered by the sensor. The LUT is created

during the white balancing calibration process (Section 3.1.1.2). With color cameras a

three-dimensional LUT is used; the additional dimension is then referenced by spectral
channel (Fig. 28).

Correcting the values delivered by the Dalsa sensor requires a three-dimensional LUT
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containing 3x255x2098 8 bit values (1.53 MB) for color mode or 1x255x2098 8 bit val¬

ues (0.51 MB) for grayscale mode. If binning mode is enabled, the LUT's is halve the

size.

Correcting for Color Displacement

Within the Dalsa camera the displacement of the three sensors (see Section 3.1.2.1)

requires a buffering and alignment algorithm to group the values arriving from each

color channel so that each group represents a single pixel. This algorithm needs memory

to store the buffered scan lines. Assuming that the scanned pixels are square, the Dalsa

CL-G1 requires memory for 22 lines, 7 of which are waiting for their final color values

and 15 lines of which are waiting for two further sets of color values (Fig. 27 on

page 81). In total this requires (7 + 15) * 2098 bytes = 45 kB. With binning enabled it is

only half as much. In grayscale mode the algorithm is unnecessary because only one sen¬

sor array is being used (typically the green-filtered sensor).

Correcting for Built-in Filter Characteristics

Correcting for the characteristics of built-in filters is not as easy a task as those men¬

tioned above, since for any given set of intensity values the corrected values for one color

are dependent on the values for the other colors. For three colors this relationship is

mathematically a 3x3-matrix, provided the relationship between the values varies in a

linear fashion with light intensity. The most flexible way to perform this correction is a

LUT but such a LUT is quite large. The size depends on the color depth of the camera—

with a tri-linear camera such as the Dalsa camera used in the project, 3x256 bytes

(48 MB) would be required.

With higher color depths (8 bits is not optimal) the size of such a LUT will be very much

larger. For example, at a color depth of 10 bits the LUT would require 3 GB. The alterna¬

tive to using a LUT is performing the necessary calculation on the fly.

Linear to Logarithmic

Digitally acquired information must sometimes be presented in terms of optical density,
a logarithmic scale, rather than as linear values. This means arranging the CCD values on

a logarithmic curve. This calculation can either be performed on the fly (the calculation

is very processor intensive) or the values can be pre-calculated and stored in a small

LUT Since the calculations are the same for each color channel, the LUT requires
2n bytes, where n is the color depth in bits. For an 8 bit color depth the LUT would

require 255 bytes. For color depths greater than 8 bits the input and output values need

more than one byte of memory—typically two, doubling the space required.

3.1.3.2 Why "On the Fly"?

In the face of a continuous data stream resulting in a huge amount of data, even quite
small corrections can have a big impact on the system requirements. Every correction

acquisition

computer

Fig. 29: Digital image data path

,^>N
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algorithm has a source data set and a result data set of the about same size. If the source

data set is first written to (slow) mass storage, it must then be read off that mass storage

for processing, be processed and finally be rewritten to mass storage. By processing the

data immediately, as it comes from the camera and prior to storing it, the storage space

needed is drastically reduced and processing can take place very much faster.

3.1.3.3 Where Should "on the Fly" Processing Take Place?

Consider Fig. 29: Processing should not be done on the data already stored on the mass

storage device for the reason given above. Nor can it happen in the Dalsa camera, since

the camera does not support that. The remaining two opportunities for processing are in

the frame grabber (normally incorporated in the acquisition computer) or using the com¬

puting power of the acquisition computer.

For this project some processing was done in the frame grabber; due to limited hardware

being available to the project some batch processing of stored data was also necessary.

3.1.3.4 Frame Grabber with Field Programmable Gate Array (FPGA ): Design

A frame grabber is specialized hardware designed to accept a high speed data stream

from a source such as a digital camera, and deliver it over a standard interface for further

processing. It forms the interface between a non-standard, specialized data source and

more ordinary data processing equipment.

Frame grabbing hardware can be part of a digital camera, it can be a standalone device

with suitable interfaces or it can be an expansion card in a computer. The latter solution

is most cost-effective, since many of the required interfaces (power, bus interface, clock¬

ing) can then be provided by the host machine.

For this project an IBM-compatible PC with a 33 MHz-PCI -Bus was chosen as the

acquisition computer. The computer was fitted with a SCSI mass storage controller (PCI
bus compatible), SCSI mass storage devices and 128 MB ofRAM

.

A custom-made frame grabber was designed and constructed as part of this project

[G-47]. The frame grabber is PCI bus compatible, firstly because this bus type provides
the best performance of the standard buses available and secondly because it is widely
and easily available. Data from the camera is acquired by the frame grabber during a scan

and delivered over the PCI bus for processing by programs running on the acquisition

computer. These programs deliver the processed scan data (again over the PCI bus) to the

SCSI mass storage controller.

In its simplest form this procedure uses the native file system of the acquisition computer
to manage the storage of the scan data. Even this is quite a delicate job on a single

machine, since both the frame grabber and the mass storage controller compete for the

PCI bus to move data around. With the amount of data involved this puts a significant
load on the system and poses a difficult load balancing problem. More details on this

subject can be found in Section 3.5.

1. Field Programmable Gate Array: programmable and erasable logic components which can be

used to execute simple instruction sequences in hardware

2 Peripheral Component Interconnect standard bus for interface cards in modern personal com¬

puters and workstations Available with 33 MHz or 66 Mhz clock frequency and with 32 bits or

64 bits data path width

3. Small Computer Serial Interface: standard protocol and cabling system used to connect

devices (internal and/or external) to a personal computer or workstation.

4. Random Access Memory: common name for the memory in a computer, fastest storage type

known in today's computers, volatile
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The custom frame grabber created for this project has some on-board capabilities,

enabling it to preprocess the data to some extent as it comes from the camera ("on the

fly").

Apart from the data path components, the card incorporates two controllers and a prepro¬

cessing unit. One controller handles the PCI protocol, enabling communication with the

PCI bus. The other controller manages the camera control signals. The preprocessing
unit can be programmed to perform various operations on the acquired data as it flows

through the card.

Fig. 30: Data path on the frame grabber PCI-card

The card manages three different clock cycle systems: the PCI clock (33 MHz), the cam¬

era pixel clock (10 MHz) and the internal clock of the FPGA. Because of this, FIFO

buffers (e.g. 3 x 8 bit x 8 kB and 4 x 8 bit x 8 kB) are needed at the interfaces; one

between the camera and the preprocessing unit and another between the preprocessing
unit and the PCI bus (Fig. 30 on page 86).

The Dalsa camera delivers three channels, each 8 bits wide, 24 bits in all. The PCI bus is

32 bits wide, 25% wider. The preprocessing unit can optimize data throughput relatively

easily by rearranging the data and presenting it to the PCI bus 32 bits at a time.

The preprocessing unit has a certain amount of memory available to it on the card

(e.g. 3 x 8bit x 256 kB). The memory is used to hold intermediate results and lookup
tables. This enables the FPGA to perform many of the corrections mentioned in this

chapter.

The signals to and from the camera are all driven differentially .
This enables secure

noise-insensitive transmission over longer distances in unshielded cables. The signals to

and from the camera pass through transceivers to transform the differential signals into

signals usable by the card and vice versa.

For maximum flexibility, the camera controller and the controller implementing the PCI

protocol were also implemented with FPGAs.

As discussed in Section 3.1.2.2, very precise shutter release timing is needed when

applying the approach described in this work. The precisely timed trigger signals, each

representing a constant amount of film strip travel, can be acquired by the camera control

circuitry on this custom designed frame grabber. The camera controller counts these sig-

1. FIFO: First-In-First-Out: memory chip which pipelines its input so that

the first received value is delivered first. The memory is capable of storing and delivering
data simultaneously through different ports. The chip can use two different clock

sources (one for each port).
2. differential signals: each signal carried by a cable is carried on two lines. Each line transmits

the same signal but the charge levels on the two lines have opposite signs.

Comparing the signals on the two lines results in higher bit detection reliability.

86



Calibrating CCD Data Chapter 3

exposure timing

shift to registers

tr4 read out through

Fig. 31 : Timing schemes; extending Fig. 23 on page 70 (all times in same scale)

te2 tel = te4 " *e3 = exposure—the time during which light (photons) is acquired

te3 - te1 = time from shutter release to shutter release

W tsi = tS4 ts3 = time needed to read out the collected electrons from a linear sensor (typically
one clock cycle)

tr2 - tr1 = tr4 - tr3 = time needed to forward register values through the ADU. This must be finished

before the next exposure is finished, tr2 < te4)

tl2 -1,-| = tl4 - tl3 = time needed to transfer one scan line's values from the camera into the frame

grabber input FIFOs. Input is clocked by camera pixel clock. The intervals are typically
the same as tr. Output is clocked by the Xilinx.

tv9 -1x2 Lx1

o2'

p2 tp1 _ tp4

= tx3 - tx2 = time to process one line within the Xilinx with all necessary algorithms. Must

be finished before the next line begins to arrive. tl3 > tx2. This process is clocked by the

Xilinx.

t0i = to3 - to2 = time needed to fill the frame grabber output FIFOs. The intervals are typically
the same as for tx.The input is clocked by the Xilinx.

= time needed to read out all the values for one scan line. Transfers from the

frame grabber output FIFOs are controlled by the PCI protocol.

nais and triggers shutter releases accordingly. This feature is one not found on most com¬

mercial frame grabbers, but is vital when performing continuous sprocket-less scans.

With this design the frame grabber is able to compensate to a great extent for inaccura¬

cies during the scanning process. In the four years since the beginning of this project,

commercially available technology has made significant advances. With time and money

a far better frame grabber than the one described here could be constructed.

3.1.3.5 The Frame Grabber in Action

This section describes one scan as it is performed, step by step. A list is given summariz¬

ing the single steps. After the list a more detailed description of the steps is given. Fig. 32

on page 91 shows the major components in schematic form, Fig. 74 and

Fig. 75 (Appendix F) show the hardware layout of the frame grabber. Full implementa¬
tion details are not part of this work, since these are complex electro-engineering tasks—

details can be found in [G-47]. All control of the frame grabber is performed by the
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frame grabber driver software unless otherwise noted.

Switching On and Initializing

(1) The illumination, the acquisition computer and the camera are switched on. The

camera controller and the PCI controller (both on the frame grabber and both Altera

FPGAs) are programmed automatically while the computer is booting, that is, their

instructions are loaded from EPROM
.

(2) The frame grabber driver software is loaded and run on the acquisition computer.
The driver resets the frame grabber.

In practice, the frame grabber driver software could be installed

automatically during the system boot procedure. It could even be

integrated into the operating system. Regardless of how it is

loaded, the frame grabber driver does not begin operating until

interrupts from the frame grabber start arriving. For this project
the frame grabber driver was written as a user loadable program,

configurable through command line options. This made the soft¬

ware more flexible for research purposes.

On the frame grabber described here it is not possible to individ¬

ually address many of the components. In particular the FIFO

buffers cannot be cleared without doing a full reset of the frame

grabber hardware. It should be noted when reading these descrip¬
tions that many operations (for example, clearing the FIFOs)

require a complete re-initialization and reprogramming of the

frame grabber. Step (13) for example actually involves steps (4)

through (9). The process takes less than one second and is only
needed once before each scan.

(3) Any film material in the scanning area needs to be removed prior to the white bal¬

ancing calibration (step (11)).

(4) The preprocessing unit (a Xilinx FPGA) on the frame grabber is programmed.
The preprocessing unit is programmed with the necessary pro-

grants) before every scan. This allows each scan to be performed
with its own optimal settings. The programming procedure itself

takes about half a second for the Xilinx FPGA. The program¬

ming is performed over the PCI bus by the frame grabber driver

software as part of the card reset process.

(5) Any necessary camera control signals are asserted through the camera controller, for

example binning mode enable.

(6) The exposure time register is set in the camera controller.

Exposure timing is handled by the camera controller using two

registers. One register is initialized to a value representing the

desired exposure time. The other register is set to the same value

at the start of each exposure and counts down to zero, at which

point the camera controller terminates the exposure.

(7) The fill level threshold register is initialized in the PCI controller.

(8) The film strip speed sensor is switched on, reset and initialized in calibration mode.

1. EPROM - Erasable Programmable Read Only Memory: An EPROM is a programmable chip.
Once programmed, the chip retains its program unless it is erased by intense ultra-violet light.
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A counter in the camera controller to count trigger signals from the speed sensor is

reset. The trigger signal count divisor in the camera controller is set; this defines the

time (in terms of trigger signals) from shutter release to shutter release.

The film strip speed sensor delivers a stream of trigger signals to

the camera controller. Each signal represents a constant amount

of film strip passing the speed sensor. During calibration scans

(white balancing and dark current) no film is actually being

transported, but trigger signals are still necessary for the camera

controller. The film strip speed sensor thus needs to be able to

operate in either of two modes, calibration mode or scanning
mode. In calibration mode, the signal timing delivered should be

similar to the signal timing expected during the next scan.

(9) The FIFOs on the frame grabber card are emptied.

Data for Calibration Is Acquired

(10)The user tells the frame grabber driver software how many lines to scan for white

balancing.

(11)A white balancing calibration scan is performed with "pure" white light. See steps

(20) to (33).

(12) The user tells the frame grabber driver software how many lines to scan for dark cur¬

rent calibration.

(13)The FIFOs on the frame grabber are emptied.

(14)A dark current calibration scan is performed in complete darkness.

(15)The film is prepared for scanning (i.e., is threaded into the scanner).

(16)Using the results from the two calibration scans (steps (11) and (14)) appropriate

LUTs are generated and loaded into SRAM on the frame grabber.

Starting the Scan

(17) The film strip speed sensor is reset and initialized, this time in scanning mode.

(18) The preprocessing unit is reprogrammed to use the LUTs generated and loaded in

step (16).

(19) The user tells the frame grabber driver software how many lines to scan.

In the research environment of this project the number of lines to

scan had to be determined and specified for every scan, the cali¬

bration scans as well as the final acquisition scans. In a produc¬
tion environment this would not be practical; other conditions

such as elapsed time or the end of the film strip being reached

would be used to conclude a successful scan.

(20) The FIFOs on the frame grabber are emptied.

(21)The film strip drive is started. When the film strip is being transported at a constant

speed, the user instructs the frame grabber to begin acquiring camera data, and starts

a program to move the acquired data to the mass storage controller.

It is impossible for the film strip to be taken from a standstill to

the correct operating speed instantly. Some time (and thus some

film) is necessary to allow the film strip to reach a satisfactory
and stable operating speed. Film strips usually have a leader to

1. SRAM: Static Random Access Memory
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permit synchronization of the film in a cinema projector. This

section of film is not part of the motion picture itself, and can

thus be used to allow the film strip to get up to speed.

Frame Grabber and Driver Software

(22) As the film strip moves, the film strip speed sensor sends trigger signals to the cam¬

era controller. Each signal represents the same amount of film strip passing the

speed sensor.

(23) The camera controller signals the camera to begin an exposure when a predefined
amount of film has passed the speed sensor. From that moment the exposure timer

begins counting down. When the exposure timer reaches zero, the camera controller

signals the camera to end the exposure and start delivering the data collected.

(24) On the frame grabber the preprocessing unit processes the delivered data and for¬

wards the corrected values into the output FIFO buffer.

(25) The output FIFO buffer circuitry informs the PCI controller each time the amount of

data in the buffer increases or decreases. A counter in the PCI controller keeps track

of the current amount of data in the buffer. The PCI controller triggers an interrupt
whenever the data in the output FIFO buffer reaches the predefined level set in

step (7).

(26) The frame grabber driver software waits for interrupts generated by the frame grab¬
ber's PCI controller. When an interrupt is raised, the frame grabber driver software

queries the PCI controller to determine how many words are ready to be fetched

from the output FIFO buffer.

Data is read out of the output FIFO buffer a word at a time. This

design choice proved to be a performance limitation, since a PCI

bus arbitration is necessary for each four-byte word read out. A

better choice would have been to build buffer circuitry able to

take advantage of the much faster memory mode access provided

by the PCI protocol. Another possibility would have been to use

DMA. For more information on the PCI standard, see [48].

(27) The frame grabber driver software then fetches as many words as possible from the

output FIFO buffer over the PCI bus into a ring buffer, for processing by the acquisi¬
tion computer. If this ring buffer overflows, error flags are set.

(28) The input FIFO buffer may overflow under some circumstances—ifthe output FIFO

buffer is not cleared fast enough or if the preprocessing unit processes the data too

slowly. The camera controller receives a signal from the input FIFO buffer if an

overflow occurs. The camera controller also detects lost rows and exposure settings
which conflict with the trigger timings ("overlapping" exposures).

(29) The frame grabber driver software monitors the camera controller error registers and

sets error flags which can be read by user level software.

Acquisition Computer Tasks

(30)The user level acquisition program monitors how much data has arrived in the pro¬

cessing ring buffer.

(31) The data can be processed further at this point if necessary. Speed is everything—
this limits the complexity of processing performed.

(32) The data is then transferred over the PCI bus to the mass storage controller.

When enough data has arrived in the processing ring buffer it

should be moved to the mass storage controller. "Enough" means
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approximately the total capacity of all caches on the mass storage
devices being used. Contention on the PCI bus is thus minimized.

(33)The user level acquisition program monitors the error flags set by the frame grabber
driver software; most errors can really only be dealt with by aborting the scan.

The driver software and the user level software run concurrently.
Most errors result in the loss of scan data. This is almost never

acceptable. The only way to deal with these problems is to restart

the scan, either from the beginning or (more commonly) shortly
before the point on the film where the error occurred.

camera
trigger signals from

film strip speed sensor

lookup tables,

register
settings

PCI

controller

protocoll
c

f(22)

camera

control

camera

control

signals

(23)

k(1),(6)

r(26) F(29)

to

c

*—»
*—»

CD
to

PCI

Fig. 32: Diagram of the frame grabber card's data paths
The numbers in brackets refer to the steps described in this section. t-|, txand so on refer

to the timing schemes in Fig. 31 on page 87.
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3.2 Dealing with Image Data

3.2.1 The Digital Image

What is an image in computer science terms? The image's representation while working
on images within the computer and the image's representation on a mass storage device

are two possible points of view. "Real" images, pictures seen in real life, in museums and

galleries, are not considered in this work.

This work focuses on images generated by digitizing devices. Images generated from

mathematical models (Computer Aided Design, Virtual Reality) will not be discussed in

this work.

Capturing and storing images on disk is one area; processing captured or stored images is

another. The data sets involved in modern image processing are huge; too large to pro¬

cess "traditionally" in volatile memory. Processing images and storing them must now be

seen as complementary fields.

Section 3.2.1.1, "Image Descriptions" investigates the representation of an image in

memory. Section 3.2.1.2, "File Formats" discusses image representation on mass storage
devices. Since a lot of different ways to represent images exist, conversion between rep¬

resentations also needs to be investigated (Section 3.2.1.5, "File Conversion/Standard

Conversion").

3.2.1.1 Image Descriptions

Image formats are methods of describing images. There are two basic types of image for¬

mat:

• Raster formats divide the image into an array of pixels (small squares) and then describe

each pixel in terms of its qualities, e.g. its color, etc. More advanced image for¬

mats can include additional information about groups of pixels, but simple im¬

ages are generally restricted to color. The position of each pixel is implicit in the

dimensions of the array. Most images are two-dimensional.

• Vector formats describe an image as a group of mathematically defined shapes, with po¬

sition, color and other attributes being associated with the shape. Vector formats

are widely used for creating and manipulating images from mathematical mod¬

els, e.g. CAD drawings.

Image Particles

Descriptions of images are composed of other structured information—image particles.
Some common kinds of image particles are:

• brightness: The particle is a set of values representing the intensity of light transmitted,
emitted or reflected from an area of the image located at a particular position.
When people speak of "pixels", they usually mean this kind of particle. It is the

most common method of describing an image.
• frequency of radiation: The particle is a set ofvalues representing the radiation frequen¬

cy transmitted, emitted or reflected from an area of the image located at a partic¬
ular position. [1-38]

• wavelets: A set of mathematical functions describing areas of the image. Retaining only
the most important functions results in compression; exact description ofthe im¬

age results in loss less compression. [49] [1-39]
• objects: The particle describes an identifiable structure within the image; the description

1. CAD - Computer Aided Design. The use of computers to create designs according to a specifi¬

cation, from which real objects can be built.
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usually contains geometrical dimensions and shape and often information about

the texture of the structure's surface.

Combinations of the above mentioned particles in the description of one image are also

possible.

A CCD camera delivers brightness levels arranged in lines; the natural format for work¬

ing with this data is thus brightness particles. A normal CCD camera cannot deliver com¬

plex descriptions of structures within its subject, mathematical functions describing areas

of its subject, or frequency information about its subject.

Since this work is based on image data produced by a digitizing CCD, brightness parti¬
cles arranged into raster image descriptions are used to represent image information. The

term "pixel" in this chapter will henceforth be used to mean a brightness particle. Each

pixel is a set of values representing the intensities of certain chosen wavelengths or

groups of wavelengths, each value being the measurement of light intensity at a certain

point (actually over a small area) of an image.

The measurements for each pixel are taken from a square area, in order that the image

description as whole implicitly retains the correct aspect ratio. The precision of the

brightness values is called color depth. Because computers favor binary representations,
common color depths are 1, 4, 8, 10, 12 or 16 bits, which can represent respectively 2,

16, 256, 1024, 4096 or 65636 different values. The greater the color depth, the more

space is needed to store one pixel.
As discussed in Section 2.3.1, the measurements delivered by a digital camera are typi¬

cally the result of a filtering process, such that each brightness level is actually a mea¬

surement of the intensity of a particular color. Where a digital camera delivers

information about multiple colors it is said to deliver information about multiple chan¬

nels. Pixels composed of, for example, three brightness values are said to represent three

channels. Descriptions of color images typically have three channels: red, green and blue

(RGB). Grey-scale image descriptions have one channel. Theoretically any number of

channels are possible. A channel can carry any desired information about an image—e.g.

transparency ("alpha" channel), temperature or humidity—provided of course that it can

be captured per pixel.

Normally two dimensions are stored with each image description, the pixels representing
a filled rectangular plane. The two dimensions implicitly define the relationship between

the pixels forming the image. More dimensions could be used to store additional rela¬

tionships—for example, time or a third spatial dimension. The size of an image descrip¬
tion can increase extremely rapidly with each additional dimension. Motion pictures,
however, demand such a solution—a third dimension representing time, since they are

composed of hundreds of thousands of images in strict temporal dependence.

Color Space

Although the most common pixel type stores red, green and blue light intensity values,
there are other sets of values in widespread use. The meanings of values stored in pixels
are often referred to as color spaces. The subject of color space is a very broad and com¬

plex field which will not be covered deeply here. A list of widely used color spaces

(RGB, sRGB, CMY, CMYK, YUV, CIE-Lab and Kodak PhotoCD) and a short descrip¬
tion of each is given in Appendix G.

1. "Texture", in image processing, is a technical term meaning the nature of the surface of an

object, without regard to its form.
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The color spaces mentioned (by no means an exhaustive list) are the most important in

use today and have different specialized applications. Most ofthem are triple-value; each

image particle is a set of three values. Each of these color spaces uses integer values.

Although superficially very similar—a stream of integers—the data they contain needs to

be interpreted in very different ways. An image description stored in a computer there¬

fore needs not only the image particles but also information about how they should be

interpreted—the syntax or description of the data. This information is called meta-data.

If the link between an image description and its associated meta-data is lost (or the meta¬

data itself is lost) then the image description is rendered useless.

The storage of image descriptions and meta-data is discussed in Section 3.2.1.2.

For further reading on the topic of color spaces, see [26], [50], [1-40], [1-41], [1-42],

[1-43] and [1-44].

Scales: Logarithmic Data and Linear Data

As noted above most image particles are sets of integer values, with each integer repre¬

senting a linear measurement of some characteristic of the image being described. A typ¬
ical range for such an integer value is 0 to 255 (8 bits) or 0 to 1,023 (10 bits). The term

"linear" is used here to mean that the difference between neighboring values is a con¬

stant, typically one.

In professional photography, however, the characteristics of film material are often

expressed as optical density measurements; these measurements are neither integer nor

linear. The range of this measure begins at absolute transparency (vacuum) and ends with

an absolutely black body emitting/reflecting no light. An absolutely transparent material

would have an optical density of 0.0. The other end of the range is infinity. The range

falls on a logarithmic curve and fractional values are essential. For detailed information

see in Section 3.1.1.5 on page 75.

How can optical density measurements be stored efficiently? Floating point representa¬
tions are more complex and differ more widely across computer architectures than inte¬

ger representations. Integer representations are far less complex and the differences

across computer architectures are limited to questions of bit and byte order. It is rela¬

tively easy to store floating point data as integer values. Three additional pieces of infor¬

mation about the optical density data need to be known—the highest and lowest values to

be represented and the number of discrete values in the range.

Consider a piece of photographic material with optical densities ranging from 0.100

to 4.192. Assuming that only 1,024 significantly different optical densities are repre¬

sented in this range (i.e., that a step size of 0.004 is acceptable), optical density informa¬

tion about this material can be represented in 10 bit integers (2 = 1,024).

To convert the logarithmic values in this range of optical densities the first step is to

determine the multiplication factor necessary to normalize a step size of 0.004 to the

desired integer step size ofl. In this example the multiplication factor

is 250 (250*0.004 = 1). The second step is to subtract the range start value from each

1. The positions of the least significant bit (LSB) and most significant bit (MSB) within a single

byte differ across computer architectures.

2. Byte order: Computers nowadays do not address single 8-bit bytes, but rather groups of 4 or

8 bytes called WORDS. Treating the entire word as a single binary number, one byte will con¬

tain the most significant binary digits—this is the "most significant byte". Byte order refers to

the different arrangements possible. E.g. the Apple Macintosh with its PowerPC processor

uses a different byte order than Intel x86-based computers.
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logarithmic value. The final step is to multiply each logarithmic value by the multiplica¬
tion factor.

The lowest and highest optical densities represented and the number of discrete values in

the range are typical meta-data. Without them the original logarithmic values cannot be

reconstructed from their integer representations.

3.2.1.2 File Formats

Once an image description has been obtained, the next important decision to be made is

how the description is to be packaged for ultimate storage and retrieval. The choice of

package—i.e. file format—determines not only the physical storage requirements but

also the reliability of later retrieval. Poorly chosen file formats can result in lost, reduced

or inflexible access to the stored image descriptions, and the problem tends to worsen

over time.

An image can be considered as a group of numbers ordered in a particular way. The num¬

bers need to be stored; information about their meaning and order must also be stored.

The information about meaning and order is called meta-data and is needed for each

image description (or series of images sharing a image format). The extent to which a file

format accurately, conveniently and reliably contains or refers to its meta-data is a mea¬

sure of its suitability. The term image file refers to a stored image description; the term

meta-data file refers to a file containing image description meta-data.

Archives in particular need to apply higher standards to their choice of file formats. All

file formats evolve over time, incorporating new features and adapting to changing

needs; file formats can also disappear under some circumstances. This means that it is

important to store a description of the file format used with each image file (or group of

image files sharing a file format). The optimal solution is to store the text of the relevant

standard describing the file format used and also to store the source code of the programs

used to implement the standard—or at least that part of the standard applicable to the

image files being created. It is not a good idea to store only executable programs,

because they depend on particular hardware to run. In the event that it becomes impossi¬
ble to run the programs, image files created using them will effectively be lost. Source

code should also be stored as hardcopy.
Source code may not be available for proprietary software. Fortunately a lot of file for¬

mats are public standards and their descriptions are freely available. Software packages

implementing or partially implementing these public standards are in many cases also

freely available. The combination of a file format standard, an implementation of the

standard, the source code of the implementation and an image file created using these

offers the best chance for long term storage and reliable recovery, assuming of course

that the storage medium itself is not damaged and that a suitable device remains available

to read the storage medium (see Section 3.2.2 and Section 3.2.9).

There is a wide range list of possible file formats for raster images. Those listed here are

mainly file formats with open standards and freely available software implementations.
Some comment is included as to their appropriateness as storage containers for archiving

purposes. The criteria for choosing a suitable container are:

• flexibility—can it store different kind of image descriptions?
• availability—are packages or source code available for various computer platforms?
• completeness—can it store everything including the required meta-data?

• independence—is the software free of proprietary or other restrictions?

• stability—is the standard developed in a consistent and transparent way?
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• efficiency—is the data stored with a minimum of overhead?

It is not possible to evaluate all the file formats below against each of the criteria above—

such an evaluation is beyond the scope of this work. Appendix H gives a very brief over¬

view of some commonly used file formats, and one or two which are being developed.
Information about most of the standards listed can be found in [51][I-45][I-46].

Some formats are not listed in Appendix H because they are in some way dependent on a

single software producer—in terms of standard ownership, inter-version compatibility or

source code availability. One example of a proprietary still image standard is the Kodak

PhotoCD format called ImagePac. Only the decoder for PhotoCD files is available. The

encoder is subject to patent and license regulation by Kodak. An organization storing
data long-term cannot run the risk of losing all their digital stock because of changing
software market conditions.

A prudent archive should use standards which are freely available and for which software

and is also freely available, freely distributable and free of any license restrictions. Only
in this way can the archive ensure that it retains full control over the data itself.

There are still three risks remaining for a digital image archive. The software used to

generate and read the image descriptions always needs a suitable computer to run on.

The devices (controlled by the computer) which read and write the physical storage
medium need to remain in working order. The aging of the hardware components used in

creating and assembling the digital data therefore needs to be taken into account. Many
archives have had bad experiences with old tape systems where, although the tapes them¬

selves were in relatively good condition, the device to read them was either not available

or only available through expensive data recovery firms. The third risk is the degradation
of the mass storage medium itself. For more discussion of these problems see

Section 3.2.2.

3.2.1.3 Digital Audio and Digital Video—Industry Standards

This section considers various industry standards covering the storage of digital audio

and digital video data. Most such standards involve the standardization of a physical stor¬

age medium (a tape in a cartridge, a disk of a certain size) and the standardization of the

physical equipment used to read and write the physical storage medium. [52][G-53]

[54][55][56][I-47]

The advantages and disadvantages of the various standards will not be gone into.

Appendix I offers and overview of the important digital audio formats and standards,

summarizing throughput and storage characteristics. [I-48][I-49]

Table 12 in Appendix J summarizes the characteristics of various digital video formats.

For each format, the manufacturer, quantization depth supported, compression ratio

delivered and the bit rate at which the data can be written to or read from the medium are

shown. The size (extent) of each image in video formats is nowadays oriented towards

TV broadcasting standards such as PAL and NTSC
.

In contrast to file formats, video

formats need to work in real time, so the bit rate is an important characteristic for com¬

parison. The bit rate allows calculation of the effective amount of data delivered per

image, which can then be compared to the motion picture domain. [1-50][1-51][1-52]

The list in Table 12 (Appendix J) incorporates only digital standards because only data

1. PAL - Phase Alternating Line (625 lines; 50 Hz; 25 stills/s): TV standard used mainly in

Europe.
2. NTSC - National Television Standards Committee (525 lines; 60 Hz; 30 stills/s): TV standard

used mainly in the USA.
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stored digitally can be retrieved and copied without loss. This key feature is the main

benefit of the digital domain.

The high capacity and high speed of video tape recorders has made them attractive can¬

didates for modification in order to store digital data which is not bound to a standardized

real time video stream format—for example, the Ampex DCT/DST, Sony HI8/AIT and

SonyDl/SDl products.

3.2.1.4 Digital Data Formats

Although theoretically independent, digital video formats tend to be strongly associated

with particular physical packaging formats. The miniDV cassette, for example, is a

highly standardized way of packaging magnetic tape for use in devices which read and

write the miniDV digital video format. The information that is recorded using these for¬

mats is always video.

This is not the case with digital data formats (DAT, DLT, AIT, etc.). Although the pack¬

aging and physical recording methods are fixed, an arbitrary stream of digital informa¬

tion can be recorded and retrieved. The stored information is theoretically and practically

completely independent of the devices, the storage medium and the packaging. Using the

appropriate file formats, any digital information at all—including video—can be stored

using digital data formats.

With digital data formats the main issue is data density. This is explored further in

Section 3.2.3.

3.2.1.5 File Conversion/Standard Conversion

When working with image descriptions in the digital domain, conversions between stan¬

dards are necessary, sometimes between video or audio formats, sometimes file formats.

Converting image description files into a video format or video formats into image

description files are also important tasks.

Digital archives need to perform conversions of various types constantly, to ensure the

continued integrity of the data stock. When the technologies, standards or formats

involved in archiving get too old, they need to be replaced. To remain commercially (or

academically) relevant, a well organized archive must offer its stored data to its clients in

whatever formats are currently needed. This does not mean that the archive must provide

every possible format or standard, but it should be able to provide the data in ways that

support conversions into any known format.

An even more difficult and delicate task, but one essential to the long term survival of

any archive, is to satisfy the formats which will be developed in the future. Material

should be digitized with tomorrow in mind and not just the needs of today. Since most

new technologies will have higher data rates and superior image quality, they will need to

be supplied with better raw data. Archives need to extract as much data, and data of the

highest possible quality, from their raw material. A key issue in archival digitization is to

get as much information out of the raw material as is possible with the available technol¬

ogy-

Current 16 mm film contains far more information than even the highest resolution video

format of today. Choosing one of today's video formats to archive 16-mm film would

result in the loss of large amounts of the information contained in the raw material

(Section 3.2.13). The information lost may seem unimportant now, but who knows to

what uses it might be put in the future if retained?

As discussed in Section 3.2.4, archives are continuously copying their stock either to
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fresh media as their stock ages, or to new media and formats as the current ones become

outdated. The latter is of course also a conversion of sorts and presents the same prob¬
lems as discussed above. Within the digital domain a copy is usually perfect, since origi¬
nals (in the old formats) should be absolutely identical to the copy (in the new format).
This sounds very convincing and clear but when moving from format to format (espe¬

cially digital video formats) there are some very annoying difficulties, mainly involving

compression algorithms (Section 3.2.13).

These difficulties have their origins in the commercial interests of the manufacturers and

of course in the constant trend towards superior quality and functionality.

The formats used for archiving must be those which best preserve the information

extracted from the raw material and which preserve it most faithfully.

3.2.2 Digital Storage Systems on the Market

3.2.2.1 Data Tape

All magnetic data tapes have essentially the same structural characteristics. All have

good price to performance ratios; the costs per gigabyte stored is very low. The startup

costs are higher for high performance professional equipment. The differences between

professional and consumer solutions are higher system reliability, longer equipment life¬

times, longer media availability and better support from the manufacturer. A list of the

actual high quality products is shown in Table 13 in Appendix K. [57]

3.2.2.2 Video Tape

Until recently three television broadcasting standards existed: PAL (Phase Alteration

Line), NTSC (National Television Standards Committee) and SECAM (SEquential
Coleur Avec Memoire). Image sizes offered are 576 lines (PAL, SECAM) and 484 lines

(NTSC) pixels. SECAM has the same resolution and performance characteristics as

PAL, but its color modulation scheme is different. All three standards have an aspect
ratio of 4:3 and are interlaced; first the even-numbered scan lines are traced on the

screen, then the odd-numbered scan lines. The refresh frequency is thus half the scanning

frequency. PAL/SECAM scans at 50 Hz, delivering 25 full images per second. NTSC

operates at 60 Hz, delivering 30 full images per second.

PAL/SECAM is said to have 625 lines per image, NTSC 525 lines. However, not all

these lines are used to form the image—some lines at the top and bottom are used to syn¬

chronize the display. NTSC has 484 visible lines, PAL and SECAM have 576 visible

lines.

The beginning and end of each line are used for horizontal synchronization, so the dis¬

played image is somewhat shorter than the full length of a line.

Since a video signal is analog, it can be sampled (at least horizontally) arbitrarily rapidly.
The more often a scan line is sampled, the more accurate is the digital representation of

that line. However, the number of scan lines forming an image is fixed; in order to pre¬

serve the dimensions of the image, the aspect ratio should be honored when sampling

horizontally. ITU-R 601.1 (formerly CCIR 601.1) recommends a compromise sampling
resolution of 720 samples per scan line within the image area.

Acquiring the digital data representing the visible video image at an 8-bit color depth
with three color channels and sampling 720 times per line delivers 30 MB/s for PAL or

SECAM and 31 MB/s for NTSC. [1-53]

In practice, few systems digitize video so accurately. In particular, color information is

almost always sampled less often, effectively reducing the color depth. Because the

98



Dealing with Image Data Chapter 3

human eye is more sensitive to brightness than to color variations, brightness is usually

sampled more often (YCC coding, see Section 3.2.1.3 and "Color Space" on page 93).
These compromises reduce the data stream to about 20 MB/s.

In the video industry, the word "compression" means loss (Section 3.2.13). Taking fewer

samples per scan line, sampling color less often than brightness, sampling fewer scan

lines—all represent the permanent loss of information which was available in the analog
video stream being sampled. The data stream delivered by a 4:2:2 sampling (see YUV on

page 93) is known in the video industry as "uncompressed" or "transparent", and repre¬

sents a reference standard. Data streams created by sampling less often or by post-pro¬

cessing a data stream to create a smaller one are referred to as "compressed".

In addition to 4:2:2, compression ratios of 5:1 and 3.3:1 by post-processing (e.g. DCT)
are common. Most video is processed using compressed formats; only the most expen¬

sive, professional standards (like Dl or D5) work with uncompressed data in real time.

Digital video formats must handle not only image information but also audio. The com¬

monest uncompressed standard for audio is 48 kHz sampling frequency at 16 bits per

sample. So any digital video format must cope with not only the video data itself, but

another (audio) data stream of 192 kB/s. Often up to 4 stereo channels are associated

with a single digital video stream. Depending on the video format, associated audio data

may be compressed or uncompressed, integrated in the video stream or recorded on sep¬

arate tracks.

Table 14 in Appendix L lists some current digital video formats. [1-54]

3.2.2.3 CD-R, DVD-R

CD-R (Compact Disc-Recordable) enables the storage of information on a very wide¬

spread consumer medium. Images and sound can be stored in a wide variety of formats.

A video standard, based on MPEG-1, exists for CDs (Table 12). Due to the relatively
small capacity of these discs (650 - 680 MB), this medium is not appropriate for storing
motion pictures in any useful resolution. The cost of recording devices (about US$ 500)
and the cost of unrecorded discs (~1 US$; 1.5 US$/GB) are very low. Recording speeds
of up to 2.4 MB/s (8x) have been achieved. Using MPEG-1, one hour of video can be

stored on a CD-R.

The CD-R's successor is the DVD-R (Digital Versatile Disk - Recordable). DVD-R has a

larger capacity, up to 5 GB (10 GB if double-sided). Since these devices are new to the

market, they are very expensive (about US$ 6'000). While this price will decrease, the

price of one single-sided disc is already quite low at about US$ 50 (US$ 13.5/GB). The

first generation of DVD-R recording devices can record at about -1.2 MB/s. With an

average MPEG-2 data stream of 3 Mbits/s (Table 12), three to four hours of video can be

stored on one side of a DVD-R disc.

RW-standards (Rewritable) exist for both CD and DVD, where one disk can be written

and erased many times. At the moment, discs produced using Rewritable recorders can¬

not to be used in common CD-R/DVD-R players. So far, no video standard for

CD-R/DVD-R has been established—it is a pure data format, so video is stored as a file

on such discs. For long term archiving, the Rewritable standards are not meaningful,
since the media will normally never be reused. Worse, it poses the risk of data loss

through unintentional erasure.

3.2.2.4 Magneto-Optical Disk (MO)

The newest generation of these re-writable devices can store 5.2 GB on one disc. It is a

pure data format, so motion pictures would be stored as files. From the point of view of
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longevity these media are very stable, since the data is stored not only magnetically as

with tape, but also optically.

With device costs of about US$ 1,300 per device and media costs of about US$ 75 per

disk (14.40 US$/GB), the newest technology is still expensive, though cheaper in quan¬

tity. Magneto-optical technology is not very widespread and devices become outdated

and unsupported very rapidly.
Given the high costs alone, magneto-optical technology is not very attractive for archival

purposes.

For further reading, see [1-55].

3.2.3 Space Requirements

The capacity of the storage system used is crucial to any archive. The more data that can

be stored on an individual storage unit (one tape, one disk, one CD, etc.) the less physical

space is needed to store a given volume of data (data set). In general, the fewer storage
units required the lower the total cost of the storage medium required to store the data

set.

This section discusses some of the physical characteristics of storage media and com¬

pares some popular digital data formats using real-world data set sizes.

During this discussion it is important to remember that the original material is not obso¬

lete. The digitized data and the originals need to be stored.

3.2.3.1 In General

The bit density of storage media may be getting higher and higher, but dealing with the

volumes of data that are usually produced as digital video or when digitizing motion pic¬
tures still calls for an enormous amount of physical space. The amount of data that can

be stored on a single storage unit (such as a tape) is relatively small and the handling and

maintenance of thousands of these units is still a big problem.

This chapter focuses on the physical space needed by a digital film archive. The require¬
ments are estimated based on currently available types of storage units and are compared
with the storage requirements for conventional film footage. [58][59]

The choice of resolution when digitizing a motion picture impacts on all subsequent

steps in the process of archiving the motion picture. In particular, the amount of physical

space needed for storage increases with the resolution chosen.

The obvious way to decide which resolution to use is to first consider the application for

which the data is needed. In professional archives, however, the future application is not

known. There is no way to know what the data will be used for. For an archivist the con¬

clusion must therefore be: "Get everything!". Whatever method of digitization is used,
the goal should be to extract all possible information from the film. In the case of an opti¬
cal scan, all possible optical information. With all the optical information, the creation of

a facsimile of the original film is possible.

A film does not consist only of many individual pictures (frames). The entire width of the

film strip contains valuable optical information, such as the perforations, optically
recorded sound and manufacturer's codes.

Optical information does not provide a complete description of a film strip. Optical digi¬
tization does not obtain information about most of the physical characteristics of a film—

chemical composition, layer structure or thickness, for example. Scanning a film does

not replace storing the reel but does offer superior performance in terms of preservation
and documentation of the film's optical characteristics.
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The figures shown in the tables below are based on the assumption that the photographic
film material is being digitized, that as much information as possible is being extracted

and that the resolution used is appropriate to modern film material. Old film material

does not require resolutions as high as modern film material. However, archives working
at high resolutions should be prepared for large storage needs. [60]

3.2.3.2 How Much Data Does One Meter of Film Contain?

Current film material has a resolution of 100 lines/mm or 5,080 dpi. To capture this opti¬
cal information requires a scanning resolution of 200 pixels/mm. A compromise often

made nowadays is to scan positive material at approximately half this resolution—

106 pixel/mm, equivalent to 53 lines/mm or 2,700 dpi. This compromise is based on the

fact that positive material has in practical terms a much lower resolution than negative
material—the main feature lost is the grain structure of the original, which is detectable

at the higher resolution. The higher resolution emulates the inter-positive material used

when creating positive material from negative.

Table 5 assumes two bytes per pixel per channel—six bytes per pixel for color film, two

bytes per pixel for black and white. The values refer to one meter of film. Motion picture
archives often estimate their stock in meters or feet of film, because the reel count is not

very useful—the amount of film on a reel may differ significantly from reel to reel or for

different film types. A five minute short story on 8 mm material contains nowhere near

the same quantity of data as one reel of a 70 mm movie.

film formata 5'080 dpi- 100 lines/mm 2'700 dpi - 53 lines/mm

gauge
frames/

m

sec/m
width

(#pixel)

Black/White

(GB/m)

Color

(GB/m)

width

(#pixel)

Black/White

(GB/m)

Color

(GB/m)

8 mm 236 4 9 85 1'600 06 1 8 848 0 17 0 50

16 mm 1312 5 46 3'200 12 36 1'696 0 33 100

35 mm 52 6 2 19 7'000 26 78 3'710 0 73 2 20

70 mm 42 1 175 14'000 52 15 6 7'420 147 4 39

Table 5: Volumes of data extracted from one meter of various types of film

a SMPTE standards used 8 mm - SMPTE 154, 16 mm - SMPTE 233, 35 mm - SMPTE 195, 70 mm - SMPTE 152

The calculated data volumes are large; when extrapolated to a complete digital movie

archive they are immense. Many archivists are taken aback at such values. However, such

volumes of data are not acquired overnight. It is not possible today, within realistic bud¬

getary constraints, to maintain an archive of such size. When taking into account the

development of ever faster, cheaper and (most importantly) higher capacity media, it is

possible to estimate when such archives will be feasible.

To take a concrete example, consider the Cinémathèque Suisse near Lausanne in Swit¬

zerland (the sixth largest motion picture archive in the world). Its 35 mm stock consists

of about 300 million meters (on 500,000 reels) .

If digitized in full resolution this would

theoretically result in about 1,700 EB of data
.
Years would be needed to digitize this

much stock, even with several scanners working in parallel.

1. The complete inventory also includes 100,000 reels of 16 mm film, around 100 70 mm movies

and an unknown number of 8 mm and 9.5 mm works.

2. Assuming that two third is color and one third is black-and-white film.
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3.2.3.3 How Many Storage Units Are Needed for One film?

Another measure of storage volume is the number of storage units (tapes, disks) needed

to store one film. The calculations in Table 15 in Appendix M are based on a typical
90 minute 35 mm color film.

Such a film (about 2,500 meters of film), digitized at a resolution of 5,080 dpi, results in

19 TB of digital data—5.5 TB at 2,700 dpi.

As seen in the "Volume" columns of Table 15, the storage unit with the highest data stor¬

age capacity does not necessarily occupy the smallest physical volume (film itself

excepted). It is the data capacity per unit of volume which is really important, since it is

this which determines how much physical volume is needed to store data digitally.

The table above considers only digital data storage media, and none of the many video

formats available (Table 12, Appendix M). Many video tape formats would seem to ful¬

fill the storage requirements—most video tape formats can store a 90 minute color film

on a single storage unit (cassette). Looking only at the costs and volume occupied, digital
video tape would seem to be the optimal choice. However, cost and volume occupied are

not the only issues. It turns out that digital data tape is the only practical, realistic choice.

3.2.3.4 Copies

Digital data cannot be partly recovered; a given bit is either readable or unreadable.

Depending on the format, error correction protocols used and the nature of the data, loss

of data may be insignificant or catastrophic. In general, lost data is unfortunate, usually it

is unacceptable—especially in an archive.

Data may be lost for various reasons: Reading or writing devices may not be available to

recover the data, the tape itself may be damaged or distorted, the information on an

apparently undamaged tape may have been lost due to magnetic interference. Every tape

production has its variations in production precision and quality, such that data may be

lost to normal wear and tear. Finally, tapes deteriorate over time (Section 3.2.4.1). Loss

of any kind, even of only a single bit on a tape, usually renders the entire tape untrust¬

worthy.

The durability of tape is expressed in the number of possible accesses onto the same tape

position without any data loss. For the purposes of long term storage this is not so impor¬

tant, since in general tapes are not accessed very often. Nevertheless, given the large
numbers of tapes involved, even a very small failure rate can mean the loss of substantial

amounts of data. The problem of data loss can only be solved by using high quality prod¬
ucts and by having multiple copies of the data. The risk of losing unique data is very

high, but only as long as it is unique. With each (digital, identical) copy made and stored

this risk is reduced.

No device, no safe and no building is safe from all possible damage. Human error, acts of

terrorism or the forces of nature can damage or destroy the most well protected installa¬

tion. For this reason copies of digital data must be stored in physically separate locations

so that loss one copy does not mean the loss of all. Multiple copies stored in multiple
locations ensure that loss, even catastrophic loss, in one location can be recovered from.

A minimum of three copies are needed. One copy remains directly accessible to the

archivist. This is the working copy. The other two copies are stored elsewhere—but not

in the same safe, not in the same building and preferably not in the same city

(Section 3.2.5.1). Events which are unlikely in the short term—such as fire, war or earth¬

quake—become virtual certainties in the long term. Archives are in business for the long
term. For all these reasons an archive needs to be continuously copying its digital stock.
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With many video formats an exact copy cannot be made; that is, an original tape cannot

be copied in such a way that the information in the copy is mathematically identical to

the information in the original. This topic is discussed further in Section 3.2.13.3.

3.2.4 Media Handling

3.2.4.1 Deterioration of Magnetic Media

Storage under optimal conditions is an important part of any archiving strategy. These

conditions are still the subject of basic research worldwide, and the guidelines that have

been published differ, often considerably. Newly developed substrates and magnetic
materials constantly invalidate the results of previous investigations, making new investi¬

gations necessary. Predictions about the effective life of storage media should therefore

be treated with caution. Although research using artificially accelerated aging processes

has been performed in laboratories, real life experience with aged tape materials is lack¬

ing.

Unlike tape material, the storage of photographic material is well understood. It is clear

that heat, light and humidity accelerate the chemical degradation of the individual layers
in film. Interestingly, tape materials behave in basically the same way. They too, if stored

poorly, can degrade through chemical and photochemical processes. The substrate and

the top coat can react together or change internally. Light falling on a magnetic tape over

a long period results in hardening of the substrate, which becomes brittle.

The various layers can come apart due to the changing densities of the materials. High

humidity can make it difficult or even impossible to thread the material into a suitable

reader. High temperatures cause accelerated hydrolysis of the binder in the magnetized

layer of the tape. Lubricants in the top coat, originally there to reduce friction during

reading or writing of the tape, are lost over time. Reading old magnetic tapes arbitrarily
often is not possible, because the mechanical stress on the tape and the reading devices

increases all the time.

The substrate (polyester or cellulose acetate) can also prove to be a limiting component,

because the stability and thickness of the substrate directly determine the mechanical

strength and longevity of the tape material. The thicker and wider a tape, the higher the

likelihood that mechanical stresses will not affect readability.

The stability of the magnetic particles (magnetic remanence) in the magnetized layer
determines how long the alignment of the particles remains valid. In other words, how

long the reading device can depend on individual bits being recognizable as such, and on

their values being accurately readable. Every grain of dust (30 micrometers diameter),

every fingerprint (15 micrometers thick) or smoke particle (6 micrometers diameter) can

significantly affect the reading process.

All these problems lead to recommended archival storage conditions for tape of 10°C and

30% relative humidity in a dark, non-magnetic and absolutely clean room. The smaller

the variations in these conditions, the longer the tape material will remain readable. It is

also recommended that tapes be rewound once every three to five years, to prevent pack¬

ing of the tape and to check its condition. During this procedure, the readability of the

tape can also be checked.

In comparison to optimal conditions recommended for photographic material (2°C and

20% to 30%) relative humidity), the values recommended for tape are quite modest.

An extensive treatment of tape deterioration during use and storage can be found in [61]
and [1-56].
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3.2.4.2 Optimal Storage Conditions

Regardless of which storage medium is chosen, it will need to be stored under conditions

optimized for its long term physical survival and the continued integrity of the data it

contains.

Plastic materials, when exposed to light over time (especially ultraviolet light) undergo a

change in consistency and become brittle. This is an important issue for tape and mag¬

neto-optical media, where not only the medium itself but usually also its enclosing car¬

tridge is composed mainly or entirely of plastic. CDs and DVDs may also suffer from

such changes since some of their critical components are made of plastic. Media of any

kind incorporating plastic elements should preferably be stored in complete darkness.

Magnetic media are extremely sensitive to magnetic influences. Magnetically recorded

information is endangered by unshielded electrical devices, which may emit electromag¬
netic fields. Even weak fields can have a damaging effect over a prolonged period.

The effects of temperature and humidity are well known to film archivists. Photographic
materials are very sensitive to heat and high relative humidity (RH). The higher the

ambient temperature and/or the relative humidity, the faster the deterioration of the

chemical substances in the material progresses. The latest recommendations for optimal

storage of photographic materials are an ambient temperature of 2°C and 20%-30% rela¬

tive humidity (SMPTE RP 131).

Under these conditions the archived film material is no longer accessible in the ordinary
sense. This level of climate control is very expensive. The procedures for accessing the

material are very complicated—the reels of film must be thawed slowly and carefully so

as not to cause any condensation.

Digital data storage media do not need to be stored at such a low temperature and the

problems are not so pronounced, but digital data storage media, especially tapes, do not

like hot and humid environments either.

The normal working lifetime of magnetic media is generally considered to be about five

years. Storage under the recommended conditions can more than triple that effective life¬

time.

3.2.4.3 Keeping the Data Alive

All these discussions about longevity may seem irrelevant, because although the lifetime

of the cartridges and disks is adequate, the real danger to the data is the comparatively
short useful life of the devices needed to read and write the media. In twenty years cur¬

rent technologies will be as out of date as U-Matic video tape cartridges are today.

This aspect is easily and often forgotten. There are cellars full of cartridges and disks in

good physical condition whose data has been effectively lost because there is no device

available to read them. Nowadays there are firms specializing in the transfer of data from

older, superseded media. They maintain suitable equipment and offer their services to

archives which no longer have suitable (or functional) equipment themselves.

Except in the case of material which is acquired in a form for which the archive is not

equipped, loss of data through loss of the ability to read it is evidence of mismanage¬
ment. Avoiding such losses is straight forward—copy the data regularly, keeping it on

media which can be read and written with current technology. Copies of digital data from

healthy sources are always perfect, unlike copies of analog information. The trend in

data storage as in most high technology fields is "smaller, faster, cheaper". With each

1. The first analog magnetic video tape successful commercialized.
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new wave of storage technology, the same amount of data can usually be stored in a

smaller space and copied faster than was possible with the previous technology.

In professional archives this constant copying process has been part of normal business

ever since the first video tape format vanished from the market. New digital data and

video formats have shorter and shorter market lifetimes, so they regularly need to be cop¬

ied onto the newer, faster, smaller, higher capacity formats. Given the increasingly large
volumes of data involved, which are typically spread over many physical volumes (tapes,

disks), this task should be fully automated to eliminate the risk of human error as far as

possible (Section 3.2.5.2, "Automation - Robots").

The cost of high end, high capacity tapes stays roughly the same, but the capacity on

average doubles each year. With these sorts of technological advances, the cost of invest¬

ing in new equipment should not be underestimated. Advances in technology have

advantages and disadvantages. On the one hand the cost per unit of storage capacity is

falling, but on the other hand equipment must be constantly updated. Upkeep of the

machine room is an important factor; a well run archive must take into account regular

replacement/update of hardware. [62] [31]

3.2.5 Storage Management

3.2.5.1 Suitable Archive Locations

Choosing a suitable location for archiving digital material seems easy but is quite diffi¬

cult in practice. The first copy is the working copy and needs to be stored so that it can be

accessed relatively quickly and easily. The second copy needs to be stored as safely as

possible; direct access is not needed, but should not be too inconvenient—in the event of

a failure in the working copy, the second copy will be needed for the archive to resume

operations. The third copy must be stored as securely as possible—access will only be

needed if both the working copy and the second copy are lost. There are firms around the

world offering storage for any kind of valuable item under any required environmental

conditions. Disused mines offer predictable climatic conditions and are naturally well

protected against many kinds of disaster. Access to stored data is however, much less

convenient.

Bank vaults, although very secure, may not be appropriately climate controlled and are

very expensive for large volumes. Safe, climate controlled storage locations in partner
archives may be a cheaper, more effective solution. [1-57]

3.2.5.2 Automation - Robots

In any digital archive, duplicating tapes and converting data from format to format will

be a constant necessity. Such work is continuous (24 hours a day, 7 days a week), monot¬

onous and requires absolute precision if data integrity is to be preserved. This makes it a

task ideally suited to automation rather than to human workers. Such automated facilities

are called tape robots. These manage a large pool of tapes (or other storage units) moving
them between read/write devices and documenting and managing the storage of large
data sets across multiple storage units.

Tape robots manage a certain number of tapes, called the "tape libraries", usually of the

same form factor. Robots are available to manage anything from a few tapes (5 to 10) up
to a very large number of tapes indeed—many thousands. Tape robots handling only five

tapes are about the size of a microwave oven; robots handling thousands of tapes need to

be installed in appropriately large spaces.

Large robots, handling thousands of tapes inside their cabinets or silos, can usually have
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redundant mechanical components. Multiple read/write devices can be installed. Multi¬

ple grabber mechanisms (robot hands) guarantee continued access should a mechanical

problem with one occur. With multiple read/write devices installed (not necessarily of

the same type), duplications and physical format conversions can be fully automated.

Where the tape robot itself needs to be upgraded, the two robots will need to be "joined"

by dedicated hardware under appropriate computer control. This fact should be consid¬

ered at the time of purchasing a tape robot, since building appropriate custom hardware

and software for this task is likely to be a substantial cost.

Once the data is digitized and the tape robot operational, no human being should need to

be involved with the storage units beyond loading and unloading the tape robot.

Table 16 in Appendix N shows a small overview of tape robot systems available. It can

be seen as an update to the more detailed description in [63]; the product, device and for¬

mat names may have changed but the principles remain the same. Many small tape
libraries are available; these often use DDS tapes as storage units.

Excluding from the table all products unable to store one copy of a movie digitized in

full resolution would leave only seven systems. Assuming that the tape robot must also

be able to copy the resultant data set, the system must have at least two read/write

devices and must be able to deal with at least 38 TB. Only six systems could meet this

task successfully. Not all copies would stay within the system; most would be stored

elsewhere, as explained in Section 3.2.3.4.

Most high capacity tape robots allow loading and unloading of tapes while the system is

in operation (hot loading). Usually a relatively large group of tapes (50 or so) can be

removed or inserted in a single operation. This allows robots to be used in archives larger
even than the capacities of the largest tape robots. Typically sets of tapes are inserted or

removed, each set containing a complete data set (e.g. a film). Tape sets using current

technology are quite large—a complete film occupies anywhere from 37 to 542 tapes

depending on the scan resolution and the tape technology used. However, these numbers

will reduce with time and the handling of the tapes will get less cumbersome.

A parallel acquisition procedure requires a read/write device for each copy being gener¬

ated. Using the approach proposed in Section 2.7.2 (scanning three color channels sepa¬

rately and simultaneously) three times as many devices are needed.

Additional read/write devices are needed as hot standbys in case of damage to the opera¬

tional devices. One rule of thumb in professional archiving and backup environments is

that there should be one replacement device for every three devices in production, but

always at least one. In this way an almost continuous acquisition process is possible,
even in the case of partial hardware failure. If the standby devices can be automatically

swapped into production, their usefulness is greatly increased—especially if the tape

robot is being used for parallel acquisition.

Like all other electrical equipment, if the tape robot is to be protected against power fail¬

ure it will need to be equipped with uninterruptible power supply.

The investment needed to install such a large tape library may deter some archives from

considering this "high road" into the digital domain. One way to get the benefits while

avoiding large capital investments is described in Section 3.2.11. Such highly specialized
installations need specialist operators and the computer equipment will require sophisti¬
cated treatment. Progressive archivists will need to become computer-literate.

Cost estimation for a professional entry investment with the PowderHorn series from

StorageTek using one cabinet (silo) having a capacity of 6,000 tapes and incorporating
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five Redwood SD-3 devices starts at US$ 700,000. This price includes all hardware com¬

ponents and the control software, but excludes the cost of the tapes and the front-end

computer. The PowderHorn series can be expanded into a system theoretically capable of

managing 7.2 PB on 144,000 tapes—roughly 350 35-mm full length color motion pic¬
tures at 5,080 dpi.

ADIC-GRAU offers a maximum capacity of 4 PB—211 films at 5,080 dpi or 1,276 films

at 2,700 dpi. A basic ADIC-GRAU AML/2 system with software and including an

access unit, a QuadroTower equipped for 1,344 D2 middle-sized cassettes and five

AMPEX D2 read/write devices costs the same as the StorageTek PowderHorn.

The space inside a tape robot is very expensive space. The space is also not climate con¬

trolled to the standard necessary for optimal long term tape storage. It is therefore not

reasonable to use the robot itself as long term storage space. The space inside a tape

robot should be reserved for tapes which are actually in use—for access, acquisition,

indexing, copying, format conversion and so on (see Section 3.2.8). [64][I-58]

[1-59] [1-60]

3.2.5.3 Cost of Storage Media

The last two columns in Table 15 (Appendix M) show the cost of the storage units

required to store a high-resolution scan of a modern 90-minute 35 mm color motion pic¬
ture. Note that these are the costs for a single copy and for the media only. Since the

media cost depends not only on the cost of a single storage unit but also on the number of

storage units required, it is interesting to note the relatively low number of high capacity

Ampex tapes required. Nowadays a film is usually shipped on three reels. By the end of

1999 it will be possible to store a digitized representation of such a film on only
29 Ampex cartridges. Extrapolating from this rate of progress, it will be only four years

before only three cartridges are needed.

Given the number of storage units needed, digital data tape is still much more expensive
than digital video tape. However, the two storage methods are approximately the same in

terms of cost per gigabyte (Table 13, Appendix K and Table 14, Appendix L). Looking
at the trends for storage media in recent years, it is reasonable to assume that the costs of

digital tape will soon be at more acceptable levels.

The values shown in Table 14 are representative; different sources offer various values

and it is often unclear exactly what kind of data is being stored on the tapes. Wherever

possible, values for combined video and sound have been taken, since these compare

best with the data obtained during an optical scan of photographic film material. Other

values are often presented for video formats which have very little to do with the infor¬

mation on a motion picture film—time codes and editing information, for example.

The conclusion to be drawn from all these comparisons, and taking into account the dis¬

cussions in Section 3.2.13, is that digital video technology is not cheaper, nor does it

store more information. Digital video formats can be used to store and retrieve exactly
one kind of information, whereas digital data formats can be used to store any kind of

information—including video.

3.2.6 Meta-Data

Until now, this work has chiefly considered the raw image data (image descriptions). In

practice, the raw data itself is more or less useless without at least some meta-data. The

meta-data describes the raw data, giving sense to it.

One aspect of meta-data is mentioned in Section 3.2.1.2, where the possible file formats
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used to contain image descriptions are described. This kind of meta-data is needed by the

software to decode the packaged image description data (data file). It is a kind of techni¬

cal meta-data and is an overhead of the technique used to store the image description.
This kind of meta-data will be referred to as primary meta-data.

Video formats also have this meta-data. Some is built into the mechanical setup of the

reading and writing device and the cassettes used to contain the tape. These determine

the position and sequence of the stored data on the tape as well as its dimensions (tracks).
Other meta-data, information other than video data, such as synchronizing and frame

related information, is stored on the tape itself.

With video formats, the device itself provides much of the meta-data needed to recover

the video data. With data formats the same level of device-dependent meta-data is

present, but is used only to store or recover data files. The content of a given data file is

independent of the particular device used to store it. Instead, software uses meta-data

stored in each file to recognize the file format and access the packaged image descrip¬

tion^).

To make an analogy between video and data formats: The video cassette represents a file,
the video read/write device represents the software which reads the file. With data for¬

mats an additional level of abstraction is present; this extra level of abstraction makes the

data stored in data files independent of the devices those files are stored on.

Besides this technical meta-data, a wide variety of other kinds of meta-data can be

gained from the data, such as meta-data describing the data in terms useful to future cli¬

ents of the archive. [65]

Information about the position and size of frames, perforations and other image parts is

not an integral part of the structure of image description data obtained using the new

approach described in this work. The image descriptions offer a much more flexible,
wider range of meta-data possibilities. Since the image descriptions include practically
all the optical information extractable from the film strip, the data can be inspected to

answer a very wide range of questions—including many that have not been thought of

yet. In contrast, video formats have many inherent restrictions; the formats themselves

are designed around specific frame sizes, frame rates, sound systems, color spaces and so

on.

Extracting interesting information from the image descriptions requires processing the

data after acquisition (see details in Section 3.3). The results can then be stored sepa¬

rately—giving the archivist, software engineer or researcher direct access to the data of

interest. Some examples might be sound tracks, manufacturer codes or individual

frames. This kind of meta-data, not essential to the physical retrieval of the image

description, will be referred to as secondary meta-data.

The flexibility of data formats allows additional (externally obtained) information relat¬

ing to image descriptions to be stored with the image descriptions; some data formats

permit the storage of such meta-data as an integral part of the image file itself. Informa¬

tion about, for example, actors, landscapes, objects and scene breaks can be stored. This

kind of meta-data must be stored separately with video formats, usually requiring a sec¬

ondary storage system. [1-62]

Meta-data requirements have not been included in the volume estimations in the previous

chapters. Meta-data will usually require far less space than the image descriptions they
refer to. In contrast to image description data, particularly high resolution image descrip¬
tion data, secondary meta-data should normally be accessible in relatively short time
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frames, since decisions about which image descriptions to retrieve will typically be

based on secondary meta-data—the name of a film, for example.

3.2.7 Which Storage Medium?

In the previous sections, digital storage media have been considered from various per¬

spectives. This section summarizes the information which has gone before and demon¬

strates that digital data tape is most appropriate storage medium for digital archival

purposes. [27]

3.2.7.1 Why Digital Data Tape?

The factor most often influencing decisions about which storage medium to use is cost.

There are two cost components involved when working with digital storage technol¬

ogy—the cost of the storage units and the cost of the associated equipment.

The cost of storage units is directly related to the number purchased, although purchas¬

ing in bulk will reduce the unit cost somewhat. In general, the fewer units needed, the

lower the overall cost will be
.

Data and video tapes offer the best ratio of performance to price and are not more expen¬

sive than the photographic material containing the motion picture in its original form.

The reasonable expectation that the cost per gigabyte of tapes will decrease in the future

makes these storage media even more attractive. Other options, such as magneto-optical
or CD technology, cannot compete either on capacity or on cost (see Table 15 on

page 238). The decision is reduced to a choice between digital data tape and digital video

tape.

The choice of appropriate digital storage technology must also consider the cost of the

necessary equipment—reading, writing, displaying and managing the storage medium.

In the digital domain such equipment has a relatively short life cycle, so investment in

new technology needs to be considered as well. Traditional motion picture archiving

equipment, working with photographic material, has much better longevity than equip¬
ment used in the digital domain with video or data tape. Assuming a life cycle of about

five years for video or data tape technology implies rapid amortization of the equipment
costs. The faster and more reliable the equipment and tapes used, the lower the cost to

the archive, because more storage units can be written, accessed, copied or transformed

in a given period.

The choice of a particular digital format should not be based only on the initial costs,

because these are only important during startup. Long term availability of tapes, equip¬

ment, software and support need to be taken into account and will have a direct impact
on the ongoing costs. A small list of criteria which should be considered is given below:

• Are the components standardized?

• Are the relevant standards publicly and freely available?

• Are the formats and standards widely supported?
• Are the formats and standards well established?

• Are the firms supporting the formats and standards well established?

1. Section 3.2.2 gives an overview of costs for some popular digital storage formats. Table 13

(page 236) shows costs for data tape, Table 14 (page 237) shows costs for video tape. Table 15

(page 238) compares various formats in terms of the number of storage units needed for a dig¬
itized typical motion picture and the physical space they would occupy. The costs have been

normalized to US$ per gigabyte.
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• Do these firms provide professional support for their products?
• Are the formats and standards being further developed?

This list is applicable both to the hardware used and—no less important—to the software

used.

Based on these criteria alone, the decision between digital data tape and digital video

tape cannot yet be made, although in terms of publicly and freely available standards (at
least for the data formats), digital data tape is ahead.

Many tape standards are available, offering similar performance, but are not compatible
with each other. In this respect, traditional photographic material undoubtedly has big

advantages—almost everything (digital sound excluded) is standardized, widely

accepted and most problems are well understood. But film is an analog medium which

cannot be copied without loss. Worse, the physical decay of film material over time can¬

not be prevented. This means that information stored only on film must one day be lost.

As described in Section 3.2.13.3, the loss-less copying of digital video tape is not a sim¬

ple task. As long as transparent (uncompressed) formats are used, loss-less copying is

possible provided that no format conversion is performed. When working with other for¬

mats, loss-less copying is possible only when the bit stream is processed unchanged. If

the copy is made by first converting from a compressed format and then compressing the

data again, data and quality will be lost. This is not adequate for digital archives, which

require the ability to make a theoretically infinite number of identical copies of their

stock.

In terms of cost per gigabyte, digital video and digital tape are generally equivalent.
However, Table 17 in Appendix Q makes painfully clear how much information is lost

when a motion picture is transferred to video tape. The choice of video format deter¬

mines the effective resolution at which the film is digitized. Digitizing by scanning offers

far higher resolutions than video. That is, it extracts more information from the original

material, but at the cost of having to store far larger amounts of data. A motion picture,
when stored using most digital video formats, will fit on a single video tape; obviously
this is cheaper but the loss of information is tremendous. Even if such a tape is copied

losslessly, both copy and original hold only a fraction of the information that was present
in the original motion picture.

Both video and film have as their primary "customer" human visual perception. Both are

designed to meet the needs of the human visual system (with three channels etc.). Video

sampling, however, assumes that the information will end up being displayed on a televi¬

sion screen. Anything not required for this purpose is simply discarded. A motion picture
is created to be displayed on a cinema screen; the quality required is far higher. Scanning
measures the optical characteristics of a film. The data acquired by scanning can be used

to generate images suitable for human visual perception and suitable for display on any

device, limited only by the resolution of the original scan. If a scan is performed at a high

enough resolution, the resulting digital data can even be used to create a photographic

copy of the original film material. As many copies as desired can be created from the dig¬
ital data; as long as the digital data is preserved the last copy will be as good as the first.

In contrast to digital video tape, digital data tape allows the storage of arbitrarily high
resolution image descriptions, arbitrarily structured image descriptions, arbitrarily large
amounts of (and optionally integrated) meta-data and independence of the data from par¬

ticular storage formats and media. Digital video, on the other hand, imposes many

assumptions and limitations on the stored data. This is unacceptable for a digital archive,
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which aims to retain as much information as can be obtained from the original material.

For digital archiving purposes, digital data tape is the storage medium of choice. [1-63]

3.2.7.2 Which Digital Data Tape?

Having decided on digital data tape technology, the next question is which of the many

systems available on the market should be used? This question must be answered by each

archive individually as its needs, purposes and budget allow. The following factors will

need to be considered; many are discussed in greater depth elsewhere in this work.

Probably the most important factor for most archives will be the ratio of price to perfor¬
mance. As noted above this must not be calculated too simplistically.

The storage units should be physically as small as possible to minimize the storage space

needed and to provide for easy handling. This is of course at least partly inconsistent

with other desirable features, specifically the capacity and physical robustness of the

storage units. For long term storage the medium should be physically as robust as possi¬
ble. These three issues—physical size, physical robustness and storage capacity—need
to be considered together and an appropriate compromise solution found.

The list of criteria given in Section 3.2.7.1 pertaining to digital formats should also be

considered. In general, the better a digital tape technology meets these criteria, the more

desirable it is.

No matter how good a digital tape technology is, it is useless to an archive if handling
and storage of the many storage units involved cannot be automated. Suitable (and

future-proof) tape robots and associated archive management software must be available

in order for the chosen digital tape technology to be viable. The robot system should ide¬

ally be able to handle various tape technologies. It should be able to be extended in the

event that greater capacity is needed. It should be flexible enough to be modified to han¬

dle other media types or form factors. The robot will be operating full-time; reliability is

crucial. Professional support and maintenance must be guaranteed and the system should

be able to be repaired, upgraded or extended while in operation.

3.2.8 Handling Large Data Sets

Performing the acquisition process as described in Chapter 2 results in a data set repre¬

senting an image thousands of pixels wide and billions of pixels long—an entire motion

picture is treated as a single very long image.

Few computer operating systems are able to manage such large files. The amount of

mass storage needed to store such a file is often not directly accessible to the computer
hardware. There is, however, no need for the entire data set to be treated as a single file, it

can be partitioned across multiple physical volumes, e.g. tapes.

Few visualization devices are able to display an image wider than 2,000 pixels and color

depths of more than eight bits per channel (16 millions colors) are not common. Display¬

ing these huge data sets is practically impossible; the original high resolution image data

almost always needs to be scaled down. [G-36]

3.2.8.1 Data Set Partitioning

Most modern file systems are not designed to handle extremely large files, nor directories

containing very large numbers of files. They can deal with very large files and they can

deal with very large directories but normal operations become very, very slow—far too

slow to be useful. With such file systems, the only solution to the problem of large files is

to divide large data sets into smaller pieces. This is shown diagrammatically in Fig. 33.
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If the intention is to partition the data set, it makes most sense to do the partitioning at the

time the data set is acquired Doing the partitioning as a separate step would require dou¬

ble the storage space, apart from this, the computer hardware proposed cannot directly
address file systems large enough to contain the entire data set in the first place How¬

ever, partitioning the data set as it is acquired requires more CPU power and creates more

primary meta-data, which must be processed and stored as the acquisition proceeds

One obvious way to partition the data would be frame by frame That is, divide the data

such that each file created contains the data from a section of film containing one individ¬

ual frame The detection of frame boundaries during acquisition is very difficult During

acquisition the computer hardware is already very heavily loaded (Section 2 7) The

detection of frame boundaries is a task involving complex computing tasks—pattern

matching, edge detection and so on With computing hardware such as is proposed in this

work, the additional load imposed by frame boundary detection is unacceptable

(a) film strip = one large image file

(90 minutes, 35 mm, color 19 TB)

(b)
n nn

esfi m strip = thousands of single imagé fi

jence

uuuuuu
numbered in sequence

UUUUUUUU..Ü

(c)

directories containing
only other directories

root
for all image files of one film

Fig. 33: Three approaches to storing large amounts of image data

Frame by frame partitioning is in any case not necessary The partitioning boundaries can

be hidden from the user by the software used to manage access and retrieval The parti¬
tion boundaries are therefore more or less arbitrary from the user's point of view and can

be determined on purely technical grounds

Storing all the individual image description files in a single large directory (Fig 33 b) is

not a good solution, very large directories are not handled efficiently by most modern file

systems The search for a particular file within a single directory is typically done by per¬

forming a sequential scan of all the file names associated with this directory

1 A data file containing a single frame of a 35 mm color motion picture scanned at 5,080 dpi
would be approximately 155 MB in size
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The real benefit of a file system is its ability to arrange data efficiently in a hierarchical

structure (Fig. 33 c). Hierarchically arranged directories provide access to single files

much faster. Instead of a sequential search through one huge directory, only the much

smaller number of file names in a sub-directory needs to be inspected. The path describ¬

ing the location of a given file contains information that can be used directly by the oper¬

ating system to retrieve the information from that file. Although file names and directory
names technically need only be unique within a directory, the many individual files com¬

prising a single film should share a common prefix and be sequentially numbered. This

permits reorganization of the directory structure while avoiding file name conflicts.

The number of levels needed in the directory structure (hierarchy) depends on the char¬

acteristics of the host operating system and the number of individual files to be stored. If

no more than 500 files are to be stored in a single directory and a total of 250,000 files

need storing, only two levels are needed (500 directories, each containing 500 files).
With three levels, 125 million files could be stored. A 35 mm color film scanned at

5,080 dpi and broken into files of 150 MB each results in about 127,000 image files.

As noted above, few modern computers can directly address so much mass storage

space. However, by dynamically managing the directory hierarchy and moving data to

tape during the acquisition process, the directory hierarchy can be used to logically

group files on data tape mass storage. Grouped in this way, every tape contains one

"directory". Further consideration distributed data streams to parallel working tape
drives in Section 6.1.3.

Quality control during the scanning process is essential for high quality digitization. At

regular intervals a file can be tapped, stored separately and inspected during or after the

scan to see if the digitization process has proceeded successfully. If the scanned data

were to be stored as one large file, quality control could not be so easily integrated into

the process.

3.2.8.2 Handling High Resolution

Scanning a motion picture at high resolution results in a large amount of data. This data

not only needs to be stored, it needs to be retrieved. In order to decide what data to

retrieve, archivists need appropriate online visualization tools for selection and research

purposes. Operating directly on the high resolution data set is cumbersome. However,

smaller useful subsets of the data can always be created from the original high resolution

version. The subsets can themselves be stored after use for later, faster access.

Practically any common format can be generated from high resolution scan data, from a

thumbnail-sized film, viewable on a computer screen, to a video format such as modern

HDTV (ATV). The aspect ratio of a generated subset can be chosen based on the source

format (e.g. Academy on 35 mm film) and the desired target format (e.g. letter-box

PAL). The software generating the subset can select the area of the original image which

should be shown, crop to the selected area, or add a border as necessary.

Since the whole film is available as a single image, other interesting possibilities present
themselves—for example, extracting only the optical representation of the soundtrack,
which is available as single, uninterrupted, continuous image.

The full color depth available in the original high resolution data is not necessary for

video or for broadcasting purposes. The color depth is usually reduced to 16 bit (4:2:2).

The conversion from the original high resolution data to, for example, PAL involves a

transformation of the original color space. Assume the original high resolution data was

scanned in three channels at 5,080 dpi with a color depth of 12 bits per channel; to con-
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vert this data to PAL format, the color space must be converted to YCC, usually
8+4+4 bits. At the same time the resolution must be reduced from 4192x3506 to

720 x 576 pixels per frame. The resulting data set is very small compared to the original;
it contains far less information from the film which was originally scanned (Fig. 34).
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Fig. 34: Subsets used to generate video/TV formats from a 35 mm color film

(SMPTE 195)

In general any image format using any color space can be generated from the original

high resolution image data. This is possible with data scanned using narrow band filters

(10 to 20 nm), providing the spectral characteristics of the dye being measured, the spec¬

tral characteristics of the narrow band filters used in the scan procedure and the spectral
characteristic of the illumination used are known. The important part is the narrow band

approach, since this provides information about dye concentration and thus the spectral
curves present in the film at the time of scanning. Information about dye sensitivity char¬

acteristics and the spectral characteristics of the illumination used during exposure allow

conclusions to be drawn about the colors in the original material.

This information (spectral curves, etc.) should be stored as meta-data to enable future

applications to evaluate and use the scan data. It is worth noting that the original high
resolution data should never be altered—it serves as the basis reference data set for sub¬

sets and transformations which may be needed in the future.

Some potentially useful subsets which could be extracted and offered to clients of an

archive are shown in Fig. 35.

Note that scanning at low resolutions does not make sense—low resolution material can

always be generated from high resolution originals, but not the other way around.

3.2.9 Accessing the Data in the Archive

Various people will need access to the material stored in a digital archive. The archive

itself will have various limitations on what it can provide, how fast it can provide it and

how conveniently it can be provided.

Time critical applications like news research will need fast and frequent access to rela¬

tively small amounts of data and relatively large amounts of meta-data, all of which will

need to be located rapidly and easily. People restoring films can accept far longer access

times but need to be able to access large amounts of original high resolution data;

depending on the tools being used they may require the data in various formats. The

archive itself requires continuous access to its materials in order to satisfy customer
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Fig. 35: Extracting different resolutions from the basic high resolution data

requirements, but also in order to create refresh copies and to move the data onto new

storage technologies.

The archive needs to identify its requirements in several important areas and make

detailed plans in order to meet the challenges posed by these varying demands. The

range of access possibilities offered by an archive will be a major factor in its commer¬

cial success. [66]

3.2.9.1 Physical Limitations

The fundamental limitations for any archive are the speed at which data can be retrieved

from the storage medium and, in a distributed archive, the speed at which the storage
medium itself can be made available for storage or retrieval purposes.

It is important to distinguish between data access time and data throughput. Access time

is the time taken to locate a desired piece of information. Throughput is the rate at which

the data can be read from the storage medium once it has been located.

The access time for a given (tape) storage medium is determined by the speed at which

the medium can be searched. Average access time for a sequential medium such as tape

is the time needed to search half of the tape's length. This performance can be signifi-
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cantly improved by caching some information about the organization of the data on the

tape on a non-sequential storage medium, such as disk. Some new tape formats include a

read-writable chip in each storage unit for just this purpose .

The data throughput of a storage device is most important when performing standard

transformations, moving data from one storage technology to another or acquiring new
data (digitization and scanning). The time required to load and unload tape cartridges is

also an important factor; in automated systems this characteristic is always part of the

performance specification. For activities requiring access to individual files the access

time rather than the throughput is most important.

The advantage of a data tape system is that any arbitrary digital information can be

stored in it. The disadvantage when compared to more specialized (but otherwise lim¬

ited) systems, such as video, is that data tape cannot deliver some kinds of data fast

enough for real-time presentation. This limitation will be reduced as tape systems get

faster; in the meantime, data requiring fast real time presentation can be cached on disk

or other faster storage medium, from which it can be delivered at the required rate.

3.2.9.2 Locating and Inspecting the Data

The first step in any research is always to locate the desired information. Meta-data is

usually reviewed first in order to decide whether particular likely items are worthy of

closer inspection. The item will only be inspected in detail if the meta-data suggests that

it is relevant to the investigation at hand. Meta-data will be inspected much more often

than other material and should therefore be available faster and more conveniently.

Once an item has been selected for closer inspection, most research can be satisfied by

image or sound data at relatively low resolutions. For inspection purposes the data will

need to be playable in a range of speeds—from very slow (frame by frame) to at least

normal presentation speed. For many content retrieval inquiries thumbnails, compressed
PAL/NTSC data streams or MP3 streams can provide sufficient detail.

Low resolution data sets can be shown on monitors fed by video card adapters; thumb¬

nail video streams can be shown on computer monitors. Thumbnail versions could even

be published via an appropriately secured Internet home page. Various resolutions could

be produced on demand. Whatever method is chosen, meta-data (and perhaps certain

popular subsets of the data itself) need to be readily accessible. For this purpose, suitable

equipment must be available to the customer.

The deeper the customer must delve into the archive, the slower the process becomes, as

ever larger resolutions and ever larger data sets are involved.

3.2.9.3 Delivering the Data

Once the desired item and the desired part of the item have been identified, the archive

should be able to provide the required digital information in whatever resolution and/or

format the customer requires (Fig. 35 on page 115). In the TV broadcasting environment,
for example, there are innumerable different video and broadcasting formats. Digital data

for this field will need to be provided in compressed or uncompressed PAL/NTSC (and
soon HDTV) formats. People performing image processing or photographic restoration,
on the other hand, will typically need material in high resolution digital form. [67]

By producing the desired resolutions and formats on demand, and always from the origi¬
nal high resolution digital stock, conversion artifacts due to incompatible stream formats

or compression algorithms can be avoided.

1. Sony AIT and Sony DVCAM.
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Whatever format or resolution is required, the archive must be able to produce it in a time

frame appropriate to the customer's needs.

One very popular method of distribution (especially of meta-data) is the Internet. Due to

performance restrictions (low effective bandwidths), the Internet cannot yet be used to

distribute anything other than very small or very low resolution data sets. However, the

Internet is an excellent channel in terms of locating products and in some cases (through
secure pages and connections) also for selling them, though for high resolution digital
data the product must be delivered by some other means. Where digital data can be deliv¬

ered directly, without needing to be stored on a physical medium for transmission, the

cost of distribution and duplication on the sales side is reduced.

Even very large data sets can be transferred over high speed networks, but network links

with sufficient bandwidth to carry high resolution digital image data are still very expen¬

sive; in most cases it remains cheaper to transport such data on cartridges and cassettes.

Networks are getting faster all the time, so it is reasonable to assume that the reliable,

secure, direct transfer of digital data from place to place over high performance networks

will soon be a cost effective option.

Production of CDs, DVDs, video cassettes and DATs can be highly automated. However,

the cost of maintaining the wide range of equipment needed to support all these formats

remains a problem. An archive will typically want to support only those formats which

are relatively popular. A simple option for an archive which has been asked to provide
data in a format not widely required is to provide standardized interfaces to which clients

can connect their own equipment. In this way the archive minimizes equipment costs and

avoids having to purchase exotic devices. At the same time the clients receive exactly the

quality they need (see also Section 3.2.11).

3.2.9.4 Internal Organization

The biggest problem a digital archive faces in commercializing its stock is the organiza¬
tion and control of access to the data. To be effective in this regard the archive must not

only properly preserve and protect its stock, it must also be able to provide appropriate
access to the data. This needs to be supported by appropriate internal organization.

The basic high resolution digital data set forms the basis for later complete flexibility in

terms of data offerings. With physical stock, as in a book library or supermarket, it is

always possible to retrieve order from chaos by doing a physical stock-take. With digital
stock the number of potential "stock items" is not fixed—new "stock items" can be cre¬

ated at will; stock items can even be "destroyed" and recreated on demand. A high level

of organization and administrative control is required for a digital archive to operate

effectively.

An appropriate administrative organization must be matched by an appropriate physical

organization. Different physical items in a digital archive require different environmental

conditions. The high resolution data sets forming the core of the archive and stored on

mass (tape) storage for the long term will need special climate controlled rooms. Special
acclimatization rooms need to be provided, where material from long term storage can be

allowed to slowly adjust to working conditions. The tape robot silos need to be situated

such that tapes can be loaded easily from the acclimatization rooms.

Most other devices, such as administrative servers, caching hard disk drives, format con¬

version equipment and so on, do not need special climatic conditions and can be situated

for the convenience of the archive.

After the tape robot, however, most data transfer requirements can be satisfied over
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appropriate local area networks. The more data transfers that can be carried on network

links rather than over dedicated hardware interfaces or on physical media, the more flex¬

ible the archive can be. High performance network infrastructure is not cheap, but with

appropriate initial choices the infrastructure can grow to meet the changing needs of the

archive.

The need to maintain three copies of each data set is often forgotten. Operations on the

working copy have been emphasized, but the impact of losing that is often underesti¬

mated. The process of recovering from a lost or damaged working copy must be well-

known, defined and planned in advance. Access to the other copies of the data must be

possible within a known and acceptable time frame.

The most comfortable, convenient, rapid (and expensive) solution is to install network

links enabling remote access to the second copy (for security reasons, the third copy

should share no systems with the first and second). Some disused mines, converted for

long term storage, are already equipped with high speed network connections. This

approach requires a set of read/write devices at the other locations.

3.2.10 Security Aspects

The digital domain has many unquestionable advantages, one of which is that copying
data generates an object which cannot be distinguished from the original. This is in con¬

trast to the analog domain, where any kind of copying causes loss of information. The

possibility of perfect copies creates several problems, particularly with digital versions

of copyrighted or otherwise sensitive material.

3.2.10.1 Access Restrictions

On the one hand archives want to show people their work and stored objects; on the other

hand they do not want to give free access to data which is not meant to be distributed.

Accessing digital data over any kind of network implies that a copy is made and dis¬

played on equipment local to the viewer. After the initial decision to provide digital data

to a user, the archive loses all effective control over what the user subsequently does with

his or her local copy.

In times where every computer is connected to local area networks and often also to the

Internet, there is a danger that unauthorized access to protected data may be attempted;

worse, such attempts may sometimes succeed.

The decision to provide access to particular data (or relevant subsets) is thus a very

important one for any archive. The technologies for restricting access will not be dis¬

cussed further in this work, beyond noting that archives need to be able to control exter¬

nal access to their digital stock. [1-64]

3.2.10.2 Digital Watermarking

A digital watermark is meta data woven into the structure of a digital object such as an

image description. With the most effective digital watermarks, cryptographic technology
is used, which makes it almost impossible to remove the watermark without adversely

affecting the integrity of the digital object (e.g. causing visible artifacts in a digital

image).

With effective digital watermarks, it is possible to determine the origin of a digital object.
This in turn makes it possible to identify unauthorized copies. Without this ability, retain¬

ing control of copyrighted or sensitive material is very difficult. In many cases, for this

very reason, images with copyrights are not published digitally or only as very poor qual¬

ity versions.
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A lot of research has been done recently into the question of how to apply robust water¬

marks to digital images. Watermarks need to be robust in that they persist in readable

form in the data, even where the image has been rotated, resized, transformed into other

formats, cropped, reassembled or printed and re-scanned. These requirements are diffi¬

cult to meet; software implementing them is mostly still at the research stage.

For archives, publishing parts of their digital stock can be a welcome way to get attention

and improve public relations. Many distribution processes can be simplified and/or accel¬

erated when digital images can be reproduced and sold directly to customers. With digi¬
tal watermarking there is light at the end of the tunnel; all copyright holders wishing to

publish and distribute images should soon have a powerful tool to help them do so while

protecting intellectual property rights. [68][69][70]

3.2.11 Outsourcing

Moving into the digital domain is something which often requires basic changes inside

an archive—changes involving management, personnel, equipment and work flows.

Many of the benefits of the digital domain can be obtained without major change (or the

changes can be introduced more gradually) by outsourcing.

The tasks of storing, maintaining and restoring original photographic material remain as

they were. Handling digital stock is an additional task, requiring new methods, new spe¬

cialists, new space and new knowledge. By delegating some or all of these new require¬
ments to external firms, specialists in their fields, the archive can get most of the benefits

of the digital domain. In may cases significant savings can be realized, since the expen¬

sive equipment and specialized expertise is being shared by other projects and custom¬

ers.

Outsourcing has disadvantages too. The most important thereof is that outsourcing often

results in the archive becoming overly dependent on the firm(s) it uses. Depending on

which tasks are outsourced, outsourcing may result in slower operations. In general,
because the contracted firms have no direct interest in the materials they handle, quality
control becomes an issue. And finally, while material is in the hands of the contracted

firms, it is out of the direct control of the archive itself; this may lead to security prob¬
lems.

3.2.11.1 Outsourcing Digitizing

As described in previous chapters, digitizing motion pictures at high resolution is a deli¬

cate task requiring a lot of knowledge and equipment. Most commercially available film

scanners are expensive, especially when taking into account that the costs (given in

Chapter 5) include only the device, not ancillary computer and storage equipment.

These days film scanners are being used more and more in the film industry, mainly in

post-production for special effects and the digital removal of defects. Specialized firms

perform the scanning, the digital processing and the recopying of the changed sections

onto photographic material. The budgets of motion picture producers are generally

higher than film archive budgets, so they are able to pay high per-frame costs.

Scanning for archival purposes would be a completely new task for digital post-produc¬
tion firms. Firstly, they would have to digitize not merely sections but the entire film; sec¬

ondly they would not be able to simply discard the digital data afterwards; and lastly they
would need to deliver three copies. Most post-production firms would be quite unable to

meet any of these demands.

Because of these requirements, a firm able to handle the digitizing of entire motion pic-
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tures would have to be thoroughly dedicated to the task. The offering of valuable, often

very sensitive, aged film material to an external firm requires that the firm is very trust¬

worthy and very competent. This is just as true in the case where services are performed
on the archive's premises.

3.2.11.2 Outsourcing Storage

Outsourcing the storage of digital archive stock requires that the contracting firm be able

to provide long-term storage under suitable conditions, be able to maintain multiple, dis¬

tributed copies and guaranteed, timely access to the data sets. For any archive that does

not itself own and operate enough suitable storage locations, outsourcing is essential.

The archive is then able to concentrate on its core business tasks, the cataloguing and

storage of photographic material. At the same time, it can offer the benefits of the digital
domain to interested clients. In order to do this, it requires only enough equipment and

expertise to handle low resolution subsets and sufficient meta-data to support inquiries.

With outsourced storage, the security procedures governing access to the data become

very important. The data, not being under the direct control of the archive, must be safe

from any unauthorized access. This requirement needs to be contractually agreed, guar¬

anteed and reliably implemented by the contracting firm.

Since the provision of suitable storage facilities is something most archives must do, it

would make sense for geographically separate digital archives to offer storage facilities

to each other. That is, for each archive to provide some storage space to partner archives.

The main advantage of this is a reduction in costs to all participating archives.

3.2.11.3 Outsourcing Conversions

This kind of outsourcing is very well-known in the video industry. The plethora of differ¬

ent video and broadcasting formats has created a requirement for many different format

conversions. Broadcasting institutions are rarely willing to purchase all the devices

needed to perform all possible format conversions. Specialized firms offering these con¬

versions have appeared on the market and have been successful. The rate at which new

video formats are appearing seems unlikely to decrease, and with each new format the

conversion problem gets worse.

Archives with digital stock have the same problem as broadcasting institutions. Although
their stock can be used to produce any desired video format, suitable equipment is neces¬

sary for each different format. The archive must either own suitable equipment—an

expensive option, given the number of formats—or outsource the task.

The same firms which handle material for broadcasters can handle archive material, pro¬

vided the archive can deliver the material in a source format the contracting firm can

work with. Proprietary devices which accept digital data and produce a particular video

format are generally obtainable from the inventor of the format (e.g. D-5 from Pana¬

sonic).

3.2.12 Legal Issues in Digital Film Archives

Leaving aside copyright breach, any copy made of copyrighted material is made under

an explicit or in some cases implicit contract. This contract restricts what can be done

with the copy. Usually the holder of copyright in the original will retain the same rights
for scanned film data as for the original photographic material.

In general, and archive wishing to acquire material should clarify:

• who owns the material deposited?
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• who has rights over the material?

• what rights are passed to the archive on acquisition?

The above points should also be considered for existing physical stock before digitizing
it.

To preserve audiovisual materials digitally, the archive needs to obtain the right to copy

the original. Further rights need to be obtained if the archive wishes to distribute the dig¬
ital version or distribute subsets or processed versions of the digital data.

Digitization of a work often allows the work to be preserved and protected more effec¬

tively than the original format. In many countries, permission to copy onto a different,
more stable format for preservation purposes is built into copyright legislation.

Details of these legal considerations will not be considered further. The subject is quite

important, however, given the challenges and opportunities presented by new digital

technologies. Procedures and processes performed on archived material, including fur¬

ther exploration of digital data may only be performed with the explicit or implicit agree¬

ment of the copyright holder and/or others with rights over the material. More detailed

information on these topics can be found in [71].

3.2.13 Data Compression

Compression is often the subject of heated discussion: Is this or that reduction really

compression? Which kind of compression is "better"? Can this or that application use

compressed data? Is uncompressed data required? Which kind of compression is optimal
for which application? How should compression algorithms be compared?

The meaning of the term data compression varies depending on the context in which it is

used. Where image data is being discussed there are two primary contexts—lossy and

lossless. Lossy compression means removing information (ideally redundant informa¬

tion), such that the resulting output is smaller than the input.

Lossless compression means inspecting the input data for redundancy and generating

output data in which those redundancies are described rather than included—again

resulting in output smaller than the input.

The important difference is that with lossless compression all data originally present in

the input can be reconstructed.

The video industry uses lossy compression. With the algorithms used, the process can be

reversed such that the human visual system can detect no difference; however, the result¬

ing data is in fact not the same as the original. Repeating a lossy compression/decom¬

pression cycle only a few times results in visible degradation of the image [72].

With loss-less compression, compression/decompression cycles can be repeated arbi¬

trarily often with no degradation.

3.2.13.1 Information Loss

The goal of the archivist is to obtain, protect and preserve data for posterity. Just as tradi¬

tional librarian does not want to lose books, the data archivist does not want to lose infor¬

mation. Information loss is the enemy.

Data can be lost either while obtaining or processing digitized information, or through

physical loss of or damage to the media on which it is stored. [1-65]

Logical Information Loss

Any conversion from analog to digital involves the loss of some information. The resolu¬

tion of the digital version of an analog original is a measure of how much information
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was lost—the higher the resolution, the less information was lost. No matter how high
the resolution, however, some information is always lost in the conversion.

In general the use to which data is to be put will determine the resolution of the data. In

the video and motion picture industries, the ultimate purpose of images and sound is to

stimulate the human perception system. Human perception has certain characteristics

which researchers are describing ever more precisely. Using this knowledge, image and

sound data can be reduced in volume by discarding information which is redundant to

human perception. This can be done in such a way that the observer is unable to see or

hear a difference between the reduced and original data streams.

The archivist has different point of view. The use to which archived data will be put is

not necessarily known. The data will be used in the future in unknown ways and for

unknown purposes. Even material created specifically to be viewed (or heard) by a

human being may in the future be put to quite different uses. Data which a purely vision-

centric process might regard as redundant may one day be interesting to a researcher, a

scientist or an artist. The archivist must therefore treat all available information as valu¬

able and discard nothing.

Decisions made during the creation of a work, such as deciding to film directly on video,
will affect the amount of information in the original work. The archivist has no control

over such decisions. Where the original work contains only information at low resolu¬

tion, it make little sense to digitize the work at high resolution.

Storage space, cost of equipment and the resolution of the original material will together
dictate the acquisition resolution of the digital data. Since the use to which archived data

may be put is not known at the time of acquisition, the only way to support the widest

range of possible uses is to acquire the data at the highest practical resolution possible.
Once acquired, necessary processes such as copying and converting must not be allowed

to degrade the digital stock.

Nobody can predict what people will want to do with archived digital
data—not in the near future and especially not in the far future.

So for the users of tomorrow, get all the information possible
from the original material today.

Physical Information Loss

Physical information loss occurs when the physical medium on which information is

stored is lost, damaged or can no longer be read with available equipment. Physical
information loss also occurs when a work, such as a motion picture stored on film,

degrades with time. If the opportunity presents itself to re-digitize a work at higher reso¬

lution before it degrades, that opportunity should be taken.

Since the future may bring new and better ways of extracting information from audiovi¬

sual material, original (analog) material should not be discarded. Even material which

seems hopelessly damaged, whether by time or accident, should be retained. Some future

Nobody can predict what people will able to do

with archived material in the future.

So for the archivists of tomorrow,

save everything you have today.
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restoration process may yet save it.

Digital material may also suffer from degradation; if a digital data set is not recoverable

and represents the only copy of a particular work, it too should be treated as an "original"
and kept in safe keeping against the possibility that it can be recovered in the future.

"Lossless" Compression

This section discusses ways of reducing the size of image descriptions without losing
information. These compression methods are described briefly in Appendix O and the

focus is on the compression of raster images. The term "loss-less" means that a bit-for-

bit duplicate of the original data set can be recovered from the compressed version of the

data set.

For digitizing purposes, a compression algorithm needs to be fast, because of the rate of

data acquisition. Because of the amount of data involved, the compression algorithms
used should not require intermediate storage. Depending on where compression should

take place in the digitizing process, the method used should be able to function as a com¬

ponent in a data pipeline. Not all the methods in list of Appendix O meet all these crite¬

ria.

"Lossy" Compression

Any compression algorithm which produces output from which the original input cannot

be reconstructed with bit-for-bit exactitude is termed "lossy".

In connection with image data, such algorithms usually aim to reduce the input data by

retaining in their output only data to which human visual perception is sensitive. Any
information not used for perception is redundant and can be discarded. This approach is

appropriate only as long as the use for which the data is intended is human perception;
for all other applications other compression schemes need to be employed.

A short list with brief descriptions of common lossy compression methods used in image

processing is given in Appendix P. [73][G-74]

3.2.13.2 How Much Information Is Lost?

Table 17 in Appendix Q compares the amount of information in a high resolution digi¬
tized version of motion picture film material stored on data tape to the amount of infor¬

mation available when the same motion picture is stored as digital video. Only the data

representing a frame has been used in these comparisons since other data is simply not

present in video formats. The amount of data lost in the conversion of film to video is

thus greater than Table 17 indicates.

3.2.13.3 Problems with Lossy Compression

As seen in the previous chapters, various compression approaches—lossy or lossless—

can be chosen to reduce the required storage. The most popular approach is the lossy dis¬

crete cosine transformation (DCT) used in the still image format JPEG (JFIF). The same

approach is used in the film file format M-JPEG, in the MPEG video stream formats and

in almost all compressed professional video formats.

From a compatibility perspective, this might seem to be an optimal situation, with every¬

body using the same approach. Unfortunately DCT offers a wide range of implementa¬
tion variations. The quantization factor can be chosen freely and the algorithm to

perform the transformation is not standardized. Almost every manufacturer uses a

slightly different algorithm, which is then advertised as delivering improved results com¬

pared to others.
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Different applications in the television and video industry require different levels of qual¬

ity. Studio production, post-production and broadcasting each have different require¬
ments and use different compression levels. Moving to a higher compression level is no

problem, but any process which involves decompression will also involve loss of data.

Even simply copying a digital video format to produce a copy at the same compression
level will involve data loss if the copying process involves decompression. The European

Broadcasting Union has published a Technical Review which shows that the simple task

of recopying a compressed video stream results in perceptible quality loss [72].

Lossless copying of compressed digital video data is possible; the data stream is trans¬

ferred without alteration to a second storage medium. However, at the moment these

techniques are hardly ever used in the television and video industry. Almost all copying
of compressed digital video material is done via a decompression/compression cycle,
even within the same format. The transfer of a data set from one compressed format to a

different compressed format is even more difficult. Data is lost not only through the

decompression performed during the copy; information important for the destination for¬

mat may not have been retained when the original compressed version of the source was

created.

For archival purposes only the ability to produce lossless copies guarantees theoretically
infinite longevity for the data. Formats and equipment not offering this feature cannot be

used for long term storage of digital data.
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3.3 Extraction of Image Parts

This chapter will concentrate on the issues and problems of processing a data set as gen¬

erated by the scanning process described in Chapter 2. Most commercial film scanners

(Chapter 5) do the job of many of the algorithms described below either fully or partly

mechanically, in that they synchronize their scanning process with the perforations. This

simplifies locating and capturing the individual frames—which are all that is usually
retained.

With the new approach described in this work, an image of the entire film strip is deliv¬

ered. Making such an exact digital copy implies that the geometry and dimensions of the

film strip can be precisely and reliably reproduced. Without mechanical assistance, this

requires postprocessing the image data using suitable algorithms.

To achieve the same performance as ordinary commercial film scanners, the algorithms
used need to be able to operate to a great extent automatically; that is, without human

interaction they should be able to deliver the same or better results as the mechanical sys¬

tems.

The great advantage of the software approach, operating on data that can be delivered

with the same high resolution and quality at any time, is that the operations can be per¬

formed again and again with better or newer versions of the software as they are devel¬

oped. Future progress in the development of such algorithms can thus be fully exploited.

The images shown in this chapter were all captured using the prototype scanner

described in Chapter 4. References to the film strip in this chapter such as "left", right",

"leading" and "trailing" assume a viewpoint within the camera, looking out towards the

lens, with the film strip moving downwards.

3.3.1 Basic Requirements

In order to locate and extract arbitrary image parts out of a larger image, the image struc¬

ture expected by the algorithms must be clearly defined. The algorithms need to know

the physical dimensions and characteristics of the source images if they are to be able to

automatically process them. As long as standardized film formats are involved, and the

film has been processed according to those standards, the standards can form the basis

for the necessary algorithms. Non-standard and obsolete formats and physically distorted

film can still be dealt with, but require special handling. With time, experience and ever

more powerful computers, more and more becomes possible in this field.

There is a fundamental set of problems to be overcome, which arise though inaccuracies

in production of the film strip or mechanical play in cameras and copying machines. The

same problems exist now for mechanical scanners and projectors - one example is the

problem ofjitter.

In general therefore, an algorithm designed to analyze image information in order to

extract conventional information such as frames or sound should emulate a projector or a

copying machine. Such algorithms should be able to handle inaccuracies arising from the

film manufacturing process, within the camera used to expose the film, during copying or

even through aging.

3.3.1.1 Inaccuracies in Manufacturing

This section discusses the issues of standards and manufacturing tolerances relating to

photographic film material, specifically common 35 mm color film. In particular, the

positioning and accuracy of the perforations will be considered, since these are essential

to the exact reproduction of the exposed images, in that they are essential for locating
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other parts of the scanned image.

Usually, one second of sound spans 96 perforations (4 perforations per frame, 24 frames

per second). If synchronization with the perforations is not maintained, slight disloca¬

tions between sound and image may occur, which are easily detected by viewers and

which they found irritating.

Information about the locations of the leading and trailing edges of the perforations
enables synchronization to within a quarter-frame, or one 96th of a second, regardless of

geometrical inaccuracies arising during the manufacture of the film, from of the age of

the film or during digitization.

Later examples in which actual values are given will be based on the following stan¬

dards:

• SMPTE Standard 195 for Motion-Picture Film (35-mm)
Motion-Picture Prints - Projectable Image Area (positive film material)

• SMPTE Standard 59 for Motion-Picture Film (35-mm)
Camera Aperture Images and Usage (negative film material)

• SMPTE Standards 93, 102, 139 and 237 for the perforation types BH, CS-1870, KS and

DH-1870, respectively.

There are four different types of perforation, which differ chiefly in their shape. There

are two different perforation lengths, as measured parallel to the edge of the film strip—
1.981 mm for Number 139, 1.854 mm for the others. The most significant difference

within the perforation standards is the existence of two different perforation pitches (the
interval between the perforations from leading edge to leading edge). The perforation

pitch is 4.75 mm in the case ofNumber 93 and 4.74 mm in the case ofNumber 139. This

difference is important because the different perforation pitches mean that the distance

between frames differs, since frames are aligned with respect to groups of four perfora¬
tions, of which the middle two decide the position of the frame (Fig. 45, Fig. 46 on

page 135). The different perforation pitches were chosen quite deliberately; during copy¬

ing the positive is outside the negative as both are curved around a roller 305 mm in

diameter. To achieve the necessary mechanical precision, the negative must be slightly
shorter than the positive (+/- 2%). Details are given in the standards.

In mechanical devices, the profusion of perforation types usually means changing the

sprocket mechanism for each different format, otherwise the film is not transported accu¬

rately. In contrast to software processing, mechanical processing must also deal with the

different perforation shapes. Since the shape of the perforations is irrelevant to software

processing, only the KS perforation (SMPTE 139) will be discussed further in this chap¬

ter, by way of illustration.

For this discussion it is basically irrelevant which standard is used. It will be assumed

that the scanned film is positive material, because many archives only have positive ver¬

sions available. Only the shape of the perforations (height and length, radius of the cor¬

ner rounding) is standardized, plus the allowable tolerances. These tolerances are the

hard part, for both mechanical and digital processing. For example, the perforation pitch,
which is ideally 4.750 mm, may according to the standard be up to 0.010 mm larger or

smaller. In contrast to the perforation pitch, the distance from one perforation to the hun¬

dredth following perforation is allowed a much smaller tolerance—this distance must be

474.98 mm, with a tolerance of plus or minus 0.38 mm. Reduced to single intervals

between perforations, this is only 0.0038 mm, representing about three times the accu¬

racy. In summary, variations in perforation pitch may be up to three times higher for

short periods than is permitted over longer periods. 100 perforations represent a fraction
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more than a second of projection time.

Why are such variations so undesirable, and why do they occur?

Because the perforations are the basis for all other dimensions within the film strip, they
are the absolute reference. The most obvious errors seen in cinema or home projection
are errors of positioning. The image on the screen does not stay in one place, but moves

up and down slightly. This is particularly obvious to human observers when the image

depicted is a static scene.

For digital image processing, it is essential to first locate the edges of the perforations
and through these the location of the frames. The standards do not require the edges of

the perforations to be in exactly the same position each time. At a scan resolution of

5,080 dpi, a variation in perforation position of 0.020 mm is a hefty four pixels. During
this project, scans of positive film material at a resolution of 2000 pixels per frame width,

produced by the Cineon system (Section 5.1.2) revealed that vertical on-screen position¬

ing errors of less than a single pixel width were still perceptible.

Such errors need to be eliminated, or reduced to a minimum. Mechanical systems have

only limited adaptability. Digital image processing can get help from statistical methods.

Assuming a film has been scanned using the new approach described in this work and

has been precisely digitized, the distances between the perforations can be measured

over a very long section of the film and the average interval calculated. This average is of

only limited use, since the individual images were positioned mechanically. This means

that the local variance from the average determines the exact position of the frame. Such

calculations only help where a section of the film has no or too few perforations, as with

old, damaged film. In such cases, the calculated average can help to locate the frame with

at least some accuracy.

In all the standards described here, the specifications given are defined for particular tem¬

peratures and relative humidities. Photographic film material reacts to changes in tem¬

perature and relative humidity by expanding or shrinking; these changes become

noticeable when exposing, projecting or scanning the film, at least when using a mechan¬

ical setup. Using the new approach described here, such changes are not such a problem.

3.3.1.2 Camera or Printer Implications

After discussing the various inaccuracies that arise in the production of photographic

materials, it is time to consider how the material is handled mechanically. The material is

subjected to substantial stresses, both while being exposed and while being copied.

The stopping and starting of the film in the camera during filming is an important factor.

The camera (and later the projector) tries to hold the frame area of the film as flat as pos¬

sible, in order to get a sharp picture over the entire surface of the frame. To do this, the

film is positioned correctly then pulled flat by the sprockets. In a camera, the film can

also be pressed against a flat surface behind the film; in a projector this is no longer pos¬

sible.

The tensioning of the material in the camera has an effect on the positioning of the sepa¬

rate image parts. Taking into account the variations described in the previous section, the

film can be wrongly positioned by up to several micrometers—several pixels. A detec¬

tion algorithm for data from negative materials must take the manufacturing tolerances

into account, but simultaneously emulate a sort of "inverse camera" (measuring rather

1. The reconstructed version of the film "Le casse" from 1966 was shown at the AMIA Confer¬

ence in December 1997 in Washington D.C.
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than exposing), since it is the camera which determines the exact positions of the image

parts on the film strip.

Direct contact copying of a film, normally three

times (inter-positive, inter-negative and finally the

projectable positive), presents a new set of prob¬
lems. With this method of copying, two film strips,
one not yet exposed, are passed through a printer.
The printer grips both strips simultaneously

through their perforations, in order to align the two

strips precisely. Small mis-positionings, even with

new materials, cannot be wholly avoided. Large
inaccuracies occur particularly when shrunken film Fig. 36: Copy on new material of a

is copied
shrunken film

(close-up of part of a single perforation)
A digital image processing algorithm operating on

data obtained from positive film material must take into account the (possibly cumula¬

tive) effects of copying, which may have pushed the variations beyond those allowed by
the relevant standards. Such variations do not present too great a difficulty for the algo¬
rithm, as the frames can still be detected, just with appropriately larger offsets. This is in

contrast to mechanical devices, which depend on the norms set by standards, and have

difficulty with film which is too far outside those norms.

3.3.2 Perforations

This section describes how the trailing edge of a single perforation is detected. The spe¬

cial case of a partially missing perforation is excluded, since such image parts are dealt

with by special digital image processing procedures. A physically intact film strip is

assumed, and one that has not been multiply copied. These limitations are made here

because the project had too little time and too little test material to properly investigate
shrunken and damaged materials.

In the previous section various tolerances which have a direct impact on the position of a

perforation were mentioned. The following assumptions can be made:

• Within certain tolerances (four to six pixels with normal 35 mm film) the next trailing
edge can be expected to be within a statistically predictable distance of the pre¬
vious one.

• Every nth perforation, n depending of the number of perforations per frame, has been

subjected to more or less the same production processes; the individual trailing
edges will thus look very similar to each other.

• Assuming optimal white balancing, the areas within the image areas representing the

perforations are homogenous.
• The image parts representing the areas between the perforation will also be generally ho¬

mogenous. Except for some sound tracks, only dust particles and scratches

should disturb this homogeneity. It is not possible to make firm statements about

the values in these areas, since various materials have different optical densities.

Further, ways will be shown in which digital image processing methods can be used to

perform precise detection of the perforation edges for the whole length of a film. These

were implemented during this project, but are not presented here as the last word on the

subject.

There are many types of perforation. Each of these perforation types has its own standard

characteristics, but for many reasons may deviate from that standard. All these factors
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must be taken into account when processing the film. Image processing software must be

adapted or extended in order to carry out detection of each type of perforation. Such

adaptations do not present any fundamental problems and can be improved continuously.
The original digital image data is not thereby altered; it retains its original characteris¬

tics. The information extracted from the data (positional meta-data) can be recalculated

with ever greater precision.

3.3.2.1 Summation of Pixel Columns

Each perforation edge occurs more or less simultaneously in several pixel columns.

Detecting an edge within a single pixel column can be done on the basis of sudden

changes between neighboring values. The problem is that such changes occur at different

locations in different pixel columns due to the effects of damage, dust and geometrical
inaccuracies (Fig. 37). A method is needed by which a reasonable, accurate decision can

Fig. 37: Close-up of perforations showing dust and mechanical damage

be made as to the location of a perforation edge within the digital image of a film strip.

One method is to combine the values from several pixel columns together to smooth out

inaccuracies. Note that the perforation strip is effectively black and white. The problem
can thus be solved using only one set of intensity values; only one color channel really
needs to be processed in the search for perforation edges. This immediately reduces the

amount of data to be processed by two thirds in the case of color materials.

Reduced to a single channel, the problem is then to decide which pixel columns to pro¬

cess—bearing in mind that a column can theoretically be up to 2.5 billion pixels long.
The first task is thus to locate the set of pixel columns representing the

perforations (Fig. 40 on page 130).
This is easy to solve for an intact film strip, in that one can use fixed offsets (within cer¬

tain safety margins). Certainly the perforations on that edge of the film should be chosen

which contains no other information between the perforations (such as Dolby-SR

sound). The values from the chosen columns are then summed or in some way statisti-
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cally combined to produce a single "column" (Fig. 38) within which the perforation can

be detected. The effect is shown in Fig. 39.

This approach provides a good basis for detecting the actual edges of the perforations.
The approach does have limitations however, since it only works when the edges are

more or less straight. It works best (and fastest) when the edges being detected run paral¬
lel to the rasterization lines used during scanning.

In theory, only two of every four perforations (on each side) are

actually important with 35 mm film (SMPTE 59 and 195),
since only these perforations are used in determining frame

position. It makes sense to save information about all detected

edges, however, to better deal with distortions of the film. It is

also necessary to detect the leading and side edges of each per¬

foration (Section 3.3.4).

3.3.2.2 Adaptive Median Filtering

The adaptive median filtering algorithm makes the assump¬

tions, based on statistical data, that values scanned within the

perforations will always be higher than a certain value (high
threshold, y) and that the values scanned for the areas between

the perforations will always be lower than this threshold y. This

algorithm depends on the scanned photographic material;

depending on whether negative or positive material was

scanned, the chosen values may be rearranged.

A sliding window is then passed over the pixel column gener¬

ated as described in Section 3.3.2.1. The pixels within the win¬

dow allow statistical calculations to be made.

The statistical calculation can be a median filter, a simple aver¬

aging or a combination of both. Three results are possible—the
window is definitely inside a perforation, definitely outside a

perforation, or straddling an edge. From comparisons of suc¬

cessive values the limits of the region (transition zone) contain¬

ing the edge of a perforation can be determined (xl and x2 in Fig. 41).

Next the transition zone must be analyzed further and a specific pixel decided upon as

the point at which film gives way to empty space. The transition zones should be fairly
similar to each other, statistically speaking, as they have all undergone more or less the

Fig. 40: Pixel columns

being summa¬

rized
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scan lines

Fig. 41 : Sliding window detection of perforation edges

same processes.

The actual border between material and white background is not precisely definable from

the data alone, for various reasons. The material, due to its thickness, creates reflections

and throws shadows. This creates completely black areas followed by completely white

areas. This effect is captured on the copy when a film is duplicated, along with possibly
new reflections and shadows; these, plus other "live" reflections and shadows, are then

captured when a film is scanned. Such extreme contrasts between absolute black and

absolute white will not be accurately captured by a CCD sensor; a narrow gray band will

be "measured" between the two extremes. This inaccuracy is not a problem, provided it

is consistent, since the image processing program can then handle each transition zone

the same way, placing the chosen edge point at the same place each time. The frame off¬

sets will then also be consistent.

Unfortunately the value curves in the transition zones are not nicely uniform; robust

methods must be found to enable the reliable, accurate detection of perforations.

3.3.3 Optically Recorded Sound

One of the biggest advantages of the new approach described in this work is that it deliv¬

ers all optical information from the film strip—including optically recorded sound track

information. The type of optically recorded sound track is irrelevant; it may be an analog
variable density track, an analog variable area sound track or a digital optical sound track

such as Dolby Digital SR-D, Kodak CDS or Sony SDDS. Only magnetically recorded

sound tracks cannot yet be scanned optically.

3.3.3.1 Analog Optical Soundtracks

Analog optical soundtracks, recorded alongside the frames as an uninterrupted exposure,

can be processed as a single long picture using the new approach described in this work.

This form of original data is vital if the sound is to be created directly from the image
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data.

Here too, the image area can easily be roughly located. Depending on the film format and

the sound track format, an appropriate continuous subset can be extracted from the origi¬
nal data set. All analog sound tracks operate in either black-and-white or gray-scale. For

color film, this means a reduction to one third of the originally scanned data for that por¬

tion of the film strip.

Conventional analog optical sound track readers measure the amount of light, or rather

the light intensity, passing through the film. This approach is the same as that used by
CCD sensors, namely a linear measurement of light intensity. The data scanned from an

analog optical sound track can be thus used with very little alteration for the direct pro¬

duction of sound.

If optically recorded sound tracks always ran exactly parallel to the edges of the film

material (as they ideally should, according to the relevant standards ), there would be no

problems clipping that area out of the scan data. In practice, this ideal case doesn't exist.

The position of the sound track changes too, through the effects of manufacturing varia¬

tions, inaccuracies during copying and shrinkage. It moves to and fro, undulating gently
between the perforations and the frames (Fig. 42). The following conditions do have to

be met for correct mechanical reproduction of sound from an optical sound track:

• The strip containing the soundtrack should be of constant width. This is provided for by
the recording apparatus.

• The borders of each individual track should be of constant width and be black (in posi¬
tive material). This too is provided for by the recording apparatus.

The second condition is not always met in these examples.

According to the standard, the position of the sound track

must remain inside a certain area of the film strip, within

certain tolerances. With shrunken film in particular these

tolerances can be violated; the sound track moves outside

the area reachable—and readable—by a mechanical read

head. The sound on such a film cannot be read by conven¬

tional mechanical means. With a digitized version of the

film, the recognition of a wayward sound track is no longer a

problem. The detection algorithm must however be flexible

and prepared to handle extreme situations. Fig. 42 and [10]
show clearly how a sound track moves from side to side

along the film.

To get a digital version of a soundtrack that can be optimally
converted into audible sound, the soundtrack data must first

be extracted, then either straightened or processed relative to

its central axis. That which could not be achieved mechani¬

cally can be realized using digital methods: An optimally

prepared soundtrack ready for conversion into audible

sound.

The final step is to determine how high a sampling frequency can be used, and what level

of quantization to apply. These two factors depend on the scanned material—the older it

is, the lower its resolution and color depth.

Fig. 42: Optical sound

track (bracketed)

Showing large variances in

distance from the perfora¬
tions at right. This image
has been vertically com¬

pressed to exaggerate the

effect for clarity.

1. SMPTE40 for analog audio mono and SMPTE203 for analog audio stereo: Certain tolerances

are allowed here too.
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The resolution in terms of color depth and dpi is the deciding factor for how well the

sound can be reproduced. Details of how the light intensity penetrating the film strip can

be determined from the scanned data and converted into a sound sample are described in

[10].

3.3.3.2 Optically Recorded Digital Soundtracks

Only film strips with Dolby Digital (DD) digital optical sound tracks were available for

this project. Since both SDDS from Sony and CDS from Kodak are recorded in uninter¬

rupted form on the film material, it can be assumed that they too can in principle be

extracted using the same methods as for analog optical sound tracks.

More exact investigations could be

performed with the digital optical
sound track formats from Dolby

(DD or SR-D)1. With these formats,
the optical sound track information

is recorded in square areas (cells)
between the perforations (Fig. 43).
Since the borders of the perfora¬
tions must be located in any case

(Section 3.3.2), the approximate

position of these cells can be

extracted directly from that infor¬

mation.
Fig. 43: Close-up of Dolby Digital SR-D sound track

element.

Recorded between the perforations.
Note backup analog sound track at right.

flimsy

Each cell is 2.5 mm on a

side and consists of a

76x76 grid of physically
identifiable square pix¬
els called "fixels"

(Fig. 44). Each cell is

marked in all four cor¬

ners with a fixed pattern
called a Barker code

which enables rapid
location of the cells by
the reading mechanism

during projection. Here

too, the cells are not

always positioned

exactly correctly with respect to the perforations. Positive detection of the individual fix¬

els, however, demands precise location of the cells. The Barker codes can be used by

image processing programs in the same way, first to recognize and then to accurately
locate a cell.

According to the relevant standard a cell should be digitized with a CCD chip 512x512

IEEE15
Fig. 44: A Dolby Digital SR-D cell, with close-up of a Barker code.

1. Buena Vista Switzerland was kind enough to make available for testing purposes a used pro¬

jection copy of the film "Irren ist männlich".
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pixels in size (that is, at approximately 5,200 dpi). This resolution permits optimal sepa¬

ration of the fixels. The scanner used for this project delivers 2,700 dpi, which was

regarded as sufficient at least for this phase of the investigations. The Dolby standard

itself, during sound reproduction, reduces the 512x512 resolution to 256x256 immedi¬

ately after scanning it, probably due to throughput problems.

Dolby (England) prevented actual sound from being produced from extracted soundtrack

data. The encoding of the sound is proprietary; Dolby was not prepared to provide

decoding information.

3.3.4 Single Frames

For most people (film directors, cinema owners), film material exists solely for the pur¬

pose of carrying image information. Only information which furthers the purpose of

"moving pictures" is of interest. In this work another perspective is presented, that of the

archivist, but the original purpose of the material should not be neglected. One of the

main goals of this project is to make the visual information available. With the new

approach presented here, the actual visual information is at first hidden, since the frames

are "somewhere" in the single, very long image initially obtained.

This deficiency, in comparison to projectors and commercial scanners, must be made

good. It must be possible to "inversely simulate" the camera which originally exposed

(for negative material) or printed (for positive material) the film being scanned
.
That is,

the image processing algorithms must incorporate, compensate for and correct for the

characteristics imparted to the film during manufacture and by the devices handling the

film. Done well, this allows the best, most precise visual information to be extracted

from the digitized film. By making specialized adaptations to the algorithms, information

can also be extracted from film that is outside any norms and thus inaccessible to conven¬

tional mechanical devices.

The hardest part of extracting individual frames from a digitized film was described in

the previous chapter. The perforations are the reference points that determine placement
of frames on a film—for a camera, as well as for any other mechanically oriented device.

A maximum of eight perforations per frame are involved for modern 35 mm film, four on

each edge of the film. The perforations, along with the sprockets which position the film

for exposure, determine the position of the frame on the film. Image processing algo¬
rithms should emulate this process in reverse. The particular perforations which are

involved must be decided upon based on the film format.

Horizontal and vertical misalignment of the perforation strips relative to each other also

has an effect. Such misalignments play no role as long as the perforation strips are han¬

dled separately (e.g. SMPTE139), but have a major effect on the operation of mechanical

devices during exposure and projection. Such variations can be located very easily dur¬

ing digital image processing, since the raster format provides optimal support for the

detection of horizontal and vertical displacements in particular.

Anamorphotic film material has not been considered in this work up to now. No tests

were carried out within the framework of this project with respect to scanning and

extracting image information from such material. It can be assumed, however, that with a

geometrically exact digital version of such a film strip the effect could be reproduced

1. From a discussion with Dr. Werner Graff (Project Leader).
2. Anamorphotic film material is exposed through a lens which compresses the picture along the

horizontal axis. An appropriate lens is used during projection to reverse the effect.
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algorithmically. The digital approach, based as it is on discrete image particles, raises

questions when compared to the analog approach. To mimic the analog stretching of

image portions which occurs when anamorphotic material is projected, such material

should probably be scanned using rectangular rather than square pixels.

3.3.4.1 35 mm Negative Material1

With 35 mm negative material, each frame is positioned between two sets of four perfo¬
rations. Each frame is positioned with respect to the middle two of each set (Fig. 45 on

page 135), in particular, the middle two of the left-most set.

As can be seen in Fig. 45, the perforations are critical to positioning of the frames. This

is supposed to prevent dependence on various perforation shapes and sizes. According to

the standard, the leading and trailing edges of two consecutive perforations are needed.

Based on a calculation of the middle point between the two, the center of the frame (ver¬

tically, i.e., along the film) can be determined. The horizontal center of the frame (across
the film strip) is determined relative to the right-hand edge of the film strip; the offset of

the horizontal centre thus depends on whether the strip carries a sound track or not. The

edge of the film strip is detectable during digital image processing.

All this standardization is qualified by what is actually done in practice. The best data

can be extracted when the actual processes that created the materials are precisely known

1. SMPTE Standard 59-1997
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and understood.

Even material rendered more or less unusable by mechanical deficiencies in the camera

can be recovered through the flexibility of this new approach. The parameters of the dig¬
ital image processing algorithms or the algorithms themselves just need to be adapted

accordingly.

3.3.4.2 35 mm Positive Material1

The approach to positive film material is essentially the same as that for negative mate¬

rial (see previous section). Before a projection copy (positive material) can be made, var¬

ious operations must be carried out on the negative material. Among other things, the

film must be edited, an inter-positive created, an inter-negative created and the sound

track recorded. This means that the image information (the frames) has been transferred

several times and that the film has been dragged through various mechanical devices. All

this has a direct effect on the mechanical precision of the film strip and thus on the posi¬

tioning of the frames on the film strip. The (SMPTE195) standard specifies exact targets

for the creation of projection copies; with the newest materials these can probably be

met, but for older films they are at best only guidelines for determining frame position.

Here too, digital image processing algorithms can theoretically extract any image content

from the base digital image data. It is clear from the standard that not all information

present in the negative is copied to the positive; during projection the outer edge of each

frame is clipped off by the channel gates, reducing the image still further. With digital

image processing, the amount and exact area to be "clipped" can be chosen. This is espe¬

cially interesting for image material where the aspect ratio is to be changed; the precise
area to be clipped from the original high resolution data can be chosen and the volume

reduced in the same step.

FILM

IMAGE AREA

PROJECTABLE

IMAGE AREA

DIRECTION

OF FILM

TRAVEL

REFERENCE EDGE

C INTENDED

IMAGE AREA

t INTENDED

IMAGE AREA

Fig. 46: Extract from the SMPTE195 standard

1. SMPTE Standard 195-1997
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3.3.4.3 Distorted and Non-Standard Film Material

Until now only film material in good condition has been considered, or material with

small but very regular variations from the ideal. Such material, when digitized, can be

digitally processed fully automatically. Such material can also be processed fully or

partly mechanically by commercial film scanners. It is vital that the process can be accu¬

rately and fully automated—manual procedures are not feasible, given the volume of

data involved.

In this section, film material will be discussed which cannot normally be digitized in

commercial scanners. Material is considered which is so distorted or brittle that it is no

longer suited to inflexible mechanical processing. Archives in particular are also inter¬

ested in exotic materials, which are not supported by present day commercial scanners.

Digital image processing allows film formats to be analyzed which until now were

regarded as lost from a projection point of view. The film strip after digitization exists as

a digital "copy". Geometrical analyses and measurements can be made, irregularities and

distortions can be recognized and taken into account by appropriate digital processing

algorithms. These processes can be repeated as often as desired or necessary, since the

digital material is not altered and suffers no damage thereby. The algorithms used can be

refined as more experience is gathered.

The results of a digital restoration can be at least as good as the results obtained by man¬

ual restoration and the creation of an analog copy. This procedure is basically computer¬
ized handcraft; at the moment it is as expensive or even more expensive than physically

restoring a film by hand and attempting to copy the result. On the other hand, the digital
results are in many respects better than an analog copy, since they can be used in many

more ways. This topic is discussed further in Section 3.4.4.

3.3.4.4 Sequence Detection

Another useful kind of information that can be extracted from the digital data represent¬

ing frames is scene cuts or even fades (transitions from one scene to another). No addi¬

tional image elements other than frames need to be located; the process of extracting the

sequence transition information can run in parallel to a frame recognition process.

Depending on whether dissolves need to be detected or not, sequence transitions can

involve very little or a lot of effort. Experiments have shown that a simple summation of

differences between consecutive frames have a high probability of detecting sharp

sequence transitions.

Sequences with rapid pans or containing frame-filling rapid movements may be detected

as sequence transitions. More effort must be made to recognize these and distinguish
them from potential sequence transitions. [75]

Especially with older films, scene changes can contain valuable information for color

reconstruction. If the scenes were filmed using different negative materials, the colors

may have bleached differently. The reconstruction algorithm must thus be fed different

parameters from scene to scene in order to achieve an optimal result Section 3.4.1.

3.3.5 'Useless' Image Parts

Until now, only those parts of the film have been considered that are directly useful in

terms of extracting projected or copied visual information. These are certainly the most

important film elements and have a high priority during digital image processing too.

However, with the new approach described in this work, other "waste products" are gen¬

erated, which under certain circumstances should no longer be regarded as waste, but
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instead as rather useful.

3.3.5.1 Manufacturer Code

All sorts of extra information is recorded on film strips, allowing the manufacturer, the

material, the manufacturing date and so on to be determined. Two examples of manufac¬

turer-specific information being recorded on a film strip are shown below in Fig. 47.

Until now, such information has always been read only with the naked eye and the mate¬

rial appropriately classified. Such information is thus part of the meta-data collected for a

film. Now this information is part of the digital image, is in other words integrated in the

digital stock. As long as the digital stock exists, this information will be available.

Precisely which information is or was recorded on which materials and formats will not

be addressed in detail here. The point is that the all these items of information can be

captured using the new approach described in this work, and are thus available for future

research.

A G F * B E ¥ ft C K T
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0*4-3 1 07 EASTMAN Sl%F*E

Fig. 47: Examples of manufacturers' information recorded on film materials

The area of film strip outside the perforations is used by the Sony digital optical sound

system SDDS to record fixels. In this case, the area is especially valuable.

3.3.5.2 Inter-Image Area

An area of a film strip which at first glance would seem to provide only really useless

data is the area between the separate frames. Interestingly, even this area provides infor¬

mation that can be put to good use. Most of the "information" is dust and scratches.

Mechanical changes caused during filming, copying and projection also leave visible

traces here. How this information can be intelligently exploited, especially the informa¬

tion about scratches, is described in Section 3.4.3.

3.3.5.3 Something Left?

There is really no part of the film strip information that cannot be put to good use later.

The entirely computerized digital image processing algorithms described in this chapter

attempt to extract required information out of a single vast digital image. The structures

and image elements thus gleaned serve as the basis for further applications such as digi¬
tal image reconstruction (see Section 3.4) or format conversions.

3.3.6 Keeping the Geometrical Information

In the foregoing sections, algorithms and procedures have been described which are nec¬

essary and desirable for filtering partial structures and partial images out of the digital

image as a whole. The algorithms described sometimes produce images themselves;
these are however already present in the larger image.

Basically, the results of these algorithms are not the extracted images, but coordinates

within the larger image. The original data is not altered; it is a fixed reference and the

base data for all future, improved algorithms. It also serves as the original in the con¬

stantly repeated copying process.
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It makes sense to only retain the coordinates, rather than to retain the extracted images.

Naturally the extracted images will be needed temporarily; in the case of reconstructed

images perhaps even in the longer term (the extracted, processed image is then perma¬

nently retained) but in terms of storage these extracted images are for the most part

wholly redundant.

The logical conclusion is then to retain only the coordinates, within the larger image, of

the extracted partial images. Each algorithm which delivers information about the larger

image increases the store of knowledge about the structure of that image; delivers addi¬

tional meta data. Naturally algorithms will only be applied to the larger image on

demand, should an archive customer require the information. The results of each new or

improved algorithm are stored as meta-data.

The form of the meta-data is a simple database containing, for example, lists of the coor¬

dinates of all perforations, frames, manufacturers' codes and sequence transitions, or

perhaps the coordinates of particular seconds of the digital or analog soundtrack. The

records within the database would contain not only the coordinates themselves, but also

the name of the file containing the portion of the digital image containing those coordi¬

nates, the file offset of the coordinates within the file and the tape identifier of the tape

containing the file.

With such a database, a partial structure within the larger digital image can be very rap¬

idly and efficiently accessed later. The volume of meta-data is thereby increased, but

these data should be viewed as an index into a much larger data set—the highest resolu¬

tion data set acting as the base data set.

3.3.7 Data Volume Modelling

Initial approaches to the topic discussed in this section were made by Dr. Werner Graff

and are described in [G-36]. Similar approaches are described in [76]; that work also

involved very large (for the time) image data sets. Aspects of the approach investigated

by Graff were implemented for the purposes of this project.

Searching through large volumes of image data and following structures through large

images raises performance issues due to slow peripherals and above all file I/O. The file

formats used with two-dimensional images allow at best a two-dimensional view of the

data.

Where a series of images are ordered in time, it makes sense to use time as a third dimen¬

sion. An example is the undulation of a soundtrack on a film strip.

Expanded structures are needed, which allow the data volumes to be ordered in ways that

support three-dimensional operations on the data. Such an ordering should allow naviga¬
tion within a three-dimensional data space and permit the dynamic, on-demand extrac¬

tion and caching of defined sub-spaces from the data.

Depending on the needs of the algorithm, the dimension mentioned above should be

selectable. The required data should of course be extracted from the original, two-dimen¬

sional data sets.

Fig. 48 is intended to show an arrangement supporting an algorithm on consecutive (in

time) frames. With this arrangement, edges can be visualized that are defined in a third

dimension. Irregularities and short-lived changes in the relative positions of frames to

each other, for example, can be swiftly and precisely recognized in this way. [76]

To analyze a soundtrack in a similar fashion, the first step would be to extract the region

containing the soundtrack from original high resolution data. This region would then be
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Fig. 48: A three-dimensional view of film image data

With time being used as the third dimension.

sliced into fragments the length of the perforation pitch and arranged in order along the

time axis, giving a higher timing resolution of 1/96 of a second.

The resolution of the three-dimensional representation involved can be chosen to fit the

computer power available and the demands of the algorithm. The resolution determines

the smallest "cube" (three-dimensional sub-space) within this three-dimensional repre¬

sentation that can be addressed in RAM or cached.

Interfaces to these three-dimensional representations are needed. Such an interface pro¬

vides access to the required sub-spaces within the representation, building and managing
the required sub-spaces automatically and on demand from the underlying base data set.

This approach is ideal for detection and analysis within image data that can be repre¬

sented three-dimensionally. Algorithms which use this system to produce altered ver¬

sions of original data will need extensions to support appropriate storage of the new or

altered data. For an examples of how this approach can be applied, see Section 4.1.3.
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3.4 Digital Reconstruction

Thus far, this work has chiefly discussed the advantages of long term digital storage and

the tasks that need to be carried out in such an archive. The previous chapter also

described how various image parts could be extracted from the one big image of a film.

This chapter discusses a further advantage of the "digital way": The reconstruction of

data using image processing algorithms. The term "reconstruction" is used advisedly; the

term "restoration" is used to mean the repair and treatment of the original physical film

strip. The digital reconstruction of image information can be aimed at the same result;

namely a copy of the original film created by exposing the digital data onto photographic
material. Conventional, physical restoration aims at a further analog copy, made possible

(again) by the restoration of the original.

The following sections will present possibilities for digital reconstruction which were

used during this project. They demonstrate the variety of reconstruction methods avail¬

able and allow a glimpse into the future, where ever better, more complex algorithms on

ever faster computers will be able to extract optimal results from digital image data.

Algorithms can be tried out in various ways, improvements and extensions can be

applied in a process of step-wise refinement to always-identical original digital image
data. The foundation of such a flexible, demanding process is an appropriate profession¬

ally performed digitization process and the secure long term storage of the resulting dig¬
ital data. [77][78][79][80][81][82][83]

3.4.1 Digital Color Reconstruction

Fading of the dyes in film is one of the most obvious changes that occurs in film material.

If the skin tones of the actors are wrong, for example, the film can potentially be ren¬

dered commercially useless, because the illusion of reality is lost for the viewer. And it is

just this process of fading that cannot be halted—the degradation begins immediately
after the film is developed.

In Section 1.2.4 photo-technical methods were briefly described which can correct these

problems, although only for a limited degree of fading (50% dye loss [9]). These pro¬

cesses are expensive and require a lot of effort and resources. [8]

A digital method has been very successfully applied to still photographs (especially slide

material). The same method can be applied unaltered to motion picture material. The

most important features of the method are described here; for a more detailed descrip¬
tion, the literature referred to should be consulted.

1 0

450 550 650

Yellow

1 o

450 550 650

Magenta

1 o

450 550

Cyan

650

Fig. 49: Transmission characteristics for the dyes in ideal film material.
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analytical yellow density analytical magenta density analytical cyan density

450 nm 550 nm 650 nm

Fig. 50: Analytical and integral color densities for unfaded film.

The sums of the analytical color densities (indicated by arrows) at each data point

(wavelength) give the integral densities. For the meaning of the captions shown

against the arrows, see Eq. 16. The curve shown for integral density represents the

color black.

The advantage of the linear model described later in this section is that it enables fully
automated reconstruction of the color data, once the correction parameters for the mathe¬

matical model have been established. The algorithm can be applied to the entire film strip
or selectively, to a series of extracted frames. [84][85][86]

To enable an understanding of the method in broad terms, a few concepts first need to be

introduced.

If color film were to be manufactured with ideal dyes, the transmission characteristics of

the separate dyes would look like those depicted in Fig. 49 on page 141. The reality with

today's color film does not look like this; instead the concepts of analytical and integral
color density must be introduced, which are closely tied to the concept of side color

absorption.

The optical density of color film at a given point depends on the sum of the analytical
densities of the three dyes yellow (Y), magenta (M) and cyan (C). Ideally each dye
would filter out only one particular set of wavelengths; in practice all dyes absorb some

wavelengths that they should not. This is called side absorption. Magenta dyes are partic¬

ularly problematical in this respect.

To understand the course followed by fading of a color dye, several things must be

known: The spectral characteristics of the dye, the pattern of fading given the external

conditions, and the remaining amount of the dye in the faded material. If one understands

the fading process, one can then follow it backwards in time, so to speak, to reach a exact

description of the original condition of the film.

In [G-3] and [86], systematic and thorough tests were carried out to determine the fading
behavior of film materials. Fading was found to be a generally linear process. Because of

the different rates of fading (or the different durability) of the different dyes, side color

absorption plays an important role in determining the degree of fading.

The fading behavior of negative and positive materials leads to the linear matrix
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Y'

M'

C

all a12 a13

a21 a22 a23

a31 a32 a33

Y a14

X M +
a24

C
a34_

Eq. 16: Linear fading equation

Y', M', C: measured optical densities of faded yellow, magenta and cyan dyes.

Y, M, C: original optical densities of yellow, magenta and cyan dyes.

a14, a24, a34: describe an increase or decrease in optical density with respect to the

wavelengths which would be filtered out by the ideal film

aii> a22> a33;the main diagonal—describes the extent of fading of the main components
at any given point on the film

Correcting factors off the main diagonal:

a12:

a13:

a21

a23

a31

a32

density increase caused by side absorpt

density increase caused by side absorpt

density increase caused by side absorpt

density increase caused by side absorpt

density increase caused by side absorpt

density increase caused by side absorpt

on of blue wavelengths by magenta dye
on of blue wavelengths by cyan dye
on of green wavelengths by yellow dye
on of green wavelengths by cyan dye
on of red wavelengths by yellow dye
on of red wavelengths by magenta dye

equation Eq. 16.

Eq. 16 describes the

fading process.

Through rearrange¬

ment of the equation,
the original dye quanti¬
ties can be determined.

The idea is to recover

the original values

{Y, M, C} from the

measured values

{Y',M',C}. In order

to do this the twelve

values an, ai2> etc- are

needed; these represent

the correction factors

which must be applied
to the measured values

to reconstruct the origi¬
nal values.

The exact measure¬

ment of analytical den¬

sities is vital. An easy

mistake to make is to

forget the effects of side

absorption.

'(/5

CD

o
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Ü

Q.
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analytical density of yellow dye

analytical density of magenta dye

incorrectly reconstructed

analytical density of cyan dye

measured integral density

incorrectly restored

integral density

650 nm ^

Fig. 51: Incorrect reconstruction if side absorption is ignored
If pure red was originally recorded on this film, no cyan is

(or was) present in this section of film. The measured inte¬

gral density a is thus due only to yellow and magenta dyes.

Blindly assuming that a is due to remnants of cyan dye (i.e.,

ignoring side absorption) will lead to the assumption that

the original analytical density of cyan was ß and thus to the

incorrect reconstructed integral density y (that is, a + ß).

Fig. 51 shows the cyan section of the spectrum for an area of a hypothetical faded color

film upon which pure red was originally recorded. The integral density measured at

650 nm is almost entirely composed of side absorption components from the yellow and

magenta dyes, since recording pure red does not lead to building up any cyan dye during
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processing. Assuming that the integral density measured at 650 nm is due to cyan dye

present in the film will result in an incorrect reconstruction—"blackened and desatu-

rated" red instead of pure red. Using the mathematical model described above avoids this

problem.

Reconstructing the integral density using only a single color will result in the correct

integral density but the wrong color composition, because the contributions made by the

other colors have not been taken into account.

During reconstruction, changing only the primary components (the values in the main

diagonal of the matrix in Eq. 16) is not enough. The analytical contributions made by the

other dyes must be taken into account (the values in the side diagonals in Eq. 16).

[84][85]

The whole mathematical model therefore depends on accurate measurement of analytical
densities. These cannot normally be positively determined for a single dye, because other

dyes always contribute to the densities measured. The analytical densities can however

be determined by measuring the integral densities, provided the absorption spectrum of

each dye used is known.

Measurements of integral densities can be taken with a densitometer, but it should also

be possible to use a CCD camera and make use of the digitizing method presented in this

work. To derive dye concentrations from integral density measurements and absorption

spectra, the integral density measurements should ideally be carried out using a single

wavelength (monochromatic light). If this condition can be met, Beer-Lambert's Law

(explained in [85]) can be applied, which states that dye concentrations are proportional
to the measured optical densities.

Clearly one cannot use a

CCD to measure the inten¬

sity of a single wave¬

length. A CCD needs a

certain amount of light to

be able to deliver sensible

results and the production
of filters for a single wave¬

length is in practical terms

not possible. A good com¬

promise is to use narrow¬

band filters of about 20 nm

to filter out all but the

range of frequencies the

dye absorbs most

(Fig. 52). At this position
on the spectrum at least

the integral density can be

calculated with accuracy.

Armed with the integral
densities and the absorption spectra of the dyes involved, the task of the reconstructor is

then to determine the side diagonals of the inverted matrix in Eq. 16, in order to recon¬

struct the original image colors.

Overall intensity adjustments can be made via the vector from Eq. 16. The diagonals rep¬

resent the proportional fading of the dyes.

650 nm A

Fig. 52: Integral and analytical densities of faded film

Section centered on cyan wavelengths.
Note that the integral density around 650 nm has cyan

and magenta components.
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Mathematically, this model requires three multiplications and three additions for each

color channel and each pixel. Once the twelve parameters have been determined, the col¬

ors of the whole film (or at least a whole sequence) can be reconstructed in one pass.

Especially with older negative motion picture material, it makes sense to set the parame¬

ters for each film sequence. Early film makers often used different film materials for dif¬

ferent sequences, depending on the available light (studio lighting, daylight, nighttime

exposures). The aging process may have differed between the different film types.

It is very important to note that this method works only on original, faded film materials.

The scanner will measure full dye densities in copies, invalidating the mathematical

model. The resulting data is not useless for reconstruction.

3.4.2 Removing Dust

Dust particles these days can be regarded as part of the content of old films; they act, so

to speak, as proof that the film is old.

However, if the particles are regarded as intrusive elements on/in the film strip, the ques¬

tion arises how one is to be rid of them. Looking at the methods used with digital still

images—manual removal of the effects of each separate grain of dust—it quickly
becomes clear that these methods are not practicable for motion picture film.

The big advantage of moving pictures is their time-dependent characteristic; each image
is in a specific relationship to its neighbors. This is invaluable extra information. Where

no scene change occurs to separate them, each picture is very similar to its neighbors.
This additional information can be exploited to automate the removal of unwanted image
information caused by dust particles. Dust particles have one well-defined property—a

given dust particle will appear at only one position on the film strip. For a dust-removal

algorithm to be reliable and effective, certain other conditions must be met.

3.4.2.1 Motion Detection

Movements recorded on a film make the detection of dust particles very difficult. Mov¬

ing objects are in different places from frame to frame. Small, fast-moving objects which

are important to the image are difficult to distinguish from dust particles. It would be

rather embarrassing to process the ball out of a football game! Extreme forms of this

problem are posed by such things as winter landscapes with falling snow, which presum¬

ably lie outside the scope of these algorithms.

The magic words here are "movement detection". This is concerned with the detection of

three different kinds of movement:

• Independently mobile objects, moving relative to the image background
• Panning: The camera moves; that is, the section of reality being observed through the

camera changes. Horizontal and vertical camera motion is possible, as well as

combinations of these.

• Zooming: The lenses of the camera are used to magnify the section of reality being
filmed, such that a smaller section occupies the whole frame size ("zoom in").
The reverse ("zoom out") happens when a scene changes from close-up to wide

shot.

All three forms of movement, independently or in combination, must be taken into

account to positively identify a dust particle. This means that before a comparison
between three consecutive images can be made, the genuine image information around

the potential dust particle (the "region of interest") must be inspected for moving objects.
The image as a whole must also be inspected to detect displacement (panning).
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During this project, extensive and successful experiments were made with data sets at

video resolutions
. Image sections were cross-correlated to filter out movement vectors.

This method is very computationally intensive; with the computing power available the

method could only be used on these limited resolutions. Experiments with high resolu¬

tion data sets (uncompressed HDTV) showed that the same algorithms could not be

applied to any arbitrary data set. It became very obvious that constant development and

improvement of the software is needed to achieve optimal results. [87]

3.4.2.2 Object Detection

Dust particles have well-defined edges which are fairly easy to detect. The edges of a

dust particle also almost always form a closed polygon. Dust particles carried over from

a negative to a positive show up as bright white objects. Dust particles on negative mate¬

rials where the particle has embedded itself in the material or which are scanned in from

positive material show up as black objects. Usually, image objects caused by dust parti¬
cles are neutral in color; that is, algorithmic dust particle detection can be performed

using only one color channel; once detected, the dust particle can be removed from all

color channels.

All related image elements with these properties are candidates for being treated as dust

particles. The positions of candidate elements are then inspected in neighboring
frames—if a sufficiently similar element is found in more than one frame it is most prob¬

ably not a dust particle. Image elements with similar coordinates and properties should

not be considered further. In cases of doubt, the image element should not be altered.

The detection of image areas with certain properties and the description of such image
elements with the help of coordinates and structural information [24] are complex topics
which will not be discussed further here. [88] and [11] describe how these problems were

solved in the algorithm implemented during this project.

3.4.2.3 Interpolation

The detection of an image element caused by a dust particle is the first part of the prob¬
lem. The second part of the problem is how to substitute meaningful image information

so that the effects of the dust particle no longer disturb the viewer.

Dust particles are most irritating, or are perceived as most irritating by human viewers,
when they interrupt homogenous surfaces. In these cases, the surrounding images can

serve as the source of the "newly invented" pixels.

The tolerances are greater in scenes with a lot of movement or with changing back¬

grounds, as far as substituting suitable image information is concerned and in terms of

the capacity of the human visual perception system to detect dust particles. Only surfaces

with very regular patterns need to be paid special attention. The area of the pattern over¬

laid by a dust particle needs to be replaced very precisely to avoid creating artifacts. The

replacement part of the algorithm can itself be arbitrarily complex internally.

The replacement procedure is the first process that really changes the image; that is, the

original picture is not only analyzed, but altered. For the stricter archivist, this is clearly

unacceptable; the original (whether digital or analog) must remain untouched. However,
if we are interested only in the visual quality of the image information, we can view such

change as a valid, permanent reconstruction. The decision remains with the archivist.

1. A reconstructed version of the 16 mm film "Neiges" (1961), by Alexander Seiler, was shown

on the Swiss television channel SF1 in the scientific program "MTW" (Menschen Technik

Wissenschaft) on 11 April 1996.
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Digital methods allow both paths to be taken with ease—either the altered image infor¬

mation is integrated into the original high resolution data or new types of meta-data are

generated using these algorithms. Such meta-data records positions within the image,

plus the structure and the replacement data that was found by the algorithm.

The second method is certainly preferable from a flexibility standpoint. The algorithm
could be in error, in which case the erroneous meta-data can simply be deleted. Alterna¬

tive, later algorithms might be able to better detect shapes or select replacement data

more intelligently. Over time, a collection of variations (meta-data addressing the same

problem, but created by various algorithms) can be built up, which can itself be evaluated

statistically.

3.4.3 Detecting and Removing Scratches

Scratches have a special place in the list of possible image defects. Scratches are created

mechanically during projection and copying, more seldom in the camera, and are usually

very visible to the viewer. They are always at the same location in each image, are easily

recognizable over moving image content and have an annoying effect. An original,

mechanically created scratch does not stop at frame boundaries and is thus visible in the

inter-image areas. When a scratched film is copied, the original scratch will only be cop¬

ied within the frame areas; the information between the frames is usually lost.

The portion of scratch that extends into the area between the frames can be used very

effectively as a starting point for detecting the scratch. Apart from scratches, dust parti¬
cles and other mechanically generated flaws, nothing is stored in the inter-image areas. It

is thus possible to search very selectively for image elements that extend into a frame

from outside. Since the new approach described in this work captures the entire film

area, the accidental information in the inter-image areas can be put to good use, in con¬

trast to frame-by-frame methods.

Ways in which scratches can be detected via image analysis within a frame (in a similar

fashion to dust particles, but with certain additional assumptions) are described more

fully in [11].

In the field of video there are very good electronic devices which deliver astonishingly

good scratch removal. These devices will certainly soon be available for HDTV as well.

At this stage these devices are limited to video formats and thus to relatively low resolu¬

tion data; within these limitations they operate in real-time.

3.4.4 Geometrical Distortions

Over long periods, chemical processes in the layers of a film can cause changes in its

composition, which can lead to shrinking of the film strip. The shrinking process

changes the geometrical characteristics of the strip. Just how important these geometrical
characteristics are has been made clear in previous chapters. As long as the shrunken film

can be conventionally copied, it can be more or less acceptably projected. With the con¬

ventional approach, all the inaccuracies are copied too. Up until now, there has been no

way to reliably reverse such shrinkage.

The digital approach can be put to excellent use here, provided that the digitization pro¬

cess has produced an image of the film using the approach described in this work. The

frames can be located wherever they are within the image of the film, even outside the

limits defined by the relevant standards. Within reason, it makes no difference how badly
shrunken the film is; even irregularly shrunken frames can be reconstructed.

A copied version of a shrunken film (Fig. 36 on page 128) was available during the final
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phases of this project. Work with this film showed that frame positions can even be deter¬

mined using only the copied traces of the original perforations.

3.4.5 Optically Recorded Sound

One exciting aspect arising from the new approach described in this work is that the

resulting high resolution digital data sets support the application of digital image pro¬

cessing to sound track reconstruction.

With the conventional methods of film sound track reconstruction, the optical sound

track is usually first converted into digital information using normal sound track sensing
devices, as found in projectors. The digital information is processed as necessary and is

then stored.

The digital processing in this conventional approach is applied to information obtained

from a source which is assumed to have been correctly recorded, although the possibility
of later damage is taken into account. Such damage can be compensated for, but only on

a statistical basis. The precise effect of a given damaged area in a sound track cannot be

gauged without access to the optical information.

Another difficulty with conventional methods arises because the optical source of the

digital information is not directly available. The case where an optical sound-track is (for

example) skewed or shrunken cannot be detected and can be only coarsely compensated
for.

The new approach described in this work begins at the source of such inaccuracies. The

inaccuracies arise as visible flaws on the film strip such as dust particles, scratches, copy¬

ing errors, exposure errors and so on. The ability to correct these inaccuracies in the dig¬
ital image itself opens new horizons in sound reconstruction.

Reconstruction of error-free optical representations of sound tracks and subsequent con¬

version of reconstructed sound tracks into audible sound are the subjects of excellent

work by Patrick Sven Streule, described in [10].
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3.5 Computer Requirements

To support the new approach described in Chapter 2 the computers used must meet

exacting requirements. The data flow presented in Section 2.7.2, for example, is a defin¬

ing requirement of the data transport subsystem. This section focusses on dealing with

the demands that such data flows (and additional related post-acquisition tasks) impose
on the computer system used. [89]

3.5.1 Tasks

The following examples are based on a currently achievable sustained throughput, from

digital camera to hard disk, of 7.5 mega pixels per second. This is 45 MB/s (three chan¬

nels each at 15 MB/s) and consists of 48 bit pixel values (3 channels each at 16 bits per

value). It is assumed that a 90 minute color motion picture is being scanned at a resolu¬

tion of 5,080 dpi. The volume of raw image data resulting from such a scan is about

19 TB. These demands may seem high, but as Chapter 6 makes clear, scans performed
below a certain rate make little sense.

3.5.1.1 Data Calibration

A central requirement of the approach presented in Chapter 2 is the delivery of "clean"

data—clean in terms of the errors and inaccuracies the scanner itself may leave in the

data. Only after these have been eliminated does it make sense to archive the data. It is

also desirable that the corrections be made as fast as the data is delivered ("at wire speed"
and "on the fly"), otherwise the correction process becomes an undesirable bottleneck.

Simple algorithms

Some common corrections are described below (see also Section 3.1 and 4.1.2.2). These

can be implemented in hardware or software. Each of the descriptions below includes

reference to the number of computing operations that the correction requires:

• Dark Current: Assuming the digital camera delivers its raw data to the frame grabber,
the values will include a constant component caused by various factors (see
Section 3.1.1.1), which must be deducted. If a single CCD sensor is used with

different filters, or if three different CCD sensors are employed, the subtraction

must be performed per pixel and per color channel. A CCD reacts differently to

illumination at different wavelengths, and there are also differences between in¬

dividual CCDs.

[One subtraction per pixel and color channel]
• White Balancing/Scattered Light: The differing sensitivities of the sensor pixels and the

irregularities in the light source illuminating the sensors also requires correction,
so that all sensor pixels deliver the same value for "white". Originally this cor¬

rection was carried out using a division and a multiplication. A multiplication by
a constant value, per pixel and per color channel, can be substituted.

[One multiplication per pixel and color channel]
• Binning: As described in Section 3.1.1.5, color depth can be increased by a reduction in

the two-dimensional resolution used. If four pixels are combined into one, the re¬

sult is four times larger, that is, double the color depth. Four times the amount of

dark current must also be correctly accounted for. Binning provides a small in¬

crease in color depth accuracy. If, for example, the dark current was previously
one bit of each eight bit pixel value, the sum of four pixel values has a dark cur¬

rent component oftwo bits. Since the sum ofthe four pixel values is a ten bit val¬

ue, binning these pixels would provide a one bit increase in accuracy—the
difference between the original seven bit (8-1) accuracy and the binned eight bit

(10-2) accuracy.
The summing of four values requires three additions. If the dark current is sub-
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tracted beforehand, there is nothing more to do.

Binning can thus be used to reduce the data volume in stages. By arranging a

number of stages in series, an arbitrary number of output resolutions can be gen¬
erated simultaneously from the original high-resolution data. The individual val¬

ues resulting from a binning stage can be treated either as very accurate color

values, or their size can be reduced by averaging.

[for n pixels, n-1 additions (and one multiplication when averaging ) per result¬

ing binned value and per color channel]
• Color space conversion: A color space conversion is not really a correction, but becomes

necessary if the result needed is, for example, a video signal. All conventional

video cameras have such a conversion built in. Different conversions require dif¬

ferent numbers of computing operations. To take one example, the conversion of

RGB to YCC (or vice versa) involves multiplying each source value by a fixed

factor then totalling the three resulting values.

[3 multiplications and 2 additions per pixel and per color channel]

Lookup Tables

Some corrections or transformations cannot reasonably be implemented as single mathe¬

matical operations. They are based instead on table-driven, statistical or more complex

relationships.
Such things can often be pre-calculated before the scan commences. They are then not

calculated on the basis of actual scanned values; instead, factors to be applied to or sub¬

stituted for actual scanned values are calculated.

These pre-calculated values are stored in an array or lookup table (LUT). There are two

basic forms of lookup table in image processing. In one form, the lookup table is indexed

on the position of the pixel within the CCD sensor. The value at that offset in the table

and the original pixel value are processed mathematically to produce a corrected pixel
value. Typical examples of this kind of use of lookup tables are:

• Correction for dark current: The pre-calculated values are subtracted from the scanned

values.

• White balancing: Scanned values are multiplied by pre-calculated factors.

The other type of lookup table is used to substitute a pre-calculated, corrected value for

an actual scanned value. The lookup table is effectively indexed on scanned value. Such

lookup tables can be very large, as they must cover the entire color space—with 8-bit

color depth and three color channels, such a table would need to be 255 or 16 MB in

size.

Examples of where the second type of lookup table is used include:

• Color space conversion: The table is indexed on a three-value vector, and must often de¬

liver a three- or four-value output. If the conversion can be carried out mathe¬

matically, it may be preferable to use that method rather than a lookup table

because of the memory resources required by such a huge table.

• Linear to Logarithmic: The logarithm does not need to be calculated for each actual scan

value; rather, a mapping is made ahead of time of all possible linear scan values

to their logarithmic equivalents. Different high (bright) scan values often have

the same logarithmic equivalent, since the logarithmic scale does not have a very

high resolution in this area. This lookup table can be kept very small, since only
one value for each possible scanned brightness value needs to be calculated. The

1. Although effectively a division, averaging is usually implemented as a multiplication by 1/n

(where n is the number of pixels being binned), because multiplication is faster than division

on most CPUs.
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table is also identical for each color channel. For example, a lookup table to con¬

vert 10 bit linear values to an 8 bit logarithmic scale contains a kilobyte ofdata—

1,024 8-bit values.

• Correction of Filter Characteristics: The fixed, built in camera filters are often not colo-

rimetrically optimal for color selection. The values delivered by the scanner may
in some circumstances be inaccurate for one or more channels. With knowledge
of the spectral characteristics of the illumination and the transmission character¬

istics ofthe filters, these inaccuracies can be corrected for, in that scanned values

are simply replaced by corrected values. If the relationships to be corrected for

are simple, the lookup table may need to store only one value for each color value

in each color channel. Where the relationships are more complex, such as when

there is a dependency between two or more color channels, the lookup table may
be large.

The lookup tables described here do not need to be used separately; the two types can be

combined into a single table with additional dimensions. This reduces the number of

operations needed and allows more than one type of inaccuracy arising from the scan¬

ning process to be corrected in a single pass. The order in which the corrections are made

is not however arbitrary; the lookup table must be populated only after careful planning.

Every lookup table access has the same steps—determine the necessary address to access

(which may consist of multiple components), read the datum from that address, apply the

datum to the scan value or replace the scan value with the datum.

If the lookup tables are not in fast cache memory, access to the lookup tables is signifi¬

cantly slower. Because lookup table accesses happen continuously during the scan, allo¬

cating the lookup tables in fast cache memory is clearly optimal.

Special Corrections

Some corrections cannot be performed with lookup tables, nor with simple operations.
For example:

• Scan line alignment: This is not a particularly compute-intensive algorithm, rather a

buffering algorithm. With a three-CCD arrangement, such as used in the Dalsa

CL-G1 camera, two of the color channels each need a FIFO buffer (a total of

22 scan lines need to be buffered—7 for one color channel and 15 for the other).
One of the channels (the last in sequence) requires no buffering. The algorithm
is thus reduced to memory access. Because these accesses happen continuously
during the scan, allocating the lookup tables in fast cache memory is clearly op¬
timal.

• Movement of the film strip: A type of correction not mentioned in the previous sections

is a post facto correction to compensate for inaccurate film guidance. If the po¬
sition of the film relative to the scanning line changes over time (perpendicular
to the direction of film travel and parallel to the scanning line), the appropriate
runs of displaced scan lines can be realigned by shifting the pixels relative to a

reference point. Choosing the reference point is of course the challenge.

3.5.1.2 Color Reconstruction

In this section, the computerized implementation of the model described in Section 3.4.1

will be discussed.

Consider Eq. 16: This equation has three input and three output values. The function

contains a matrix operation, which has the important implication that each of the three

output values is dependent on all three of the input values.

Referring to the equation it can be seen that (counting the vector to be added) there are

three additions and three floating point multiplications per pixel value and per color
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Fig. 53: Parallelized operations during color reconstruction of a single pixel

channel. The color channels can be processed in parallel. In Fig. 53, the multiplications
and addition operations which can be performed in parallel are aligned vertically. During
the matrix multiplication, nine multiplications can be done in parallel, followed by two

sets of three additions. Finally the vector is added in; these three additions can also be

performed in parallel.

The reconstruction of a pixel could, in the best case, be carried out in four clock cycles,

assuming that multiplication and addition operations require only a single clock cycle.
Such a design would however be expensive, requiring nine pipelines. A cheaper design
would be one which always carried out three parallel operations (additions or multiplica¬

tions) per clock cycle. Such a design would require six clock cycles per pixel.

Strictly speaking, the operations described above are all floating point operations. As

will shortly be seen, however, these can be simplified into integer operations. It makes

sense to do so, since fast integer processors are many times cheaper than fast floating

point processors.

Eq. 16 operates only on logarithmic values, namely optical density values. Three groups

of numbers are involved: the input values as a three-value vector, the values in the

3x3 matrix, and the three values from the correction vector.

The input values lie between 0.0 and 4.0. The matrix values lie between -1.0 and +1.0.

The values in the correction vector theoretically lie between -4.0 and +4.0, but in practice

only positive values less than 2.0 are reasonable.

In each of the three groups of values, a resolution of 0.005 must be possible, although the

values in the matrix can theoretically have any desired level of precision. This means that

the input values range over at least 800 discrete values (4.0 divided by 0.005).

As described in Fig. 53, all the groups of values play a part in a sequence of three multi¬

plications and three additions. To see how these operations might be carried out as inte¬

ger operations, a small excursion into binary will be necessary.

A binary number accurate to within 0.00510 must be at least 9 bits long (0.00510
is 0.0000000112), signed values require one bit more. The input values can thus be repre¬

sented in 12 bits. The matrix values can be represented in 11 bits.

In order to avoid having to work with fractions, all input and matrix values are shifted

left 9 binary places, equivalent to multiplying by 2
.

If a 32 bit CPU is being used, accuracy can be increased by shifting not 9 but 11 places
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(multiplication by 2 ). The multiplications thus involve one 14 bit value (a value from

the input vector) and one 13 bit value (from the matrix). The result can therefore be rep¬

resented in a maximum of 27 bits, one of which is the sign bit from the matrix value.

The three correction factors are now added, each to the appropriate multiplication result.

For this operation, the correction factors have to be brought to the same "level" as the

multiplication results; that is, they must be shifted 22 places left (i.e., multiplied by 2 )
to compensate for the 11-place left shift of the two multiplicands.

The sum of four 26-bit unsigned values can be represented in no more than 30 bits, 31 if

a sign is needed. The limits of a 32-bit architecture are thereby reached. The end result is

a positive value less than or equal to 16.0, accurate to 22 binary places (11 + 11).

Shifting this penultimate value 22 binary places to the right gives the actual (binary)

floating point result.

These extreme values are possible mathematically; in practice the end results will be no

greater than (or barely greater than) 4.0. As soon as negative matrix values come into

play (which is often the case), the maximum theoretical value for the final additions can¬

not be reached.

If the method is to be used to convert an input vector containing linear values, these must

first be converted into logarithmic values, which is usually done via a lookup table and

requires three memory accesses per pixel.

The whole algorithm thus requires eight operations per pixel and per color channel

(1 memory access, 1 shift, 3 multiplications and 3 additions) when processing serially.
Matrix values and correction vector values are pre-shifted so they do not need to be

shifted anew for each pixel.
If the whole data stream (7.5 mega pixels/s, see above) is to be processed by a single pro¬

cessor, that processor must be able to carry out 180 mega operations per second (3 color

channels x 8 operations x 7.5 mega pixels/s—180MFLOPS), assuming the processed
data can be collected fast enough.

As described in the previous chapter, the whole process could in theory be implemented

using a lookup table. These lookup tables would however be very large with scanners not

limited to 8 bits. At 8 bits, the tables would be about 48 MB in size; at 12 bits (mapped
into 16 bit words), the table would be impossibly large—1.5 TB (3x(2x2) bytes).
Since the mathematical relationships involved are very simple and since there are only
12 correction factors and these are constant, the computational method is the best

method to use for high resolution scans. The LUT's size can be reduced by using only
the six most significant bits of values to index the LUT; the remaining bits can be used by
an interpolation algorithm to achieve the same precision as the larger LUT would have

provided.

The guaranteed fastest method is to implement this algorithm in hardware (FPGA) with a

suitably high clock rate. This realizes the maximum degree of parallel processing and the

data is guaranteed to be processed as fast as the digital camera can deliver it.

3.5.1.3 Downsizing

With such cumbersome volumes of data, the need quickly arises for versions of the data

that can be processed and viewed using inexpensive, conventional equipment. If this

should not have to happen later in a separate operation, handy thumbnails or PAL/NTSC

versions can be produced directly, during the scanning phase. These can be used as a

means of quality control and/or be stored as meta-data as an aid to later retrieval.

Reducing the data volume essentially means summing neighboring pixels and possibly
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(usually) reducing the color depth. This is a similar process to binning, with two impor¬
tant differences: Binning takes place in the camera hardware whereas downsizing is done

in the data path on the way to mass storage, and binning increases the color depth.

When a color space conversion is made at the same time as downsizing is performed (for

example when a video format is needed), the overall operation is more CPU-intensive.

For this reason video color space conversions are almost always performed in purpose-

built hardware.

Reducing color depth is certainly the simplest way to reduce data volume—a simple shift

chops the lowest bits off each scan value.

Combining groups of pixels is more complex. A certain number of additions are

required, one less than the number of pixels to be combined. A single division is then

needed to bring the (possibly very large) sum of the combined pixel values into the

desired range.

If the reduction is not one where whole pixels are to be combined (for example, reducing
a 2,000-pixel image width to 1,600 pixels), partial neighboring pixels may need to be

taken into account, involving many (possibly floating point) divisions and multiplica¬
tions per pixel and per color channel and substantially increasing the effort required.

3.5.1.4 Cropping

If fixed parts of existing images or partial data streams are to be extracted from the acqui¬
sition data stream, the pixel contents do not need to be considered.

If an additional algorithm is needed to detect particular parts of the image for extraction

from the acquisition data stream, arbitrarily complex procedures must be implemented in

appropriate software. It is difficult to estimate the effort required or the impact on perfor¬
mance that such procedures might have, since these will depend entirely on the nature of

the algorithm used.

In the first case, the computing power needed is trivial; the overall performance depends
on the I/O system, since the data must be read and the extracted data written. If access to

mass storage is involved at either end of this process, the performance of the mass stor¬

age will determine the overall performance. Even when processing from memory to

memory, the transport of the data is likely to be slower than the processing.

An example of the second case would be a typical acquisition process, where partial data

is extracted from the full data stream and used to create smaller, handier subsets. The

total data volume is thus increased; the demands on the equipment receiving the data are

greater, but later (slower) access to the data for the purpose of creating the necessary sub¬

sets is avoided.

Accurately detecting and extracting individual frames from the data stream is compli¬
cated (see Section 3.3.4). However, useful partial images can be obtained much more

simply. Assuming the geometrical dimensions are accurate, the distance in pixels
between the leading edges of two consecutive frames is known from the format of the

film and the resolution of the scan. Any section of the image as long or longer than twice

this distance must contain at least one full frame. This principle can be used to extract the

appropriate image parts. Small rounding errors (since the distance from frame to frame is

highly unlikely to be an integer number of pixels) will cause a "marching" image, but for

many purposes (such as thumbnails) this is not significant, as long as each image con-

1. This is usually implemented as a multiplication by 1/n (where n is the number of pixels being

combined), because multiplication is faster than division on most CPUs.
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tains at least one full frame.

3.5.1.5 MPEG-2 Encoding

It must be said at the outset that it is not yet possible to encode a 45 MB/s data stream

into MPEG using single general purpose processors. Nor does it make much sense to

generate MPEG data with an image width of 7,000 pixels while there are no devices

capable of such images. In connection with the new digital TV standard HDTV/ATV,
MPEG data with image widths of up to 2,000 pixels are currently being generated.

By far the majority of MPEG streams produced today are based on the PAL or NTSC

standards (cf. DVD), with image dimensions of 768x576 and 768x488 respectively. Usu¬

ally, dedicated hardware is employed. Conventional software encoders can perform the

same job, but not in real time.

The MPEG standard does not define the compression factor to be used. Performing a

slight compression of the input data paradoxically requires more processing power than

extreme compression. In the latter case, compression can usually be performed by simply

discarding large amounts of the input data. Slight compression, on the other hand, results

in higher throughput and requires that the input data be taken into account and processed.
MPEG for HDTV in full resolution achieves a compression factor of 1:6.6, while the

PAL versions of MPEG achieve factors of 1:2. Comparing the inputs of each version to

their outputs (PAL input 21 MB/s, output 10.5 MB/s; HDTV input 117 MB/s, output
17.5 MB/s), it is clear that the HDTV versions are performing many times better than the

PAL versions.

3.5.2 Computing Architectures

The previous chapter listed some of the more important tasks that need to be performed

during or after the digitization process as described in this work. This chapter looks at

which of these tasks can be best performed by which computer architectures.

Although all the tasks could in principle be carried out on a single-processor computer,

very high performance (in the region of super-computing capacity) would be needed.

Sharing the tasks over several, lower-performance systems therefore makes more sense,

above all due to the lower cost. [90][91] [92]

Practically all the tasks can operate on a partial data stream, allowing them to be plural-
ized to some extent. Some tasks need simultaneous access to all color channels, for

example color space conversions. Other tasks, such as cropping, can process a single
color channel independently of the others. Fig. 54 shows a data stream partitioned based

on color channels. Fig. 55 on page 156 shows a data stream partitioned into equal sized

15 MB/s red

45 MB/s ^^^^^^^^^^^^^^ 15 MB/s green

15 MB/s blue

Fig. 54: Partitioning a data stream based on color channels
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7.5 MB/s

7.5 MB/s

7.5 MB/s

7.5 MB/s

7.5 MB/s

7.5 MB/s

Fig. 55: Partitioning a data stream into strips

smaller sub-streams. For some applications it is possible to combine both these

approaches; for the divisions shown, separate partial data streams of only 2.5 MB/s

would result. Handling data streams of this size hardly needs a supercomputer.

3.5.2.1 Multi-Processing

Each of the tasks outlined in the previous sections can be optimized to a large extent for

computers with multiple processors. The term "multi-processor computer" as used here

means systems having two or more central processing units (CPUs) sharing common

working memory and common I/O interfaces. Depending on the tasks to be carried out,

the individual CPUs can follow a specific series of instructions (program), or one or

more CPUs can execute the same program simultaneously. The composition of the data

streams being sent to each CPU can also be varied depending on the task at hand. The

overall system thus functions as an SIMD1, MISD2 or MIMD3 computer [93]. Where the

data being processed by the CPUs cannot be cached locally, the processing performance
of the parallel tasks will be limited by memory bandwidth.

Tasks such as white balancing, some kinds of downsizing and correcting for dark current

can be parallelized to a high degree, since the data stream can be aggressively partitioned
as described above. The program code can be adapted for a single CPU handling a spe¬

cific partial data stream, or each CPU can execute the same code. Systems with intelli¬

gent caching can be set up such that each CPU is allocated a reduced lookup table.

The MPEG algorithm can be optimized internally, since 8x8 pixel areas are always pro¬

cessed separately. However, as for color reconstruction, all color channels are needed at

the same time.

Parallel tasks whose total output exceeds the size of the total input (e.g. generating addi¬

tional data sets) obviously demand better I/O performance.

3.5.2.2 Distributed Systems

The idea of a distributed system, or the so-called clustering of systems, is to combine

several independent computers into a single larger system. Each separate computer

(host), has its own main memory and I/O systems. The hosts communicate with each

other over high-performance channels (see the next section) and are coordinated by

sophisticated software. Distributed systems require more computers; on the other hand,

cheap, mass-produced components can be employed.

1. SIMD: Single Instruction Multiple Data

2. MISD: Multiple Instruction Single Data

3. MIMD: Multiple Instruction Multiple Data

45 MB/s

>^
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A hybrid variant, and probably the one with the best price-performance ratio, is the use

of dual-processor hosts (two CPUs per hosts) in a distributed arrangement. The extra cost

of an Intel-based dual-processor computer is only about US$ 100. The cost of the second

CPU itself should not be counted; the CPU is the single most expensive component of

most systems, but a second CPU would also be needed for two single-processor systems.

The distribution of tasks among different computers requires either that the data stream

be divided such that each partial stream can be processed completely independently, or

such that the data stream is duplicated once for each of the computers involved.

The above sections discussed which tasks require what kinds of partitioning the data

stream and which interdependencies exist. The distribution of the data stream to the vari¬

ous hosts in a distributed system must be well-organized and carried out in an appropri¬
ate sequence. The channels appropriate for the distribution are discussed in the next

section.

The data volumes discussed here prompt an important question: Where is all this data to

be stored during processing? There are several approaches; four are presented below.

A Central File Server

A central file server has the advantage that the data are under control in a single
location (Fig. 56). The safety and integrity of scanned data is relatively straightforward
to implement. With this setup, the individual hosts need no local mass storage; rather,

they receive their data from the file server, process it and send the results back for stor¬

age. An important disadvantage is that all external units (hosts) are fetching and sending
data at the same time. Bandwidth and access time are crucial here, if the optimal loading
of all hosts is to be guaranteed. File server systems able to guarantee sustained delivery
of a large data stream to many external systems in parallel are very expensive, if they
exist at all.

Alternating between read and write access to the same mass storage unit is inadvisable.

Having a unit delivering data (read access) and a second unit accepting data for storage

(write access) means double the amount of storage medium.

host 3
host 4 host 5

3^#£:
host 6

host n

Fig. 56: Distributed system with central file server

Scanner

Distributed Data

In this model, each individual host is equipped with mass storage and can thus operate

independently. The advantages are rapid local access to the data and the ability to per¬

form self-contained computations. However, there are big disadvantages with respect to

backups, which must either be made to remote servers or individually and locally, which

157



Chapter 3 Computer Requirements

is expensive. The saving on communication hardware costs is offset by the cost of data

safety and integrity, which require a costly duplication of equipment for each host.

Hybrid Distributed/Centralized System

A hybrid solution operates with local hosts, each equipped with mass storage. The cen¬

tral file server farms out instructions (programs) and a small portion of its input data to

each host in turn, after which the host can operate independently for a time. During this

time, the file server is servicing other hosts. Ideally, the file server can start accepting
results from the first host as soon as it finishes supplying the last and the first host can

start delivering its results as soon as they are ready. The process of delivery, distributed

processing and re-centralization is repeated until all the input data on the file server has

been processed. Some idle time is inevitable, especially in the initial phase; the optimal
task distribution should keep all machines (hosts and file server) as busy as possible.

In this setup, data safety and integrity are still centralized; the hosts do not need expen¬

sive additional equipment. The amount of data sent at one time to a host determines the

amount of mass storage needed on the host—enough for the input data, any interim

results, and the output data. If one host fails, its tasks can be given to another. The net¬

work can be run effectively with modern switching technology, since at any one time all

communication is between the file server and a single host.

For some applications, particularly the initial processing of new scan data, the data to be

processed must be retained on the file server until all the results have been retrieved from

the local hosts and stored.

Fig. 57: Hybrid centralized/distributed system

Acquiring Directly into a Hybrid Distributed/Centralized System

This approach is only possible (and only makes sense) in the case depicted in Fig. 58,

where the data stream is coming from the scanning system. The same hardware arrange¬

ment as that shown in Fig. 57 can be pressed into service. By sending the data directly to

the hosts, the need to store the raw data on the file server is obviated and the number of

high speed communications interfaces needed is reduced. The network needed is

scarcely more expensive.

With this setup, the data stream from the acquisition computer is distributed directly to
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the hosts. The hosts are equipped with local mass storage as mentioned and carry out

their tasks locally. The results are passed on to the file server as they are ready.

Timing is this case is crucial; each host must have sent its completed results to the file

server for storage and be ready to receive data again as soon as the scanning system

needs to deliver it. The distributed system as a whole must be able to absorb data as fast

as the scanning system can deliver it.

It is important to use reliable hardware for the individual hosts, because when used in

this way they are operating with unique data, for which no backup yet exists.

Scanner

Fig. 58: Acquisition directly into a hybrid distributed/centralized system

3.5.2.3 Communication

As soon as distributed systems are employed, a new problem arises: Moving the data

between the individual systems. Developing a communications infrastructure able to

handle the demands placed on it is often the real challenge when implementing a distrib¬

uted system.

An initial hurdle is the organization of the computers, the remote control of whose pro¬

cessing is necessary for the group to operate as a unit. The second hurdle is the actual

data flow to and from the computers. Both require network bandwidth, but can be seen as

logically separate.

Following the principle of using only components with a good price-to-performance
ratio, as few custom components as possible should be used. Rather, mass-produced (off-

the-shelf) components should be employed wherever possible. Other components and

standards may be mentioned, but will not be discussed in detail.For costs comparisons,

&
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see Appendix T.

FDDI1 and ATM2

Systems such as FDDI and ATM offer transfer speeds of 100 MB/s and more. Looking at

the internal performance of a PC, it is clear that simply generating or accepting such a

data stream would tax the PCI bus to its limits or beyond, let alone actually processing
such a data stream. This kind of performance is not necessary on PCs. In contrast to eth-

ernet, ATM and FDDI leave the CPU relatively lightly loaded, because the conversion of

raw data to and from the transport medium is carried out on the network card itself. This

is one of the reasons such cards are so expensive.

Fire Wire and Fibre Channel

The two standards FireWire (IEEE-1394, [1-66]) and Fibre Channel (ANSI X3230-1994)
have low market penetration and therefore unsatisfactory support on the software side.

Although developed for mass storage applications, both are suitable for general purpose

data transport.

FireWire currently offers transfer rates of 100, 200 and 400 Mbit/s (12.5, 25, 50 MB/s)
and the future will see IEEE 1394.1—100 MB/s. FireWire is used today mostly in con¬

nection with digital video (DV); the newer DV cameras deliver their video and audio data

via FireWire to a suitable host adapter. The standard is not necessarily limited to audio

and video transport. Apart from scanners and mass storage, network structures built on

FireWire are conceivable, though FireWire has a maximum transport distance of

4.5 metres. Appropriate products are however very thin on the ground or nonexistent.

FibreChannel targets a similar market segment as FireWire, but is a more high-end com¬

ponent. Because FibreChannel can use fiber, it can be used over very long distances (up
to 10 km) and is thus well suited to networked applications. The real advance here is,

however, the control of mass storage devices. Mass storage systems that are physically

widely separated can be controlled as a single logical unit. The keywords here are secu¬

rity, redundancy, backup, storage area networks (SAN) [94]. The connections support

rates of 266 Mbit/s to 4 Gbit/s (33.25 MB/s to 512 MB/s); various protocols such as

SCSI, HPPI, or IP can be transported. FibreChannel allows very effective switching tech¬

nology to be employed, in that a direct channel between two switch ports can be set up.

This is an advantage over Ethernet, which must use store-and-forward switching technol¬

ogy. Here too, the problems are low market penetration and the resulting relatively high
hardware costs. [1-67]

Ethernet

The only network cards which are truly widely used in conventional PCs are ethernet

cards, typically supporting 10 Mbit/s or 100 Mbit/s.

The demands on the system are greater with ethernet, since the network card driver must

do various things before and after data is transferred over the network. The load on the

CPU at high transfer rates cannot be ignored. Ethernet is a so-called "broadcast"

medium, which means that all devices connected to the same logical/electrical segment
"hear" every communication on that segment, though they react only to communications

addressed to them. Every device must compete for access to the medium in order to

begin communicating. The more participants, the more collisions arise, lowering the

total throughput. To achieve dependable, time-critical communication over ethernet,

1. FDDI: Fiber Distributed Data Interface

2. ATM: Asynchronous Transfer Mode
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point-to-point connections must be used. With such an arrangement, there is only ever a

single sender and a single receiver.

If a dedicated, low-performance network is set up to support coordination in a distributed

system, control information will not interfere with the transfer of actual data. Thus the

separate ethernet links for data can run at full speed.

An intermediate variant is offered by so-called "channeling cards" which incorporate two

or four 100 Mbit/s ports on one card, bundling them into a single logical connection

using appropriate drivers. Packets to be transmitted are alternated amongst the ports.

Gigabit ethernet (1,000 Mbit/s) and channeling cards were developed for 64-bit versions

of the PCI bus, since their performance cannot be fully exploited otherwise.

For optimal performance, the choice is 2-port or 4-port channeling cards, used in

point-to-point configurations. The cost per port for these cards is somewhat higher than

for ordinary ethernet cards, but without special programming ordinary ethernet cards

cannot be "bundled" the same way. An additional 10 Mbit/s card serves for control and

monitoring of the distributed system. The best price-to-performance ratio will shortly be

offered by 1,000 Mbit/s cards, but special (and initially relatively expensive) fiber

cabling will be needed. Modern Shielded Twisted Pair (S/UTP) cabling can be used for

100 Mbit/s and 10 Mbit/s networking at distances up to 100 meters.

Myrinet

This name, well-known in high performance computing circles, is not a widespread stan¬

dard (ANSI/VITA 26-1998). It needs to be considered, however, because it meets nearly
all the requirements of the task at hand. It supports a sustained transfer rate of 1.28 Gbit/s

(164 MB/s) in both directions (full duplex). The full bandwidth is available to the appli¬
cation. Myrinet cards are available for all popular operating systems, including Linux,
Windows NT, Compaq Tru64 (formerly DEC UNIX), BSD, Solaris and so on. Source

code for the drivers is freely available. The cards are expensive, but not overly so in rela¬

tion to their performance. One difficulty is that only Myricom makes these cards.

Myrinet does not necessarily need special software; instead it presents a TCP/IP stack

implementation, such that most operating systems notice no difference between a con¬

ventional ethernet connection and Myrinet.

If Myrinet is used in an ordinary PC with a 32 bit PCI bus, the bus represents the actual

bottleneck, since it cannot deliver or accept data at the maximum speed (interface to

interface) of 160 MB/s which has been achieved under test conditions. Myricom has

crossbar switches with up to 16 ports in their product line, which can be fixed in cut-

through configurations, guaranteeing optimal connectivity.

The LAN version of Myrinet allows cable runs of 10.7 m at high speed, or 18.3 m at half

speed. If fibre converters are used, distances of up to 10 km are possible. [1-68]

SCI-Scalable Coherent Interface

A direct competitor to Myrinet is the SCI Project (ANSI/IEEE 1596-1992), which also

aims to allow clustering of PCs or workstations over fast, efficient data channels. Trans¬

fer rates of up to 87 MB/s are possible with 32 bit PCI cards using conventional chip
sets. With 64 bit PCI cards, speeds of up to 170 MB/s should be possible.

These are transfer rates from memory to memory, but specialized hardware is used to

reduce the load on the CPU, leaving it free to perform its intended task in the

cluster. [95][96][1-69]
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Swiss-TO

The Electronics Laboratory and SCS currently have a system in the development and

testing phase which also has as its goals clustering, low CPU load, high bandwidth,

switching and low latency. Initial systems are just being brought into

operation. [97] [98][90]

3.5.2.4 Protocol and Application

An additional important additional consideration is the software layers that operate over

the above mentioned hardware protocols (ISO/OSI model [99] layer 1). A popular tool to

measure this performance is netperf [1-70]. The performance values presented above are

values for raw data transfer, mostly over TCP/IP. "Full speed" for 100 Mbit/s ethernet

cards is up to 10 MB/s. The new 1,000 Mbit/s cards can carry 417 Mbit/s (UDP), where

the cards seem to be limited not by their internal performance but by the limitations of

the host computer systems. Recent tests with Myrinet set new records, moving TCP/IP

traffic at 1.147 Gbit/s. [1-71]

There are software packages that provide network file systems over this protocol. Popu¬
lar examples are SMB (Server Message Block from Microsoft) and NFS (Network File

System from DEC, now Compaq, and now an open standard). Measuring the perfor¬
mance achieved by this software results in values of at most 4.5 MB/s [G-100] for an

SMB copy or 7.3 MB/s for an NFS copy [1-72], both over a 100 Mbit/s ethernet. Perfor¬

mance values over Myrinet could not be obtained, but would certainly be higher and in

the end probably limited only by the power of the computers involved. Neither SMB nor

NFS is particularly efficient at raw data transfer.

Alternative methods such as direct socket connections are certainly faster ; these do not

have the overhead associated with presenting a file system to remote clients. [1-75]

1. SCS: Super Computing Systems in Zurich

2. Tests with Myrinet and memory to memory stream sockets gave throughputs of up to

84 MB/s. [101][I-73] Similar tests with SCI gave throughputs of up to 84.9 MB/s. [1-74]
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4 Results

This chapter introduces the components used in the project. A selection of images, cap¬

tured by the scanner, will also be presented. Some of the results have already been used

as illustrations in Section 1.3.2.2 and Section 3.3.

The performance achieved will be discussed, as will the limitations found and challenges
that arose.

This chapter will limit itself strictly to the development and implementation of the scan¬

ner hardware and software. The function and processes within and between the compo¬

nents used will be looked at in detail.

4.1 Hardware

This section will concern itself with the hardware side of the project. Limitations and

suggestions for improvements will be noted or referenced. The fact that there are many

suggested improvements should not mislead the reader; the results obtained with the

scanner, given its cost, the effort that went into its construction and the limited capabili¬
ties of its components, are extremely encouraging.

4.1.1 Acquisition Computer

Following the principle that only off-the-shelf hardware components should be used, a

well-equipped IBM-compatible PC was purchased in June 1998, with a 200 MHz CPU

(Pentium Rating) from AMD and 128 MB of RAM. An Ultra-Wide SCSI adapter ser¬

vices the three SCSI hard disk drives, one of which (4.5 GB) contains the operating sys¬

tem, Linux. The other two AV drives (each 4 GB formatted) support, according to the

manufacturer's specifications, a sustained throughput of 4 MB/s (peak 7.2 MB/s). The

two somewhat older AV drives were left over from a previous project [G-36]. The com¬

puter had a simple graphics card and a 100 Mbit/s network card to allow remote access

and external storage of data. Not including the frame grabber, the cost of this system was

somewhat more than US$ 2,000.

Section 3.1 made clear that the major bottleneck in data acquisition is the throughput to

the physical medium used for mass storage. Because the mass storage medium chosen

for this project was hard disk, the disk performance had to be tested. The widely used test

software Bonnie was used; it is available at no charge via the Internet. The values

obtained during testing are listed in Table 6.

Table 6 shows comparative values for other hardware; the AV disks mentioned were

actually used in this project. A further matter related to this table is the CPU load during
these performance tests. It became clear that as long as the computer is caching the disk

in RAM, the CPU is loaded very heavily and the drive is hardly being used. As soon as

the data volumes exceed the computer's available RAM (the Compaq workstation with

an Alpha processor has 576 MB of RAM), the throughput drops markedly and the CPU

has only a light load. Bonnie measured maximum CPU loads during block access to the

RAID0 partition of only 21%.

Section 2.7 discussed the RAM performance in various computer architectures. The val¬

ues for the acquisition computer built for this project reached 83 MB/s (cf. Table 11 in

Appendix E).

1. Benchmark for hard disk I/O. Uses general C library routines. [1-76]
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Disk

Bonnie

Character21

MB/s

Blockb

MB/s

Internal OS-Diskc

IBM DCAS-34330
3.4 6.4

AV-Disk (stand-alone)d
Micropolis 3243AV

4.7 6.5

Two AV-Disks (RAIDI)6

Micropolis 3243AV
4.9 7.9

4.5 GB Disk (stand-alone/
Quantum Grand Prix XP3430

9.6 13.6

Six 9.1GB Disk (advfs)g

Quantum Atlas II
9.5 13.3

Table 6: Write performance of various hard disk sub-systems

a This test is performed using putc() from the standard C library

(blocksize according to the partitioning of the harddisk)
b This test was performed with optimized block sizes, taking the

disk partitioning into account

c The internal system drive in the acquisition computer

d One ofthe two AV drives in the acquisition computer

e Both AV drives in the acquisition computer, combined as a soft¬

ware RAIDO

f Here the internal system drive of a Compaq Personal

Workstation 550au was tested The partition was the sole ele¬

ment in an advfs file set [102]

g The six drives were combined into a single unit (domain) under

advfs This file system is not optimized, but allows the creation

of large partitions and online rearrangement ofthe drive con¬

tents Due to the intelligent caching algorithm, the test file size

had to be raised to a gigabyte

Further performance considerations in connection with the PCI bus are handled in the

next section along with the frame grabber.

4.1.2 Frame Grabber

The frame grabber manages several data flows. Each data flow will be analyzed and the

limiting factors determined. Fig. 30 on page 86 shows the individual sections of the total

data flow.

The frame grabber card described here is the result of work in early 1997 [G-47]. The

physical layout of the card can be seen in Appendix F.

4.1.2.1 Data input from the camera

The digital camera used for this project, the Dalsa-Gl 2098, can be driven with a pixel
clock ranging from 7.5 Mhz to 10 Mhz. The frame grabber described here controls the

camera using a pixel clock rate of 7.5 MHz. The data values arrive from the camera over

three parallel channels each delivering data at 7.5 MB/s. However, the data only comes

over the interface at the end of each exposure (see Fig. 23 on page 70). In general, no

data will be sent during exposure. With careful exposure timing, an almost uninterrupted
stream of data can be delivered to the frame grabber. The three input FIFOs, working in

parallel, can handle this data volume easily.
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4.1.2.2 Data processing in the Xilinx FPGA

The Xilinx reads data out of the input FIFOs and processes it according to the loaded

program. With respect to the processing speed of the Xilinx, two values have to be distin¬

guished. The internal clock rate of the Xilinx determines how fast individual operations
can be carried out but the overall performance is also dependent on how many operations
need to be performed on the data and how fast the data can be moved into and out of the

Xilinx.

In the card version used here, an internal clock rate of 15 MHz was used. The card itself

allows an optional additional crystal to be used to clock the Xilinx, or the clocking can be

taken from the PCI bus (33 MHz) as was done in this project using a clock divisor. The

Xilinx versions used in this project cannot normally be clocked faster than 25 MHz.

The other factor is how fast the Xilinx can output the data through the output FIFOs to

the PCI bus. This speed really determines the overall performance of the card. This value

is directly dependent on the clocking rate mentioned in the previous paragraph and,
much more importantly, on the particular algorithms loaded into the Xilinx. The

demands the different algorithms impose on computing performance are described in

Section 3.5. The hardware implementations of the algorithms were done as student

projects, the results of which serve as the basis for the following numbers. [G-47]

In the context of this work only three algorithms were studied—color displacement cor¬

rection (Section ß. 1.2.1) accessing a lookup table (Section 3.1.3.1) and exploiting the

Algorithms Color Data
Black/Withe

Data

Color displace¬
ment correction

4 0

LUT access 4 2

24->32 bit optimi¬
zation

2 2

Total 10 4

Table 7: Clock cycles used to process one image particle

(color: three values; black/white: one value)

32 bit-wide PCI bus (Section 2.7.1). Various other algorithms were developed, but due to

the restrictions described below, could not be implemented.

Table 7 makes clear that the Xilinx is slower at processing color data than black and

white. This is because only one SRAM access is possible at a time. All algorithms that

require access to SRAM must run sequentially. Accessing a lookup table during a color

scan requires processing each color channel one after the other; to achieve the same

throughput as with black and white would require a much higher clock rate, at least for

the Xilinx.

Table 7 indicates that for black and white data, each pixel needs only four clock cycles;
the final algorithm needs no SRAM access. This means that with a Xilinx clock rate of

15 MHz, data can be processed at the full 7.5 MB/s.

For color data the results do not look so good, firstly because color displacement correc¬

tion is needed and secondly because access to the lookup table requires more clock

cycles. Thus only 4.5 MB/s (1.5 megapixels/s) are possible with an internal clock rate of

15 MHz.
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4.1.2.3 Output over the PCI bus into RAM

The issue of PCI bus contention was described in detail in Section 2.7. The shorter the

load times on the PCI bus for a given data stream, the more data can be transferred in

other data streams (e.g., to the mass storage controller). Each bus access made by a

device should use the bus at maximum efficiency to reduce the time the bus is dedicated

to that device.

To understand the following discussion, a little technical detail about the PCI architec¬

ture is needed. A brief explanation is given in Appendix R and it is recommended that

readers unfamiliar with PCI technology take a few minutes to read that appendix before

proceeding.

The PCI card designed for this project was one of the first PCI cards developed at the

Electronics Laboratory , just as the PCI bus began to dominate. Ready-to-use compo¬

nents for implementing the PCI protocol, such as exist now, were at that stage only avail¬

able with very limited capabilities. The PCI protocol was implemented locally in order to

obtain the desired capabilities. In the context of that work, bus-mastering capability and

thus DMA access was not implemented. Unfortunately, data transfers were implemented

using IO-Mode, with only configuration information being loaded using memory mode

(Section 3.1.3.5: "Starting the Scan").

These limitations gave the following results with respect to the throughput performance
from the frame grabber to the computer's main memory: With the Xilinx programmed to

pass on the data unchanged, a maximal throughput of 20.7 MB/s can be achieved

theoretically [46]. To test this, an acquisition routine was used that ran only in the kernel

of the operating system (Linux) and that wrote the data only to RAM. The highest speed
achieved was still comparatively low due to the high communication costs for the trans¬

mission over the PCI bus; the value with optimized access software was 8.2 MB/s.

4.1.2.4 Throughput to the AV drives

After being transferred from the frame grabber, the data is buffered in a large area of

memory, the ring buffer (see further details in Section 4.2). From there it is moved using
normal operating system routines over the PCI bus to the mass storage controllers and is

then written to the two AV disks.

The whole process reached a maximum speed of 1,370 lines/s at 2,098 pixels per line for

a color scan making optimal use of the PCI bus. The performance was reached over the

largest storable volume of 8 GB and represents 8.1 MB/s (2.7 MB/s/channel). The scan

producing those 8 GB took a good 50 minutes; the scanned volume represents about

3,900 frames from a 35 mm film, or about 2.75 minutes of projection time (in other

words, the projection rate is about 20 times faster than the scanning rate).

For black and white data the same throughput (lines per second) was achieved, but of

course three times as many lines could be scanned and stored.

Today ,
the cost of the materials for the frame grabber would be about US$ 820 to

US$ 1750. The relatively large price variation depends on the Xilinx used. The same

pinout supports various numbers of programmable cells (gates); the more gates, the more

expensive the component.

1. The Electronics Laboratory at the Swiss Federal Institute of Technology in Zurich.

2. May 1999
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Fig 59 Modified Interciné cutting table, used as basis for the scanner

4.1.3 Cutting Table

Due to the simple mechanical requirements with respect to the film transport, a very cost

effective solution could be found A used 35 mm film cutting table (Intercine brand) was

purchased and the unnecessary elements removed (Fig 59)

4.1.3.1 Motor and Drive Roller

The original film transport motor was replaced, the

sound reader (soundhead) was removed, the light system
was removed and the film transport redesigned The con¬

ventional motor in a film cutting table is designed to

drive the film at various projection speeds The demands

of this project were quite different (see Section 2 5 1) A

strong, continuously operating motor (not a stepper

motor) with a worm screw was installed, which drove a

custom-designed drive shaft and drive roller Because

for this application the film perforations were not to be

used, a mechanism for pressing the film onto the drive

roller was implemented (shown in Fig 19 a on page 59)
The drive roller was constructed of aluminium, only the

small pressure wheels were made of rubber This

approach sufficed to drive the film, originally it had been Fig 60 Drive roller

intended to put rubber on the edges of the drive roller as

well, but this turned out not to be necessary (Fig 60)

The concentrated pressure from the smaller rollers placed substantial stress on a small

area of the film This became apparent when an older film was scanned and the edges of

the film were changed by the rollers A pressure mechanism acting on a larger surface

(up to 270 degrees of the circumference of the drive roller) in the area of the perforations
would be better (Fig 20 on page 60)

Increasing the circumference of the drive roller can also reduce the stress on the film

strip The drive roller used here has a circumference of 5 cm, which is adequate, but too

small for an optimally protective environment
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Inadequate centering of the drive roller on

its axle led to one of the most important les¬

sons learned in the whole project. The drive

roller was placed about 6 |im off-centre by
the manufacturer. As a result, the scanned

image, compared to the original, was "con-

certina-ed"—regularly stretched and

compressed (Fig. 61). Had the speed sensor

described in the next section been imple¬
mented, the scan would have been geometri¬

cally incorrect, just as it would have been

without the speed sensor. This experience
showed very clearly that a transport mecha¬

nism that does not use the perforations can

never be exact, since mechanical compo¬

nents cannot be machined accurately

enough—to tolerances of very few Fi9- 61: Effect of an eccentric drive roller

micrometers. Very great accuracy can of
Scanned ima9e Presented in a format which

, ,. j
•

if ï r- points up the effect of an eccentric drive roller,
course be achieved using the best manufac¬

turing processes, but perfection is not possible. In the end what is needed is a scanner

that can deliver a guaranteed accurate digitization of the photographic material, and this

means compensating somehow for an inaccurate transport. Further thoughts on these dif¬

ficulties and a suggestion for an optimal solution can be found in Section 6.1.1.5.

The motor, in combination with the gearing and the circumference of the drive roller

(about 150 mm or 32 perforations), permitted film strip speeds of 0.8 mm/s to 80 mm/s.

4.1.3.2 Speed Sensor

The original idea for the speed sensor was to use a so-called "chopper disk" driven by the

drive roller or other suitable guide roller. Such a disk has regularly and closely spaced
holes at its outer edge; its rotation can then be detected by a fixed light-sensitive diode.

With appropriate gearing, the chopper disk can turn very fast in comparison to the rota¬

tional speed of the driving roller. The signal from the diode can be treated as a clock sig¬
nal. In theory, this signal would be a measure of exactly how fast the film strip was

moving and could be used directly to control camera exposure timing.

However, the experience gained as described in the previous section shows that this

approach is very sensitive to mechanical inaccuracies. If driven from the axle of an

eccentric roller (and assuming that the chopper disk itself can be manufactured suffi¬

ciently accurately) the disk cannot detect the eccentricity of the roller. If driven through
direct contact with the film possible slippage cannot be detected. The only way to avoid

slippage would be to use the perforation in the film strip—and it is exactly this which

must be avoided. This type of speed sensor, although plausible, is in fact entirely unsuit¬

able for this application.

1. The image in Fig. 61 was created by taking the pixels from a single column and arranging
them in rows, such that each row is as long as the expected perforation pitch in scan lines.

The "marching" effect is because the real perforation pitch is not a whole number of scan lines.

The wavy borders between light and dark are there because the film distance between scan

lines during the scan varied. The "wavelength" of this effect is about 32 image lines—the

period is equal to the circumference of the drive roller, in perforations.
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In the end, any speed sensor must be independent of the film transport mechanism. One

possibility is described in Section 6.1.1.3.

For this project a crystal used to clock electronic switches was used. It was integrated
into a small switch, such that it produced a clean 100 MHz clock signal. This signal was
then fed into the frame grabber as described in Section 3.1.3.5.

An algorithm was then used to compensate for the eccentricity of the drive mechanism,

by adjusting the stretched or compressed image areas. The algorithm builds a statistical

description of the perforation pitch, takes the median value and normalizes the image
data to that value.

In short, the camera timing in this project was controlled by a signal that was indepen¬
dent of the actual film strip speed. This would of course be unacceptable in a real-world

application.

4.1.3.3 Channel Gate

The mechanism used to guide the film strip in

front of the camera was taken from an old

35 mm projector and modified appropriately. A

pressure mechanism was added to make sure

that the film strip is pressed against the guides

immediately before and after the scanning area,

to ensure that it remains in the focal plane. At

the same time, this mechanism produces a

resistance against the drive system, so that the

film remains stretched (under tension). *-***»**

This approach brought the realization that even
Fig- 62: Channel 9ate

pressure along a section of film several centimeters long is not enough to guarantee that

the film stays flat in the same plane. At particular transport speeds, resonances arose in

the form of vibrations in the strip at 90 degrees to the direction of travel and the plane of

the strip (Fig. 62) These could be seen with the naked eye along the whole transport

path, but were particularly troublesome when they arose in the scanning area. This prob¬
lem could only be "solved" by choosing another transport speed.

Pressure along a long section of film is not optimal for brittle or frayed film materials,
since the film must be pulled through this area with quite some force. A variant in which

the film can be controlled without an actual channel gate was introduced in Section 2.5.4

and refined in Section 6.1.1.5.

4.1.4 Illumination

An external light box with a single light source and a one meter long cross section

changer was obtained as described in Section 2.3 and integrated beneath the cutting
table. The light box had space for two further lighting units, which would support the

narrow-band color scanning described in Section 2.3.1. For financial reasons the two

additional lighting units, the filter set and the light mixing unit could not be obtained. No

color reconstruction as described in Section 6.1.1.2 could be carried out, because with

the available equipment it was not possible to perform a suitable scan.

1. In an earlier study (with no published results) an old 16 mm projector was converted into a

frame-by-frame scanner with a suitable light mixing box. Using scans obtained from this

equipment, the suggested color reconstruction method was successfully applied to motion pic¬
ture film.
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As expected, the illumination coming through the cross section changer was not homo¬

geneous. Each image typically had a regular, striped pattern produced by the separate

(variously oriented) glass fibres. Simply placing a diffuser, a translucent (white) test film

strip, in the light path after the cross section changer sufficed to almost completely cor¬

rect this problem.

4.1.5 Camera Assembly

The Dalsa camera had to be mounted on the cutting
table. The construction had to permit the camera, or

rather the sensor, to be positioned as flexibly as possi¬
ble, but also with micrometer accuracy. All three

dimensions (zooming, dollying and translation) had

to be adjustable as needed. Three translation stages

were combined with a right-angle bracket to provide
movement control in three dimensions. The assembly
was mounted on a rail, enabling coarse adjustment
for zooming and dollying. The rail was fixed to the

cutting table on sturdy metal tubes (Fig. 63).

This arrangement makes it possible to scan various

sections of the film strip at various magnifications.
The alternative would have been a fixed system; the

chosen design, however, offers optimal flexibility for testing various experimental

arrangements and for reacting to changing circumstances.

The construction as shown in Fig. 63 has a disadvantage in terms of stability, due to the

overhanging design. The smallest vibration is picked up and amplified, becoming visible

in the scanned image. Further vibration problems arose because of the inadequate Dalsa

camera mount (a single screw) and the very long lens assembly (the Nikon lens mount,

two extension rings and the 105 mm macro lens).

Fixing the camera firmly to the table and using a shorter lens assembly are essential to

correcting this problem. As long as the film strip in the channel gate and the sensor are

subject to the same vibrations and are vibrating in sync with each other, the vibrations

are unimportant.

Fig. 63: Camera assembly

4.2 Software

This chapter discusses only the software involved in accepting data from the frame grab¬
ber and moving it to the AV disks. Other algorithms, such as those described in

Sections 3.3 and 3.4, will not be discussed here.

4.2.1 Operating System

The freely available UNIX-variant Linux was used on the acquisition computer. For sim¬

plicity, a distribution from S.u.S.E Germany was chosen. In the final phase of the project,
version 5.3, containing kernel version 2.0.36, was used. The system installed for the

project departed from the standard installation in three ways; firstly, an area of memory

was set aside for use as a buffer and protected from swapping, secondly, kernel exten¬

sions to support RAIDO were added and thirdly, a custom written driver was added to the

kernel.

The acquisition computer has 128 MB of RAM, which is chiefly intended for use as a

buffer during the transfer of the data stream from the frame grabber to the hard disks.
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Unix uses paging technology, which permits dynamic storage and retrieval of areas of

memory to and from a swap partition on a hard disk. This technology permits the main

memory of the computer to be (virtually) increased by the amount of available swap

space.

This behavior must be prevented during real-time data acquisition, because the storage
and retrieval of swapped data means hard disk access, which requires a lot of time. Dur¬

ing acquisition, this time is not available; the scan data buffer must be in physical mem¬

ory at all times.

For this reason the operating system is informed at startup that it has a much smaller

amount of main memory. The operating system is loaded at an address beyond the

already allocated buffer space. This area of memory must then be managed by custom

routines, because the operating system and its memory management routines know noth¬

ing about it. The allocated buffer space can be accessed from user space and from kernel

space.

For this project, 96 MB of main memory was reserved for special purposes such as the

buffer space. This space can be arranged as needed. During performance tests (described
in Section 4.1.1) where the raw transfer speed from frame grabber to memory was deter¬

mined, the acquired data was written into this space. For this reason, the performance
tests carried out with this configuration could only work with images less than 96 MB in

size.

The second change made to the standard S.u.S.E 5.3 distribution concerned the AV disk

support. A small change was made in how these were accessed, in that driver support for

multiple devices was added. This extension, which had to be compiled into the kernel,
can be simply activated via the S.u.S.E configuration tool. It allows the setup of a soft¬

ware RAID, distributed over various mass storage devices, or rather their partitions. A

RAIDO consisting of two 4 GB partitions was set up over the two AV disks.

The third change was the addition of a custom written frame grabber driver, described

below.

4.2.2 Frame Grabber Driver

The software described in this section includes the driver itself, the driver controls in user

space and the further levels of abstraction provided by a C++ class encapsulating the

capabilities of the frame grabber.

4.2.2.1 User Space vs. Kernel Space

User space and kernel space are terms used to describe parts of the Unix architecture.

Unix has a protected area within it known as kernel space; this area is used by the operat¬

ing system kernel and is not directly accessible to user programs. The kernel provides
software interfaces to the underlying hardware and uses the kernel space as working stor¬

age. The kernel interfaces protect the kernel and kernel space against unauthorized user

programs and access. The kernel itself has unlimited access to kernel space.

All drivers compiled into the kernel can use each others' resources. This is necessary for

their interaction with each other, for example between frame grabber driver and the PCI

bus driver. This allows the kernel to operate at high speed; however, the kernel does not

have access to higher level constructs such as the Unix file system. This makes writing
kernel software a very complex and painstaking task. An error in the kernel will usually
crash the operating system; the quality of driver development directly affects how safe

and stable a Unix system is.
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An error in a user program affects only that program. In contrast to the kernel, programs

running in user space enjoy access to many higher level constructs; however, they must

share all system resources through the interfaces provided by the kernel. This makes their

timing less accurate and slows their access to those system resources. [G-103]

For performance reasons the software in this project could have been written as kernel

software. However, this would have meant foregoing the high level abstractions offered

by the Unix operating system—in particular, the file systems. By using the operating sys¬

tem wherever possible, development time was reduced and the acquired data remained

accessible to ordinary Unix programs. Also, kernel dependent source code can be

avoided; otherwise every new kernel release means re-adapting the developed code.

4.2.2.2 Register Controls

The frame grabber offers a wide range of registers, which can be accessed via addresses

in the PCI address space. The entire PCI address space is mapped by Linux into the

Linux address space. Any desired register can be read or written using kernel routines.

Access to the frame grabber's registers was the first feature implemented in the frame

grabber driver. This initially allowed the frame grabber functionality to be tested and

later supported flexible control of the scanning process from within user space.

The registers are used, among other things, to control basic settings such as binning
enable/disable, exposure time, color vs. black-and-white and the divisor for the signal

coming from the speed sensor. This last, in conjunction with a counter, controls the tim¬

ing of each exposure.

The early implementation also allowed the error registers to be accessed, so that error

conditions such as lost rows, over exposures and FIFO overflows could be detected. It

was also possible to read acquired data out of the frame grabber by reading individual

32 bit values out of the appropriate registers—a very slow process! The next section

describes how to do it properly.

Once all the frame grabber registers could be reliably read and written, the interface

could be used to program the Xilinx FPGA. Without a functioning, programmed Xilinx
,

nothing else works. It was therefore important to get the Xilinx working fairly early in

the development of the frame grabber driver.

4.2.2.3 More Complex Processes

During the development of the frame grabber driver, ever more complex procedures were

implemented in the driver. The buffer (see previous section) was implemented as a ring
buffer, such that the driver could fill it independently and the state of the buffer could be

determined from user space. Error handling (overflow) was implemented here too. The

driver provided the ability to map the buffered data into the user address space on

demand.

Ultimately it was possible to say to the driver "scan X thousand lines", and the driver

would operate independently until either an error condition arose, data stopped coming
from the camera over a lengthy period, or the set target was reached.

The driver was extended again by providing the facility to buffer partial scan lines. In

some cases storing the entire scan line is a waste of space, for example, when scanning a

narrow gauge film strip—assuming of course that the full sensor resolution is not

1. Programming was done in VHDL (VHDL is an acronym which stands for VHSIC Hardware

Description Language).
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needed. Although not done in this project, the Xilinx could be programmed to support
this feature directly on the frame grabber card; this would reduce the load on the PCI bus.

4.2.2.4 C++ Classes

The frame grabber card was treated as an object in C++ terminology, and an appropriate
class implemented (ZKOl, "Zeilenkamera 01"), which encapsulated control of the card

and its status. Internally, the class uses the interface implemented for the frame grabber
kernel driver. With current technology, one PCI bus can practically speaking support

only one frame grabber card. A multi-card driver would therefore have been needlessly

complex; the driver implemented used a simple flag to ensure that the device was opened

by only one process at once. As a result of this limitation, only one instance of the ZKOl

class can access the driver at any given time (for details of the C++ interface see Fig. 76

in Appendix S).

4.2.2.5 Parallel Activities

As described in Section 3.1.3.5, the frame grabber card generates an interrupt when the

output FIFOs are filled to a certain level. The frame grabber driver has an appropriate

interrupt service routine. The interrupt service routine does nothing but write the data

from the card into a ring buffer in memory [G-47]. Servicing these interrupts happens

independently; the frequency at which the interrupts occur is determined by the parame¬

ters on the card, such as the FIFO fill level specified. A user program begins data acqui¬
sition by setting the desired parameters in the ZKOl class, then calling doit ( ). Internally
the class configures the frame grabber card according to the desired parameters and

instructs the frame grabber card to begin data acquisition. When the user process has

acquired the desired amount of data the frame grabber card is instructed to stop; this is

handled internally by the ZKOl class.

The user process polls the amount of new data in the ring buffer continuously. When a

particular level is reached, the appropriate area of the ring buffer is mapped into user

space and the data is read out and written to the AV disks. The level can be chosen by the

user process itself.

4.2.3 Scan Program

Using the above components, a relatively slim additional scanning class (Scan, Fig. 77)
was written, the class ZKOl. More precisely, the scanning class inherits all the properties
of the class ZKOl (Fig. 78 in Appendix S).
A program, scan, was written using the Scan class. This program was used to control

the scanning process from the user level. All capabilities, settings and modes are speci¬
fied to the program at startup via command line options. A list of the available options
for the program is given in Fig. 78, Appendix S.

A small Java applet was developed for demonstration purposes, which accesses the base

class ZKOl via a native interface [104] and which presents the above options via a graph¬
ical user interface.

Fig. 64 on page 175 shows the layered structure of the system from the hardware (frame

grabber, PCI bus) up to the scan class and beyond.

4.2.4 Volume Partitioning

With respect to the volume of incoming data, the Linux system used in this project, run¬

ning as it was on a 32 bit processor, was limited to files no larger than 2 GB. In a com¬

puter with a 64 bit architecture and a true 64 bit operating system, this relatively minor
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limitation would not exist (cf. Compaq's True64 UNIX). To overcome this limitation, the

scan program was extended to apply the principles described in Section 3.2.8.1, in that

the acquired data was stored hierarchically in multiple files. The current implementation

supports a data hierarchy only one level deep. Using this technique, data was acquired
and stored continuously, up to the full 8 GB capacity of the available RAIDO array (two
AV disks). Although larger storage devices were not available for experimentation, it

seems likely that the technology used would in principle allow arbitrarily large amounts

of data to be acquired and stored.

partitioning class

Î
scan class

ZK01 class C++ base classes provided by Linux

interface for access to kernel driver software

Linux Kernel Space

PCI bus address space

ring buffer PCI Hardware

frame grabber address space h—| disk controller address space

frame grabber hardware disk controller hardware

Fig. 64: Structure diagram of software and hardware involved in scanning

4.3 Images

This section shows portions of images scanned during the course of this project. Fig. 65

shows a full width scan of a film strip, including the perforations, analog optical sound

track (Dolby Surround) and digital optical sound track (Dolby Digital SR-R).

Fig. 66 shows a much enlarged section of the image shown in Fig. 65, cropping a single
frame. Recall at this point that such an image is always 2098 pixels wide.
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Fig. 65: Scanned

section of

a film strip

Fig. 66: Enlarged section from Fig. 65
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5 Discussion

This chapter considers the results obtained through this work in relation to commercially
available products; that is, asks the question "can these results be obtained with products
that are commercially available today?". Particular weight is placed on data acquisition
and the custom developed scanner in this project. The components developed as part of

this work embody concepts and ideas that must prove themselves against commercial

products. Actual costs are given in Appendix T.

5.1 Commercial Film Scanners

This section compares the equipment developed for this project with currently available

commercial scanners.

The devices will be specifically considered in terms of their ability to handle tasks in the

context of this work. Commercially available devices often have features that satisfy

quite different requirements to those described in this work. It is not the intention to dis¬

qualify such devices, rather to analyses their abilities with particular reference to the spe¬

cial problems presented here.

5.1.1 Scanner Criteria

It would be interesting to investigate many aspects of the internal construction of com¬

mercial scanners. Sadly, such details are often simply not available unless one purchases
an exemplar for investigation or has prior knowledge of the development and manufac¬

ture of the device. These options were either not available to this project, or only in a

very limited fashion. Some fairly general statements can however be made about the pur¬

pose of these scanners and their target market.

Details of the following points would be interesting, though unfortunately the questions
must remain unanswered for many scanners:

• Mechanical setup: What possibilities does the device offer with respect to different film

formats? What film widths (gauges) does the device support? What types of per¬
forations are accepted? How gently does the device treat the material? What syn¬
chronization method is used?

• CCD sensor: What dimensions does the sensor have? What color depth does it deliver?

What is its dynamic range? What read-out noise must be dealt with? What is the

quantum efficiency of the material used? What pixel clock rate is used?

• Illumination and filter setup: What illumination was chosen? With what wattage, with

what spectral characteristics? What filters were selected to separate the three or

more color channels? How flexible is the setup, can the filters be changed easily?
• Performance: How fast can the device deliver the data from various film and sound for¬

mats?

• Costs: What does such a system cost, aside from additional supporting computer equip¬
ment (see Appendix T)?

• Purpose: What tasks is the device designed to carry out?

• General: Any other interesting points?

The discussion of sensors and filters is made more difficult by the fact that one model

may contain different generations of similar components, often with different

characteristics. [1-78]
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5.1.2 Kodak Cineon Genesis

The Kodak film scanner is designed to scan negative film in very high quality. Since pos¬

itive film material has (in consideration of later processing steps) a slightly different per¬

foration pitch, and since the Kodak scanner depends on the perforations for

synchronization, the Kodak scanner cannot be used to obtain the same quality of data

from positive film material. This limitation means that this scanner cannot be used for

high resolution scanning of most archived material. The Cineon is not designed to carry

out video transfers. The device has no audio capabilities.

Kodak has since ceased production of this device. The cost of acquiring such a scanner is

thus academic. [1-79]

The film strip is transported frame by frame. Sprockets such as those used in film cam¬

eras provide for precise positioning of the film over the scanning aperture. The portion of

film directly in front of the scanning aperture is lightly stretched to guarantee it is flat.

The CCD sensors are then passed over the frame as in ordinary commercial flatbed scan¬

ners. Unmodified, this arrangement does not permit the entire film strip width to be

scanned.

This device can scan 35 mm and 16 mm film strips, thanks to exchangeable guide rollers

and gate assemblies. The scanner achieves very high resolution—4,096 pixels across the

frame, which is very close to ideal (4,196 are recommended here).

The color depth of the sensors used in this scanner is 12 bit linear, after correction.

Kodak calculates 10 bit logarithmic values from these. As described in the section "Lin¬

ear versus Logarithmic" (on page 75), compromises are made during this conversion.

When scanning negative material, the device delivers optical densities up to 2.0; for pos¬

itive material, up to 3.26. Scanning time alone for the Academy format (full aperture and

not including the time taken to write the data to tape) is about five seconds per complete
frame. This represents a data rate of about 11 MB/s.

The Cineon delivers data in its own Cineon file format. The description of this format is

publicly available. The format stores each pixel (three 10-bit values, one for each color

channel) in a 32-bit word. One high resolution image of a frame can be delivered every

10 seconds. The Cineon can only be driven by SGI computers running the SGI Unix-

derivative IRIX.

What made the Cineon so popular among professionals was the accompanying software.

The software permits image manipulation of a very high order. The software is called

"cineon" and is sold separately, but should not be confused with the hardware of the

same name. [1-80]

5.1.3 Philips BTS Spirit Dataciné

The DataCiné is a typical example of a high performance video transfer device

(teleciné). This scanner can also deliver digital image data. The speed of acquisition is

increased through the use of several CCD scanning lines. The CCD sensors in this scan¬

ner are manufactured by Kodak.

This scanner can transfer all current 16 and 35 mm film formats into video signals, in

real time. Supported outputs are all current TV standards (4:3, 16:9) and—very interest¬

ingly for the future—HDTV formats (ATV, SDTV).

The Data Ciné delivers a maximum of 2,048 x 1,832 pixels per frame as 10 bit logarith¬
mic values. Even the very professional HIPPI interface, which can theoretically deliver

up to 90 MB/s, could not keep up with the scanner's theoretical ability to deliver
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30 images per second at full resolution, as this would mean a transfer rate of 287 MB/s.

In practice the camera is limited by the HIPPI interface to delivering only six such

images per second.

One very interesting detail of this scanner is the film drive mechanism. The scanner

employs a capstan drive which functions just as suggested in this work—through pres¬

sure and friction alone, not using the perforations. Care is also taken to reduce the ten¬

sion on the film material. The unmodified scanner does not deliver one long image, but

rather individual images of frames. It therefore depends on the perforations for synchon-
isation.

After the BTS development team visited the project laboratory, the company released an

accessory for the DataCiné called StaediScan, a high-resolution camera that tracks the

position of the perforations in the plane of the film strip and thus their movements. As

suggested in Section 6.1.1.3, this permits the smallest changes in film strip positioning to

be detected and corrected for. This accessory indicates that there were problems with

film speed and film guidance (see Section 4.1.3.1) and that they could be corrected in this

way.

Without modifications, the DataCiné cannot scan the whole width of the film strip, but it

does have conventional soundheads, which permit the capture of sound in the same pass

as the scan. [1-81]

5.1.4 Oxberry Cinescan 6400

The Oxberry Cinescan is a frame-by-frame scanner which uses a 3kx2k pixel Kodak area

sensor. Each frame is exposed three times; a filter wheel is rotated to select the desired

spectral ranges. The sensor delivers 12 bit linear values. When scanning color material,
the scanner delivers about one frame every 90 seconds. Oxberry scanners deliver only
data, not video signals and also no sound.

One version of the scanner has gate insets for current 35 mm and 16 mm formats. There

is also a version for 35 mm to 70 mm film formats, which has a 4k x 3k sensor chip.

Little documentation was available on the Oxberry scanners. [1-82]

5.1.5 Cintel C-Reality (formerly Rank)

The C-Reality is another video transfer device. It can, however, also deliver the scanned

information as a data stream rather than a video signal. When delivering data, it delivers

a 2,048 x 1,556 pixel resolution at a logarithmic color depth of 10 bits. The C-Reality
has no CCD sensor; instead it operates using conventional teleciné cathode ray technol¬

ogy. According to the documentation, the scanner is optimized for scanning 35 mm neg¬

ative and inter-positive material, as well as 16 mm negative material. Synchronization is

done via the perforations, in that the rotational speed of the sprockets gripping the film is

measured opto-electrically 10,000 times per frame. This provides synchronization accu¬

racy to within half a pixel.

When delivering data rather than a video signal, the data is delivered via FibreChannel.

The maximum throughput is six images per second.

The C-Reality offers the ability to capture current analog and digital sound formats, but

only as a part of video signal output.

1. HIPPI: High-Performance Parallel Interface
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5.1.6 Cintel Klone Scanner

This data scanner (not a video transfer device) from Cintel is based on a 4k sensor and

delivers 4,096 x 3,072 resolution with a linear color depth of 14 bits. The scanner

includes one sensor; a filter wheel rotates during scanning to separate the individual

color ranges.

The CCD sensor is fixed, while the film, held in the gate by the perforations, is moved

past the scanning line. The film is positioned in the gate using the perforations, the edges
are then pressed onto the gate. Each frame is moved past the single sensor once for each

filter color in the filter wheel.

The scanner can scan 35 mm and 16 mm film formats. It delivers one 75 MB high reso¬

lution image every ten or twelve seconds, making an average data throughput
of-7.5 MB/s.

Whether the device has features allowing the reproduction or scanning of sound informa¬

tion was not apparent from the documentation.

5.1.7 Quantel Domino Film Scanner

The Quantel Domino film scanner consists of three components, a film scanner, a com¬

puter system and a film recorder. The scanner uses a cooled (!) linear CCD sensor with

6,000 elements, delivering 12 bit linear color depth. The 12 bit linear values are con¬

verted internally to 8 bit logarithmic values.

The scanner operates at highest resolution all the time, but delivers only 3,000 pixels
across the frame width; in other words, it does 2x over-sampling. One sensor pixel mea¬

sures 6 microns on a side.

The documentation states the synchronization accuracy as 500 nm. The scanning speed
is three frames every two seconds, which means a data rate of about 38 MB/s.

The file format is a Quantel format called D-16, and images are saved in YUV format.

D-16, an open standard, offers optimal conditions for conversion to the Dl and D5 video

formats.

All current 35 mm film formats and optionally also 16 mm formats are supported. An

Oxberry film transport mechanism is used, which can be adjusted for positive or negative
film material. Color selection is done via a filter wheel arranged in the light path.

The scanner has internal high-speed disk storage for 30 seconds of film at 3k x 2k. [1-83]

5.1.8 Sony FVS-1000

This device is designed specifically to convert film to video (TeleCiné). It delivers all the

latest video formats up to 8:8:8. According to the documentation, the device delivers

16 bit linear or 12 bit logarithmic color depth in RGB mode. The optical density range

covered is 0.0 to 4.0. Three area sensors are in operation, each with over 2 million ele¬

ments.

The standard film gate is designed for modern 35 mm film; a 16 mm gate can be fitted in

place of the standard gate if desired.

The film is driven by four sprocket assemblies arranged in a series, so that the film sur¬

face is never touched, an advantage over conventional capstan drives.

The channel gate is a very sophisticated and complex component of this scanner. Inside

the gate, capacitors are arranged over each perforation, one for each edge. These capaci¬
tors sense the tiniest displacements of the perforations and thus of each frame. Those on

the perforation edges parallel to the direction of film travel sense displacements of the
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film strip across the direction of travel; those on the other edges sense displacements par¬

allel to the direction of film travel. The measurements made by these capacitors are sum¬

marized into two displacement values, one for the direction of film travel and one for

across the strip.

Using the displacement measurements, two small glass plates between the film strip and

the CCD sensor are controlled. The angling of the glass plates and resultant refraction

within them diverts the light beam to compensate for the displacements of the frame

being scanned. The film strip itself is not moved. This system is called SOPS, or "Sony

Optical Picture Optimizer".

Data is output on a frame by frame basis. Although RGB data are always used internally,
at the full resolution of 1,920x1,080, hardware interfaces to various video formats can be

purchased. These include:

• HDTV 1,920 x 1,080 10 bit uncompressed (2x 270 Mbit/s via two parallel SDI1 ports)
• Y/R-Y/B-Y (4:2:2), RGB (4:4:4) SDTV 525/59.94

• Y/R-Y/B-Y (4:2:2, 8:4:4) or RGB (4:4:4, 8:8:8) SDTV 625/50

• Y/R-Y/B-Y (4:2:2, 8:4:4) or RGB (4:4:4, 8:8:8)

It was not clear from the information available whether the device can deliver straight
data. This device has only been available commercially for a few months at time of writ¬

ing. It is included here because of the particularly interesting correction technology in

the light path and because it uses very high quality CCD technology. [1-84]

5.1.9 Commercial Scanners: Summary

Some of the scanners presented above offer excellent quality and high data throughput.
Without exception, however, they are limited to a very few film formats (35 mm and

16 mm). They are not able to scan older, less common formats. Even with the supported
formats, problems arise with the different perforation pitches of positive, inter-positive
and negative materials. The actual intended purpose of these scanners is the postproduc¬
tion industry and the correction or repair of film sections damaged during filming or in

the laboratory. With relatively minor modifications, certain of these devices could be

adapted to the requirements of this project. Some of these scanners provide an interface

to the new HDTV formats.

With respect to the CCD chip requirements, it is apparent that a logarithmic color depth
of 10 bits is the maximum achievable at the moment (Sony uses 12 bit logarithmic color

depth internally). The resolution some of these scanners provide, 4,096 pixels across the

width of the frame, is one which experience of this project would suggest is sufficient.

None of the above scanners is able to capture optically recorded sound as part of the dig¬
ital image data. Nor can any of these scanners, at least unmodified, obtain information

from between the frames or information about the perforations.

5.2 Commercial Frame Grabbers

The PCI frame grabber card developed for this project is compared in this chapter to

commercially available products. Enormous advances in the technology have been made

in the four years that this project has been running; these must be taken into account, and

no direct comparison of performance is really possible. In spite of this it is possible to

give an overview of cards which might be able to meet the requirements of a system of

1. SDI: Serial Digital Interface. A recent digital video streaming protocol.
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this size.

All the cards presented here are PCI cards, and thus have the disadvantage that they oper¬

ate over the same bus as the network and mass storage adapters. This is a bottleneck

which cannot be avoided in PC architectures having only a single bus for these devices.

All the cards presented here are delivered with drivers for Microsoft operating systems;
other drivers are mentioned specifically if necessary.

5.2.1 Coreco

Coreco offers their cards for 32 bit PCI buses (and some for the VME bus). All the PCI

cards operate in PCI bus-mastering mode and support DMA for data transfers to main

memory. Interfaces to various professional image processing software packages are

available.

5.2.1.1 Coreco Viper Digital

This frame grabber is able to accept a 64 bit wide data stream from a camera (splitting is

possible), up to a pixel clock rate of 40 MHz, and deliver it to the host computer. The

card can be configured for most Dalsa and E&EG ([105]) line scan cameras. The card

offers some simple data corrections—flat field and white balancing.

5.2.1.2 Coreco Digital-SE

This adapter offers a digital interface to line scan cameras. The card offers no way to

integrate additional modules or adapters into the data path. The data is transferred

directly into main memory via DMA. The card supports most popular Dalsa line scan

cameras and some others.

5.2.1.3 Processing with Python

Additional processing cards or Python daughter boards can be integrated into the data

path, but only with the Viper Digital card. Thanks to modern signal processors

(TMS320C40), custom programs can be executed.

The pixel processor (a module for the Viper) is based on a Xilinx, which can be pro¬

grammed as desired.

The MDSP board offers additional digital signal processing (TMS320C44) performance
as an enhancement. Each of the up to four processors can have up to 4 MB of SRAM.

The processors can be individually programmed.

5.2.2 Matrox

Matrox offers cards exclusively for the 32 bit PCI bus. All their cards operate in PCI bus-

mastering mode, using DMA to transfer data into main memory.

The MIL (Matrox Image Library), a software interface for Microsoft Visual Basic, is

offered for all cards. Using the Matrox IntelliCam software (sold separately), the cards

can be adapted to required electrical and application-specific circumstances.

5.2.2.1 Matrox Meteor II/Digital

This card offers a digital interface to many current line scan cameras, acquiring data at

up to 40 MHz, 32 bits wide. There are no additional processing opportunities, other than

the application of a simple 4k x 16 bit lookup table. A 4 MB buffer on the PCI interface

permits high performance transfers to main memory.

5.2.2.2 Matrox Genesis

This card offers a digital interface to many current line scan cameras, acquiring data at
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up to 40 MHz, 32 bits wide. The card has a digital signal processor (TMS320C80 at

50 MHz) on the circuit board, and operates internally on a 64 bit bus at 400 MHz. An

additional NOA (Neighborhood Operation Accelerator), with up to 64 MB of on-board

SRAM buffers, permits operations on neighboring pixels.

A standalone adapter with its own PCI interface, two digital signal processors

(TMS320C80) and two NOAs (128 MB of SRAM in all) can be inserted into the Genesis

data path to obtain higher performance.

The basic card includes a display adapter supporting the display of 1600 x 1280 pixels at

a 24 bit color depth.

5.2.3 Datacube MaxPCI

The Datacube is available for PCI or VME busses. The basic board is a 32 bit PCI

adapter with a digital camera interface supporting up to four digital cameras with the

MaxACQ QD module. The processable pixel clock rate is 40 MHz at 12 bit color depth.
The unadorned basic board permits 10,000 MIPS (up to 42,000 MIPS with PSMOD

modules) and supports a maximum of 224 MB of memory. Operations can be pipelined.

A graphical design tool is available (Datacube WiT), also libraries (ImageFlow: C-rou-

tines and Microsoft Visual C++) as interfaces to the adapter functions. Drivers are pro¬

vided only for Microsoft Windows NT.

Datacube MaxBus is an integrated storage solution, which bypasses the PCI bus and

transports data directly to hard disk. Transfer rates of up to 48 MB/s can be sustained.

The company offers two other solutions, NTD and NTF, which do operate over the PCI

bus. These systems interface to the PCI bus over an Adaptec Fibre Channel mass storage
controller and can sustain transfer rates of up to 40 MB/s.

5.2.4 Commercial Frame Grabbers: Summary

With frame grabber technology, much has happened in the last few years. With the right
financial means, very high performance systems can be purchased, which could probably
deal in almost real-time with the algorithms necessary for this project. This is true for the

processing steps that can take place on the cards and the data flows into main memory.

Only with very precise control is it possible for such a system to achieve the same perfor¬
mance with other data flows contending for the same bus.

The dependency on Microsoft operating systems is an unfortunate deficiency, since there

is no flexibility with respect to support and new versions, nor is there any possibility of

independent modification of the drivers or the host operating system.

5.3 Commercial Line Scan Cameras

As far as off-the-shelf digital cameras are concerned, chosen as discussed in Section 2.6,

the selection is relatively small when the demands on the cameras are high. The market

leader Dalsa offers a maximum of 6k off the shelf, which still manages to deliver 12 bit

linear color depth at high speed (the Dalsa CL-C8, at 30 MB/s). Dalsa is a very open

company and is prepared to work with developers. Dalsa cameras have the great advan¬

tage of being in very widespread use, meaning that they are supported by all major frame

grabber manufacturers.

The only linear cameras with larger pixel counts found during research for this project
are those from:

• Adaptive Optics Associates (AOA) Vision Technologies Group. These use 8k and even
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10k sensors. They deliver 12 bit linear color depth, but are relatively slow at a

maximum of 12 MB/s. [1-85]
• EG&G Reticon: The LD2060 has 6,144 sensor elements (7 |im each) and the LD2080

has 8,192 elements. Both allow a pixel rate of up to 40 MHz with two parallel
outputs. Unfortunately both deliver a linear color depth of only 10 bits. [105]

The majority of line scan cameras in use in industry are used in quality control and other

industrial monitoring systems. This market is not large, but there are some manufacturers

that do use PC hardware in high-performance solutions. This is made possible through
the performance of the PCI bus and the good price-to-performance ratio offered by PC

hardware.

The new CMOS technology for image digitizing devices should be mentioned at this

point. This technology has made great progress in the last two years. After initial diffi¬

culties, CMOS noise sensitivity and sensor size are now comparable to CCD technology,
at least in the laboratory. There are still no really large (larger than 2k) sensors and no

line sensors. The way the sensor elements are manufactured means that they are not

square. The big advantages of CMOS technology are the component density and the fact

that the necessary manufacturing technologies are in widespread use, unlike the special

(and costly) development tools needed for CCDs. Since each sensor element is a self-

contained digitizing unit (APS technology), there are some problems getting consistent

overall signal conversion. The ability to obtain logarithmic values directly from the chip
is very interesting. The incident photon count is measured by a photoresistor, which itself

has a logarithmic nature. This field is worth watching.

5.4 Commercial Scanning Equipment: Conclusion

There are two relatively clear trends in scanning. The first is the development of very

fast, high-performance telecinés which, unlike earlier models, build on CCD technology
and can even deliver modern HDTV formats in real time. Digital image data can be

delivered almost as a by-product. As a rule, these devices are very expensive.

The second trend is in the field of post-production systems, whose sole purpose is to

deliver high-resolution data for the film industry to use to create special effects in post-

production. Here, only the scenes to be manipulated are scanned from negative materials.

Only rarely is the equipment used to scan a whole film in order to restore it by rerecord-

ing it on photographic material, as was done in the case of the Disney animation film

"Snow White". None of these devices has been specifically designed with the special

requirements of an archive in mind. None of them are able to deliver, for example, opti¬
cal recorded sound as part of the digital image data.

With the restriction that most frame grabbers only have drivers for Microsoft operating

systems, off-the-shelf solutions for frame grabbing and subsequent processing are avail¬

able to cover a wide range of requirements. The potential developer of a film scanner can

always buy suitable hardware, though it may be necessary to develop special drivers for

it. Special needs can often be met, thanks to the relatively small imaging community,
since it is often possible to work directly with hardware manufacturers.

1. APS: Active Pixel Sensor
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6 The Digital Film Archive of Tomorrow

This chapter is intended to show film archivists, in concrete terms, a path towards digital

archiving using the methods presented in this work. The lessons learned during this

project will be incorporated, including improvements that would be needed to the hard¬

ware used.

The costs of such an entry into digital systems will also be examined. The system pre¬

sented is designed along modular lines, making possible a modest initial position that

can be expanded later if desired.

In the first part of the chapter, the individual components of the system will be intro¬

duced briefly. In the second part, the base system will be put together and extended step

by step. The third part costs out an example system capable of digitizing, reconstructing
and archiving 200 hours of 35 mm color cinema film.

6.1 Components

Many of the components used or developed for this project have inadequacies or outright
defects; in some cases not all parts or features could be realized. This section lists the

necessary components and describes the properties they should have, based on the les¬

sons learned during work on the project.

6.1.1 Scanner

6.1.1.1 Cutting Table and Motor

The use of a cutting table as the basis for a scanner reduces the amount of additional

mechanical design and development needed. The entire table is not needed, however;

only the table itself, the two take-up reels and the slip clutch. The sound head, motor and

rollers were either not needed or needed to be specially built and positioned.

Surprisingly even the motor affected the quality of the scan, in that its vibrations

appeared in the scanned image. This problem can to a large extent be avoided by mount¬

ing the motor, gearbox, drive axle or drive roller out of direct mechanical contact with

the table itself. The drive assembly should be, so to speak, a separate unit, fitted very pre¬

cisely into the table. If this separate unit is also mounted with protection against vibra¬

tion, this source of inaccuracy can be avoided.

Naturally the camera (or cameras) must be mounted directly on the table, absolutely rig¬

idly connected with the channel gate and illumination. The optical axis running from the

illumination source through the channel gate and the lens system to the sensors must not

have any vibration in it.

A scan must take place in total darkness, at least for the immediate surroundings of the

channel gate, including the entire optical axis. This means that these areas require a light-

proof cover. The point at which the film strip enters the lightproof cover is an opportunity
to electrostatically remove any loose dust from the strip.

6.1.1.2 Illumination

The changes to the light source arrangements are minimal. Because of the heat produced,
such units often have ventilation systems. These can be the cause of unwanted vibration

and frequency-dependent effects during scans. The same applies to the light source as to

the drive system—it must be mounted without direct mechanical connection to the scan¬

ning table. The use of optical fiber cables for light transport allows optimal de-coupling.

The three power supplies for the motor, the light source and the camera should be pro-

186



Components Chapter 6

vided via electrically de-coupled sources, to avoid interference.

To permit accurate color reconstruction, narrow-band filters must be built into the optical

path. When using a trilinear digital camera, about the only possibility is to place the fil¬

ters in the light path before the camera. When three independent cameras are being used,
a simpler solution is possible (see Section 6.1.1.4).

Costs: US$ 4,600 (Appendix V).

6.1.1.3 Speed Sensor

Probably the most critical changes to the original concept would involve the speed sen¬

sor. As previously noted, the speed sensor is a central component in determining the pre¬

cise physical position of the film strip during scanning. The speed sensor cannot be

mechanical, but must passively, directly and highly accurately determine the speed of the

moving film itself. Note that no speed sensor was implemented for this project; nonethe¬

less important observations can be made.

One possible solution would be to arrange an additional CCD scan line parallel to the

film direction, the data from which could be evaluated against the scanned data by a

cross-correlator. Such a scan line, with appropriately high-quality optics, would make it

possible to determine the film position to within one or two |im.

With film where the perforations are at least optically intact, the extra scan line could be

aligned with that area. The data delivered to the cross-correlator would be excellent,

given the easily detectable contrast differences.

The scan line for this purpose does not have to be a particularly good one (8 bit color

depth would be sufficient), but it should not be too short. If the film pixel size is 0.5 to

1 |im and the current common perforation pitch of 4.75 mm is to be covered, the sensor

must be at least 5,000 pixels long. The speed of the scan line is also critical to the accu¬

racy of the measurements. The more comparative data there is to work with, the more

exact the measurement and thus the more exact the timing of the trigger impulses to the

actual data acquisition camera.

The optimal position for the speed sensor camera is directly beside the channel gate,

because it is at that point that the speed of the film is most critical and because illumina¬

tion is already available.

Another important component with respect to this kind of speed sensor is the cross-corr¬

elator. The cross-correlator has to decide, based on data from the speed sensor camera,

how fast the film is moving. Ideally it can directly trigger the shutter release(s) on the

acquisition camera(s).

A cross-correlator needs to be able to handle a data stream of 100 MB/s at most. The

fastest current cameras suitable for this task deliver their data over four ports, each run¬

ning at 25 MB/s (for example, the Dalsa CT-P1-4096W, admittedly with only a

4,096-pixel sensor). This task requires signal processors or custom hardware (see
Section 6.1.1.6). A cross-correlator for these purposes normally outputs floating point
measurements representing the difference between two consecutive measurements.

Based on these, it is simple to determine how far the film has moved and when the shut¬

ter release on the acquisition camera should be triggered.

The whole system—speed sensor camera, illumination, read-out speed, processing

speed—will certainly have an upper limit of performance. Finding the actual bottlenecks

is not a simple task. One possibility arises from the conflict between the light require¬
ments of the speed sensor camera and the acquisition cameras. Both cameras use the

same illumination, but at only a few nanoseconds the exposure times of the speed sensor
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camera are much shorter than those of the acquisition camera. If the speed sensor camera

receives too little light to support the delivery of reliable data (dark current is a large part

of values read from dark film areas), then the exposure time must be increased, which

then slows the whole scanning process. For a useful system, the speed sensor camera

needs to be driven two or three times faster than the acquisition camera(s). The acquisi¬
tion cameras need longer exposure times in order to achieve the necessary color depth.

Costs: US$ 8,000 (Appendix V).

6.1.1.4 Data Acquisition Camera(s)

Using only off-the-shelf equipment, it is unlikely that every desired criterion can be met.

The first problem is finding a suitable single sensor with 6,000 or more pixels. A bigger

problem is meeting the accuracy and color depth requirements of dark scans. Finding the

right combination of both is then doubly difficult. 6,000-pixel sensors with 12-bit color

depth are available off the shelf these days (e.g., the Dalsa CL-C8-6000) with up to

30 MB/s data rates (resulting in 16-bit channels running at 40 MB/s). Other cameras

which come close are those from EG&G Reticon and AOA Adaptive Optics Associates

(Section 5.3). Of those available the Dalsa CL-C8-6000 is the most suitable; it is fast and

delivers 12-bit color depth even after noise and so on has been taken into account. Nei¬

ther the size of the sensor nor the color depth is optimal, but the target seems within

reach.

Using the Dalsa CL-C8 a 40 MB/s data stream is not to be expected if the cameras are to

be driven such that reasonable values are delivered. Longer exposure times and internal

overheads in the camera will reduce the throughput somewhat. It will become clear in

this chapter that even throughputs of 30 MB/s place quite large enough loads on memory

and peripherals.

These cameras are not color sensors. Tri-linear sensors are a comparative rarity and are

not available with high pixel counts. If custom development is to be avoided, three cam¬

eras need to be used. On closer inspection this turns out to be an advantage. Firstly, the

wavelength selection can be made with simple selective filters and secondly the illumina¬

tion is less complex.

Arranging the three cameras on the scanning table is more problematic. Clearly all three

cannot occupy the same space on the table. The cameras must be mounted beside each

other, so that the flanking cameras scan the same point as the centre camera, though at a

slightly different angle.
If directed light is used, as with the cross-section changer (Section 2.3), care must be

taken that all three cameras receive the same light intensity. It may be necessary for each

camera to have its own illumination unit. This will certainly be the case if the three cam¬

eras are not scanning the same point on the film strip.

acquisitions cameras illumination for 3 channels

Fig. 67: Acquisition cameras
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If the scan points are wide apart, each point must have its own speed sensor. A buffering

algorithm such as those used with tri-linear cameras must be implemented.

Using three cameras to simultaneously scan the same point on the film, one arrives at the

arrangement seen in Fig. 67. Depending on the lens arrangement and the length of the

lens assembly, the scanning angle of the flanking cameras may be larger or smaller.

In the present prototype, the distance of the scanning sensor from the film strip (using the

Nikkor lens assembly) is a not-inconsiderable 340 mm and arises from the size of the

sensor pixels and the magnification factor delivered by the lens assembly. The prototype
achieves a magnification of 1.5:1 (2,700 dpi). [10]

The arrangement shown in Fig. 67 allows the use of standard cameras and all three color

channels are scanned at the same point. Two further problems arise, however. The first

problem is that if directed light is to be used, each camera must have its own light source.

The second problem is that the magnification factors used by the two outer cameras must

be adjusted to compensate for the slightly different angles at which their optical axes

meet the film. This adjustment is needed to make the film pixel size the same for all three

cameras. Note that such a camera arrangement only makes sense for line scan cameras;

with area sensors arranged this way, only one line of each of the outer sensors would be

in focus.

One small disadvantage of this arrangement remains, which cannot be neatly corrected

for. The light angled to the two outer cameras must pass through a greater thickness of

film and is thus filtered through more dye, resulting in slightly inaccurate scanned values.

One might suppose that this inaccuracy would have little effect on the scanned image

quality, and that other corrections would compensate for it. The positioning and focus

adjustment of the cameras during assembly demands the highest exactitude.

This arrangement would provide great flexibility with respect to illumination and the use

of filters, which could be chosen separately for each color channel.

Costs: US$ 31,900 (Appendix V).

6.1.1.5 Channel Gate and Drive Roller

Getting a film strip to lie flat across its whole width without stressing it and without

using the perforations is really only possible by curving it at the desired point.
Not stressing the film means that the film should not be subjected to mechanical load

(pressure in the clamping mechanism). After all, old and fragile film should also be able

to be scanned.

The conflict here is with the demands of the CCD sensors, which need, at the scanning

point, a flat area of film 5 to 20 |im long in the direction of film travel. It is not possible to

resolve this conflict completely, since the film strip cannot be touched within that area.

The results gained in this project show that unsupported distances of only a few millime¬

ters are enough to allow the film to deform slightly. The slot over which the film must

pass without direct guidance must, however, be wide enough to allow the required three

illumination beams through.

The project experience shows that the drive roller itself should have the largest possible
diameter, of which as much as possible should be in contact with the film strip. To avoid

vibration, the drive assembly should not be in direct contact with the scanning table.

A complete sketch of the drive and illumination setup can be seen in Fig. 68.

The film strip is driven by the drive roller, which is positioned immediately after the scan

area (channel gate). The larger the drive roller, the less stress is placed on the film strip.
The greater the amount of drive roller circumference in contact with the film strip, the
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(distance not to scale)

guide roller

from

source

reef

film remains

uncurved ~1 mm

illumination for 3 channels

cross section changer)

drive roller, mechanically
independent from table

Fig. 68: Optimized channel gate with illumination and drive roller

The speed sensor could be mounted above the three acquisition cameras, angled

slightly in order to scan the upper edge of the passing film strip (the perforations).

better the roller can grip the film strip.

If (against all expectations) more grip were to be needed, a system such as that suggested
in Section 2.5.3 might be employed, as shown in Fig. 68. Passive low resistance, guide
rollers could carry rubber belts to press the edges of the film strip onto the drive roller.

All film guidance components, including the pressure mechanism, must be adjustable for

different film widths.

The take-up and source reels are not shown in Fig. 68. The take-up reel needs a friction

clutch just as for a conventional cutting table. The source reel has the important function

of providing resistance for the drive roller to work against. This resistance ensures that

the film strip is always slightly tensed. Only thus can the film strip be drawn in a con¬

trolled way through this system. The relationship between the resistance of the source

reel and the pull of the drive roller determines the force exerted on the film strip.

The cost of materials is difficult to estimate here, because everything is custom built. The

actual materials are not particularly expensive; the development costs certainly make up

the larger part of these prices.

Costs: US$ 13,700 (Appendix V).
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6.1.1.6 Frame Grabber

The only component that it might make sense to custom design (apart from the scanning

table) is the frame grabber All commercially available scanners have the same problem
with throughput to mass storage or a network adapter If a normal PC is to be used, the

limits of the internal architecture of the computer are quickly reached As seen in

Section 2 7 2, the bottleneck is the PCI bus An interesting alternative to using two PCI

cards (one the frame grabber, one the mass storage controller or network adapter) is one

which uses the AGP bus If the frame grabber is implemented as an AGP card, data can

be written directly to RAM without involving the PCI bus From memory, the data can

then be fed to the mass storage controller or network card The bottleneck is then no

longer the PCI bus, but rather the memory bandwidth

Investigations have shown [1-86] that this somewhat unorthodox way of using the AGP

bus for input (normally the AGP bus is used to deliver data for display devices) is possi¬
ble without departing from the standard

This would allow a normal PC to move sustained data streams of up to 80 MB/s (not

counting the actual pre-processing of the data) The advantages of the AGP bus are those

provided for in the standard—a clock rate of up to 66 MHz and the transmission of data

at both edges of the clock signal Against a conventional system (with a 32-bit PCI bus

running at 33 MHz) this gives a fourfold increase in data throughput performance Con¬

tention on the memory bus is also minimized

Once the bus has been decided upon, the next step is to determine the functionality that

should be implemented on the frame grabber This basically means deciding what tasks

should be performed directly on the raw data as it is acquired The fundamental aim is to

deliver "clean" data for processing, free of inaccuracies introduced by the scanning pro¬

cess itself If the arrangement of cameras described in the previous chapter is used, the

three color channels coming from the cameras can be handled separately "Separately"
means having a frame grabber in each of three separate PCs The three frame grabbers
would have identical characteristics

If all three color channels are captured into a single frame grabber, three parallel data

paths are necessary This may be needed for corrections involving interdependencies
between the individual color channels

Data goes through several correction steps, such as white balancing, correction for dark

current and correction for filter inadequacies These corrections are in themselves very

simple, and can be carried out at "wire speed"—as fast as the cameras can deliver the

data Most require access to memory for intermediate results or lookup tables
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data path

Fig 70 Sequence of correction units for three channels (48 bit)

(Each correction unit must have parallel access to RAM for each color channel )

To retain the maximum amount of flexibility and to get the maximum performance, a

series of data processing units, each with its own RAM, suggests itself (Fig 69, Fig 70)

Whether simple FPGAs or even signal processors should be used depends on the tasks at

hand For complex calculations, signal processors are appropriate, where only lookup
tables or FIFO buffers are in use, FPGAs are more suitable

It is important with custom made cards to avoid customizing them for a single camera

type or manufacturer If standardized plug connections are used (differential RS-422 or

simple signalling), a certain level of security can be achieved against having to develop
new cards for each new camera that comes along The programming of the individual

data processing units should be kept flexible and able to be altered at any time, in order to

be able to cope with changing requirements

Following these guidelines should result in an adaptable, open system If the demands

placed on a single card can be reduced to those of one color channel, the individual com¬

ponents can be simpler and (through bulk buying) can be obtained more cheaply

Costs of custom development of a frame grabber to handle a single color channel (mate¬
rials only, small production run) US$ 6,500 (Appendix U)

Nowadays there are commercial products in the field which also meet many of the

requirements Particular mention should be made of the Matrox Genesis, Matrox Meteor

II/Digital, Coreco Viper-Digital and the Datacube MaxPCI (see Section 5 2), all of

which can interoperate with the cameras mentioned earlier in this chapter and several of

which provide opportunities for additional on-board processing All are PCI cards and all

have PC drivers only for Microsoft operating systems

6.1.2 Computer

It is clear from the previous sections that although the demands of the acquisition process

are high, they can be met using simple PCs The big advantage is the excellent price-to-

performance ratio that the mass production of such systems makes possible Appropriate

systems have at a minimum a PCI bus and possibly an AGP slot Systems with two PCI

Chapter 6
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buses are available, but these are considered to be so-called "server systems" and

because of the smaller production runs are disproportionately expensive.

6.1.2.1 Acquisition Computer

For acquisition alone, one to three such PC systems are needed. Each needs its own

frame grabber and an appropriate amount of RAM for buffering data. Nowadays, 1 GB

ofRAM for such tasks is not unusual. Depending on the overall design, each system also

needs either its own mass storage, a connection to suitable mass storage, or a fast net¬

work interface card (NIC) to forward the data. Considering the scanner as a logical unit,
these PCs should not actually have their own mass storage; rather they should just

acquire, correct and forward "clean" raw data.

Very cost-effective ethernet cards are now available to handle the job of forwarding the

data. Because the CPU is involved in at least inspecting every packet on the local net¬

work, these cards place a relatively high load on the CPU. The more traffic, the higher
the load. If two cards are employed (or a single dual-port card) a transfer rate of up to

16 MB/s is possible, which places a heavy load on the host PC.

Costs: US$ 1,950 (Appendix U).

The acquisition computer receives a data stream from the frame grabber of at most

30 MB/s, which must then be forwarded. Whether the data is to be forwarded directly to

mass storage or over a network plays no major role at this point. The critical issue is that

two equally large, competing data streams (the inbound data from the frame grabber and

the outbound data heading for mass storage or the network) have to share the internal

buses (above all the memory bus). This situation reduces the effective maximum perfor¬
mance by 50%. Even then, however, it should still be possible (just) to handle these two

streams while sustaining a 30 MB/s throughput.

6.1.2.2 Image Processing Computer

Depending on the task at hand, standard PCs can be used here as well, though there are

some additional requirements. They must have local mass storage in order to store

interim and final results. They should have a high computing performance, in order to be

able to process the data. As noted earlier, dual-processor systems offer the best price-to-

performance ratio in the latter regard. Such systems can meet the demands placed on

them using the simplest of standard components. Two large IDE hard disks (available
with up to 25 GB nowadays) and one or two network interface cards suffice. A system
disk and a CD-ROM drive complete the system.

Costs: US$ 3,300 (Appendix U).

With appropriate storage, such systems can serve as buffers between the acquisition

computers and a large mass storage system. Since unique data is being moved about, the

storage on these buffer systems needs to be very reliable. To this end somewhat more

money must be invested in RAID storage systems. 3-channel RAID systems use three

independent SCSI channels. One is used for the source data, one for the destination data

and the third for interim results, which will be discussed later. The mass storage on each

SCSI-channel needs to be able to store as much data as fits on a single tape, plus 25% for

recovery data (more on this later). Costs: US$ 10,000 (Appendix S).
If three color channels are being handled separately, three such systems are needed. If

multi-port network adapters are used instead of single-port network adapters, each sys¬

tem will be somewhat more expensive.
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6.1.3 Mass Storage

If the aim of the digitization process is to archive and manage the data over the long

term, the tape technology used for mass storage must be chosen very carefully. An

exhaustive discussion of this topic can be found in Section 3.2.7. If digital methods are to

be embraced wholeheartedly, a very large mass storage system indeed will need to be

chosen. Practically speaking, this means a robot system which can be expanded as

needed and which guarantees a certain constancy in terms of standards and formats. At

the moment, only the StorageTek PowderHorn or the ADIC-Grau AML/2 are realistic

candidates. The prices may seem high, but the price becomes more reasonable compared
to smaller systems as the data volume increases.

Costs (not including read/write devices and tape units):

PowderHorn or AML/2 US$ -400,000

This buys a sensible starting position for later expansion and incorporates consideration

of the data volume that can be expected. These systems are not needed for initial tests,

but their usefulness will soon become apparent.

The read/write devices to be used should be a technology which is in widespread use and

that has widespread support. For the PowderHorn option, there are the StorageTek 9840

tape drives, of which 80 can be installed in a single silo; each has a capacity of 40 GB

and supports a transfer rate of 10 MB/s. For the AML/2, all common tape formats are

supported; the system supports the attachment of large numbers of read/write devices.

For costs see Appendix U.

If three parallel data paths, each carrying 30 MB/s, are terminated at read/write devices

in a silo, changing tapes is no problem for the robot as long as the data can be buffered by

systems such as those described in Section 3.2.5.2. In the case of a PowderHorn 3910

with 9840 tapes, buffer systems with 40 GB plus 25% (50 GB in all) would be necessary.

For the AML/2 with DD-2 tapes, 150 GB plus 25% would be needed (187.5 GB).

50 GB of buffer takes about 22 minutes to fill, assuming a data stream of 30 MB/s. This

is enough time for the required three tape changes (or nine, if three copies are being

made) and leaves some time over for other tasks. The StorageTek PowderHorn needs

between 8 and 18 seconds to change a tape, depending on the model.

Only the read/write devices have real problems with 30 MB/s. At the moment there are

no tape mass storage devices on the market that can accept this data rate over the full

length of the tape. Either more parallelization is needed, or the data stream must be

reduced. Tape devices able to handle 10 MB/s are considered high-performance at the

moment; some capable of 20 MB/s (such as the Ampex DST) are available for special

purposes. Under some circumstances it may make sense to divide the separate color

channels still further. If these separate partial streams ("strips" of the original image) are

stored on separate tapes as described in Section 6.4, later access to the data becomes

somewhat more complicated.

The above notwithstanding, if data is to be acquired at 30 MB/s, more read/write devices

and more buffering systems must be pressed into service. The total data stream of

90 MB/s, given the 10 MB/s performance of the individual read/write devices, will

demand 9 read/write devices and 9 buffering systems. With a 5 MB/s read/write device

performance (e.g., DLT devices), 18 read/write devices and 18 buffering systems would

be needed. [106]

To generate the required three copies (Section 3.2.3.4) each buffering system will need to

serve three tape devices simultaneously; that is, it must deliver three times the data trans-
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fer rate at the mass storage controller At a transfer rate of 5 MB/s, multiple drives can be

serviced Supporting three 10 MB/s devices is still possible, using specialized RAIT

(Redundant Array of Inexpensive Tapes) systems The incoming data stream is dupli¬
cated as often as necessary at the RAIT mass storage controller and delivered to the indi¬

vidual tape drives [1-87]

Since even simply deleting these quantities of data from a hard disk takes time, and since

some level of slack should exist, 10%> to 25% more capacity than is strictly speaking
needed should be planned for If the entire system should be operational 90% of the time

(assuming 24 hour a day operation), at least one third as many devices as are actually in

service at any one time should be available to cover immediate maintenance and repair
needs

At a scanning resolution of 6,000 pixels across the width of 35 mm film (4,350 dpi) and

assuming an overall transfer rate of 90 MB/s (30 MB/s per color channel), scanning a

single 90 minute color film will produce 14 TB of scan data and take a good 45 hours I

The various sections of the path from scanner table to silo have now been costed out The

separate sections can be extended in a modular fashion, that is, from small beginnings
and a modest starting position, ever larger and higher-performance systems can be built

6.2 Digitization Factory

This chapter shows in details the investment required of an archive or specialized firm

wishing to set up a digital film archive based on the high-resolution approach described

in this work The depreciation costs are also considered Costs for individual components

3x3 stand-alone DLT

tape devices

Fig. 71 : Small scale system

System for digitizing motion pictures in high resolution for long term storage
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can be found in the previous sections of this chapter and in Appendix T.

No compromises are made on the scanner in an effort to reduce costs. The scanning table

configuration remains the same in each of the scenarios described below.

6.2.1 Small Scale (3x5 MB/s)

This configuration is appropriate for organizations that want to get to know the new tech¬

nology in order to consider it for the future. It is also appropriate for specialist firms

wishing to make a move in this direction.

This variant (Fig 71) demands quite a lot of manual work with respect to tape changing
which needs to be painstakingly and accurately carried out in a timely fashion. Small

DLT libraries are of little use here, as they would fill almost immediately (see below).

Costs- purchase US$ 250,000; yearly depreciation US$ 65,000; yearly maintenance

US$ 25,000; yearly cost with two engineers US$ 290,000 (Appendix V).

6.2.2 Entry Level (3x 5 MB/s)

The extra element in this variant (Fig. 72) compared to that in the previous section is the

inclusion of a large tape robot, an investment in the future. The system described here

can be seen as a sensible starting point for a digital film archive. The robot is clearly

over-engineered given the initial scanning data rate of 3x 5 MB/s (or 9x 5 MB/s for three

copies) but the robot is intended to be able to cope with later, much larger data volumes.

One might ask whether many, much smaller robots (so-called tape libraries) could not

serve in this context. The answer is clearly "yes", but once such a library is ful (and they
fill quickly) there are few expansion possibilities. In the end, and certainly if looking to

the future, such solutions are actually more expensive. A single large investment, but one

that lasts for many years, is the recommended path.
Costs- purchase US$ 724,700; yearly depreciation US$ 143,000; yearly maintenance

US$ 60,280; yearly cost with two engineers around US$ 410,000 (Appendix W).

3x3 DLT

tape devices.

tape robot

R9' ?2:

LtmatVed system for digitizing motion pictures in high resolution for long term storage.
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6.2.3 Industrial Strength Option (3x 30 MB/s)

The industrial-strength option (Fig. 73), suited to a motion picture digitization depart¬
ment or firm, is designed to exploit the performance of the three scanner cameras. These

produce a total data stream of 90 MB/s, which now becomes the requirement that the

chosen components must satisfy. In comparison to the previous two scenarios, only the

tape robot and acquisition computers differ (or more are needed). Either faster read/write

devices must be used, or their number must be increased. The idea is to build an acquisi¬
tion path along which the individual PCs are used simply as buffers or controllers for

tape devices. In the small scale and entry level versions, the PCs could also be used for

other tasks; if digitization is proceeding around the clock, this is clearly not possible.

Special network hardware is needed to support distribution of the data between the

acquisition computers and the buffer systems (for example, Myrinet—see
Section 3.5.2.3).

Each buffering system has sufficient hard disk storage to absorb one tape's worth of

inbound acquisition data, which is subsequently sent to tape. Each buffering system also

controls three tape drives (in order to make three copies) combined into a level 1 RAIT.

The PC manages two data streams, a 30 MB/s stream from the acquisition computer and

the 10 MB/s stream to the RAIT. Without special RAIT hardware for the latter data

stream, the data transfer rate to the tapes would need to be three times greater, as the

buffering system would need to duplicate the data stream itself and deliver a copy to each

of three tapes simultaneously.
Because the two data streams are never active at the same time and thus do not interfere

with each other, the bus in the buffer system is not overloaded. The delivery of 30 MB/s

over Myrinet and a simple network socket connection is not a problem. The buffer sys¬

tems and the three acquisition computers are connected with each other through the

Myrinet switch.

Dual-processor systems can always be used to spread the computing load. Such systems

have the unfortunate property of creating competing data streams on the memory bus.

Unless specially constructed and expensive server configurations are used, the memory

performance can drop significantly; because the memory bus, the MMU and the memory

itself are not designed for such throughput-intensive applications.

So how many tape drives and PCs are needed overall? The answer is relatively straight¬

forward, since a data stream of 120 MB/s (90 MB/s plus a 30% margin) must be dealt

with. This means 12 tape drives at 10 MB/s for one copy. Since three copies are needed

(and each PC controls 3 tape drives to create these in parallel) a total of 36 tape drives

and 12 PCs are needed. [107][108][I-88]
With the 30%) redundancy thus achieved, defective drives can be replaced in running sys¬

tems (RAID5 with hot-swapping) and failing PCs or tape drives can be removed and

repaired without having to bring the whole system to a halt.

The costs of the overall system are greater chiefly because of the purchase, depreciation
and maintenance costs of so much mass storage equipment.

With so many pieces of equipment in operation in one space, the climate control aspects

must not be forgotten. The advantage of using a network is that the scanner (for example)
and its acquisition computers can be in one room, while the tape robot occupies another

and the buffer systems yet another. Depending on the distances involved, this latter

arrangement would preclude the use of parallel SCSI for the tape drives. One alternative

would be an upcoming technology known as Storage Area Networks (SAN), which con-
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RING BUFFER

12 buffer systems, each with

- 3 9840 tape drives (RAIT level 1)
- 50 GB Disk (RAID level 5)
- Myrinet network adapter

Fig. 73: Industrial strength system
Automated high speed system for digitizing motion picture film in high resolu¬

tion for long term storage

nects various devices over FibreChannel

A physical separation of the various subsystems also supports better site security The

tape robot can be better protected from unauthorized access than the scanner, the scanner

can be positioned closer to the conventionally stored film material

There are three situations in which, despite all redundancy, can lead to unrecoverable

data loss The first arises if an acquisition computer fails during scanning The second

arises if a buffer system fails during receipt of data from an acquisition computer The

third arises if the tapes used are damaged in storage or in the tape robot before they can

be distributed to separate safe storage locations The minimum data loss in such cases is

one file—110 MB of a 4,300 dpi scan of a 35 mm color film, if the file sizes suggested in

Section 3 2 8 1 are being used The only way to recover from such losses is to re-scan the

film material involved

The total system suggested here is very large, and requires appropriately trained staff to

manage it all Such specialist personnel must be included in any budget or business plan,
since without them the site will swiftly become unusable In Switzerland, the cost of suit¬

ably trained IT personnel is reckoned at the equivalent of US$ 100,000 per person per

year, not including the cost of each workplace

Costs purchase US$ 1 835 million, yearly depreciation US$411,000, yearly mainte¬

nance US$ 247,400, yearly cost with five engineers US$ 116 million (Appendix X)
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6.2.4 Digital Imaging/Reconstruction

Until this point, and above all in the previous section, the PCs suggested were used only
to move data, without doing much actual processing of those data. As noted in

Section 3.4, however, the digital data can serve as the basis for a whole series of recon¬

struction algorithms. If the computers described in the previous chapters are fully occu¬

pied with the task of data acquisition, additional equipment must be purchased to carry

out any additional tasks. If the machines in the data acquisition path are not dedicated

solely to that task, they can be pressed into service for other purposes.

If additional systems are purchased, cost-effective dual-processor systems can be

obtained with cheap working storage. The necessary tape drives must not be forgotten -

since three drives are best (one for each color channel), it makes sense to use a PC as a

small server to handle the tape drives and deliver the data to the actual data processing

computer. Note that the tape drives should not be loaded by humans; like the tape drives

used in acquisition, these drives should be loaded and unloaded by the tape robot.

The number of data processing computers can be increased practically arbitrarily, since

most algorithms are extremely well suited to parallelization. If distributed sensibly, pro¬

cessing will take longer than the time needed to deliver the source data, so the throughput
to and from tape does not represent a bottleneck. The next enhancement for data process¬

ing computers would be for each to have six tape drives accessible via two tape servers,

with one tape server handling read accesses (source data) and the other handling write

accesses (results). [109]

6.2.5 Format Conversions

Until now, only unstructured raw data has been discussed, which is not being saved in

any conventional display or transfer format. It is vital to provide interfaces which can

convert this raw data into data sets able to be processed by conventional display and

transfer devices such as video copiers. The important tasks in such conversions are the

downsizing of the data sets and the cropping out of frames, in order to produce thumb¬

nails and image formats such as HDTV and PAL/NTSC. These two tasks alone need a lot

of computer power, which is however available in machines such as those suggested in

the previous chapter for performing image reconstruction.

To generate displayable data is one thing; getting it onto appropriate media is another. A

reasonable approach would be for each of the imaging PCs its own specialty—one PC

might have an MPEG encoder card and a DVD-ROM writer, the next might drive a video

recorder (PAL, NTSC, miniDV) via a video output card, yet another might have profes¬
sional video output cards for creating DVCPRO or even Dl, D5 and so on.

The generated data sets can be produced on demand (e.g. video formats) or be produced
in advance and stored in the tape robot as meta data (e.g. thumbnails).

6.3 Digitizing, Reconstructing and Archiving 200 Hours of Film

An interesting exercise, especially for film archives, is to calculate how much it would

cost to digitize and subsequently (digitally) reconstruct a given amount of film. While the

digitization can be costed relatively easily, the reconstruction step is very much depen¬
dent on the algorithms used—that is, the complexity of the reconstruction. By way of

compromise, the following pricing will assume a particular reconstruction algorithm, the

cost per pixel of which can be worked out very accurately. To make the hypothetical
reconstructed films commercially useful, the costing will be done assuming final output

to VHS video. For this last, downsizing of the image data and frame cropping will need
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to be performed, this can be done either before (recommended) or after color reconstruc¬

tion.

The downsizing step can be done after cropping frames from the image data. Unfortu¬

nately, finding and cropping frames accurately is no simple task (see Section 3.3.4), and

not one the cost of which can be accurately specified. For simplicity's sake, it will be

assumed that consecutive frames are always neatly the same distance from their neigh¬
bors, with no manufacturing or other inaccuracies, so that the cropping algorithm can be

one which simply extracts data from precalculated coordinates in the image.

The following sections give the estimated investment needed for the three variants

described earlier in this chapter, based on the cost of digitizing and reconstructing
200 hours of 35 mm color motion picture film.

6.3.1 Digitization

Digitizing at 4,000 dpi is not actually necessary if the end product is only a

VHS cassette. It should be clear though, that the high-resolution data may be used later

for other purposes (Section 3.3). If the goal were solely the production of VHS, direct

video sampling would be far more cost effective.

To keep costs within reasonable bounds, the total duty time of the overall system must be

considered. In this respect the three variants differ greatly; the first two are not designed
for 24-hour operation. The first requires a lot of manual effort (changing tapes), the sec¬

ond has no redundancy in the acquisition path.

It was mentioned above that digitizing a 90 minute 35 mm color film with a 90 MB/s

transfer rate from the camera takes 45 hours. Extrapolating from this, it can be seen that

200 hours of film would theoretically take about 6,000 hours to digitize—eight months

of uninterrupted scanning!

With the first two variants, a scanning transfer rate of only 15 MB/s is available, which

translates to four years of uninterrupted scanning. With personnel working normal hours,
the systems can be operated only during working hours. With 230 workdays per year and

an eight-hour day, the elapsed time (again assuming the scanning proceeds uninterrupt¬

edly during working hours) extends to 17 years. Sadly machines will fail, and even if

repairs are performed outside working hours, the operation must reckon with 10%> to

20%) non-productive time (including reel changes etc.). The first two variants (DLT,
3x 5Mb/s) thus need on the order of 20 years just for digitizing.

• 1. Variant (small scale, Appendix V)
Purchase, deprec, maint, cost: 1.8 million (20x90,000)
Tape units: -4,4 million (55,000 DLT tapes à US$ 80.-)
Two engineers 4 million (20x2x100,000)
Total cost: US$ 10.2 million

• 2. Variant (entry level, Appendix W)
Hardware and maint, cost: 4 million (20x202,630)
Tape units: -4.4 million (55,000 DLT tapes à US$ 80.-)
Two engineers 4 million (20x2x100,000)
Total cost: US$ 12.4 million

The whole issue is academic in any case, since in 20 years it will certainly be possible to

spend the same money and get equipment that is orders of magnitude faster. More impor¬

tantly, by the time these systems get around to processing the last hour of the 200, the

original material will have been significantly damaged by the passage of time.

The third variant from the previous sections is different, in that it makes possible 24-hour
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operation. Even so, reel-changing and other technical administrative tasks mean that a

loss of up to 20%) of productive time must be reckoned with. That leaves only 19 hours of

fully productive operational time per day. With the right management and suitable moni¬

toring/alarm systems, the machines could operate overnight (8 hours) unattended.

230 working days per year (for comparison, although this system could operate full time)
still means 4,370 hours of scanning time, which is 72% of the necessary 6,000 hours. A

single such system is thus in a position to digitize all 200 hours inside 15 months, and the

equipment will remain productive for much longer than that (2 years for the PCs, 5 years

for the scanner and tapes, 20 years for the tape robot). The cost for the tapes remains the

same, or course—200 hours of film need the same number of tapes for the digitization,

regardless of how long it takes to fill them.

• 3. Variant (industrial strength, Appendix X):
Hardware and maint, cost: 855,920 (1.3x658,400)
Tape units: -4.8 million (48,000 9840 tapes à US$ 100.-, 1 copy)
Five engineers 650.000 (5x1.3x100,000)
Total cost: US$ 6.3 million

Summary: Time is the crucial factor in these systems. The longer it takes to scan, the

higher the costs. Of these costs, the staffing costs are the most important. The enormous

number of tapes needed is a constant factor. The cost of tapes can be relied upon to drop
with time. The equipment costs for computers, tapes, the scanner and tape robots is

almost incidental, which favors the third variant.

This gives the following costs:

Without tapes:
1 hour = US$ 7,530
1 frame = US$ 0.09 (price of actual digitization)

With tapes, one copy:

lhour = US$31,500
1 frame = US$ 0.37

With tapes, three copies:
1 hour = US$ 79,530
1 frame = US$ 0.92

overall =US$ 15.8 million

With three digital copies it is clear that neither hardware nor personnel costs are the chief

factor; the largest expense (91%>, or US$ 14.4 million) is the purchase of the necessary

tapes.

Conventional copying (analog film to film) involves a number of possible processes. The

costs shown here were obtained from a film processing laboratory near Zurich. Note that

one meter of 35 mm film contains 52.75 frames; one hour of film is 1,638 meters long
and 200 hours of film is equivalent to 133 ninety-minute films.

Color copy: negative -> negative with color adjustment: US$ 10 per meter

lhour = US$16,400
1 frame = US$0.19

200 hours = US$ 3.28 million

Black and white copy: positive -> positive: US$ 8.7 per meter

1 hour = US$ 14,200
1 frame = US$0.16
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200 hours = US$ 2.84 million

Color copy: negative -> positive: US$ 0.80 per meter (small productions)
lhour = US$1,730
1 frame = US$ 0.02

200 hours = US$ 346,000

Color copy: negative -> inter-positive -> inter-negative -> positive: (large productions)

inter-negative -> positive: US$ 0.60 per meter

negative -> inter-positive -> inter-negative: 90 minutes = US$ 23,500

1 copy: lhour = US$16,700
1 frame = US$0.19

200 hours = US$ 3.34 million

3 copies: lhour = US$18,600
1 frame = US$ 0.22

200 hours = US$ 3.71 million

If the film is still in good condition, analog copying is still the cheaper approach,

although it has the disadvantages already mentioned. If the cost of digitization is to be

compared to the cost of analog copying, then a comparison with the fourth of the above

analog copying processes is the most appropriate. The fourth analog copying process is

used to create many cost effective positive copies, and digitization of course permits the

creation of arbitrarily many identical copies.

The plummeting cost of mass storage allows a prognosis to be made about when the

costs of digital storage will meet those of analog storage. The graph in Appendix Y

shows that in the last few years the cost per gigabyte of digital storage has halved every

two years. If this trend continues, the cost of the necessary tapes will sink around to

US$ 2 million in four to five years.

6.3.2 Cropping and Downsizing

From the last chapter it became clear than using 12 PCs just for digitization was reason¬

able. For additional purposes (such as image reconstruction), additional PCs need to be

purchased. Processing speeds should be the same as those employed in the scanning pro¬

cess, otherwise the additional processing becomes a bottleneck. That is, the additional

machines should be able to support transfer rates of 3x 30 MB/s and appropriate periph¬

erals, though the expensive redundancy of the acquisition path is not needed.

One frame of a 35 mm film, scanned at 4,350 dpi, is 3,600x3,000 pixels in size. The

same frame in video format is 720x576 pixels in size. This means that a 5x5 pixel area of

film must be converted to a single video pixel during downsizing. The simplest option is

to sum the pixel values (in each color channel) and calculate an average. The resulting 12

bit intensity values can be converted to 8 bit values at the same time, by chopping off the

least significant four bits. Per pixel and color channel, this makes 24 additions, one mul¬

tiplication and one shift. The data stream representing the frames is thus reduced to one

fiftieth of its size—200 hours of digitized film as input is downsized to 37 TB (4:4:4), or

200 video cassettes!

The actual cropping is mainly a file I/O problem, since the right point in the file must be

located. Cropping to frames reduces the data stream being downsized by half or more.

Current IDE hard disks can accept or deliver data at a transfer rate of 10 MB/s, which is
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sufficient for the output of the downsized data (10 MB/s per color channel). The real bot¬

tleneck happens at the input stage, because cropping takes time and happens during disk

access, and because the entire data stream (not just a fiftieth, yet) has to be delivered to

the CPU(s) for processing. With 10 MB/s throughput, reading a 110 MB file (roughly

speaking, one color channel of a frame) takes eleven seconds.

At this rate, 33 seconds of disk access per color frame, 200 hours of film would take

6,600 hours to downsize. In other words, it will take 1.2 times as long to downsize the

material as it did to digitize it (Section 6.2).
If the suggested dual-processor machines are used and optimally programmed, one PC

o

will be able to carry out 10 operations per second at best. At 24 frames per second,
200 hours of movie film represents 17.3 million cropped images; downsizing these

requires 5.6x10 integer operations. One PC carrying out the whole task at that speed
would need 1,552 hours of processor time to complete the task, but due to other limita¬

tions and memory access bottlenecks, this speed can never be reached. The file I/O sys¬

tem cannot deliver data to the processor(s) fast enough to allow it to operate at optimum

speed.

A further point is the delivery of data from the tape robot to the PC, a data path operating
at the same speed as the PC's hard disk (10 MB/s for 9840 drives) or even slower

(5 MB/s for DLT tape drives). In the end, the whole operation turns into a battle for

bandwidth to and from the tape robot, which will only be able to deliver data fast enough
if it has sufficient tape devices operating in parallel.

The conclusion must be that each image processing PC needs its own tape drive, at least

for these two tasks (frame cropping and downsizing). To achieve the same throughput as

for acquisition, nine 9840 tape drives or eighteen DLT tape drives would be needed, plus
a suitable number of tape server PCs. Still missing from the calculation is the fact that the

results of all this processing still need to be written back to tape—a data stream totalling
30 MB/s (three channels of 720x576 8-bit pixel images at 24 images per second). This

demands three more 9840 tape drives or six DLT tape drives. Since the results

(e.g., digital data describing a video stream) have to be stored until enough data to fill a

tape has been accumulated, the image processing PCs still need an appropriate amount of

local storage.

Costs (Appendix Z):

• 9840 variant:

purchase US$ 294,300;
yearly maintenance US$ 87,940;
yearly depreciation US$ 66,150;
total for 1.2 years US$ 199,017.

• DLT variant:

purchase US$ 243,000;
yearly maintenance US$ 78,840;
yearly depreciation US$ 121,500;
total for 1.2 years US$ 240,408.

Because of the higher depreciation costs associated with so many DLT tape drives, the

9840 option is the more favorable, even though the initial investment is larger.

6.3.3 Color Reconstruction

If a color reconstruction algorithm is also to be applied to the video data thus generated,
an extra three multiplications and three additions per pixel and color channel are needed.

Apart from that, nothing else changes and the costs remain the same. Clearly, as the com-
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plexity of per-pixel tasks increases, file I/O becomes less and less of a bottleneck. The

longer the calculations for each pixel require, the higher the processing capacity needed.

With appropriate clustering, parallelization and intelligent distribution of the data, the

additional time needed can be compensated for.

In fact, downsizing and color reconstruction are excellent examples of tasks where intel¬

ligent data distribution is essential. In contrast to downsizing, color reconstruction needs

all three color channels at once for the matrix multiplication (see Eq. 16 in on page 143).
This requirement doesn't interfere with the downsizing at all—since the downsizing

algorithm is identical for all color channels, it can simply be applied to all three channels

coming in for reconstruction. The PC is heavily loaded, however, since it is receiving all

three color channels from tape at once, which means 15 or 30 MB/s.

If color reconstruction is to be carried out on high-resolution data, the requirements in

terms of the image processing PCs are quite different, as the volume of output from the

algorithm will itself be very large. As long as only this task is happening, the CPU will

actually be relatively lightly loaded, as the data flows within the PC are the limiting fac¬

tor. The only way to accelerate the processing is to run several systems in parallel. The

structure of digital image data is excellently suited to parallelization, as it can be easily
divided - into partial images ("image strips"), color channels, or even combinations of

both.

6.3.4 Video Transfer

It became apparent in the previous chapter that CPU performance is not really the limit¬

ing factor with so-called simple image processing tasks. CPU performance is so cheap
that as much of it as is desired can be acquired, within limits. The real problem is suffi¬

ciently rapid access to the data. If a tape robot is used as the source, its physical limits are

quickly reached, leading to bottlenecks. Getting around these bottlenecks means either

processing in parallel and using more tape drives, or placing a caching device of some

sort between the tape robot and the image processing computers.

There is really only one reasonable caching device for this purpose—a so-called high

performance disk server, which manages several hundred gigabytes of data on RAIDs.

These can start fetching and buffering data from the tape robots long before the image

processing computers need it. Similarly, they can accept interim results or final output
and either pass it on to the tape robot in due course or directly to PCs performing other

specialized tasks. The sole purpose of these caching systems is to provide fast access to

large volumes of data; they have practically no CPU performance to offer for other pur¬

poses. Such systems typically have very fast network connections. Note that it does not

make sense to place such a machine in the acquisition path, since only tape can cope with

the volume of data being acquired.

In the task description above, buffering a video stream was mentioned as a typical job for

such a caching device. Once all the results from the PCs involved have been collected,
the transfer to video media must usually take place in real time because most video

equipment is designed for real time recording.

6.4 Cheap Compression

A topic somewhat tangential to the theme of this chapter is the issue of cheap reduction

in data size. The effort required to perform true lossless compression, especially when

such large data streams are involved, was described in Section 3.2.13. With ever increas¬

ing computing performance, the method described below of substantially decreasing the
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data volumes involved will become feasible. The method depends on the scanned films

having a particular and predictable structure.

Color films in particular have the property that apart from the strip in which the color

frames occur, everything can be reduced to black and white. For example, in the Acad¬

emy format, only 4,200 pixels of the 7,000 pixel film strip width actually carry color

information, the rest only black and white. Taking advantage of this results in a cheap

"compression" ratio of about 1.3:1 (Appendix AA). The two borders between the central

color region and the two black-and white regions are determined prior to the start of the

scan; the acquisition computers deal with separating the data such that all three color

channels for the black-and-white regions end up at the same buffer PC, which then gen¬

erates appropriate black-and-white data. This process must, however, happen at least as

fast as the acquisition. The partitioning of the scanned image and the combination of the

three color channels from the black-and-white regions can be carried out relatively sim¬

ply by the frame grabbers in the acquisition computers.

A further (and lossless) compression step might also be performed to take advantage of

the fact that image data thus acquired has large, regular single-color areas. Such struc¬

tures are ideal for compression using LZW algorithms. Tests have shown that such image

regions can be compressed to about 3.1:1 of their original size using LZW compression.

Both approaches combined save up to 75%—leaving only 4.75 TB to store, instead of

the 19 TB that would otherwise be expected (Appendix AA).

There are two things to note with these methods however. Firstly, information is lost,
which may be significant if dust particles or scratches need to be detected in the color

layers of the "black and white" regions. Secondly, additional computing power is needed

during the acquisition phase. Combining the color channels for the black and white

regions takes relatively little effort, but LZW compression is quite expensive. If these

tasks overload the buffering PCs, slowing the whole data stream, additional PCs would

need to be brought into play.

Compressed data contains little or no redundant information. The loss of such data is par¬

ticularly bad because there are no "similar" image parts to support for example interpola¬
tion. Worse, the most effective compression methods result in output which is internally

interdependent; the loss of a few bytes can in some circumstances render the entire file

useless (for example, an error in an LZW dictionary).

These factors underline the importance of having multiple separate physical copies of the

data and raises the question whether it is wise to use compression.

6.5 Infrared: A Fourth Channel?

One approach to detecting dust particles and scratches is to scan in infrared, that is, in a

region of the spectrum (750 nm - 850 nm) which is absorbed by none of the dyes used in

the film. The only structural characteristics "visible" to such a scan are mechanical irreg¬
ularities in the film strip, since these scatter light. Dust particles and scratches are just
such irregularities. This fourth channel provides a detection accuracy for such things that

is probably unmatched by any other method. Motion detection, which is a most difficult

digital processing task (see Section 3.4.2.1), would no longer be necessary for this pur¬

pose. A suitable camera would not need to have a very great color depth; standard 8 bit

cameras would be adequate to the task.

It is important to note that such a channel only works when scanning film with "original"
dust particles and scratches. Copies of the effects of scratches and dust particles can no
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longer be inspected using this method.

Where the fourth camera should be positioned in the system presented here is left open.

There are also problems focussing infrared images on CCDs, since CCDs are transparent

to longer wavelengths and are thus unable to deliver clear infrared images. Further exper¬

imentation is needed to check the feasibility of this suggestion, since it is unknown how

clear the infrared images will need to be in order for the position and extent of irregulari¬
ties to be reliably detected.

6.6 What About Video?

The advantages of the digital data domain have been listed and discussed often enough,
but only in terms of managing the digital data resulting from scanning photographic
materials.

Some thoughts are in order about how this concept might be extended to video data. At

one stroke, it should be possible to reduce the whole confusion of formats to a question
of the right software and appropriate hardware interfaces to the various formats. [1-89]

6.6.1 Analog Video

Just as photographic material can be sampled (with a CCD sensor), so too can a video

signal be sampled. The resulting samples can then be stored as data rather than in a video

format. Naturally the resulting files would not contain RGB data, but rather YCC or

YUV data. Even so, they would then be fully digital and could be duplicated arbitrarily
often without loss. The hardware interfaces mentioned would then allow copies of the

material in the appropriate video formats to be created as needed.

The color depth and sampling rate needed would depend on the quality of the video sig¬
nal (with film material, it is the quality of the dye layers in the film strip). Systems capa¬

ble of delivering 10 bit color depth, or in video terminology "5:5:5", are regarded as very

good. 4:4:4 is considered excellent quality also, delivering three 8 bit color channels.

Depending on the quality of the source material or the reading device, these may (or per¬

haps must) be reduced. Modern standard television operates at 4:2:2.

6.6.2 Digital Video

Digital video media are somewhat more complex. Usually the signals are the result of

DCT compressions (each format has its own version of this). The digital video stream is

however always the result of the same process—the analog signal is digitized (sampled)
and the resulting data compressed into a structured data stream. This data stream can be

as easily stored in a file as on a proprietary video tape medium. The best proof of this are

the newly available digital editing stations, which operate directly on digitally com¬

pressed data streams stored internally on hard disks. Until the advent of such systems,

editing meant decompressing both (or more) streams, joining them and recompressing
them. Because of the three compression steps involved, this process resulted in data loss.

This is still the only way to combine sources from different video formats. The new digi¬
tal editing stations avoid decompressing the data streams involved, working instead

directly with the compressed digital data streams. These systems use CPUs and hard

disks able to do all this in real time.

If these streams can be written to a normal hard disk drive (not one inside a proprietary

device), and if appropriate software can be written to decode the file structures, then all

the manipulation and copying possibilities of the digital domain are within reach.
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Note

The method suggested here demands a deep-seated change in the activities of today's
archives. For many this is too revolutionary, too big a change, too unsettling.

What to make of all this computer technology, these colossal collections of mass stor¬

age? What to do with these thousands upon thousands of tapes, which all have to be

stored appropriately and in addition to conventional film stock? Where are these second

and third copies to be stored?

The new methods do present certain undeniable risks. Nonetheless, something must be

done about the constant, steady decay of conventional archives.

To minimize the risks for individual archives, archives should work together. An ideal

solution would be for several archives to set up a company, which would then explore the

new territory on behalf of the participating archives.

Each archive would commit itself to making a certain number of films available—per¬

haps badly damaged ones, or those of particular cultural worth—and to storing the

resulting data, a task that could possibly be outsourced. If each archive stored all digital
data produced, not just that from its own films, the requirement of multiple safe storage
locations would be met. The costs would be shared by the participating archives.

With an order book filled even before the new firm was created, venture capital of four to

six million dollars would be easier to find and would cover the development of produc¬

tion-ready prototypes in advance.

This firm would not be profit-focussed, but would operate in the service of the participat¬

ing archives to save film treasures before their final decay.

If the new approach turns out to be successful (which I am convinced it will), the capac¬

ity of the firm could rapidly be increased and new sites set up in other parts of the world,
with the original company forming the model.

The methods presented in this work solve some fundamental problems facing archives

working with analog material today. The ideas, facts, visions and futures presented stem

in many ways from the concern I hold for the decaying cultural heritage in our film

archives.

Armin Wittmann

September 1999
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Appendices Appendix A

Appendices

Appendix A: Film Formats

1887 - 1897: various (38 mm, 54 mm, 50 mm, 60 mm, 63 mm) without perforation

1890: 35 mm (Edison), 68 mm (Dickson)

1895: 35 mm, round perforations, one per frame (Lumière)

1897: 63 mm, more than 3 km of film exposed

1899: 17.5 m, one sided perforation or centered perforation

1900: 15 mm, centered perforation (Gaumont-Demeny)

1900: 75 mm, (Lumière)

1900: 70 mm, (Cinerama)

1900: 21 mm, one-sided notches instead of perforation (Mirograph)

1902: 11 mm, center perforation (Vitak)

1912: 22 mm, two center perforation columns, three image columns (Home Kineto-

scope, Edison)

1912: 28 mm, single right side perforation (Pathé, standardized by SMPE )

1914-18: 28 mm, perforation on both sides, three per frame

1917: 17.5 mm, round perforation on each side (Movette, 1932 with sound)

1922: 9.5 mm, centered perforation, still available (Pathé, 1938 with sound)

1923: 16 mm, perforation on both sides (Kodak, SMPE standardized, 1932 with sound)

1930: 56 mm, (Magnafilm)

1930: 65 mm, (Vitascope)

1932: 8 mm, two columns on 16 mm, twice as many perforations per frame as 16 mm

(Kodak, later one-sided 8 mm)

1932: 35 mm, five perforations per frame (Academy, today's standard in cinema)

1955: 9.5 mm, twice as many perforations as in 1922 (Pathé)

1955: 55.625 mm, (Cinemascope-55)

1960: 3 mm, used by NASA2

1965: 8 mm (super8), smaller perforations than in 1932 (Kodak, 1973 with sound)

1970: 70 mm, (IMAX)

1971: 16 mm (super16) serves mainly as blow-up onto 35 mm (without sound)

1973: 70 mm, circular picture format (Omnimax, 180° cinema)

1. SMPE - Society of Motion Picture Engineers
2. NASA - National Aviation and Space Association
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Appendix B: Film Strip Speeds for 8 mm Film

Resolution21

Results

One hneb

(ms)

Line speed0
(lines/s)

Data speed

(MB/s)
Stnp speedd

(mm/s)

Strip speed6
(frames/s)

Camera with 50 MHz pixel clock

700 (b/w) 0 14 71,430 95 4 816 3 192

1,000 (b/w) 02 50,000 95 4 400 94 5

1,500 (b/w) 03 33,333 95 4 177 8 42
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Table 8 Determining film strip speed using typical resolutions for 8 mm film

a Number of pixels used to scan the entire width of the film strip The camera is assumed

to deliver more than 8 bits of color depth, therefore one pixel is assumed to deliver two

bytes per channel

b The time needed by the camera to deliver the data from one line (the number of pixels
used to scan the entire width of the film stnp)

c The number of lines delivered per second

d Required film stnp transport speed
e According to SMPTE 149
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Appendix C: Film Strip Speed for 35 mm Film

resolution

Results

One line

(ms)

Line speed
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Data speed

(MB/s)

Stnp speed

(mm/s)

Stnp speed

(frames/s)

Camera with 50 MHz pixel clock
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Table 9: Determining film strip speed using typical resolutions for 35 mm film

(for explanation of the columns see Table 8)
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Appendix D: Film Strip Speed needed for a 10 MB/s data throughput

A good quality modern hard disk has a sustainable throughput of about 10 MB/s This

table therefore uses 10 MB/s as a realistic throughput value for meaningful comparisons

Film

gauge

(mm)

Width to scana

(mm)

Color

depthb
(#bytes)

Frame to frame0

(mm)

Stnp speedd
(mm/s)

Real

time6

(mm/s)

Stnp

speed

(frames/s)

Assuming a resolution similar to PAL (700 pixel/line)

8 5 31 (SMPTE154) 1 4 23 (SMPTE149) 113 6 1015 26 9

16 9 65 (SMPTE233) 1 7 62 (SMPTE109) 206 5 182 9 27 1

35 20 96 (SMPTE195) 1 19 0 (SMPTE102) 448 5 456 23 6

70 48 56 (SMPTE152) 1 23 75 (SMPTE119) 1039 1 570 43 8

8 531 3 4 23 37 9 1015 90

16 9 65 3 7 62 68 8 182 9 90

35 20 96 3 19 0 149 5 456 79

70 48 56 3 23 75 346 4 570 14 6

Assuming a resolution similar to a future HDTV (2000 pixel/line)

8 not realistic (max 1000 pixel)

16 9 56 1 7 62 25 3 182 9 33

35 20 96 1 19 0 54 9 456 29

70 48 56 1 23 75 127 3 570 54

8 not realistic (max 1000 pixel)

16 9 56 3 7 62 84 182 9 1 1

35 20 96 3 19 0 18 3 456 09

70 48 56 3 23 75 42 4 570 18
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Table 10 Film strip velocities assuming a throughput bottleneck of 10 MB/s

a In the first two sections (television applications) the "width to scan" is the width of one frame

In the last section (archival purposes) the "width to scan" is the width of the entire stnp

b The camera is assumed to deliver data values larger than 8 bits, therefore the data stream in the

computer is doubled to 16 bits (2 bytes)
c Represents the distance from the start of one frame to the start of the next

In the first two sections not all the data is used from the scan to produce the image, since only
the frame itself is necessary for television The image parts between the frames will be saved

for archival purposes

d The speed of the film stnp dunng the scan procedure needed to produce 10 MB/s

e Average stnp speed while the film is projected (or recorded)
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Appendix E: Price and Performance for PCs and Workstations

The prices shown are a snapshot of the market at time of writing [1-92]. The performance
to cost ratio was calculated as follows:

value =

(2xSPECint95) + SPECfp95 + (2xMemPerf)
x 1QQ ug$

SystemCost

Eq. 17: Performance/Cost formula

CPU Bus SPECint95a SPECfp95b
Mem. perf.°

MB/s

Price

(US$)

Perf/Cost

d

PCs6

Intel Pentium II450 MHz PCI 17 6 13 1 -320 1,500 - 45

Intel Pentium III 600 MHz PCI 24 6 162 379 2 2,700 - 30

Intel Pentium III 550 MHz

Xeon 1MB
PCI 24 4 17 3 -400 4,000 - 21

PowerPC3604, 200 MHz PCI 14 4 14 0 83 2 2,000 - 10

Workstations

Alpha 21164 600 MHz PCI 184 213 228 7,500 - 6

Alpha 21164 500 MHz PCI 157 19 5 166 4,700 - 8

Alpha 21264 (EV6) 500 MHzf PCI 26 9 52 2 900 7,500 - 25

Ultra SPARC II 300 MHz PCI 12 1 15 5 228 8,000 - 6

HP PA-RISC 367 MHz PCI 26 28 1 300 22,400 -g 3

SGI Rl 0,000 250 MHz 0-2 UMA 14 7 24 5 -172 18,000- 2

SGI Visual 320 (Pentium III)h PCI 20 6 14 3 -300 3,500 - 18

Table 11: Price/performance comparison of off-the-shelf computer equipment

a Widely accepted benchmark suite for integer operations The higher the value the better the

performance [1-28]

b Widely accepted benchmark suite for floating point operations The higher the value the better the

performance [1-28]

c Memory performance while copying an array bigger than the processor's cache [44][I-31]
d Price/Performance comparison Integer performance has been treated as twice as important as floating

point performance The higher the value the better (Eq 17)

e All PC values based on systems with the 440BX mother board chip set from Intel Corporation
f XP1000 released on February 1, 1999 Has two 64 bit PCI slots

g Has very fast, and therefore expensive, graphic capabilities Has two 64 bit PCI slots

h Has two PCI buses with two 64 bit slots and one 32 bit slot The integrated Visual Computing (IVC) pro¬

vides very fast interconnects to system memory, I/O ports of up to 3 2 GB/s
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Appendix F: Layout of the Frame Grabber

Front Side

Contains progam

code for both

Altera FPGA

port for camera control

Fig. 74: Layout of the frame grabber (front)
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Rear Side

pads for optional

clocking quartz

transceivers

for

differential

signals

plug
for

data

cable

from

camera

(rear side)

port for camera control (rear)
L

.transceiver

'for PCI bus

PCI bus

interface

register chips

SRAM chips

Fig. 75: Layout of the frame grabber (rear)
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Appendix G: Color Spaces

• RGB (3 channels: Red, Green, Blue):
Additive colors. A pixel with each channel set at the maximum value it can con¬

tain represents white. Raster image descriptions based on data from CCDs typi¬
cally use this color space.

• sRGB (Default RGB color space):
This color space is a calibrated colorimetric RGB color space and allows stan¬

dardization of colors for cathode ray tube (CRT) displays, flat panel displays,
television, scanners, digital cameras and printing systems. Defined in terms of a

standardized observer. [1-40]
• CMY (3 channels: Cyan, Magenta, Yellow):

Subtractive colors. A pixel with each channel set at the maximum value it can

contain represents black. Typically used in positive film material.

• CMYK (4 channels: Cyan, Magenta, Yellow, Black):
As for CMY. The fourth channel determines the overall brightness of the entire

pixel. Used mainly in the color printing industry. Black is difficult to achieve

with only the three CMY channels, so an additional channel expressing the

"blackness" of the pixel as a whole is used.

• YUV = YIQ = YCC = YCbCr (3 channels: Luminance, chrominances 1,2):
Standard for television and video industry. In television and video, a signal con¬

trols the movement of an electron beam; the beam striking a phosphorescent sur¬

face produces light. In color television and video a further two signals are

overlaid on the first. To express the result of this process as an array of pixels
involves sampling these signals at various rates. The primary signal Y (lumi¬
nance) is typically sampled more often than the other two signals Cb and Cr
(chrominances) since human vision is more sensitive to intensity than to color.

Common sampling ratios are (Y:Cb:Cr) 4:4:4, 4:2:2, 4:1:1 and 2:1:1. Assuming
a 8 bit quantization, that is, that each sample is an 8 bit value, these ratios are

equivalent to 24, 16, 12 and 10 bit quality. The relationship between the YUV

(YIQ) color space and the RGB color space has been defined and standardized

in ITU-R 601. Since this color space offers good compression performance it is

also used in digital television and digital video (M-JPEG, MPEG).
• CIE1-L*a*b* or CIELAB (3 channels):

Colors are defined as a combination ofbrightness (L*), position on the red-green
axis (a*), and position on the yellow-blue axis (b*). The standard is based on a

standardized illuminator (CIE A, CIE D65) and on a standardized colorimetric

observer (CIE 1931, CIE 1964). The observer moves within a standardized XYZ

space. This approach offers superior device-independent manipulation of contin¬

uous-tone images, with consistent results across platforms. It is completely inde¬

pendent of illumination, observer, scanner or color copier and is therefore

objective. The same combination of a, b, and L always refers to the same color.

This color space is designed around and specifically for the human visual per¬

ception system. [110]
• Kodak PhotoCD = YCC (3 channels):

This standard is based on the L*a*b* color space but extends it to match the abil¬

ities of photographic material. Photographic material offers a higher range of

contrast (especially in bright image parts).

1. CIE: Commission Internationale de l'Eclairage - International Commission on

Illumination [1-41]
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Appendix H: Digital Image and Audio File Formats

File Formats for Still Images

• TIFF (Tagged Image File Format): Image file format in very widespread use. Its flexible

tagged approach allows it to contain many image descriptions. Multiple image
descriptions can be stored in a single file. Different image description formats

can be stored (though in one TIFF file all image descriptions must be ofthe same

format). TIFF is relatively wasteful because of its extensive header information

(tags). New header tags can easily be added to the standard. TIFF is supported in

every professional imaging software package. Originally developed in 1986 by
Aldus Corporation and other leading scanner vendors, TIFF is now supported by
the Adobe Developers Association. [11 l][I-93]

• FITS (Flexible Image Transport System): FITS is a data format designed to provide a

means for convenient exchange of astronomical data. Astronomers recognized
very early the need for a general platform for exchange ofimages among the var¬

ious research groups around the world. The format offers machine independent
encoding ofimage descriptions and an easy and extendable keyword/value head¬

er structure. Tables and multidimensional matrices can be stored within the same

file. [112][1-94]
• GIF, GIF89, GIF89a (Graphics Interchange Format) GIF is a commercial format

which is widely used on the web. GIF uses an 8 bit color depth and implements
lossless compression using the LZW algorithm. GIF89a allows a series of im¬

age descriptions to be stored. This feature is often used to produce short anima¬

tions (animated GIFs). GIF allows the definition of transparent colors.

In late 1994, the company Unisys announced that they required all developers of

GIF software to pay patent fees, because of GIF's use ofthe proprietary compres¬
sion method LZW. [113][1-46]

• JPEG (Joint Photographic Experts Group), JFIF: JPEG is an image description format

and JFIF is the file format usually used to store JPEG image descriptions. JPEG
uses a standardized lossy encoding method for compressing true color and gray¬
scale image data. It is based on a discrete cosine transformation (DCT) in 8x8

pixel blocks and a quantization of the DCT factors. Varying the degree of quan¬
tization allows various compression ratios. JPEG is one of the most popular
methods of image description compression. Recent extensions to the JPEG stan¬

dard have defined another file format for JPEG image descriptions, SPIFF.

[114][I-38]
• JBIG, JBIG2 (Joint Bi-Level Experts Group): Works on images with only two colors,

usually black and white. These kinds of image descriptions (used in document

archiving and facsimile transmission and storage) can be compressed very well

with no loss. The JBIG committee is still in a working draft period and no stan¬

dard has yet been released. [115][I-38]
• PNG (PNGs Not GIF, Portable Network Graphics),

MNG (Multiple Network Graphics),
JNG (JPEGNetwork Graphics):
Due to Unisys license restrictions on the LZW compression method used in the

GIF format, a replacement format (PNG) was created, free from any license re¬

strictions. MNG is a replacement for the GIF89a format.

PNG and MNG, in contrast to GIF, allow color depths of one to sixteen bits and

an additional alpha channel (transparency).
JNG is used for sub-image information within the MNG format although it can

1. "The Graphics Interchange Format" is the Copyright property of CompuServe Incorporated.
GIF (tm) is a Service Mark property of CompuServe Incorporated.

2. LZW: Named after the inventors, Lempel, Ziv and Welch (Section 3.2.13, Appendix O).
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be used standalone. [116][I-95]
• PNM, PGM: Series of file formats invented originally by Jeff Poskanzer characterized

by very small headers, consisting of five numbers expressed as ASCII digits.
The image description itself is stored in binary form. Various conversion rou¬

tines exist to and from many other file formats. Extended by various authors.

Software and documentation is available on the Internet only. Used mainly on

UNIX computers.

• PCD (Kodak PhotoCD): The Kodak PCD format stores images, each at multiple resolu¬

tions, on a compact disc. PCD is actually the format ofthe compact disc itself as

a whole. The actual image descriptions use the Kodak Photo YCC encoding
scheme and are stored using the Kodak Image Pac file format. Both PCD and Im¬

age Pac are proprietary formats, but Kodak does license their use in software ap¬

plications.
The Image Pac approach stores only small, scaled versions of an original image
description, plus difference sets which allow the larger resolutions to be recreat¬

ed. An overall compression ratio of 6:1 is reached in this way.

General Multimedia File Format

• RIFF (Resource Interchange File Format): Open standard for exchanging image, audio

and other data streams. Defined by Microsoft. Depending on the sub-header

code, different types of streams can be included in one file.

• UPF (Universal Preservation Format): This format is still in development. It attempts to

codify a recommended practice and establish collaboration between users and

manufacturers of technology. It aims to provide technical specifications for a

long term preservation format. The format is intended to be a general format for

all types of audiovisual material. [H7][I-96]

Digital Audio Data Formats

• WAV (wave): A special version of RIFF. May contain uncompressed multi-channel au¬

dio data at any sampling rate and at any quantization depth per sample.
• AIFF (Audio Interchange File Format): An AUF file contains raw audio data, channel

information (monophonie or stereophonic), bit depth, sample rate and applica¬
tion-specific data areas. The application-specific data areas let different applica¬
tions add information to the file header which remains even if the file is opened
and processed by another application. This format is widely implemented on

Macintosh computers.

All the following MPEG audio layers are compressed formats (information is lost) and

are based on the same coding-scheme (perceptual coding). The codec complexity
increases with each layer. Layer 3 is the most complex codec at the moment. The refer¬

ence source is audio CD—two channels, sampled at 48 kHz, taking 16-bit samples. This

represents a data rate of96KB/s or 768 kbits/s. Further information is available in

[1-97].

• MPI - MPEG Audio Layer 1 : This psycho-acoustic model uses only frequency masking.
This means that it strips frequencies that are hidden behind others. Stripping re¬

sulting in an output stream of less than 384 kbits/s results in audible quality loss.

• MP2 - MPEG Audio Layer 2: More filtering is done. Better decisions are made as to

what information can be stripped. Encoding at 160 kbits/s sounds good, at

192 kbits/s the difference from the reference is still perceptible but very small,
and at 256 kbits/s and above, no difference can be detected by the human ear.

• MP3 - MPEG Audio Layer 3 : Does even more filtering than Layer 2 and uses a Huffman

encoder to compress the remaining information without loss. Encodings at

1. ASCII - American Standard Code for Information Interchange.
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112 kbits/s sound good, 128 kbits/s is even closer to the reference; at 160 kbits/s

and 192 kbits/s no difference can be heard.

• MPEG-2 AAC (Advanced Audio Coding) or MPEGNBC (Non Backward Compatible):
Represents the state ofthe art in audio coding. It can include up to 48 audio chan¬

nels, 15 low frequency enhancement channels, 15 embedded data streams and

has multi-language capability. It also offers a better compression ratio than MP3.

At 96 kbits/s it provides slightly better audio quality than MP3 at 128 kbits/s or

MP2 at 192 kbits/s.

• AC-3 for MPEG (Audio Coding): Can process digital audio signals over a frequency
range of 20 Hz to 20 kHz and a 20-bit (or more) dynamic range. The bass effects

channel covers 20 to 120 Hz. Sampling rates of 32, 44.1, and 48 kHz are sup¬

ported. Data rates range from as low as 32 kbits/s for a single mono channel to

as high as 640 kbits/s, covering a wide range of requirements. Typical applica¬
tions include 384 kbits/s for 5.1 channel Dolby Digital consumer formats, and

192 kbits/s for two-channel audio distribution.

Digital Video File Formats

• AVI (Audio Video Interleave): A special version of RIFF. AVI is a common format for

audio/video data on personal computers. WAV is used within AVI to carry au¬

dio. Can contain compressed or uncompressed data streams of any frame rate,
frame size and color depth. Various compression schemes can be applied. A
wide range of extensions is available depending on the hardware and software

manufacturers. [1-98]
• M-JPEG (Motion-JPEG): All the individual image descriptions, each describing a single

frame of a film, are compressed individually with the JPEG algorithm and stored

in a single file. Many consumer video encoding and decoding devices use this

standard.

• MPEG-1 (Motion Picture Experts Group): Encodes and decodes PAL video (625 lines)
and NTSC video (525 lines) to/from a continuous data stream of 1.5 MB/s. A

block oriented algorithm performs motion compensation for groups of pictures
in a temporal sequence. The difference information from frame to frame is com¬

pressed using DCT (see JPEG above). Audio can be integrated in either mono or

stereo.

The standard consists of 5 parts. [118][I-99]
Part 1 : Systems (combining video and audio streams)
Part 2: Video (compressing video)
Part 3 : Audio (compressing audio)
Part 4: Conformance testing (specifies a testing environment)
Part 5: Software simulation (a reference implementation of Parts 1, 2 and 3).

• MPEG-2: Based mainly on the MPEG-1 standard (compression) but allows more than

one data stream. Two different levels of reliability are integrated, the program
stream for reliable environments (computer) and the transport stream for envi¬

ronments where errors are likely (broadcasting). The standard supports various

throughputs which are chosen depending on the application (profile). For exam¬

ple, MPEG-2 supports multi-view streams; within the same stream a scene can

be observed from two different camera positions. The two streams are synchro¬
nized to the same time base. MPEG-2 audio is a multi-channel extension of the

MPEG-1 audio standard which is backward-compatible with the older standard.

[118][I-99]
The whole standard consists of 10 parts:
Part 1 : Systems (combining video and audio streams)
Part 2: Video (compressing video)
Part 3 : Audio (compressing audio)
Part 4: Compliance testing (specifies a testing environment)
Part 5: Software simulation (a reference implementation of Parts 1, 2 and 3)
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Part 6: Extension for DSM-CC1
Part 7: Multi-channel audio coding
Part 8: 10 bit video standard (discontinued)
Part 9: Real time interface (RTI) for systems decoders

Part 10: Conformance testing for DSM-CC.

• MPEG-3: There is no MPEG-3 standard!

• MPEG-4: MPEG-4 standardizes a number of primitive media objects, capable of repre¬

senting both natural and synthetic content types, which can be either two- or

three-dimensional. The media objects (e.g. still images, video objects, audio ob¬

jects) have different coded representations (e.g. text, graphics, sub-titles, syn¬
thetic sound, voice). The media objects are related through a scene description.
The standard defines a DMIF (Delivery Multimedia Integration Framework)
which is a session protocol for the management of multimedia streaming over

generic delivery services. MPEG-4 supports bit rates ranging from 5 kbits/s up
to 4 Mbits/s, interlaced video, compression of textures for texture mapping
on 2D and 3D meshes, content-based coding of images and video, random ac¬

cess to content in video sequences, extended manipulation of content in video se¬

quences and scalable complexity in the encoder and decoder. It also supports
scalable image resolution (from 8x8 to 2048x2048), scalable frame rate, scalable

quality (from 4:0:0 to 4:2:2), 8 bit alpha channel coding (transparency) and error

correction. MPEG-4 version 1 has been released, version 2 is still in

progress. [119][I-99]
• MPEG-7: Multimedia Content Description Interface. This work in progress aims to stan¬

dardize a method of describing various types of multimedia information "to al¬

low fast and efficient searching for material of interest". [1-99]

The MPEG standards mentioned above are not really file formats as such, but rather

descriptions of the data streams which ideally should be delivered by a conforming
device or program. Reference decoders exist which evaluate the properness of a data

stream in MPEG terms. The way in which such a stream should be created (encoded) is

left completely open. The only restriction is that the resulting data stream should meet

the standard. This is why the quality of available encoders varies so widely. The quality
of an MPEG stream depends on the quality of the program performing the encoding task.

The quality of available encoders is improving all the time.

1. DSM-CC - Digital Storage Media Command and Control
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Appendix I: Industrial Digital Audio Formats

• DAT (Digital Audio Tape): In professional audio environments, well-equipped musi¬

cians record onto DAT tapes with a 48kHz sampling frequency and a 16 bit

quantization depth per sample. This results in 96 kB/s per sampling channel. Up
to 120 minutes of stereo sound can be recorded on one tape. Lower quality re¬

cording is also possible at 44.1 kHz(16 bit samples) and 32 kHz (12 bit sam¬

ples).
• Audio-CD (Compact Disc): The very successful Audio-CD format uses a sampling fre¬

quency of 48 kHz and a 16 bit sampling depth. This is the same quality as DAT

at its best. The Audio-CD format does not however support the lower quality
sampling methods and stores a maximum of only 74 minutes.

• Dolby Digital, Dolby Pro Logic: Up to six independent channels (front left, front right,
front center, surround right, surround left, sub-woofer). Various throughputs are

delivered, usually compressed.
• 96 kHz/24bit: The coming high-end standard in professional audio technology (e.g.

DVD-Audio).
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Appendix J: Professional Digital Video Formats

Format name Manufacturer
Color

quantization

Compression
ratio

Data ratea
Data per

image

Dl Sony/BTS 422 1 1 225 Mbits/s 135 MB

D2 Sony composite digital 1 1 155Mbits/s 775 kB

D3 Panasonic composite digital 1 1 1517Mbits/s 758 kB

D5 Panasonic 4 2 2 (10 bit) 1 1 303 Mbits/s 147 MB

D6 (HDTV) BTS, Toshiba 422 1 1 1200 Mbits/s 6MB

DVCPRO50 Panasonic 422 33 1 50 Mbits/s 250 kB

DVCPR025 Panasonic 4 1 1 5 1 25 Mbits/s 125 kB

DVCAM Sony 4 1 1 5 1 25 Mbits/s 125 kB

Digital Betacam Sony/Thomson 422 2 2 1 (DCTc-based) 50 Mbits/s 250 kB

BetacamSX Sony 4 2 2 P@MLd 10 1 up to 50 Mbits/s 250 kB

DCT Ampex 422 2 1 (DCT-based) 154Mbits/s 770 kB

miniDV consortium 4 1 1 5 1 25 Mbits/s 125 kB

Digital-S JVC 422 33 1 50 Mbits/s 250 kB

D-VHS consortium 4 1 1 variable (MPEG-2) 14 1 Mbits/s 70 kB

DVD - Video consortium 4 2 0 MP@MLe variable (MPEG-2)
up to 15Mbits/s

(3 Mbits/s avg)

75 kB

(avg 15 kB)

Video-CD 2 0 consortium 4 1 0 variable (MPEG-1) 1 2 Mbits/s 6kB

D5-HD (HDTV) Panasonic 422 5 1 ~310Mbits/s -15 MB

HDW-500 Sony 441

DVCPRO100 Panasonic ~1 1 or 3 3 1

Digital-S 100 JVC 66 1

Table 12: Digital video formats

(Shaded entries are planned or have been introduced recently)

a These values come from a wide range of sources, of varying reliability
b These values have been normalized to an assumed rate of25 still images per second Some standards work

with 30 still images/s (NTSC) so for those standards lower image quality would result

c DCT Discrete Cosine Transformation - compression scheme basing used in the JPEG standard

d MPEG-2 422 P@ML (Profile at Main Level) Designed for the broadcast and consumer markets Allows

easy editing at the frame level and sampling at 4 2 2

e MPEG-2 420 MP@ML (Main Profile at Main Level) Designed for DVD video, digital video broadcast¬

ing (DVB) and other consumer quality products Allows editing at frame level
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Appendix K: Data Tapes

Standard Manufacturer Technology
Capacity21,

Speed

Initial costsb

[yearly]0

Media cost,

Storage costd
Load time6,
File access

Digital Data

Storage
(DDS4)

various

Hehcal-scan

(DAT)

20 GB,
2 MB/s

1,000 us$,

[200 US$]

28 US$,
14US$

14 s,

<40s

Exabyte Exabyte, Sony
helical scan

(Video-8)

20 GB,
3 MB/s

2,700 US$,

[540 US$]
(EXB Mammoth)

95 US$,
4 75 US

20 s,

<55s

Digital Linear

Tape
(DLT7000)

Quantum,

Compaq,
ADIC, Exabyte

linear track

wise

1/2 inch tape

35 GB,
5 MB/s

5,900 US$,

[1,650 US$]

80 US$,
2 30 US$

40 s,

<60s

Advanced

Intelligent Tape
(AIT1)

Sony, Seagate

hehcal-scan

8 mm tape

(Video-8)

25 GB,
3 MB/s

2,300 US$,

[460 US$]

95 US$,
3 8US$

7 s,

<27s

AIT2 Sony, Seagate
helical-scan

8 mm tape

50 GB,
6 MB/s

5,000 US$,

[1,000 US$]

US$

US$

7 s,

<27s

Digital Tape
Format (DTF)

Sony

helical-scan

12 65 mm tape

(DigiBetacam)

42 GB,
7 MB/s

(GY2120L)

100 US$,
2 36 US$

?

SDI Sony 19 01 mm
100 GB,
32 MB/s

(DIR-1000L)

14 s,

180 s

3480
IBM,

StorageTek
helical-scan

50 GB,
11 MB/s

(RedWood SD 3)

69,000 US$,

[13,800 US$]
(RedWood SD 3)

69 US$,
1 38 US$

17 s,

<53s

DST Ampex helical-scan

330 GB,
20 MB/s

(DIS8330LA)

110,000 us$,

[22,000 US$]

(DST 312)

400 US$,
12US$

7 s,

206 s
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Table 13 Overview of available tape standards

(shaded entries are in development) [121]

a Uncompressed for one tape Where there are different capacities the largest is shown Price typically decreases with

quantity ordered

b Prices shown are for standalone or add-on units

c The yearly cost shown is simply the purchase price divided by five assuming a five year depreciation period
d Storage cost is per gigabyte

e Time required to unload a tape from a drive and load another tape into the same drive

f StorageTek also offer a tape-based WORM (Write-Once-Read-Many) data once written cannot be overwritten

g All information concerning optical tape technology is over four years old there appear to be no such devices currently on

the market [I-100][120]
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Appendix L: Video Tapes

Format
Manufac¬

turer

Initial cost

[yearly]

Media cosf

Storage cost

Gauge
Thickness

Resolution0

Max. play time

Dl Sony, BTS
107,000 US$

21,400 US$

207.00 US$

1.90 US$

19 mm

12.3 |jm

720x576e (4:2:2/1:1)
94 min

D2 Sony
77,000 US$

15,400 US$

276.00 US$

1.14 US$

19 mm

12.7 |jm

?x?(/l:l)
208 min

D3 Panasonic
53,000 US$

10,600 US$

?

?

12.65 mm

11 |jm

720x608(4:2:2/1:1)
245 min

D5 Panasonic
57,000 US$

11,400 US$

200.00 US$

1.09 US$

12.65 mm

14|jm

720x608(4:2:2/1:1)
124 min (10 bit)

D6 Toshiba, BTS
?

?

?

?

19 mm

11 |jm

1250x7(4:2:2/1:1)
64 min

DVCPRO50 Panasonic
26,500 US$

5,300 US$

30.30 US$

0.29 US$

6.35 mm

8.8 um

768x576

(4:2:2/3.3:1)
92 min

DVCPR025 Panasonic
14,000 US$

2,800 US$

30.30 US$

1.35 US$

6.35 mm 768x576(4:1:1/5:1)
123 min

DigitalBeta-
cam

Sony, Pana¬

sonic

28,000 US$

5,600 US$

73.00 US$

0.79 US$

12.65 mm

14 um

7x608 lines

(4:2:2/2:1)
124 min

BetacamSX Sony
34,000 US$

6,800 US$

33.00 US$

1.39 US$

12.65 mm

14 urn

608x? lines

(4:2:2/10:1)
194 min

Digital-S
(VHS-car-

tridge)

JVC

(BR-D80U)

17,000 US$

3,400 US$

85.00 US$

2.08 US$

12.65 mm
720x540

(4:2:2/3.3:1)
124 min

DCT
Ampex
(DCT 1700D)

75,000 US$

15,000 US$

?

?

19 mm ?x? (4:2:2/2:1)
187 min

DVCAM Sony
5,900 US$

1,180 US$

31.50 US$

0.92 US$

6.35 mm

7.0 urn

(4:2:0/5:1)
184 min

Table 14: Cost comparison of video tape formats

a. Cost of one tape cartridge when purchased in quantities greater than 100. These prices are for

comparison only.
b. In order to allow a comparison with column 6 in Table 13, these costs are showninUS$/GB. The

formula is derived from the image size, the color depth, the compression ratio and the maximum

play time.

cost
w'dthplxels x heightplxels x colorDepthbûs x playTime,

sec
X C0S%S$ X ^images/sec

,30
compression x 2GB ~ ob t

Color depth is derived from the YCC coding: 4:2:2 corresponds to 16 bits, 4:1:1 to 12 bits.

The horizontal and vertical size of each image in pixels. The values in parentheses are the color

depth expressed in YCC coding and the compression ratio applied.
The recording time available. Where multiple options exist, the longest has been taken. Where

the format supports PAL and NTSC, PAL has been taken, because it corresponds more closely to

the 24 images per second usually used in the motion picture industry.
720x576 conforms to the CCIR-601 standard. Defines a video stream of 167 Mbits/s.

CCIR: Comité Consultatif International Radio; in 1993 CCIR became ITU-R: International Tele¬

communication Union - Radio.
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Appendix M: Numbers of storage units needed

Media Type

Capac

itya

Media

dimensions

5080

dpi

2700

dpi

5080

dpi

2700

dpi

Cost

[US$]

GB

length x

width x

thickness

[mm]

#(reels, tapes,

drives, disks)

Hb

m

Ve

3
m

Hb

m

Ve

3
m

5080

dpi

2700

dpi

positive Film

(35 mm, 90")
6,333 320x320x35 3 3 0 15 0 003 0 15 0 003 53,000 53,000

negative Film

(35 mm, 90")
6,333 320x320x35 3 3 0 15 0 003 0 15 0 003 5,000 5,000

Optical Tape >1,000 ? 19 55

LTO 800 ? 24 7

Ampex 4x-den-

sity
660 366 x 254 x 33 29 85 0 96 0 08 0 28 0 02 11,600 3,400

Super-DLT 500 105x105x25 38 11 0 95 0 01 0 28 0 003

AIT4 200 95x62 5x15 95 27 14 0 008 04 0 002

AIT3 100 95x625x15 190 54 28 0 016 08 0 004

Ampex DST 330 366x254x33 59 17 195 0 18 0 56 0 05 23,600 6,800

Sony SDI 100 366 x 206 x 33 195 55 64 0 48 1 8 0 16

RedWood SD-3 50 107x122x24 380 110 9 12 0 12 2 64 0 03 26,910 7,590

Sony AIT2 50 95x625x15 380 110 57 0 03 165 001 36,750 10,670

Sony DTF 42 254x145x25 464 130 116 0 42 3 25 0 11

DLT7000 35 105x105x25 543 157 13 6 0 15 3 93 0 04 43,440 12,560

Sony AIT1 25 95x625x15 760 220 114 0 06 3 30 0 02 72,200 20,900

Exabyte
Mammoth

20 95x625x15 950 275 14 25 0 08 4 13 0 02 90,250 26,125

DAT DDS3 12 73 x 54 x 10 1,583 458 15 83 0 06 4 58 0 02 42,000 12,000

Hard drive

Seagate
Barracuda50

50 146x101x41 380 110 16 0 23 45 0 07 330,000 95,260

Magneto Optical 52 140 x 140 x 7 5 3,654 1,058 27 4 0 54 7 94 0 16 438,480 126,960

DVD-R double-

sided
78 120x120x4 2,435 705 9 74 0 14 2 82 0 04 121,750 35,250

Iomega Jaz2GB 2 105x100x13 9'500 2,750 123 5 130 35 75 0 38 779,000 225,500

CD-R 65 120x120x2 29,230 8,462 58 46 0 84 16 92 0 24 29,230 8,462

Iomega Zip 250 25 100 x 100 x 8 76,000 22,000 608 6 08 176 176 13MÜ 374,000

Diskette HD-DS 00144 95 x 90 x 4 13 5Mil 3 9MÜ 54 km 46,170 15 6 km 13,338 14Mil 0 4Mil

Table 15: Storage units of various types needed to store 19 TB or 5.5 TB

(Shaded entries are planned or have been introduced recently)

a. Capacity of one storage unit.

b. Height: Stacking the storage units would result in a column this high.
c. Volume: The storage units, taken as a group, occupy this volume. Note: This does not include

the volume occupied by protective cases or sleeves.
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Appendix N: Robot Systems

manufacturer/

product
unit type

capacity

per unit

[GB]

number oftapes

manageable

overall capacity

[TB]a

chain

lengthb

#of

devices0

StorageTek
PowderHorn

3480

Redwood SD-3
50 6,000 300 24 24

StorageTek
TimberWolf9710

DLT4000/DLT7000/4

890
20/30/0 8 252/420/588 11 8/20 6/0 5 10/6

StorageTek
TimberWolf9740

DLT4000/DLT7000 20/30 326/494 9 9/17 3 10

StorageTek
TimberWolf9714

DLT4000/DLT7000 20/35 40/60/80/100 2 0/3 5 6

Ampex DST812 DST6050SA(D2-S) 50 256 12 8 4

Ampex DST712 DST6050SA(D2-S) 50 116 58 2

Ampex DST412
DST6050SA

(D2-S/M/L)
50/150/330 mixed 24 1

ADICd AML/2 3590/DLT7000/D2-M 10/35/150
5760/5184/1344

(mixed)
57 6/1814/2016 20 48/72/48

ADIC AML/Ee 3590/DLT7000/D2-M 10/35/175

modular

(mm 540/486/126

med 1,080/972/252
max

11,520/10,368/

2,688)

modular

(mm 5 4/17/18 9

med 10 8/34/37 8

max 115 2/362 9/403)

1 16/24/16

IBM Magstar 3494 3490E/Magstar3590 0 8/10 390/390 0 3/3 9 16 4

Sun StorEdge
L11000

DLT7000 35 338 11 8 1 16

AIT BullFrog E-AIT 35 40 14 1 1

Spectralogic Tape-
Frame

DDS3/EXBMammoth 12/20 58/32 0 7/0 64 8 4

Straightline SL-800 AIT 25 150 37 1 10

Qualstar TLS-

46120/6460/24144
AIT/DLT7000/DDS3 25/35/12 120/60/144 3/2 1/1 7 1 6/4/4

MountainGate

Chaparral D-480
DLT7000 35 480 16 8 8 2

-StorageWorks

TL893

-Andataco EBS/3-264-

7000

DLT7000 35 264 92 1 3

Quantum ATL2640 DLT7000 35 264 9 24 5 3

Quantum ATL Stor-

Link
DLT7000 35 528 18 48 1 6

Table 16: Automated tape libraries - tape robot systems

a. Capacity of one system. If the system is extendable this storage capacity needs to be multiplied
by the chain length.

b. This is the number of identical systems which can be linked together then controlled and man¬

aged as a single unit.

c. The number of read/write devices which can be installed in the base system.
d. Formerly known as EMASS-GRAU

e. This system is fully modular. The minimum system has one LinearRack attached; a medium sys¬
tem has a HexaTower attached; the maximum has a QuadroTower attached. Various combina¬

tions are possible.
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Appendix O: Lossless Compression Methods

• Run Length Encoding (RLE)
Consecutive repetitions of the same value in the data are stored as a count and a

value. For example, if the input contains five ones in a row, the output is "51".

Five bytes in the input are thus represented by only two bytes in the output. How¬

ever a value occurring alone in the input will generate two bytes of output (e.g.
"11"). This method works very well for images with low noise and big uniform

sub-image areas. The algorithm can be pipelined and is very fast. For noisy data

or data with few consecutive repetitions of single values it is not a good choice.

In the worst case, where no value is repeated twice in a row in the input, the out¬

put will be double the size of the input. [I-100]
• Lempel-Ziv-Welch (LZW)

This algorithm generates a database ofpatterns occurring in the input. The output
consists of this database and a list of indexes into it. Patterns which are repeated
in the input occur only once in the database though the index is repeated as nec¬

essary in the output. Works very well for text documents. The less ordered the

data, the less well this method performs. In extreme cases the output can be larg¬
er than the input. LZW cannot be pipelined as it must inspect the entire input be¬
fore generating output. If the input is large, intermediate storage may be

required. The computational power needed is quite high. [I-100]
• Separately stored meta-data

When storing a large number of image files, it is not necessary to store all the

meta-data for each file with each file. Much of the meta-data is common to all

files. Space savings can be made by storing a number of similar files using a file

format which stores the data with the least possible overhead (such as PNM),
then storing meta-data common to all these files separately. For large files the

percentage of overhead due to internally stored meta-data may not play such an

important role.

• Compression implemented in the storage device

Most manufacturers of tape mass storage advertise the compression abilities of

their products. Depending on the type of data being stored, such devices may

compress very effectively or not at all. With image data the compression ratios

achieved are usually quite poor. These algorithms are often proprietary; even

where there is standardization, slight variations in the compression schemes may
make the tapes unreadable on devices from other manufacturers. Luckily most

manufacturers of such devices allow this feature to be disabled.
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Appendix P: Lossy Compression Methods

• Discrete Cosine Transform and Quantization
Pixel values are grouped into 8x8 blocks. Each 8x8 block is transformed through
a discrete cosine transform (DCT). The DCT is a relative of the Fourier trans¬

form and likewise gives a frequency map. The image is thus represented as a se¬

ries of frequency values (integers); the higher frequencies are discarded

(quantization) because they are not used in human visual perception, the lower

frequencies are retained. The DCT transform itself is reversible except for

rounding error, most information loss occurs through quantization. This com¬

pression method can be pipelined. [1-65]
• Fractal Compression

An image is analyzed and represented as a series of sub-structures which roughly
match areas of the original image and can be generated by iterative or recursive

functions. Fractal image compression is an advanced form of interpolation. The

longer the analyzing algorithm works on an image, the higher will be the com¬

pression ratio. It requires computational power over long periods and intermedi¬

ate results must be stored. Because the whole input must be analyzed before

output is produced, this compression method cannot be pipelined. [1-65]
• Wavelet Compression

The resolution of the original image is reduced to produce a smaller version. The

original and the smaller version are analyzed and difference set is generated. The
wavelet transform works on these difference sets and transforms them into an

space using basic Haar functions instead of DFT or DCT. These wavelet func¬

tions have been likened to the edge detecting functions believed to be present in

the human visual perception system. Only the smaller version of the image and

the function coefficients needed to create the difference set are retained. The

whole process can be repeated to obtain more compression. This method is good
at retaining edge information from the original image. Because the whole input
must be analyzed before output is produced, this compression method cannot be

pipelined. [73]
• Color Depth Reduction

Where the application (e.g. human visual perception) does not require as great a

color depth as is present in the original image, compression can be achieved for

such images by simply reducing the color depth in the output. This is very fast

and can be pipelined. Many devices designed to present visual data to humans,
such as printers and computer monitors, perform this kind of compression. As

seen in the previous chapters most photographic material has a high information

density per color channel. This compression method differs from those above in

that all pixels in the original image are retained, but some information is lost

from each.
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Appendix Q: Data losses: photographie color film -> digital storage

film format

filma Compression ratios for video and data tape

image size

(pixel)

data

size

(MB)

data

tape
Dl D2,D3 D5

DVC-

PRO

100b

DVC-

PRO

50e

DVC-

PRO

25d

DVD

image size6

(pixel)

vari¬

able
720x576 720x608 720x608 768x576 768x576 768x576

data size (kB)
vari¬

able
1382 765 1505 500 250 125 -75

^
' '•

, y,' ittWfi* ^ ^* »' »
' - s

8 mm 1,062x802 43 1 1 32 1 56 1 29 1 86 1 172 1 34 4 1 57 1

16 mm 1,930x1,542 14 1 1 10 3 1 183 1 95 1 28 1 56 1 112 1 187 1

35mmh 1,930x1,542 73 7 1 1 59 1 96 1 50 1 147 1 196 1 590 1 983 1

70 mm 9,712 x4,420 215 1 1 160 1 281 1 146 1 430 1 860 1 1,720 1 2,870 1

^
' '•

, y ,' »fr%ïf
'

'' ^ % »
' ' ^

8 mm 564 x426 23 1 1 17 1 3 1 1 6 1 46 1 92 1 184 1 31 1

16 mm 1,025 x772 75 1 1 56 1 98 1 5 1 1 15 1 30 1 60 1 100 1

35mmh 2,228x1,863 39 5 1 1 29 1 52 1 27 1 79 1 158 1 316 1 527 1

70 mm 5,162x2,349 114 1 1 84 1 150 1 78 1 228 1 456 1 912 1 1,520 1

Table 17: Data losses when color film is transferred to digital storage

a. See Table 1.

b. Also Digital-S 100.

c. Also Digital-S, Digital BetaCam, BetacamSX.

d. Also DVCAM, miniDV.

e. See Table 14, column 6.

f See Table 12, column 6.

g. Photographic film material scanned at 100 lines/mm.

h. SMPTE195 B-Style (largest standardized image height),
i. Photographic film material scanned at 78 lines/mm.
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Appendix R: PCI Communication Modes

The following is a brief description of the available PCI communication modes. For

more detailed information about the PCI architecture the reader is directed to [48]
and [1-25].

The PCI protocol supports three modes of communication:

• IO-Mode: Particular virtual addresses are mapped into the address space ofthe operating
system. A read access to one of these addresses retrieves a 32-bit value from the

PCI device. A write access to one of these addresses sends a 32-bit value to the

PCI device. Although the PCI bus itself always transfers 32 bits at a time, coop¬

erating devices and programs can mask the values transferred such that smaller

values can be moved. For each access in IO-Mode the operating system must

wait until the bus is free, select the device (e.g. the frame grabber) and place the

desired virtual address on the bus. The requested datum is then placed on the bus

by the PCI device and is thus transferred; finally the bus is freed. This entire cy¬
cle must be repeated for each and every transfer and is controlled by the CPU.

• Memory-Mode: Instead oftransferring only one 32-bit value at a time, contiguous areas

of memory are mapped. Particular words or (contiguous) regions of the mapped
area can then be read from or written to. When areas are to be read, the PCI sys¬
tem initiates a so-called "burst access". During burst access, one 32-bit word per
PCI clock cycle is accessed and transferred until the entire area has been trans¬

ferred. The initialization overhead is thus proportionately smaller for each value

transferred. The larger the area transferred, the more efficient the transfer. Ac¬

cess to the PCI device is again controlled by the CPU.

• DMA -Mode: This works in the same way as Memory-Mode, except that the transfer is

not controlled by the CPU. Instead, the PCI device transfers the data indepen¬
dently to or from its own registers or memory areas from or to a particular area

ofRAM (set aside by the device driver). This type of access is only possible with

bus-mastering PCI devices, not slave devices. For DMA-Mode, the PCI device

is given control ofthe PCI bus for the duration ofthe transfer. During the transfer,
the CPU can carry out other tasks (as long as they do not involve the PCI bus).
Well-designed modern PCI mass storage controllers use DMA-Mode to fetch

data for storage and to deliver stored data while minimizing the load on the CPU.

DMA-Mode is the most efficient kind of data transfer over the PCI bus.

1. DMA: Direct Memory Access
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Appendix S: Code Samples
class ZKOl

{
protected:

ZKOl(int arge, char **
argv, String* configurationFile = NULL);

ZKOl(String* configurationFile = NULL);

-ZKOl();

public :

int setTargetFile(String *fileName); // where should the pnm file be stored

mt setPulse(unsigned short pulses); // sets the divisor for the speed sensor signal

mt setAcqLmes(unsigned long lines); // number of lines to scan (XOR setAcqTime)

mt setAcqTime(unsigned long time); // seconds to scan (XOR setAcqLmes)

virtual mt doit(); // starts the sea

mt stopitO; // stops the scan

mt loadProgram(String *progName) ; // loads the Xilmx-Program

mt setExposureTime(unsigned short time);// sets the exposure time

mt enableBmnmg ( ) ;

mt disableBmnmg ( ) ;

mt enableBlackWhite();

mt enableColor ( ) ;

// various modes which can be chosen (exclude each other)

mt setPollmg ( ) ; // all controlled by user space

mt setlnterrupt(mt val); // fill level of FIFO generates an interrupt

mt setMemoryO; // performance test for PCI transfer from care

mt setCropping(unsigned short firstlndex, unsigned short cropLength);

// only a part of the whole line is needed

mt mitokO; // after all settings have been chosen, do it

mt reset (); // empties buffers and resets all registers

const String error(); // errors from kernel resp. card can be queriec

};

Fig. 76: Interface provided by the ZK01 C++ class, encapsulating the frame grabber

class Scan: public ZKOl

{
public :

Scandnt arge, char **argv, String * configurationFile = NULL);

-Scan!) ;

mt doit ( ) ;

};

Fig. 77: Scan class inheriting the abilities of ZK01 and providing a scan procedure
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prompt> scan -help

scan [-poll | -mt <val>] [-wandler | +wandler] [-bmn | +bmn]

[-time <val>| -lines <val>] [-col | -bw] [-crop offset len]

<exposure-time> <pulse-counter> <out-file>

Options :

-poll: enables polling-mode (this is the default)

-mem: enables memory-mode

-mt <val>: enables interrupt mode

<val> determines number of pulses from engine

-bmn: disables bmnmg-mode (this is the default)

+bmn: enables bmnmg-mode

-converter: no convert program is loaded (this is the default)

+converter: conversion is loaded (own responsibility)

-bw: enable black-white-mode (this is the default)

-col: enables color-mode

-crop vail val2: crops a part of the scan line

<vall>: first index from where will be scaned

<val2>: length of scan line

-time <val>: how long should be scanned

<val> determines time m seconds

-lines <val>: how many lines should be scanned

<val> determines number of lines

Arguments :

<exposure-time>: determines the exposure-time of the camera

<pulse-counter>: determines number of pulses between

exposure times

<out-file>: where will the data be stored

Some of the above options are mutually exclusive:

[-poll | -mt | -mem]

[-bmn | +bmn]

[-col | -bw]

[-converter | +converter]

Fig. 78: Command line options for the scan program
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Appendix T: Hardware Costs: Network and Scanning Equipment

All prices are in US dollars. Note that prices shown are approximate, represent a snap¬

shot of the market as at mid-1999 and should be used for comparison purposes only.

Network Interface Cards (NIC)

ATMNIC (155 Mbit/s,-15.5 MB/s) 380

ATM NIC (622 Mbit/s, -62 MB/s) 4,500
ATM switch per 622 Mbit/s port 8,000
FDDI NIC (100 MBit/s, 12 MB/s) 485

FDDI concentrator per port 900

10Base-T Ethernet (10 Mbit/s, 1.2 MB/s) 15

100Base-T Ethernet (100 Mbit/s, 12 MB/s) 20

100Base-T switch per port 20

100Base-T 2-port (120 per port) 240

100Base-T 4-Port (110 per port) 440

lOOOBase-T1 Ethernet (1 Gbit/s, 120 MB/s) 550

1000Base-T switches per port 620

FireWire NIC 118

Myrinet 32-bit PCI (1.28 Gbit/s, 164 MB/s) 995

Myrinet 64-bit PCI (1.28 Gbit/s, 164 MB/s) 1,900

Myrinet 16 port switch (per port 375) 6,000

Mass Storage Controller

Ultra2Wide SCSI Adapter 225

SCSI RAID 1-channel Adapter 390

SCSI RAID 3-channel Adapter 610

FireWire Adapter 211

FibreChannel Adapter AC-L ("serial SCSI") 751

Commercially Available Film Scanner

Kodak Cineon (not manufactured anymore)

Philips BTS Spirit Dataciné (sans computer!) -1.5 million

Oxberry Cinescan 6400 (16mm-35mm) 290,000

Oxberry Cinescan 6400 (35mm-60mm) 400,000
Cintel C-Reality (only scanner) 930,000

Cintel Klone Scanner 210,000

Quantel Domino Film Scanner 364,000

Sony FVS-1000 1-1.35 million

Frame Grabber and Accessories

Coreco

Coreco Viper Digital 3,800
Coreco Digital-SE ?

Python Processing Board 1 CPU 4,200

Python Processing Board 2 CPUs 5,800

Python Processing Board 4 CPUs 8,400

1. Also Gigabit Ethernet.
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Matrox

Matrox Meteor Il/Digital
Matrox Genesis

Processing for Genesis

Software for Genesis

Software MatroxMil

Cables for Dalsa CL-C8

Datacube

Datacube MaxPCI

MaxACQ QW Module

PC ImageFlow
DatacubeWit

PS-Convolver

Storage MaxBus 62 GB

Storage over PCI 64 GB

NTD SW Software

Line Scan Digital Cameras

Dalsa CL-C8T-6000

Dalsa CT-P1-4096W

EG&G Reticon LD2060

EG&G Reticon LD2080

AOA

AOA

1,300

10,790

11,500

11,917

4,770

1,368

12,800

2,800

4,500

5,400

2,500 - 8,600

70,000

32,200

3,800

6,000 sensor element 9,300

4,096 sensor elements 6,700

6,144 sensor elements 5,250

8,192 sensor elements 5,560
8k sensor elements ?

10k sensor elements ?
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Appendix U: Cost of Scanner Components

All prices are in US dollars. Note that all prices shown are approximate, represent a

snapshot of the market as at mid-1999 and should be used for comparison purposes only.

Scanner Illumination Assembly

Illumination box (3x) 2,200

Cross section changer (3x) 2,400

Total 4,600

Dalsa Speed Sensor Camera Assembly

Dalsa CT-P1-4096W 6,700

Power supply camera 400

Lens (Rodenstock) 700

Filters 200

Total 8,000

Dalsa Data Acquisition Cameras Assembly

Dalsa CL-C8T-6000 (3x) 28,000

Power supply camera (3x) 1,200

Lens (Rodenstock) (3x) 2,100

Filters, diffuser 600

Total 31,900

Scanner Mechanical Assembly

(very approximate)

Table for cameras 1,000

Table for motor 3,000

Motor with gear 2,000

Camera mount (4x) 3,000

Source and take-up reels 500

Friction clutch 500

Guide rollers (2x) 1,500

Drive roller 1,000

Cover 200

Pressure fan 500

Channel gate 500

Total 13,700

(with suspension)

Custom-made Frame Grabber (one channel)

Circuit board 200

FPGA/Proc. (5x) 5,000

Memory SRAM (5x8MB) 100

Memory FIFO (6xl6kB) 1,000 (4 for PCI, 2 for Input)

Accessories 200

Total 6,500

248



Appendix U Appendices

Acquisition Computer

Mainboard 150

Processor (CPU) 350

Memory (1 GB) 1,000

Network (2x) 100

Hard drive 150

CD-ROM drive 50

Graphics Adapter 50

Accessories 100

Total 1,950

Image Processing Computer

Mainboard 250

Processor (CPU) (2x) 1,000

IDE hard drive (2x) 600

Memory (1 GB) 1,000

Network 50

IDE hard drive 150

CD-ROM drive 50

Graphics adapter 100

Accessories 100

Total 3,300

Security Buffering and Imaging Computer

Mainboard 250

Processor (CPU) (2x) 1,000

Memory (1 GB) 1,000

Network 50

IDE hard drive 150

CD-ROM drive 50

Graphics adapter 100

Accessories 100

SCSI RAID controller 650

SCSI hard drive (2x7x9 GB) 6,000

External case for drives (2x) 650

Total (with above) 10,000

Cost Overview for Tape Read/Write Devices

Redwood SD-3 70,000 (1 IMB/s, 50GB, 5 year)

DLT-7000 3,700 (5MB/s, 35GB, 2 year)

DLT-7000 (for robots) 8,000 (5MB/s, 35GB, 2 year)

Sony AIT2 2,000 (6MB/s, 50GB, ? year)

9840 30,000 (lOMB/s, 40GB, 5 year)

Ampex DD-2 45,000 (20MB/s, 150GB, 5 year)
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Appendix V: Digitization Factory—Small Scale 3x5 MB/s

All prices are in US dollars. Note that prices shown are approximate, represent a snap¬

shot of the market as at mid-1999 and should be used for comparison purposes only.

Scanner

Scanning table 13,700

Acquisition cameras 31,900

Speed sensor camera 8,000

Illumination 4.600

Depreciation

Maintenance

Acquisition System

Acquisition computer (3x)

Frame grabber (3x)

Speed sensor computer

Hardware cross-correlation

Depreciation

Maintenance

Storage/imaging System

Buffer computer (3x)

Tape storage (9x DLT)

Controlling computer

58,200

11,640

10.000

21,640

6,000

19,500

2,000

2.000

29,500

5,900

4.000

9,900

11,700

33,300

5.000

50,000

(plus SCSI for tape)

(3 copies with 3 channels)

(with screen)

Depreciation (2 years)

Maintenance

Overall System

Item

Scanner

Acquisition system

Storage/imaging system

Estimated staffing cost (two engineers)

Development

25,000

11.000

36,000

Purchase Yearly

58,200 21,640

29,500 9,900

50,000 36,000

200,000

112.300 22.460

250,000 290,000
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Appendix W: Digitization Factory—Entry Level 3x5 MB/s

All prices are in US dollars. Note that prices shown are approximate, represent a snap¬

shot of the market as at mid-1999 and should be used for comparison purposes only.

Storage/Imaging

Buffer/imaging computer 11,700

Tape storage (9 x DLT) 108,000

Controlling computer 5,000

Tape robot 400.000

524,700

Depreciation robot (20 years) 20,000

Depreciation computer/tape (2 years) 82.350

102,350

Maintenance 46,280

Overall System

Item Purchase Yearly

Storage/imaging 524,700 148,630

Staff (two engineers) yearly 200,000

Scanner/acquisition (Appendix V) 200.000 64.0001

724,700 412,630

1. The development costs are almost a guess. The value shown here was chosen to bring the total

purchase costs of the scanner and the acquisition systems to a round US$ 200,000. This aspect
of the costing needs to be examined much more closely.

1. Estimate lifetime is 5 years: US$ 50,000/year. Estimated maintenance yearly: US$ 14,000.
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Appendix X: Digitization Factory—Industrial Strength 3x30 MB/s

All prices are in US dollars. Note that prices shown are approximate, represent a snap¬

shot of the market as at mid-1999 and should be used for comparison purposes only.

Storage/imaging

Buffer/imaging computer (12x)

Tape storage (36 x 9840)

Controlling computer

Tape robot

Depreciation robot (20 years)

Depreciation tape (5 years)

Depreciation computer (2 years)

150,000

1,080,000

5,000

400,000

1,635,000

20,000

216,000

75,000

311,000

(with Myrinet and RAIT)

Maintenance 223,400

Overall System

Item

Storage/imaging

Estimated staffing cost (five engineers)

Scanner/acquisition (Appendix V)

Purchase Yearly

1,635,000 534,400

500,000

200.000 124.000

1,835,000 1,158,400

1. Estimate lifetime is 2 years: US$ 100,000/year. Estimated maintenance yearly: US$ 24,000.
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Appendix Y: Fall in Price of Professional Tape Storage

cost l

USS/GB A

25.6

12.8

1984 '91 '92 '95 '97 '99 years

3480 3490 3490E 3590 SD-3 9840 format

Fig. 79: Fall in price of professional tape storage, specifically 3480 format

Source: Data Storage Advisors (former 3M representive), Cham, Switzerland
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Appendix Z: Costs for Imaging Factory

All prices are in US dollars. Note that prices shown are approximate, represent a snap¬

shot of the market as at mid-1999 and should be used for comparison purposes only.

Maintenance, unless otherwise indicated, has been taken as 20% of purchase price per

year.

Using 9840 Tape Devices

Imaging computer (9x) 24,300

9840 tape drive (9x) 270.000

294,300

Maintenance (computers)

Maintenance (tape drives)

4,860

28,800 (US$ 3,200/year/tape)

Depreciation computers (2 years)

Depreciation tape drives (5 years)

12,150

54,000

Total yearly cost

For 1.2 years

153,090

199,017

Tapes 4.8 million

Using DLT Tape Devices

Imaging computer (9x)

9840 tape drives (18x)

27,000

216,000

243,000

Maintenance computers

Maintenance tapes

Total maintenance

48,600

30,240 (US$ 1,120/year/tape)

78,840

Depreciation computers (27,000/2)

Depreciation tape devices (216,000/2)

Total depreciation

13,500

108,000

121,500

Total yearly cost

For 1.2 years

200,340

240,408

Tape units (1.87 TB/35 GB = 53,000; US$ 80/unit) 4.25 million

D5 tapes (100 with 2h) 19,200

1. 200 hours result in 1.83 PB data. One tape's capacity is 40 GB. 48,000 tapes are needed to

store 1.83 PB. One tape is about US$ 100.
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A B C

Appendix AA: Compression Study

The complete image file used, consisting of all three color

channels scanned across the full width of the film strip,
was a PNM file 1,969,620,019 bytes in size (1.83 GB).
For the purposes of this test, this file was broken up into

smaller files, each file containing the data a different

region of the film. The three regions were the left perfora¬

tion, the central area of the film containing the frames, and

the right perforation area and sound track (see Fig. 80).
The file containing the regions A and C contained, how¬

ever, data from only one channel. The idea is that these

area do not contain useful color information.

The files were then compressed using the compression utility bzip2 [1-101], separately
and various combinations, to see what savings could be made by omitting "useless" color

information.

The image data from the B region was further divided into three files (Bred, Bgf.eea and

Bblue) to obtain separate compression results for each of the color channels.

Fig. 80: Partitioning for cheap
data volume reduc¬

tion

Image region
Original size

(bytes)

Compressed
size (bytes)

% ofthe

original size
Compression

A 98,600,018 23,325,417 23.65% 4.2 1

B 1,234,200,019 394,552,247 31.9% 3.1 1

C 146'540,018 47,945,870 32.72% 3.1 1

F 1,969,620,019 777,325,137 39.5% 2.5 1

Bred 411,400,019 99,869,812 24.3% 4.1 1

TD

Dgreen 411,400,019 146,606,468 35.6% 2.8 1

Bblue 411,400,019 94,485,802 23.0% 4.4 1

Table 18: Showing compression results for various image regions

Filesa
Total size

(bytes)
%ofF

Compression

(x:F)

A+B+C 1,479,340,055 75.1% 1.3:1

Ac+B+Cc 1,305,471,306 66.3% 1.5:1

Ac+Bc+Cc 465,823,534 23.7% 4.2:1

^-c "c red "c green "c blue '-'c 412,233,369 20.9% 4.8:1

TD _|_D _|_D
Dc red Dc green Dc blue 340,962,082 27.6% 3.6:1 (x:B)

Table 19: Comparison of compressed results to full size, full color file

a. The subscript c indicates a value from the "Compressed size" column of

Table 18.
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