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Abstract

In this dissertation, a concept of stochastic modeling of image content in remote

sensing image data is presented. The main application of this concept is to provide

a tool for content-based query and retrieval from large archives—a tool that becomes

more and more necessary with the continuously increasing volume of remote sensing
and other multimedia image data. The concept is organized in such a way that the

(time consuming) process of information extraction is completely application-free
and attempts to capture characteristic structures in the data in terms of a family of

signal models. This un-supervised image content description is subsequently used as

the basis for the fast definition of user-specific cover-types and the easy incorporation

of applications. Furthermore, the fast generation of thematic maps in terms of user-

specific cover-types is possible using the un-supervised content description.

The actual process of information extraction from the data is based on the re¬

peated application of stochastic modeling in a Bayesian framework. The extracted

content information is arranged in a hierarchical scheme according to the different

levels of semantic abstraction: the image data (level 0), image features (level 1),
meta features (level 2), image classification (level 3), and user-specific semantics

(level 4). Between each level of this hierarchy, stochastic modeling using parametric

data models is applied.

Three main steps of information extraction can be defined that are all modeled

in the same Bayesian manner: First, spatial structures in the image data itself

are modeled using Gibbs random field models (levels 1 and 2). These models are

defined via parametrized energy functions that describe different spatial structures

through their mathematical form, the selected neighborhood pixels, and the values

of their parameters. In the presented Bayesian modeling, the most evident model

with its most evident parameters and complexity can be selected, thus providing an

"optimal" description of the image data.

Second, characteristic signal classes in the feature space of the image data are

found via un-supervised classification (level 3). Two probabilistic algorithms are

discussed in more detail that are capable of providing a classification in terms of an

a priori unknown number of classes: "clustering by melting" and "Bayesian classi¬

fication". These algorithms have significantly larger computational demands than

standard pattern recognition algorithms, but are able to automatically detected the

number of classes and to describe highly un-balanced clusters. One of the two al-
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gorithms, Bayesian classification, is additionally able to model overlapping clusters,
and is invariant with respect to a re-scaling of the parameter space. Furthermore,
the concept of across-image segmentation and two concepts for assessing image com¬

plexity are presented.

Third, user-specific interests are linked to the un-supervised image content de¬

scription using Bayesian networks (level 4). Application-specific cover-type labels

are probabilistically defined using the signal classes derived from different models.

Based on user-provided examples of a particular cover-type label, the probabilities of

the Bayesian network are trained or, for an already existing label, updated. This re¬

sults in a very convenient way of sequential interaction between the database system

and the user.

Due to the stochastic nature of the cover-type definitions, the retrieval of images
of interests from an archive of images is also possible in a probabilistic way. Thereby,

images can be retrieved according to coverage, posterior probability, and separabil¬

ity. The latter, the "separability", encodes the uncertainties resulting from limited

training data and enables the user to continue defining his personal cover-type on

images on which the posterior probability is not yet precisely defined. The size of

the content-based, probabilistic search index is less than 0.1% of the overall image
data size, resulting in a very fast search and making this concept applicable to very

large archives.

The concept of this dissertation and the different steps of Bayesian inference

have been successfully implemented in the ETHZ/DLR MMDEMO system that

provides content-based access to a test archive of about 360 Landsat TM, X-SAR,
and aerial images. The complete demonstration system, including interactive cover-

type definition and probabilistic retrieval, can be accessed via the Internet [http:

//www.vision.ee.ethz.ch/~rsia/mmdemo].



Zusammenfassung

Diese Dissertation stellt ein Konzept für die stochastische Modellierung von Bildin¬

halten in Fernerkundungsdaten vor. Hauptanwendung ist dabei, inhaltsorientierte

Techniken für die Abfrage von großen Fernerkundungsarchiven zur Verfügung zu

stellen. Derartige inhaltsorientierte Abfragetechniken werden aufgrund der dra¬

matisch anwachsenden Bilddatenbestände in Fernerkundungs- und anderweitigen
Multimediadatenbanken immer dringender benötigt. Das Konzept dieser Arbeit is

derart aufgebaut, dass der (zeitaufwendige) Prozess der Informationsextraktion aus

den Daten nicht auf eine bestimmte Anwendung hin ausgerichtet ist. Stattdessen

wird versucht, unüberwacht mit einer Reihe von Datenmodellen charakteristische

Strukuren in den Daten zu erkennen. Aufbauend auf dieser Beschreibung können

mit relativ wenig Rechenaufwand benutzerspezifische Bodenbedeckungstypen defi¬

niert und bestimmte Anwendungen integriert werden. Zudem können vergleichswei¬

se schnell thematische Karten mit den Benuzterinteressen erstellt werden.

Als zentrales Element kommt bei der Informationsextraktion Bayessche Stati¬

stik zur Anwendung. Dabei wird die extrahierte Information über den Bildinhalt

in einem hierarchischen Schema angeordnet, welches die verschiedenen Abstrak¬

tionsniveaus widerspiegelt: die Bilddaten (Niveau 0), Bildmerkmale (Niveau 1),
Metamerkmale (Niveau 2), Bildklassifikation (Niveau 3) und die benutzerspezifische

Interpretation (Niveau 4). Zwischen diesen Niveaus kommt jeweils stochastische

Modellierung mit parametrischen Modellen zur Anwendung.

Drei wesentliche Schritte der Informationsextraktion mit ähnlicher Bayesscher

Beschreibung können identifiziert werden. Erstens, die Beschreibung von räumlichen

Strukturen in den Bilddaten mittels Gibbsschen Zufallsfeldern (Niveaus 1 und 2).
Diese Modelle beschreiben die Daten mittels einer parametrischen Energiefunktion,
die durch ihre Form, die ausgewählten Nachbarpixel und die Werte ihrer Parame¬

ter verschiedene räumliche Strukturen beschreiben kann. Mittels der vorgestellten

Bayesschen Modellierung können die für gegebene Daten optimal passenden Cha¬

rakteristika bestimmt werden.

Zweitens, in einem Schritt unüberwachter Klassifikation werden charakteristi¬

sche Signalklassen bestimmt. Dabei werden zwei probabilistische Algorithmen näher

erläutert, die in der Lage sind, eine Klassifikation mit von vorne herein unbekannter

Anzahl Klassen durchzuführen: „Clustern durch Schmelzen" (englisch "clustering

by melting") und „Bayessche Klassifikation". Im Vergleich zu Standardverfahren
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der Mustererkennung sind diese Algorithmen vom Rechenaufwand viel aufwendiger,
bieten jedoch eine bessere Beschreibung der charakteristischen Signalklassen in den

Daten. Ausgehend von der Klassifikation werden auch die „Klassifikation über alle

Bilder" und zwei Maße für die Bildkomplexität vorgestellt.

Drittens, als letzter Schritt werden die Benutzerinteressen mittels Bayesscher
Netzwerke mit der unüberwachten Bildbeschreibung verknüpft. Aufbauend auf

den Signalklassen verschiedener Modelle können anwendungsspezifische Bodenbe¬

deckungstypen stochastisch definiert werden. Mittels Benutzerbeispielen werden

dabei die Wahrscheinlichkeiten eines bestimmten Types gelernt bzw., falls der Be¬

griff bereits existiert, verfeinert. Dies resultiert in einem sehr intuitiven und benut¬

zerfreundlichen Lernverfahren.

Da die Bodenbedeckungstypen stochastisch definiert werden, ist es auch möglich,
die Menge aller Bilder stochastisch nach einem Typ abzufragen. Dabei können Bil¬

der nach Bedeckung, nach Wahrscheinlichkeit oder nach Separabilität abgefragt.
Letztere repräsentiert dabei die Unsicherheit, die aus der geringen Anzahl von Be¬

nutzerbeispielen resultiert. Die Separabilität unterstützt den Benutzer auch bei der

Definition von Interessen, indem sie auf Bilder verweist, auf denen der Begriff noch

nicht eindeutig definiert ist. Die Größe des inhaltorientierten, probabilistischen In¬

dizes ist kleiner als 0.1% der Bilddaten, was eine schnelle Suche und die Anwendung
auf sehr große Archive ermöglicht.

Das Konzept dieser Dissertation und die verschiedenen Schritte Bayesscher Folge¬

rungen wurden im ETHZ/DLR MMDEMO System erfolgreich implementiert. Die¬

ses Demonstrationssystem bietet inhaltsorientierten Zugang in der hier beschriebe¬

nen Weise zu insgesamt 360 Landsat TM, X-SAR und Luftbildern. Es ist über

das Internet für jedermann zugänglich [http://www.vision.ee.ethz.ch/~rsia/

mmdemo].
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1
Introduction

How to find useful images in today's large remote sensing image archives? How

to know whether a certain image is useful for a particular application? Intelligent
remote sensing information systems attempt to provide answers to these problems

by offering novel access and retrieval techniques. Some approaches provide highly

specialized content information that was automatically extracted from the images:

analysis of cloud types for meteorology [Van der I,ul>l>e el al. 1991], automatic forest

inventories [Mat win el al. 1995], sea ice analysis of SAR images [Bertoia and Ramsay

199x] or volcanos on SAR images of Venus [Burl el al. 199x]. All these approaches

have in common that they have been designed with the respective application in

mind. Hence it is very difficult to extend their scope of applications.

On the other hand, with the evolving discipline of data mining, a whole family of

methods for automatic content and knowledge extraction from large amounts of data

is being established. For a review see [Liu and Motoda 199N, Miclialski cl al. 199N,

Nakliaeizadeli 199x]. Here various methods are applied to find characteristic struc¬

tures (that is, content) in large amounts of data without a later application in mind.

Several attempts exist to introduce this concept to remote sensing: by linking exist¬

ing data mining and information systems [Marcliisio and foriM-Iison 1999], by com¬

bining distributed computing with interactive analysis and collections of algorithms

[Burl el al. 1999], or by using a Bayesian approach in a signal-oriented framework

[Seidel el al. 1999a, Baten el al. 199x]. The work presented in this dissertation has

been done within the mentioned Bayesian framework. Based on a family of signal

models, features and meta features of the data are extracted and clustered in an

un-supervised way. This results in a signal-oriented image content description that

has no a priori defined application in mind. Application-specific cover-type labels

are then defined in terms of this application-free content description.

Before we present details of our approach, we give a short overview of content-

based techniques in different areas of multimedia retrieval in Sec. 1.1. We have

to note that such a "pico review" is by no means able to adequately sketch the

complexity and importance of this quickly evolving field. Nevertheless, we think

it is necessary to position our concept of content-based query and retrieval purely
based on stochastic data analysis within the different facets of that field.

1



2 Chapter 1. Introduction

In Sec. 1.2, we relate our work to other scientific disciplines, and in Sec. 1.3

we introduce the main idea of information extraction using parametric stochastic

modeling. Finally, in Sec. 1.1, we conclude this chapter with an overview of the

structure of the dissertation.

1.1 Content Based Multimedia Retrieval

Due to recent technological advances in acquisition, storage, and communication,

the volume of multimedia data, in particular images and video, is increasing at an

explosive rate. Traditional database management systems are only able to manage

data in alphanumeric form or binary objects as a whole. Any information on the

content of the stored data is in the form of meta-data or human-provided keywords.
As a consequence, traditional database systems are insufficient to handle huge

amounts of data that have not been annotated with keywords by somebody. There¬

fore, techniques for automatic content extraction and description are highly desirable

and have already been successfully demonstrated in a variety of fields.

We start our review of content-based search techniques with the very well-known

example of content-based text retrieval. Then we summarize the highly active field

of content-based image databases. Finally, we point to applications in other multi¬

media databases.

Text retrieval

Almost everybody who regularly uses the Internet knows about search engines like

AltaVista or DejaNews, which help us to find text documents containing certain

content.

The search mechanism of most search engines is content-based in the sense that

an index containing all words of each document exists and allows the system to very

efficiently retrieve the required documents. In other words, for text documents,
the "semantics" of the document is equivalent to the text data itself. This is very

different from the case of image data, for which the semantics has to be inferred

from the numerical data.

Of course, the search based on a full-text index cannot be said to "understand"

the data content. Extensive research is done on making content-based text retrieval

more sophisticated. The Eurospider system [Eurospider 1999] is an example for

another kind of text retrieval systems that try to infer from the user's query other

possible meanings, even in different languages.

Image databases

The field of content-based image database retrieval is currently very active. Devoted

to this topic, there have been several recent special issues of computer vision and
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pattern recognition journals [Bee and Jain 1997, Picard and Bent land 199(i], review

articles [f'hang 1997], and monographs [f'hang 199(i]. An increasing number of

research groups works in that field and develops demonstration systems. For a very

up-to-date, steadily growing list of links to academic and commercial projects one

should consult the Internet page by D. Squire [Squire 1999].

A typical query in a content-based image retrieval system is "Give me all images
that look like this example". However, there exists a multitude of ways an image

can be perceived and a key problem is the extraction of salient visual attributes that

can be used for image matching.

Early systems have been IBM's QBIC [Barber el al. 1991], the NETRA sys¬

tem of the University of California [Ala 1997], VisualSEEk of Columbia University

[Smith and f'hang 199(i] and the Photobook/FourEyes system of MIT [Picard 1995,

Minka and Picard 1997]. The early systems have been followed by numerous other

approaches that tried to do better. Today almost every computer vision group has

at least one project in that field.

Significant improvements have been achieved by better understanding the fea¬

ture extraction techniques and by applying them to large sets of diverse images.

Furthermore, the problem of the very high dimensionality of the feature vector has

been addressed.

Since the research of the early systems has shown that image matching solely
based on global features is very often not satisfactory, methods are being developed

to segment each image into a small number of perceptually relevant regions. These

"salient" regions provide intermediate-level descriptions and, using their location

and spatial organization, can serve as a basis for better image interpretation.

A major step forward to interpret the query by the user is to incorporate user

feedback and to model the user's behavior. Taking this idea to the extreme, the

image is classified in terms of the user's interest. Since this approach, which has

been implemented in the FourEyes system of MIT, seems to be ideally suited for the

needs of remote sensing, we follow a similar approach to "learn" the interest of the

user based on his examples—however, this time in a modified, Bayesian way. We

refer again to the FourEyes system later in chapter 7 when presenting our approach
of "interactive learning" in remote sensing image archives.

Other Multimedia Objects

Concepts of content-based techniques have also been applied to related multime¬

dia archives, in particular, video and audio databases. In the frame of the work

on MPEG-7 [OJiinriglione 1999] a standardized description language of audiovisual

content is being developed. MPEG-7 is formally called "Multimedia Content De¬

scription Interface". However, the new standard does not comprise the automatic

extraction of descriptions or features.

The extension of content-based image database retrieval to retrieval from video
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databases increases the complexity of the problem, since the scope of "content" is

extremely widened. Due to the upcoming wide-spread usage of digital video, the

general semantic interpretation of the video content is of high interest and therefore

subject of intensive research.

The problem of speech recognition is a challenge for signal processing since a

considerable time. One of the promising approaches [D< slnnukli (I al 1999] makes

also use of hierarchical modeling using the Bayesian approach. Here the hierarchy
starts at the acoustic model of the sound signal A and arrives via features at so-called

phonemes, which are typically modeled using hidden Markov models, and which are

the basis for statistical word models p(A|LU). Via a language model p(W), the

posterior probability p(W|A) of a certain sound signal A can be computed. The

language model constrains the sequence of words that are allowed.

1.2 Positioning of the Concept of this Disserta¬

tion

When viewed from the point of view of the application, the concept for content

modeling presented in this dissertation, clearly belongs to the field of multimedia

retrieval. With the FourEyes system of MIT, even a system with related functional¬

ity exists. However, as opposed to the mentioned approaches of multimedia systems,

the notion of "content" in remote sensing data is closer to the actual data (see more

in chapter 3). The consequences of this fact are two-fold: firstly, the content charac¬

terization seems to become simpler, since high-level interpretations (such as "horse

racing scene" ) seem to be unnecessary in remote sensing, but secondly, the content

characterization becomes much harder since a general, complete data description is

needed, in order to provide a system that is useful for remote sensing users.

As a consequence, the objective of the content modeling as described in this

dissertation is to model the image data in an optimal, signal-oriented way and to

derive an index that allows the future users of the remote sensing image archive

to "see" in the data without actually retrieving it. In practice, this signal-oriented

approach means to describe the data in the optimal way and only later link it to the

users' application-specific interests. In the Bayesian approach used in the following,
all observed quantities (the image data, the features, and the user input) are treated

as random variables and the process of information extraction consists of estimating
the parameters of these random processes.

However, in the approach of this dissertation, several other scientific areas are

relevant: with its algorithms to detect unknown or hidden information in the data,

the field of data-mining uses similar techniques, and with the modeling of spa¬

tial interactions and with maximum entropy considerations, concepts of physics are

applied. Since inputs by human users are analyzed in the final step, aspects of

psycho-physics could have been added here, but have not. Altogether, several fields
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have contributed to the concept presented in the following. We graphically sketch

these fields in Fig. 1 1.

Figure 1.1: Scientific disciplines that contributed to the concept presented in this

dissertation. The most significant input came from the fields of signal processing
and (Bayesian) statistics, whereas the most significant contributions are to the fields

of content-based query and retrieval and to remote sensing.

We follow the Bayesian approach throughout this dissertation: when describing
texture using Gibbs random fields, when clustering data using probabilistic models,
and when analyzing the examples given by the user. As mentioned earlier, the

requirement for the strictly signal-driven description of the images originates from

the nature of remote sensing data as multi-dimensional signals instead of "pictures".

However, this does not mean that this robust, signal-oriented approach cannot be

applied to picture databases. On the contrary, it promises to be also of high relevance

to other kinds of archives.

1.3 Basic Principle of Information Extraction from

Data

The key tool used in this dissertation is parametric modeling of the observed data.

Each state of the data D is assigned a probability

p(D\0) (1.1)

dependent on a parameter vector 0. Note that with the symbol D we denote every¬

thing which is observable: the actual data, some features, or signal classes. There¬

fore, the data D can be either a scalar variable (e.g., the value of a particular pixel)
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or a vector of variables (e.g., a multi-spectral pixel value or the set of pixel values

in an image).
The parameter vector 0 is a collection of adjustable quantities that, when changed,

result in a different value of the probability p(D\0). On the other hand, for a fixed

value of 0 different states of the data D have different probabilities, thus making
it more or less "likely". The model itself is defined via the mathematical form of

p(D\0) that assigns a probability1 to each state of the data D given a particular

parameter vector 0. Applying a particular model to some data is useful if different

values of 0 correspond to different "interesting structures" in the data.

The usage of probabilistic models is already an advantage over simple, rule-

based systems since the process of decision making is more robust against occurring
"random" events. Furthermore, the application of stochastic modeling in a Bayesian
framework enables us to incorporate intrinsic properties of the model itself and other

information that we have available. In addition, there exists a coherent framework

to select the most appropriate model to describe some data.

The core of Bayesian techniques lies in the famous rule

p(0\D)<xp(D\0)-p(0), (1.2)

which, in addition to the stochastic model, Eq. (1.1), also contains the prior dis¬

tribution p{0) of the parameter vector. This rule is the correct way to invert the

stochastic model, that is, to use it to draw conclusions from the data.

Graphically, the relationship between data D, the parameter 0, and the proba¬
bilities p(D\0) and the posterior p(0\D) could be expressed as

e.
p{m

» d
p(6\D)

with the arrow denoting the direction of drawing conclusions, that is, making infer¬

ence.

Of course, Bayesian inference goes much beyond these simple steps for informa¬

tion extraction. We expand on this in much more detail in chapters 2 and 1 and

when applying this formalism in later chapters: in order to obtain a description of

textured image data (chapter 5), to cluster features (chapter 6), to model the user

interest (chapter 7), and to retrieve images (chapter 8).

Physical experiment view

The application of different models to extract information from the data D can be

compared with performing certain experiments in order to obtain knowledge of a

physical system, in particular to determine its internal state.

1More precise is to speak of p(D\8) as probability density of a particular state D of the data,

given a particular value of the parameter vector 6.



1.4. Structure of the Dissertation 7

The internal state of a physical system is not readily available. To obtain some

knowledge about it, we have to set up an experiment and observe its outcome. An

example might be some semiconductor material which we illuminate with light of

a certain spectral wavelength, followed by the observation of the radiation that is

transmitted or scattered around. This might provide us with clues about the internal

structure of the electron bands of the material.

Another example is the state of a light field in a cavity. The state of the light
field cannot be measured directly. Instead we have to make an experiment in which

atoms are sent through the cavity and can interact with the light field. By later

measuring the state of the atoms we can infer about the original state of the light
field in the cavity.

The information extraction from data using probabilistic models can be viewed

similar to experiments in that different models provide us with different clues about

the "internal state" of the data; in this comparison, the internal state stands for the

actual "content" of the data.

Communication channel view

Another, very different view comes from the field of communication theory. Here the

data D can be viewed as a message received by us via an imperfect communication

channel. The original message "text" is given by the actual ground coverage of the

Earth in terms of a vocabulary of certain land-cover classes or surface structures.

These structures on the Earth are illuminated by some electro-magnetic radiation

(from the sun or an active microwave sensor), which is reflected or scattered and

then measured by the Earth observing satellite, which finally downloads the data to

us.

The problem of understanding the received "message" and inferring about the

original "text" is a very good picture of the problem of automatic content char¬

acterization in remote sensing data. Even the mathematical methodology used in

information theory to decode the messages of noisy channels is very similar to the

probabilistic approach we have selected. For an overview of information-theoretic

image formation see [Sullhaii el al. 1999].

1.4 Structure of the Dissertation

In this chapter, chapter 1, we have given an introduction into the problem of

content-based retrieval and an introduction into the basic idea of information ex¬

traction via stochastic modeling that is used throughout this dissertation.

In chapter 2, we discuss the mathematical background of the main Bayesian
ideas that are applied throughout this dissertation. We give an overview of the main

steps of inference and an explanation why we use the this approach as compared to

other evidence-based methodologies.
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In chapter 3, we discuss the characteristics of remote sensing image data, to

which we have applied the concept of this dissertation. We shortly sketch the phys¬
ical processes that are involved in the acquisition of remote sensing data and sum¬

marize established ways of interpreting them. We do not go too much into detail,
but focus on the notion of "content" of the image data. In the last section of

that chapter, we discuss possible goals of content-based query techniques in remote

sensing.
The hierarchical scheme and the principal steps of Bayesian inference constitute

the focus of chapter 4. With the overview of different semantic levels and the

different Bayesian techniques, this chapter can serve as a guide to the remaining

part of the dissertation. We already display the hierarchical arrangement of the

extracted content information in Tab. 1.1, since it also reflects the structure of the

dissertation.

Level Information Elements Chapter

4 user-specific semantics content labels, separability ch. 7+8

3 image classification class labels ch. 6

2 meta features evidence, complexity ch. 5

1 image features parameters ch. 5

0 image data raw data ch. 3

Table 1.1: Levels of abstraction of spatial information. From bottom to top the

elements get closer to the semantic interpretation. Each level is obtained from

one or more preceding levels using a process of Bayesian inference. Levels 1 to 3

are obtained in a completely un-supervised and application-free way during data

insertion. Elements of Level 4 can be interactively defined by users. We discuss this

scheme in detail in chapter 1.

Together with chapter 1, the following four chapters constitute the central results

of this dissertation:

• In chapter 5, we present stochastic modeling of spatial information in images

using Gibbs Markov random fields. These models provide a robust description
of micro-textures in terms of a vector with few parameters. In addition, the

optimum complexity to describe a given texture sample can be obtained. We

discuss in detail the modeling of the image data, the processes of information

extraction, and examples using synthetic and real data.

• Then, in chapter 6, we perform un-supervised clustering of the image features

in order to obtain a vocabulary of characteristic signal classes, that is valid

across all images in the archive. We discuss two algorithms that are able

to capture the "optimum" partitioning of the data points in the parameter

space: clustering by melting and Bayesian classification. Furthermore, we

propose two measures of the complexity of each image in the archive.
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• In chapter 7, we link the application-free description obtained in the pre¬

ceding two chapters to user-specific semantic cover-type labels. We present

"interactive learning" as a concept to navigate in the un-supervised content

index. Two user interfaces are available: an on-line version that can be used

via the Internet and an off-line version for more detailed analysis and the fast

generation of thematic maps. In this section, we go more in detail concerning

practical applications.

• Finally, in chapter 8 we show how the stochastic definitions of user interests

can be used to retrieve images with a certain content in a probabilistic way.

Via the new concept of "separability", images can be retrieved according to

which degree a certain cover-type can be separated in them. This feature

supports the user in defining his interest in an iterative way on many images
in the archive.

In chapter 9, we conclude this dissertation with a summary of the main contribu¬

tions and discuss its theoretical and practical significance. Furthermore, we present

various extensions, of which some are related to the concept and others to individual

steps in the chain of information extraction.

The hierarchical concept and a significant part of the algorithms have been inte¬

grated into the ETHZ MultiMission DEMOnstrator (MMDEMO) of content-based

query and retrieval from remote sensing image archives, which was developed and

implemented by the author jointly with Hubert Rehrauer. See appendix A for a

description of the system and integrated image data.

In order to avoid lengthy calculations in the main part of the dissertation, we

have added appendix B with some results on the auto-binomial model and ap¬

pendix C with calculations on uncertain probabilities in the naive Bayes classifier.

In appendix D, we present a list of the most important variables of this dissertation

and give definitions of the abbrevations and acronyms used in this work.

Online demonstrator

In order to visualize the capabilities and limitations of the explained algorithms, we

present a variety of examples. Many more are accessible via the ETHZ MMDEMO2

or via a dedicated entry page3. The examples available on the Internet reflect the

view of the "user" of the archive. Consequently, elements of level 1 and 2 are not

directly accessible from the Web, only the signal classes on level 3 and the user-

specific cover-types on level 4 can be viewed. Every reader is invited to explore

the capabilities of content-based query and retrieval from our test archive and to

define some "personal" cover-type labels using the interface depicted in Fig. 7.1 on

page 7.1!

URL: http://www.vision.ee.ethz.ch/~rsia/mmdemo
3URL: http ://www.vision.ee.ethz.ch/~rsia/schro/thesis.html
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Publications

Significant parts of the material presented in this dissertation have already been

published elsewhere, mainly in conference proceedings and in two refereed papers.

Among the more notable are: the concept of Bayesian hierarchical content modeling,

chapter 1, has been first published in [Schröder el al. 1999a], parts of chapter 5 on

Gibbs random fields have been published as [Schröder el al. 199k] and [Schröder
el al. 1999b], the case study on texture in remote sensing in [Schröder and l)hiiai

199k], and the interactive learning and probabilistic retrieval as [Schröder 1999a]
and (maybe) as [Schröder el al. 2000]. The latter, the interactive learning in remote

sensing image archives, has been honored by an "IEEE Student Prize Paper Award"

at the IGARSS'99 conference in Hamburg, Germany, at which the ETHZ/DLR
MMDEMO has been presented to the remote sensing community.



2
Bayesian Information Extraction

BAYES, THOMAS (1702-1761): English mathematician, author of the first expres¬

sion in precise, quantitative form of a mode of inductive inference, was born in 1702. He

was the eldest son of Ann Bayes and Joshua Bayes, a fellow of the Royal society and

one of the first six Nonconformist ministers to be publicly ordained as such in England.

Educated privately, he was ordained and began his ministry by helping his father, then

minister of the Presbyterian meetinghouse in Leather lane, near Holborn, London. Be¬

tween 1720 and 1731 Bayes went to minister at the Presbyterian chapel in Tunbridge

Wells, where he remained till his death on April 17, 1761, having retired from the min¬

istry in 1752. In 1731 he published a tract entitled Divine Benevolence, or an attempt to

prove that the Principle End of the Divine Providence and Government is the Happiness

of His Creatures, and in 1736 another, entitled An Introduction to the Doctrine of Flux¬

ions, and a Defense of the Mathematicians against the objections of the Author of the

Analyst. He was elected to fellowship of the Royal society in 1742. Bayes's main works,
the paper which contains the theorem which bears his name, and a paper on asymptotic

series, were published posthumously in the Philosophical Transactions by his friend the

Rev. Richard Price. [Encyclopaedia Britannica, 1961]

2.1 Introduction

Mathematical models for (image) data analysis can be categorized into two basic

classes: (1) deterministic and (2) stochastic. Deterministic systems can be described

using laws or logical statements, e.g.,

'wet street' —> 'rain'. (2.1)

In practice, rule-based systems work well, if the data under investigation is free of

noise, roughly speaking, free of unpredictable "random" events. To make decisions

under these circumstances "robust", that is, to a certain degree independent of these

unpredictable random events, a stochastic approach has to be used.

Translated into a stochastic language, the above rule states maybe

p('rain'|'wet street') = 0.9, (2.2)

which roughly states that in nine out of ten occasions of a 'wet street' the event

'rain' has been observed, thus quantifying the randomness. Of course, complex sys¬

tems can be described in a hierarchical combination of deterministic and stochastic

components.

ff
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However, as we explain in the next section, Sec. 2.2, the definition of probability
is not as simple as in the example. After this short summary of the concept of

probability, we present the basic steps of Bayesian inference in Sec. 2.3. Then, in

Sec. 2.1, we present the concept of parametric modeling of the data that we use

throughout the dissertation. The main steps of inferring information from the data

are parameter estimation, Sec. 2.5, and model selection, Sec. 2.6. The importance

and the appropriate selection of the prior are subject of Sec. 2.7. Finally, in Sec. 2.8,

we shortly compare the Bayesian approach to other evidence-based approaches.

2.2 Probability

There are conflicting views about the precise meaning of probability among ex¬

perts of different fields such as philosophy, mathematics, or statistics. From a strict

mathematical point of view, any numerical form of a probability has to satisfy the

following four postulates.
If we denote the probability of an event A given some conditions H by p(A\H),

then p(A\H) has to satisfy

f. Positivity

p(A\H) > 0, (2.3)

2. Sure event

p(H\H) = f, (2.4)

3. Principle of complementary

p(A\H)+p(^A\H) = l, (2.5)

with the symbol ->A denoting the event "not A", and

4. the general multiplication principle

p(A,B\H)=p(A\B,H)-p(B\H). (2.6)

These postulates suffice, with the aid of a few principles of a subordinate character,
for the establishment of the entire fabric of probability mathematics.

Frequentist View of Probability

The frequentist view is the most popular view of probability and defines p(A\H) as

the relative frequency with which the event A takes place when the conditions H

are fulfilled. This view of probability has a very long history starting from Aristotle.
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In the 17th and 18th century, interest in probability grew rapidly, mainly due to

activities in the fields of commercial insurance against risks, astronomy, and games

of chance. Frequency theory demands to measure the relative frequency in the long

run; in addition, the qualification that the event ought to be irregularly or randomly
distributed in the series of occasions is necessary. We give a very basic example of

a frequentist probability in example 2.1.

Example 2.1: A Simple Frequentist Probability
The crime statistics of the police states that the frequency of 'foreigners' among a cer¬

tain category of crimes is / = 0.9. In this example we have the event A ='foreigner'
and the condition H ='criminal', therefore

p(A\H) = p('foreigner'|'criminal') = 0.9. (2-7)

We continue this example in example 2.3 on page 19.

From Bernoulli to Bayes

The frequentist view of probability is not the view followed by well known math¬

ematicians like Bernoulli or Laplace. Instead, they followed the so-called "range

theory" that defines the probability p(A\H) as ratio of the measure of the range of

H and A and the measure of the range of H alone

=

ranged and A)

range(H)

with the range (or "Spielraum") of a particular proposition defined as the mutu¬

ally exclusive alternatives covered by it. This definition suffices to define a correct

mathematical probability as stated by the postulates above. We give a very intuitive

application of this theory in example 2.2.

The main difficulty confronting this theory concerns the measurement of the

ranges. Jacques Bernoulli1 was the first one to discuss this matter fully. His principle

of insufficient reasoning states that two cases are equally possible if no reason is

known why the one case rather than the other should come out. However, in cases

which present no obvious analogy to games of chance, reliance on this principle
becomes dubious. It was the use of it made by Laplace2 and in particular by Bayes,

that, in the middle of the 19th century, provoked strong criticism.

1 Jakob (Jacques) Bernoulli (1654-1705): Swiss scientist and mathematician working on as¬

tronomy and infinite series and their summation; the Bernoulli numbers are named after him. He

introduced the first principles of the calculus of variation and examined many special curves.

2
Pierre Simon Laplace, Marquis de (1749-1827): French mathematician and astronomer, cele¬

brated for his work on gravitation. He solved several problems of celestial mechanics, in particular

irregularities of Saturn's and Jupiter's orbits, and he showed that divine interventions are not
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In a TV show, a candidate has to select one of three doors, behind one of which a

goat is placed. If the candidate selects the correct door, he will get a price. After the

candidate has selected a particular door (say doori), the show master opens one of
the other two doors behind which there is no goat (say door3). Now, the candidate

gets a second chance to select one of the remaining two doors (door! or door2). Is

it favorable for him to change to the other closed door (door2)? Or are the chances

of the goat being behind either of the two closed doors equal?

A first-shot frequentist solution could indicate that the chances are equal, since

we have two doors and no direct indication about their "content", therefore

p(doori|i(") = p(door2|i(") = - = 0.5, (which is wrong!) (2.9)

where we denote our knowledge about door3 with K.

However, by considering the range theory in terms of different "Spielraum" of the

different propositions, we obtain a very different result. Initially, we have

range(doori) = range(door2) = range(door3) = 1 (2-10)

After door3 is opened, the "Spielraum" of it is shifted to door2 (it cannot be shifted

to doori since, by definition, that door cannot be opened by the show master), and

we obtain range(door2 and X) = 2. Since we have range (if) = 3, we obtain

(a \v\ range(X and door2) 2

p(door2|iv)
= — = - (2.11)

range(iv) 3

lrr.

range(if and doori) 1

p doon \K) =
—^ 1J

= - 2.12

range(iv) 3

Therefore, the candidate should select door2, that is, the other door. The error

in Eq. (2.9) is, that it does not make use of the knowledge K, which results in

p(d.oori\K) t^ p(door!) and p(door2|if) ^p(door2).

A maybe more intuitive picture than the "Spielraum" of probability is to consider

something like a "probability mass". Initially, the probability mass of the goat

behind each door is equal, say one. After opening one of the other two doors,
the mass behind the current door of the candidate is still one, whereas behind the

remaining door it is two (conservation of total mass), thus making the remaining

door twice as probable being the door of the goat.

Example 2.2: The Three-door Problem Viewed by Range Theory
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In 1763 Thomas Bayes3 proved that, if an event occurs m times on n independent

occasions, then the frequency m : n is also the most probable value of the event's

probability, provided that any value of this probability is a priori as probable as

any other value. This is the inversion of Bernoulli's theorem, which states that

the most probable value of the event's relative frequency on n occasions is that

value which comes nearest to its probability. The inverse probability by Bayes
is the cornerstone of the classical doctrine of inverse probability for the estimation

of probabilities on the basis of frequencies (as we do it based on user examples in

chapter 7). It is also of great relevance to the problem of inference.

However, the Achilles' heel of inverse probability is its dependence on initial or

a priori probabilities. This caused significant criticism in the f9th century and is

still a matter of debate today.

Rediscovery and Upcoming of Bayesian Ideas in the 20th Century

Early in this century, Jeffreys rediscovered the ideas of Bayes and Laplace and

explained them more clearly. In 1946/48 Cox and Shannon [Shannon 19 In] showed

that any set of rules for conducting inference is necessarily equivalent to the rules

laid down by Laplace and that only the entropy

ü=-J>logp, (2.13)
i

is a consistent measure of the "amount of uncertainty" in the probability distribu¬

tion pi.

In the fifties, E. T. Jaynes published his famous pair of papers [Jayncs 1957],
in which he showed the relationship between information theory and statistical me¬

chanics. He laid down a criterion for setting up probability distributions on the

basis of partial knowledge using a maximum entropy estimate for inference. The

resulting "subjective statistical mechanics" caused great debate about subjectivity.

By making the link between maximum entropy (MaxEnt) and Bayesian methods

he initiated a revival of Bayesian methods. The basis of MaxEnt is an application
of the principle stated by Bernoulli. Distributions of higher entropy are more likely,
because Nature can generate them in more ways. MaxEnt takes this into account

and, in this way, utilizes our prior information about the multiplicity factors of

different distributions.

In this dissertation, the entropy is used several times as summarized in Sec. 1.2.

required to guarantee permanence of this solar system. He also made important contributions to

linear algebra, he introduced the potential function and the equation named after him, and he

completed the technique of spherical harmonic analysis.
3Thomas Bayes (1702-1761): English mathematician, author of the first expression in precise,

quantitative form of a mode of inductive inference. For his complete biography, see page 11.
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Is Probability Subjective or Objective?

Following the opinion that anything which happens has a sufficient cause, of which

we may be ignorant, Bernoulli called probability a "degree of certainty". However,

many authors call probability a "degree of belief" which somehow implies psycho¬

logical or subjective aspects.

Here, we abstain from a lengthy discussion on these aspects and point out that

throughout this dissertation, we treat probability as an objective "degree of cer¬

tainty" ,
which we—combined with human input—sometimes might call "degree of

belief" for the person who gave us further prior knowledge.

2.3 Basic Bayesian Inference

We define information extraction as a problem of stochastic parameter estimation,

that is, the estimation of stochastic model parameters from the (image) data.

As exemplified earlier, the Bayesian formalism extends the concept of probability

as frequency of an event to the concept of probability as degree of certainty of

a particular hypothesis. The basic expressions are statements about conditional

probabilities, e.g., p(H\D), which specifies our certainty in the hypothesis H under

the assumption that D (e.g., the data) is known with absolute certainty.

The heart of Bayesian techniques lies in the celebrated inversion formula called

"Bayes' Rule"

*w) - p-^gp, „14)

which relates the likelihood p(D\H) to the posterior probability p(H\D). The prior

probability p(H) reflects the prior belief in the hypothesis H and the prior predictive
distribution p(D) acts as normalizing constant.

Since the different probabilities are very important for the remainder of this

dissertation, we summarize their precise definitions in Tab. 2.1. Note that the

predictive probability is implied by the likelihoods and priors of all hypothesis Hv

p(d) = y,p(h*»d) = Y,p(D\HJp(H*y (2-15)
V V

Thereby, a changing likelihood or prior of one hypothesis can significantly influence

the posterior probabilities of alternative hypothesis.
The power of Bayesian techniques in (image) data processing comes from the

fact that strong stochastic models are available for the (image) data. These models

can be applied either as direct models of the data in order to extract information

from it (as done in this dissertation) or as powerful prior models in stochastic image

reconstruction (see paragraph on page 18).
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notation name of probability

p(H) prior probability of H

p(D\H) likelihood of H given D

p(H\D) posterior probability of H given D

p(D) predictive probability of D

Table 2.1: Probabilities used in the Bayesian formalism. If H denotes a hypothesis
and D some data, then the displayed probabilities are defined. In this dissertation,
the hypothesis H is either given as the value of a variable (e.g., a parameter vector)
or by a particular model.

These stochastic models can be low level data models (e.g., Gibbs Markov ran¬

dom field models modeling spatial structures; see chapter 5), intermediate level

models (e.g., all examples of 'city' exhibit a certain color and fine texture; see chap¬

ter 7) or on a very high level of semantics (e.g., a 'skiing scene' exhibits 'snow', 'blue

sky' and 'crowds of people' [\ascoiicclos and bippniaii 199k]).

Using these models a decision for or against the hypothesis H can be made by

considering the posterior odds

=

p{H\D)
=

p(D\H) p(H)

p(^H\D) p(D\^H)p(-^H)'
{ ' '

with the symbol '-iü' denoting 'not Ü'.

If H is the hypothesis of D being a realization of what a user thinks is 'city', then

the posterior odds allow the user to make a decision of 'city' versus other labels,

e.g., 'forest', 'lake', or simply 'not city' based on the stochastic models of 'city' and

'not city' and his prior knowledge.

In our work, the final goal of modeling image content is to calculate posterior

odds, Eq. (2.16), for certain cover-types H (e.g., 'city'). To do so we have to develop

a data model p(D\H) of the data D for given hypothesis H, which is not trivial in

the general case. To heuristically justify our approach of hierarchical modeling, we

compare it to how humans would define 'city' in an image: maybe as "the cover-

type city exhibits fine, regular texture and a certain color; furthermore, it exhibits

a characteristic shape". To make the computer able to draw similar conclusions

we need two prerequisites: (1) a strong set of vocabulary of characteristic signal

properties allowing us to model a similar hierarchic representation of image content

and (2) a formalism to coherently pool the evidence of different information sources

(e.g., texture and spectral properties) and draw correct conclusions.

Later in this dissertation, we show how both prerequisites can be fulfilled using

Bayesian inference: (f) by a hierarchical scheme following the different levels of

semantic abstraction, in chapter 1, and (2) by using Bayesian belief networks linking
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objective signal properties and subjective4 user interest in chapter 7.

Before proceeding by introducing parametric modeling, we present in example 2.3

a very simple example that clearly illustrates the differences between likelihood and

posterior and that enlightens the role of the priors.

As mentioned before, the Achilles' heel in applications like this is the deter¬

mination of the prior probabilities. However, as opposed to the opinion of many

non-Bayesians, there exist strong mathematical reasons for the selection of the ap¬

propriate priors. We expand on this in more detail in Sec. 9.

2.4 Parametric Data Modeling

In the preceding section, we have modeled the data using discrete-valued hypothe¬

ses H. We apply this framework in chapter 7 for linking user-specific cover-type

labels to the signal classes resulting from un-supervised classification. However, if

more complex data has to be modeled, in particular the image data D itself, para¬

metric models can be used to better describe it, that is to better "understand its

content".

The model M describes the data D using a vector of parameters

0=[0O, 0i, 92, •••] (2.22)

and the probability of the data

p(D\0,M) = ... (2.23)

given by some explicit formula. Due to the use of models with parameters, this

approach is called parametric modeling as opposed to non-parametric description.

The quantity p(D\0) is sometimes called likelihood of the parameter vector 0. Note,

that if the choice of the model M is clear from the context, the explicit symbol M

on the right is omitted.

As example 2.1 shows the definition of a model contains both its functional form

(e.g., Gaussian, polynomial, or auto-binomial) and the model complexity (e.g., 1st

order, 2nd order, or 3rd order). Therefore, if we talk about two different models

they can be different with respect to functional form, to complexity, or to both.

Bayesian Image Reconstruction

In image processing, Bayesian techniques have not only been successfully applied to

extract descriptions from data (as in this dissertation), but also to reconstruct data

in ill-posed problems. This application might even be the more famous one.

4Here, we use "subjective" in the sense of "in his opinion". In our system, every user can

define his own personal cover-types or modify existing ones. When we speak about "user-specific

cover-types" or "subjective user interest" we always refer to the same thing.
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Example 2.3: Bayesian Inference: Are Most Foreigners Criminals?

The monthly statistics of the police might state that 90% of all captured criminals

are foreigners:

p('foreigner'|'criminal') = 0.9. (2-17)

Can we conclude from that fact that most foreigners are criminals?

Of course not! The quantity of interest is not the likelihood, Eq. (2.17), but the

posterior

p('criminal' | 'foreigner') =?, (2-18)

which has to be obtained using Bayes' rule, Eq. (2.11). However, first we have

to obtain or estimate the prior probabilities of foreigners (e.g., from the official

statistics) and criminals (a rough guess):

p( 'foreigner') = 0.2 and p('criminal') = 0.01, (2-19)

respectively. This results in

p('foreigner' | 'criminal') p('criminal')

p( 'foreigner')
0.9-0.01

Q2
=0-045, (2.20)

p('criminal' | 'foreigner')

which states that foreigners are very un-probable to be criminals and less dangerous
to the community than some politicians would like to make us believe. The posterior

odds, Eq. (2.16),

p('criminal'l'foreigner')
= 004712 ^ x ; 21 (221)

p('not criminal'|'foreigner')

is the ratio of our certainties about the conclusions 'criminal' and 'not criminal' and

could therefore serve as basis for bet-like decisions (betting 1 : 21 that a foreign

person is a criminal would be the appropriate win:loose ratio—given our state of

knowledge that is encoded in the prior probabilities).



20 Chapter 2. Bayesian Information Extraction

Example 2.4: Simple Parametric Data Models

Suppose a time series tj of values Xi is to be modeled. A very simple example for

Eq. (2.23) modeling this data independent of tj is a Gaussian

1 _(xi-j42_
p(xj\0, Gaussian) = =e 2^2 (2.24)

V27T<72

with its parameters being 0 = [p, a]. Since Eq. (2.24) can be written as random

variable Xi = p +Af(0,a2), we can write a more general, polynomial model taking
into account a possible dependence on U as

Xi = a + bU + ctl + • • • + Nif), a2), (2.25)

with parameter vector 0 = [a, a, b, c, ...].

Then the likelihood p(D\9) is substituted by p(y\x), with x being the original

image and y the observation from which x is to be reconstructed. The functional

form of p(y\x) can contain all kinds of image degradation models (e.g., blurring and

noise). In order to reconstruct x, a prior model p(x) is assumed and x is obtained

as maximum a posteriori estimate of p(x\y) oc p(y\x)p(x).
As compared to Eq. (2.27), the maximization of p(x\y) is much harder, since x is

a substitute of all possible states of the image (e.g., for an 64 x 64 image with 8bits,
this amounts to 25664'64 ~ 109864 states), of which the MAP state has to be found.

The most famous solution to this problem is the so-called Gibbs-Sampler [Oeniaii
and Oeniaii 1 OS l], which assumes Gibbs Markov random fields as prior distribution

of x.

In chapter 5, we meet Gibbs Markov random fields again. However, this time

for direct information extraction without the computational burdens of the Gibbs

sampler.

2.5 Estimating Model Parameters from Data

The estimation of parameters of a model from data is one key step in our process

of information extraction (the other one is the selection of the most evident model).
The theory of parameter estimation is part of statistical decision theory and there

exists a variety of different estimators. Here, we restrict ourselves to the discussion

of the maximum likelihood and maximum a posteriori estimators:

• The maximum likelihood estimator selects the parameter 0 which best de¬

scribes the data, that is, which maximizes the likelihood, Eq. (2.23):

#ml = argmaxp(£>|#). (2.26)
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• As opposed to this, the maximum a posteriori estimator selects the pa¬

rameter 0 which is most evident given the data, that is, which has highest

posterior probability

#map = argmaxp(öl-D) = arg max
——

. (2.27)
e e p{U)

We illustrate the different estimators using example 2.5, which is a modified

example of [C 'heeseiiian J9X*] and which explains an every-day situation of estimat¬

ing some quantity (the height of a person) from very limited data (the fact that

the person is 'tall'). This is, of course, the very extreme case in which the prior

has almost overwhelmingly large influence. Nevertheless, the example very clearly
demonstrates how different sources of information can be combined to obtain a de¬

cision in a situation in which—in principle—there is not enough data to make a

decision (imagine how much data is needed to make a certain hypothesis test to

obtain a 95% confidence of some kind of Alex's height!).
The aim of the application of Bayesian techniques in stochastic image analysis is

exactly the same as when estimating Alex's height: to take into account all possible

sources of information and to obtain robust estimations even in the presence of

insufficient data. Of course, to reach that goal it is necessary to use many models

and to find the model that is most evident given our data.

2.6 Selecting Models for Data

As explained in the previous sections, parametric models are defined via the like¬

lihood p(D\0, M), Eq. (2.23). However, in order to compare different models, we

have to calculate the posterior probability of each model M given the data

p(M\D) =? (2.31)

Note that the probability p(M\D) is independent of the parameter vector 0 or any

estimate 0 of it°. In a first step, we apply Bayes' rule, Eq. (2.11), and obtain

m\D) =«^, (2.32)

with the prior of the model p(M) and the prior predictive distribution p(D) of the

data. The evidence p(D\M) is obtained via marginalization

p(D\M) = fp(D,0\M)d0

= I' p{D\0,M)p{0\M)d0, (2.33)

5Later, in Eq. (2.38), we will derive an expression for p(M\D), which seems to dependent on 6.

However, the reader should note that 6 is again a function of the data D and not an independent
variable.



22 Chapter 2. Bayesian Information Extraction

Example 2.5: Bayesian Inference: What is the Height of Alex?

We know that Alex is 'tall'. Given that information, what do we know about his

height7 In order to model that in a probabilistic way, we need a stochastic model

of tall, which might be

p(tall\h) =
1

1
fe-l 9

0 02

(2.28)

if we denote the height in meters with h. We depict that function in plot (b) below

and see that at h ~ 1.85 a person begins to be slightly tall and at h ~ 1.95 is almost

for sure tall.

However, how can we use this model to extract information from the fact that Alex

is tall? Maximum likelihood estimation would result in

hML OO. (2.29)

We can use Bayesian inference to incorporate our common knowledge that Alex's

height should be somehow in the usual range of a male person. We do this by

assuming the prior distribution of his height to be a normal distribution with mean

1.75 and standard deviation er = 0.1 as depicted in plot (a).
The resulting posterior distribution and its maximum are

p(h\tail) oc p(tall\h)p(h) hMAP = 1.914. (2.30)

We show all probabilities in plot (c). Note that the prior and the posterior are prob¬

ability density functions normalized with respect to h as opposed to the likelihood

p(tail\h), which is normalized with respect to {tall,-itall}.

(a)
, prior

\p(h)

likelihood

p(tall\h) (b)

15 2

height h
15 ,2

height h

(c)

height h
^MAP 2

The actual height of Alex is 1.90m.
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where the integration extends over the complete parameter space of 0. We denote

the volume element of the parameter space with dO.

The integration in the marginalization can be performed analytically only for

very few models, among them the multi-normal distributions, which we use to obtain

the conditional least squares estimator of a particular Gibbs random field model

(see chapter 5), and which are used in Bayesian classification as implemented in the

AutoClass system (see chapter 6).

Relationship to Minimum Description Length (MDL)

Selecting the maximum a posteriori (MAP) model means maximizing p(M\D),

Eq. (2.32). Since p(D) does not depend on the model M, the MAP model maximizes

p(D\M)-p(M), (2.34)

or, after taking — log2 of this equation, it minimizes

-log2p(D\M)-log2p(M). (2.35)

The first term of this expression is the number of bits it takes to describe the data

D in terms of the model M and the second term the number of bits to describe the

model M itself. Therefore, the MAP model is equivalent to the minimum description

length (MDL) model.

2.7 The Role of Priors and Uncertainties

In order to investigate the interrelation between the likelihood p(D\0,M) and the

prior p{0\M), it is very intuitive to study the one-dimensional case of a scalar pa¬

rameter 9. We assume the likelihood p(D\9, M) to be very localized and Gaussian

in the vicinity of its maximum 9 as depicted in Fig. 2.1. Then we can write the

likelihood as

p(D\9, M) « p(D\§, M)e~i^T, (2.36)

with its variance (Ô9)2. If we, in addition, assume a uniform prior

pm\M) =

{ *max-emm
lf fmin " ° K ömax'

(2.37)iy ' ; \ 0 otherwise,
v ;

then the integral of the marginalization, Eq. (2.33), is reduced to the integration of

a simple Gaussian and we obtain as evidence

p{D\M) « p (d\9, M) V2^- ——• (2.38)
1 max XJ min
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p{D\e,M)

p(D\M) p(D\9,M)p(9\M)d9

p(D\9,M
2vr 69

Figure 2.1: Likelihood p(D\9, M) of the parameter 9 in dependence on the param¬

eter 9 compared with the prior probability p{9\M) of 9. The ratio of the widths of

these two functions is the Occam factor and acts as penalty term of the model M.

In numerical experiments, this analytical expression for the evidence turned out to

lead to very similar results compared to the numerical integration of the marginal¬
ization. Of course, for the evaluation of p(D\M) the variance 59 of the likelihood

has to be determined from the data.

The last factor of the analytical evidence, Eq. (2.38), is called the Occam6 factor,
which acts to penalize the model M more and more as the variance of 9 decreases

with respect to the width of its prior. It is the Occam factor which prevents us from

selecting a model that is too complex to describe the given data. The case of two

simple models, shown in example 2.6, can be used to exemplify this effect.

The fact that the width of the likelihood of good fitting models is higher than

that of bad fitting models is a typical property of Bayesian model selection. We give

an example of this in the case of texture in Sec. 5.1.2. For an application in the case

of degenerate views see the very recommendable paper by W. Freeman [Freeman

6William of Occam (William Ockham) (1280-1349): English school man, known as Venerubilis

Inceptor. Occam was one of the most interesting figures in the great contest between pope and

emperor, which laid the foundation of modern theories of government. In philosophy, Occam's

most significant doctrines fall within the field of psychology, metaphysics, logic and theodicy.

The famous dictum—entia non sunt multiplicanda praeter necessitatem (beings ought not to be

multiplied except out of necessity)—has become known as "Occam's razor" which he also applied
to theology; however, he was respectful of tradition and traditional understanding of the Bible.
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Example 2.6: Bayesian Inference: Comparing Two Models

Suppose we have two models: model A with no parameter and model B with one

parameter 9, which degenerates to A for 9 = 0. Given some data D, which model

should be selected? Using Eq. (2.38) results in the posterior odds

p(A\D) p(A\D) 9max-9min

P(B\D) p{b\9,d) .

y/ïnSe

Occam factor

likelihood ratio

The first term on the right hand side, the likelihood ratio, is always < 1, thus

proposing the more complex model. However, if a too complex model is fitted to

the data, the posterior variance 592 might be so small that the second term, the

Occam factor, might compensate the gain through the likelihood ratio, thus making
the simpler model A more evident than model B.

About Priors

The choice of the prior is the main point of attack of most critics against the Bayesian

approach, since it directly enters the decision process and might let the outcome look

arbitrary (see the example 2.5 on page 22 or the evidence calculation in Eq. (2.38)).

However, there exists extensive research on the selection of the appropriate prior

for a certain application. And furthermore: if some information is known before an¬

alyzing the data ( "a priori" ), why not take it into account when drawing conclusions

from the data?

The cases for which mathematics tells us which priors to use are the following:

• If no additional information is available, so-called non-informative priors
have to be used. They can be derived from, e.g., group theory or maximum

entropy considerations.

For example, the prior p(a) of the standard deviation in a Gaussian has to be

Jeffrey's prior

p(a) ex -, (2.40)
a

in order to make the resulting probability density function invariant against

rescaling x — x' = a x (the modeling of a physical problem must not depend

on the choice of the coordinate system). Since the likelihood falls rapidly off

to zero for a — 0, we do not need to care about the singularity of Jeffrey's

prior. Furthermore, the fact that it is not normalized can be coped with.

The prior p(p) of the mean of a Gaussian is more complicated. The selection

of a uniform prior as in Eq. (2.37) is tempting, however, more precise is to
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assume a flat Gaussian with variance c^, which again has a Jeffrey's prior

p(crß) oc 1/crp. The marginalization, Eq. (2.33), then extends over both the

parameters, p and a, and over the hyper-parameter aß.

• A conjugate prior is a prior which, when multiplied with the likelihood,

gives a posterior having the same functional form as the prior itself. Such a

prior is very useful, because the resulting posterior can be used again as a

prior in further applications (e.g., when incrementally learning probabilities
in a Bayesian network, see Sec. 7.3, or when tracking objects in a sequence of

images based on stochastic hypothesis [Isard and Blake 199k]).

The number of different ways to select a prior might introduce further evidence

that there is some possibility of "tuning the decision". However, we point out, that

compared to other evidence-based techniques (see later in Sec. 2.8), the Bayesian

way of inferring information from data is the optimal way to coherently combine

all available other information about the data and offers the fewest possibilities to

manually fine tune to a particular example. In particular the latter is important in

order to obtain a robust description of the data.

The Occam Factor

The Occam factor (or more precise: the existence of Bayesian parameter priors)

prevents over fitting which is a problem with maximum likelihood optimization of

any kind of probabilistic model.

Every set of parameters that is added to a Bayesian model contributes a mul¬

tiplicative prior into the joint probability, which always lowers the marginal. This

decrease has to be compensated by an increase in the likelihood, that is, the proba¬

bility of the data, in order to make the more complex model be of larger probability
than the simpler one.

Therefore, in general, stochastic descriptions with smaller numbers of parameters

are favored. This effect is very strong once the number of parameters exceeds some

small fraction of the available data.

• For texture description (see chapter 5), the size of the sample window very

much influences the expected model complexity. For the auto-binomial model

to be discussed in chapter 5, the model complexity never exceeded order 2

for window size 8x8, whereas for window size 16 x 16 the optimum model

complexity was in general 3, 4, or 5.

• In clustering using parametric models (see chapter 6), each class requires

a full set of parameters (e.g., modeling a class in a five-dimensional space

using full covariant Gaussian requires 5 + 5(5 + l)/2 = 20 parameters and

using independent Gaussians 5 + 5 = 10). Therefore, the priors in Bayesian
classification always favor classifications with smaller numbers of classes and
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the number of classes of the optimum classification is a fraction of the number

of data points.

• When learning Bayesian belief networks from data (see chapter 7), there

are the more parameters the more complicated the structure of the network is

(e.g., if we have fO semantic labels and 100 spectral and 100 textural signal

classes, we obtain 10- (100-100 — 1) = 99990 independent variables when using
the full combinatorial approach compared to 10 • (99 + 99) = 1980 variables

of the naive Bayes classifier. Therefore, we would need an enormous number

of training samples from the user in order to obtain a situation in which the

naive Bayes classifier exhibits a lower posterior probability.

Very often, as a consequence of these observations, models with lower complexity are

selected without actually doing the model comparison. This procedure is justified
if the data under investigation is from the same source as data of earlier experi¬

ments, which has been analyzed thoroughly (e.g., if it is known that there "cannot

be" enough evidence for complicated texture in small texture windows, it is more

practically to work with simple models from the beginning). However, if a certain

data source has never been thoroughly investigated using a full Bayesian approach,
then the Occam factor is not a "blank cheque" to abstain from fitting complicated

models to the data and only using the simple ones.

2.8 Comparison with Other Evidence-based Ap¬

proaches

In this section, we briefly compare the Bayesian approach to other evidence-based

approaches for managing uncertainty. For a very nice presentation and defense of

Bayesian method in comparison with several other approaches we refere to [Ohccsc-

inaii 19KK].

Dempster-Shafer Theory

The belief-function formalism by Dempster and Shafer [Shaler 1976] is also based on

mathematical probability and also interprets probability statements as subjective

judgments, but it usually brings probability statements to bear on questions of

interest in an indirect way.

The Bayesian probability is substituted by the "degree of belief" that has the

additional ability to model having "no evidence". Therefore, belief functions are not

additive for two disjunct events, whereas Bayesian probability is. There exist rules

to combine evidences and to work with conflicting evidences.

Since "Bayes" is a special case of the belief-function formalism, Dempster-Shafer

theory can be viewed as an extension that also models "ignorance". However, we
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note that during the design of the hierarchical concept for image content description

as presented in this thesis the notion of ignorance has not been missed at any time.

Fuzzy Approach

"Fuzzy logic" represents a variety of approaches proposing a logical treatment of

imperfect knowledge, in particular fuzzy-set theory [Zadeh 1965]. Fuzzy logic is

a logic of vague predicates, which escapes the laws of Boolean algebra. At the

same time, it claims to address a completely different issue than probabilistic logic,
whereas others say all fuzzy systems can be modeled as special Bayesian systems.

The "degree of truth" is a measure of agreement between the representation of

the meaning of a statement and the representation of what is actually known about

reality. Here, the meaning of a statement is viewed as a constraint restricting the

value of variables that are implicit in the statement.

The theory of fuzzy-sets defines procedures for the computation of meaning. Fur¬

thermore, it differentiates between crisp and vague statements and defines imprecise,

precise, and fuzzy information. The equivalent to the likelihood in Bayesian theory
is the possibility function.

The advantage of fuzzy systems seems to be the easy integration of knowledge by
human experts, since vague linguistic terms like "most" can be directly translated

into mathematical form. However, this easy practical application is obtained at the

cost of a great number of parameters that seem to be arbitrarily set.

Neural Networks

Neural networks [flaykin 1991] are a popular way of learning. These networks are

inspired by the neurons in the brain, but the artificial "neurons" are much simpler

than their biological counterparts.

Given labeled training data, an internal representation of the network of neurons

is searched that can classify new examples. The network is made up of simple

computational units, connected together such that the output of a unit is a function

of its inputs and some adjustable parameters. There are many different types of

neural networks, a popular kind are the "feed-forward" networks.

Learning in neural networks is accomplished by adjusting the parameters to

fit the training data. Back-propagation learning is gradient descent search of the

parameter space to minimize some sum-of-squares error. A thorough mathematical

treatment of the learning process in neural networks shows a very close relationship

to Bayesian networks [Ncal 1996].
In practical applications, neural networks are very easy to use. For simple cases,

they can be applied as black-box tools. However, for more complex problems, the

number of parameters of the network drastically increases, thus requiring a very

high number of training samples. At the same time the understanding of what is

going on during the classification process is very limited.
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Remote Sensing and Image
Content

The concept and steps of Bayesian inference presented in this dissertation can be, at

least theoretically, applied to any kind of large collection of numerical data. However,

since this dissertation has been done in the frame of the ETHZ research project

"Advanced Query and Retrieval Techniques for Remote Sensing Image Databases"

[S< id< [ < I al 1998], we concentrate on this kind of data and, in the sequel, expand

on its characteristics.

In particular, we stress the different aspects of "content" in remote sensing data.

In Sec. 3.1, we summarize how remote sensing images are acquired and archived.

Then we explain standard remote sensing image processing techniques in Sec. 3.2

and discuss the important issue of "scale" in Sec. 3.3. Finally, the discussion of

possible aims of "content"-based query for remote sensing in Sec. 3.1 provides the

basis for the remaining part of this dissertation.

3.1 Imaging "Remotely": Image Acquisition and

Characteristics

Most people not familiar with remote sensing might think of the remote control of

their TV when hearing about that type of data for the first time. Indeed, in the

same way as the mentioned technical device "controls" something from a distance,

remote sensing "senses" something from a—typically very large—distance.

In a strict sense, all sensations that are not received through direct contact are

remotely sensed, including any kind of imaging. In a more practical definition,

remote sensing is the acquisition and measurement of data on some properties of

a phenomenon, object, or material by a recording device not in physical, intimate

contact with the features under surveillance.

In general, remote sensing images are images of the Earth's surface acquired from

either aircraft or spacecraft platforms. In that sense, remote sensing has been done

since man has been able to build balloons and airplanes, and since photographic

29
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techniques have been available. However, the starting point of systematic remote

sensing imaging lies in military applications during World War II. With the advent

of civilian, commercial satellites during the seventies, remote sensing established

itself as one of the first fields of scientific, digital image analysis. We summarize the

most important commercial sensors that are currently in operation in Tab. 3.1.

System Spatial resolution Spectral bands

I NOAA AVHRR

RESURS-Ol

Landsat TM/PAN

Spot XS/PAN
IRS-ID LISS/PAN
IKONOS-2

l.f km

f60 m

30/15 m

20/10 m

23/5.8 m

4/1 m

5 optical

5 optical

7/1 optical

3/1 optical

4/1 optical

4/1 optical

II OGcLScLTj

SIR-C/X-SAR

ERS-1,2

Radarsat

25m

13-26 x 30m

30 m

19-24x27m

1 microwave

3 microwave

1 microwave

1 microwave

III Aircraft scanners

Aircraft radar systems

0.1-5m

5-30m

1-300 optical

1-4 microwave

Table 3.1: Important Earth observing systems currently in operation [liicliards and

.Jia 1999]. We can group them into three characteristic groups: (I) satellite-based

optical system (visible and IR spectral range), (II) satellite-based synthetic aperture

radar (SAR) systems (wavelength « 3 — 67cm), and (III) airborne optical and SAR

systems. This table is very much simplified in that most details and specialties of

the sensors are omitted.

There are many applications of remote sensing image data ranging from archae¬

ology, over meteorology and climatology up to monitoring of the environment and

the update of geographic information systems (GIS). Input from remote sensing data

is very important for many fields of geography and is also used to detect natural

resources such as oil or water.

Optical sensors

A major characteristics of remote sensing images is the wavelength band they

present. Some sensors provide the spatial distribution of reflected solar radiation

in the ultraviolet, visible, and near-to-middle infrared range of wavelength; others

measure radiation emitted by the Earth itself, mainly in the range of thermal in¬

frared. In this dissertation, we use several optical images as example data for our

algorithms: a RESURS-01 image in Fig. 5.8 on page 76, a Landsat TM image in

Fig. 5.11 on page 82, and a pan-chromatic aerial image in Fig. 7.1 on page 121.
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In the eighties, the availability of new detector technologies made it possible to

develop spectral scanners recording images in a large number of spectral channels,

typically of the order of several hundreds. These so-called "hyper-spectral" images

provide very accurate characterization of each pixel's spectral reflectance curve. The

high spectral resolution makes the determination of important quantities, such as

spectral absorption, possible.

Synthetic aperture radar (SAR)

A comparatively new imaging technique is the measurement of radiation emitted

by the spacecraft itself and reflected by the Earth's surface. These so-called Syn¬
thetic Aperture Radar (SAR) systems mainly work in the microwave range, and the

data resulting from their receivers needs sophisticated processing in order to obtain

two-dimensional images. Radar is sensitive to surface roughness with rough areas

showing up brighter than smooth areas, which appear dark.

Due to the strong coherence of the emitted microwave radiation (which is needed

for the imaging process itself), radiation from different parts of the surface can

interfere in an unpredictable way, which results in strong multiplicative noise in that

kind of images, which is called "speckle". On the other hand, the coherence between

two SAR image acquisitions can used as feature for classification tasks. Furtermore,

with a pair of coherent images it is possible to calculate an interferogram, from

which a digital elevation model can be derived.

Similar to different spectral bands of optical sensor, there are different bands for

microwave imaging. In addition, different polarizations of the radiation are used.

We depict an example dataset of seven X-SAR images acquired on the space shuttle

in Fig. 6.5 on page 105.

Data characteristics and handling

Remote Sensing data acquired from either satellite or aircraft is readily available in

digital format. Spatially, the data is composed of discrete picture elements, "pixels",
and radiometrically it is quantized into discrete brightness levels. Data that is not

recorded in digital form, e.g., historic aerial photographs, can be easily converted

into discrete data using of digitizing equipment.

Until recently the images have been stored on tapes (computer compatible tapes,

CCTs) or as photographic films and plates. However, most agencies dealing with a

significant number of remote sensing scenes (among them the Swiss National Point

of Contact [Seidel 1999]) make strong efforts to guarantee the long-term quality
of their archived data. Consequently, the images are saved from sensible tapes to

either modern tape robots that ensure very good security against physical decay or

on optical disks (CD-ROMs) which promise to have a very long life time.
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Archives and information systems

Remote Sensing information systems can be roughly categorized into three classes

according to their functionality as we do in Tab. 3.2 together with typical examples.

From the point of view of current remote sensing information systems (cate¬

gory I), the images are described using meta information, such as date, time, and

geographic location, combined with data about the sensor, such as spatial and radio¬

metric resolution. Current research in this area mainly focuses on the combination

of several isolated archives to multi mission catalogues to access distributed archives

(e.g., the EOS initiative). This merely technical improvement is of great use to the

experienced remote sensing user.

URL Organization/Archive

I. http

http

http

http

http

http

//isis.dlr.de

//rsia.cscs.ch

//www.cacr.caltech.edu/~roy/sara/

//www.spotimage.fr

//edcwww.cr.usgs.gov/glis/glis.html

//ims.dfd.dlr.de

DLR/DFD Isis

Swiss ISIS at CSCS/ETHZ
Caltech Synthetic Aperture Radar Atlas

Spot Image Dali

USGS Global Land Information System
EOS Data Gateway at DLR/DFD

II. http

http

http

//earthnet.esrin.esa. it

//gem.jrc.it

//infeo.ceo.org

ESA earthnet online

JRC Global Educational Multimedia

INFormation on Earth Observation (CEO)
III. http

http

//maya.ctr.Columbia.edu: 8080

//www.vision.ee.ethz.ch/~rsia

IBM-NASA Satellite Image Explorer

ETHZ/DLR MMDEMO (see App. A)

Table 3.2: Overview of remote sensing information systems. The first category

(I.) provides only search for meta information like date, geographic location, and

sensor. The second category (II.) offers in addition (or exclusively) a database of case

studies and applications to assist novice or unexperienced users. The third category

of systems (III.) attempts to offer content-based query and retrieval techniques, thus

making the actual image data available to query by the user.

Conventional information systems provide only very limited information on the

actual content of the archived images. In most cases, only quicklooks of very coarse

resolution are shown to the user. At least, the quicklooks indicate whether an image

is covered by clouds or not. The cloud coverage is sometimes also available as meta

information.

In order to also support the unexperienced user in finding an appropriate remote

sensing solution, expert systems dedicated to the field of remote sensing have been

proposed (category II). Based on a keyword (e.g., 'forest'), applications and case

studies are provided to the user. However, since most of these systems seem to

be merely indexed text databases, the label "expert system" might be a little bit

overdone.

The third category, which is addressed by this dissertation, tries to enable the

user to directly access the content of the image data. By this, users of these system
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can "see" in the image data without actually retrieving it. All these systems are cur¬

rently in the state of research. With their content-based nature they are somehow

similar to systems providing content-based query from picture database. However,

due to the special characteristics of remote sensing data and the different way of

interpretation (as compared to normal pictures) content-based remote sensing infor¬

mation archives have to be designed in a more signal-oriented than scene-oriented

way.

3.2 Remote Sensing Image Processing Techniques

Image processing techniques for remote sensing can be roughly categorized in the

following groups: pre-processing, image enhancement, information extraction, and

integration into geographic information systems.

Pre-processing

Pre-processing of the data before it is delivered to the actual user is a very important

step. Several effects introduced during image acquisition can be corrected. Simpler

corrections include the rotation of the Earth which rotates below the satellite, stripes

due to the scanning of individual lines, and the noise of the sensor. More advanced

techniques are radiometric corrections, effects due to the different sun elevations (as
function of the season), and atmospheric correction. Geometric correction, "geocod-

ing", still requires interaction with a human operator since a significant number of

"tie points" are needed between the image and existing maps or geocoded data.

In general, remote sensing data is available at different levels of correction. Of

course, the amount of work to obtain these so-called "products" reflects itself in

the price of the data. For the task of content-based query and retrieval the level

of pre-processing can play an essential role; if successful, it can remove artifacts

of the sensor, which are otherwise detected by the automatic content description1.

However, pre-processing can also add new artifacts: e.g., JPEG compressed images

exhibit a very characteristic texture that can be easily detected by the auto-binomial

model.

Another critical issue is geocoding, which moves pixels spatially. However, since

the integration into GIS systems is a promising application of our system, we decided

to only integrate geocoded data into our demonstration system. In addition, the

validation of results is much easier for geocoded data.

An example for these artifacts are stripes in optical images that result from the scanning modes

of the optical sensors. Another example is shown in Fig. .1.8 on page 76, in which regularities of

the sensor noise are detected.
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Image enhancement

Historically, image enhancement is a popular tool for visual interpretation of the

data (either printed or on the screen). Among the techniques are modifications of

the histogram (e.g., contrast stretching or histogram equalization), density slicing

(thresholding of intensities or color), pseudo-coloring (assigning colors to density

ranges), and false-color display (selecting certain spectral bands as RGB channels).
More advanced techniques are ratio images, e.g., the normalized difference vege¬

tation index (NDVI), which is an indicator of the chlorophyll content. Furthermore,

principle component analysis (PCA) and edge enhancement are popular tools to

obtain images that are more easily to be interpreted visually.

For the purpose of content-based techniques, image enhancement is not a de¬

sirable tool to be used, since, in general, it means an unpredictable image-specific
transformation of the data, that is, most often loss of information.

Information extraction

For the design of automatic content-based systems it is important to know not only
how the physical imaging process generates the data, but also how information is

extracted from the images by researchers in the community (since these are the

future "customers" of the system).

Despite existing systems for automatic or semi-automatic classification of image

content, visual interpretation using color, texture, and context is still the domi¬

nating method. In particular in the fields of geology, archaeology, but also mining of

oil and diamonds, it is still state of the art to make high quality prints and to take

a pen. And indeed, the human process of interpretation is still superior (at least for

visual information). Furthermore, the human interpreter can easily incorporate his

a priori knowledge about the scene or the application. The major disadvantages of

manual visual interpretation are the high costs and the missing reproducibility.

For automatic classification, supervised classification is the standard tech¬

nique for per-pixel classification of remote sensing images [liicliards and -lia 1999].
It is used if an image is to be segmented into a set of known land cover classes.

Based on training areas, the distribution of the spectral channels is learned using
distributions such as multivariate Gaussians. The classification of all pixels is then

performed using, e.g., the Mahalanobis distance. Other approaches make use of neu¬

ral networks. However, very simple techniques like thresholding a certain channel

or a ratio of two are also encountered frequently.

If reliable training data for supervised classification cannot be obtained or is too

expensive to acquire, then un-supervised classification is used. After obtaining
the clustering result, the classes are labeled by the user in terms of the cover-types

of interest. For a very interesting combination of supervised and un-supervised
classification see [.Jeon and Lanclgrebe 1999].
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Sometimes, decision trees are used to combine information from different sensors.

The combination of un-supervised clustering and later user labeling is very similar to

our hierarchical approach. The major difference is that we apply stochastic networks

in order to make the process of decision making more robust. We expand more on

this in chapter 7.

Not only the simple classification of coverage type is of interest, but also the

detection of changes is of interest in remote sensing. The extraction of lines

and edges is of great help in the interpretation of images for the purpose of oil and

mineral exploration.

If the observation using one particular sensor is too noisy to obtain a good classi¬

fication, data fusion can be used to combine the information from several sources,

thus improving the final classification rate. Examples are the fusion information

from an optical and a SAR image. Another example is the combination of a high-
resolution monochromatic image and a multi-spectral image of lower resolution in

order to obtain a visually pleasing color image of fine resolution.

Integration into geographic information systems

The update of geographical information systems (GIS) using remote sensing data is a

common application. Into raster GIS, classification maps can directly be integrated;
vector-based GIS makes the vectorization of the borders of the regions necessary.

During the setup of the ETHZ MMDEMO system the application for generation

of thematic maps to be integrated into a GIS became more and more promising. Of

course, this is a deviation from the task of finding an image with certain content,

but the practical application in the CARTESIAN project [( '

\H"I KSI \N 1999] has

shown to be very successful. We expand more on this application in Sec. 7.5.

3.3 The Role of Scale

The notion of "scale" is very important in remote sensing. We have to distinguish
between scale of the user interest and resolution of the data.

Scale of the user interests

Any land cover-type class has an implicit assumption about its approximate range

of scales in it. Here we define scale as the approximate extension needed to define

it. If we observe something at a scale much lower than its typical scale, it does not

make sense to talk about it any more. Example:

• 'Alps' are a very abstract cover-type on the scale of kilometers to hundreds

of kilometers. If viewed on a finer scale, we observe fields, rocks, or villages.
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• 'City' has to be viewed at a scale of hundreds of meters up to kilometers. If

viewed on a finer scale, we observe roads, buildings, or places.

• 'Buildings' have to be viewed at a scale meters to tens of meters. If viewed

on a finer scale, we observe tiles of the roof, chimneys, or windows.

Of course, these examples can be extended into both directions: to larger scales

('continents', 'Earth', 'Solar System', 'Galaxy', 'Universe') and similarly to lower

scales.

Resolution of the data

Very different to the abstract user interest, is the resolution of the data, which

is, simply speaking, the pixel ground size of the data. As shown in Tab 3.1, the

resolution of different sensors can vary in a broad range from about O.fm (aerial

cameras) over 30m (typical satellite) up to 1km. Of course, the different resolutions

result in different application areas.

The resolution of the data is not equivalent to the scale of the data, which is

the scale at which the data contains information (see [Hchiaiiei 2000] for a precise

definition).

Image analysis and scale

Scale is also an important issue in the analysis of the image data. In particular the

analysis of spatial features drastically depends on the scale at which the image is

viewed. Here the term scale refers to the scale relative to full resolution data. We

exemplify different scales in Tab. 3.3. Coarser scales of an image can be obtained

in a variety of ways; all have in common that the image is low-pass filtered and

then sub-sampled. The Gaussian pyramid [Hosenlekl 19N|] is the most well-known

approach for multi-resolution analysis, however, the tree of images resulting from

the wavelet transform can also be used.

factor ratio TM (geo.) X-SAR RESURS-01

f 1:1 25m 12.5m 160m

0.5 1:2 50m 25m 320m

0.2 1:5 125m 62.5m 800m

O.f 1:10 250m 125m 1600m

Table 3.3: Different scales of the images as they are needed to extract long-range
structures. We differentiate between "fine" scales (scale factor f.0) and "coarse"

scales (e.g., 0.1). For the different sensors and scale we specify the respective pixel

ground size.
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In the analysis, we have to distinguish between (1) data-driven scale and (2)

application-driven scale: spatial structures in the image exhibit an optimum scale

to describe them (1), which not necessarily corresponds to the scale of the user

interest as discussed above (2).

We restrict ourselves to this short review of the importance of scale and refer to

the dissertation of Hubert Rehrauer [Hchraiier 2000] that discusses in great detail

all aspects of scale in image description and content modeling in remote sensing.

For the experiments presented in this dissertation, texture extraction at a coarser

scale of the image was treated as just being another texture model, thus enriching
the family of models describing the image signal.

3.4 Aims of Content-based Query

How can the field of remote sensing profit from content-based query and retrieval

techniques and what approaches exist? These are the questions to be discussed in

this section.

Most approaches of content-based image retrieval from picture databases are

not directly applicable to remote sensing. In picture databases, typical queries are

either "show me a visually similar image to this one" or "show me an image of

Bill Clinton". However, in remote sensing the query for a similar image is of very

limited use—maybe in tourism or the arts—and the query for a certain specified
location ( "show me an image of Zurich" ) is redundant since meta information of the

images contains all relevant information (date, time, and location) that is necessary

to answer such queries.

A situation with a more useful query scenario is the case of having a set of data

with a large geographic scope of unknown coverage, e.g., a dataset covering Venus or

all oceans of the Earth. In that case it is really useful to query for the occurrence of

certain interesting things, e.g., "show me all images with many volcanoes" or "show

me all images with this characteristic turbulence".

Of course, a system answering to these queries first has to know the actual

interests of the user. This is very different from using a certain example image,

since the interesting content information might not be in the visual appearance but

instead in some property of the image signal, e.g., in the multi-spectral information

or in some high-order texture model—both cannot be captured by the human visual

system.

In the following, we review three different approaches to provide content-based

techniques in remote sensing: highly specialized systems with a priori known cover-

types; approaches aiming at a completely data-driven content description; and—the

approach followed in this dissertation—the combination of both.
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Application-oriented systems

There exists already a number of systems offering content-based query possibili¬

ties. However, they provide highly specialized content information automatically
extracted from the images. In that sense they offer automatically generated prod¬

ucts of the image similar to cover-type maps on the semantic level.

Since the set of semantic cover-type classes has been known at the time of the

system design, they are optimized to automatically classify exactly those covertypes

and, in general, they perform pretty well. Examples are the analysis of cloud types

for meteorology [Van der Lubbe el al. 1991], automatic forest inventories [Maiwin
el al. 1995], sea ice analysis of SAR images [Bertoia and Hanisay 199k] or volcanoes

on SAR images of Venus [Burl el al. 199k].

However, the advantage of a priori knowing "what to find in the images" turns

into a disadvantage when the scope of the system has to be modified or adjusted to

different cover-types or even applied to different sensors.

Image data mining

As opposed to application-oriented systems, the image data mining approaches try

to find characteristic structures in the image data ("content") without having a

particular application in mind. As the name suggests image data mining is very

related to data mining in large datasets (for a review see [bin and Moloda 199K,

Miclialski cl al. 199K, Xakhaer/adeh 199n]).
Among the image data mining approaches there are currently the Diamond Eye

project at NASA/JPL [Burl ct al. 1999], a project by MathSoft using the data

mining tools of S-Plus [Marcliisio and C 'oriiclison 1999], and the information mining

project at DLR/DFD2 [Daten el al. 1999].

Data mining approaches are said to be very powerful in fields like finance or

marketing, in which, e.g., characteristic classes of consumer behavior are sought. At

the same time, however, "data mining" has become a very fashionable term in the

field of information technology and in many cases, from a scientific point of view at

least, the strict definition of the term seems to be forgotten.

Combined approach of this dissertation

In image analysis and remote sensing, the completely un-supervised detection of

content still is to be proven. Therefore, in this dissertation, the author tries to

follow a combined approach that tries to find characteristic structures (both in the

image itself and in the feature space—see chapters 5 and 6) wherever possible, but

also relies heavily on the input and feedback by the user (see chapters 7 and 8).

2 Note that this dissertation has been done in the frame of a joint ETHZ/BIWI and DLR/DFD

project.
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From the user's point of view, the concept of content extraction and retrieval as

presented in this dissertation can be viewed as a fast way to explore the usability of

a certain kind of data for his particular application and (if successful) to search for

images with a specific coverage of his particular interest. As a by-product, the user

can obtain an easily generated thematic map of his personal cover-types.

In the remote sensing community, the integration of the user into the process

of cover-type definition as proposed in this dissertation has been appreciated very

much, both by users applying the data to real-world problems and by researchers

trying to maximize the usage of the data.



4
Hierarchical Bayesian Modeling of

Image Content

In this chapter, we present a hierarchical organization of the extracted content in¬

formation. The different levels of this hierarchy are arranged according to their

different level of semantic abstraction. Elements of each level are obtained in a step

of Bayesian inference from one or more levels below.

Since the aim of general, content-based (remote sensing) image archives is to

provide content-based services without a priori known application areas, the process

of information extraction is split into two parts: a robust, signal-oriented descrip¬

tion of the content of the image data (elements of levels 1 to 3), which requires

significant computational load at data insertion and a fast, user-oriented labeling of

the extracted image content information (elements of level 4).
In Sec. 1.1, we present the hierarchy of different levels of abstraction and outline

the flow of information from the actual image data up to the user's interest. Thereby,

we give an overview of the different steps of stochastic inference as we will explain
them in detail in the following chapters of the dissertation. In Sec. 1.2, we give an

overview of the different stochastic techniques and point to their applications in the

other chapters. Altogether, this chapter lays down the structure of the following
material of the dissertation and should constitute a useful reference to particular

aspects of stochastic modeling from a comparative perspective.

4.1 Hierarchical Bayesian Modeling of Image Con¬

tent

We arrange the extracted information on four levels of different semantic abstraction

as depicted in Fig. 1.1. The application of a family of signal models and the separa¬

tion into un-supervised clustering and supervised learning resemble very much the

design of the FourEyes system [\linka and Pic aid 1997]. However, note that from

each level to the next we perform a step of Bayesian inference. This allows us to

calculate on each level the most evident content description given the descriptions

40
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on the levels below.

From level 0 to level 1: Stochastic data models to obtain features

On the lowest level, the image data (level 0), we apply stochastic models M to

capture structures in the image data. These models are given as parametric data

models via the likelihood

p(D\0,M) (4.1)

that assigns a probability to a given realization of the data D for a particular value

of the parameter vector 0. We perform the process of information extraction by

estimating the maximum a posteriori estimate of the parameter vector

0M = arg maxp(é>|JD, M) (4.2)
0

This results in image features (level 1) characterizing a particular aspect of the im¬

age data depending on the model used. Examples for these image models are Gibbs

Markov random field models as textural features (see chapter 5) or the normal¬

ized intensities for multi-spectral images. Of course, for the latter, no sophisticated

process of information extraction has to be applied.

From level 1 to level 2: Meta features

The Bayesian formalism can also be applied to find the most evident model M

given some data D—in contrast to the model that best describes the data, which

will always be the most complex one. In order to calculate the posterior probability
of the model, we have to perform the marginalization

P(M\D) =^Jp(D\0, M) p(0\M) d0, (4.3)

where we have to integrate over the complete parameter space of 0. Through this

integration the width of the prior distribution p{0\M) as compared to the width (in

0) of the likelihood p(D\0, M) leads to the Occam factor [Si\ ia 1996], which acts as

penalty for models that are too complex to describe the existing data D.

The evidence of a particular model, Eq. ( 1.3), and the information which model

best describes the data are slightly closer to the actual "meaning" of the data than

the features themselves. We therefore introduce the next level of semantics (level 2)
and call these features "meta features" '.

1Or equivalently "meta meta data" or "features of the features of the data", since "features"

are "meta data".



c
h
a
p
t
e
r

5
c
h
a
p
t
e
r

6
c
h
a
p
t
e
r

7

t
o

?s
p,
3

M
=

s
p

?s
p,

7

p
a
r
a
m
e
t
e
r

p
(
D
\
6
M
,
M
)

e
s
t
i
m
a
t
i
o
n

M
=

t
x

?
t
x
,
2

7
S
p
,
3

u
n
-
s
u
p
e
r
v
i
s
e
d

cl
us

te
ri

ng

w
s
p
,
l t^

sp
,2

o
v
J

<^
sp
,3

^

fS
p,

7

p{
0M
\u
M,
i)

A

u
n
-
s
u
p
e
r
v
i
s
e
d

cl
us

te
ri

ng

^
t
x
,
3

0
l

W
t
x
,
2

0

'
t
x
,
2

L
>
G

l
e
v
e
l
0

i
m
a
g
e
d
a
t
a

0
G

l
e
v
e
l

1,
2

i
m
a
g
e
a
n
d
m
e
t
a

f
e
a
t
u
r
e
s

uj
i
G

l
e
v
e
l
3

i
m
a
g
e

cl
as

si
fi

ca
ti

on
/s

eg
me

nt
at

io
n

I
n
v
e
n
t
o
r
y

m
o
u
n
t
a
i
n
s

d
r
a
i
n
a
g
e

a
r
e
a
s

s
n
o
w

i
c
e

f
i
e
l
d
s

A
v
G

l
e
v
e
l
4

us
er
-s
pe
ci
fi
c
s
e
m
a
n
t
i
c
s

F
i
g
u
r
e

4
.
1
:

H
i
e
r
a
r
c
h
i
c
a
l
s
c
h
e
m
e

o
f
s
t
o
c
h
a
s
t
i
c
i
m
a
g
e
c
o
n
t
e
n
t
de
sc
ri
pt
io
n.

A
f
t
e
r
ex

tr
ac
ti
ng

f
e
a
t
u
r
e
s
a
n
d
m
e
t
a

f
e
a
t
u
r
e
s

(l
ev

el
s

1

a
n
d

2)
o
f
t
h
e
i
m
a
g
e
d
a
t
a

(l
ev

el
0
)
, w
e
o
b
t
a
i
n
a

"
c
h
a
r
a
c
t
e
r
i
s
t
i
c
v
o
c
a
b
u
l
a
r
y
"

o
f
si
gn
al

c
l
a
s
s
e
s

uj
i
(l

ev
el

3)
f
o
r
e
a
c
h
si
gn
al

m
o
d
e
l
M
.

Us
er

-s
pe

ci
fi

c
in

te
re

st
s,

t
h
a
t

is
,
c
o
v
e
r
-
t
y
p
e

l
a
b
e
l
s
Av
,

a
r
e
l
i
n
k
e
d

t
o
c
o
m
b
i
n
a
t
i
o
n
s

o
f
t
h
e
s
e
v
o
c
a
b
u
l
a
r
i
e
s

u
s
i
n
g
s
i
m
p
l
e
B
a
y
e
s
i
a
n

ne
tw
or
ks
,
c
h
a
r
a
c
t
e
r
i
z
e
d
b
y
t
h
e
pr
ob
ab
il
it
ie
s
p(

ui
\A

v)
.

L
e
v
e
l
s

1
t
o
3
a
r
e
o
b
t
a
i
n
e
d
i
n
a
co

mp
le

te
ly

u
n
-
s
u
p
e
r
v
i
s
e
d
a
n
d
ap
pl
ic
at
io
n-

f
r
e
e
w
a
y

d
u
r
i
n
g
d
a
t
a

i
n
s
e
r
t
i
o
n
.

E
l
e
m
e
n
t
s

o
f
L
e
v
e
l

4
c
a
n
b
e

in
te
ra
ct
iv
el
y
d
e
f
i
n
e
d

b
y
u
s
e
r
s
u
s
i
n
g
t
h
e

po
st
er
io
r
m
a
p

p(
Av

\D
),

E
q
.

(4
.9

),
a
n
d

t
h
e

i
n
t
e
r
f
a
c
e
s

de
pi
ct
ed

i
n

Fi
g.

7
.
3
a
n
d

7.
4.

I
n
a
n

a
d
d
i
t
i
o
n
a
l

s
t
e
p

o
f

s
t
o
c
h
a
s
t
i
c

mo
de

li
ng

,
w
e

d
e
s
c
r
i
b
e

t
h
e

s
t
o
c
h
a
s
t
i
c

l
i
n
k
p(
uj
\A
v)

us
in

g
a
v
e
c
t
o
r
o
f
h
y
p
e
r
-
p
a
r
a
m
e
t
e
r
s

o
l
a
v
-

% S
o to
¬

rs
"

S
o
I
—
-

t
o

C
o 9o
"

to O a
>
i
—
,

to
"

o
c 9
3 <$ 9 to to



4.1. Hierarchical Bayesian Modeling of Image Content 43

From level 1/2 to level 3: Classification

Based on the features on level 1 and the meta features on level 2 we want to derive a

set of signal classes describing characteristic groups of points in the parameter spaces

of the different models. This "vocabulary" of characteristic signal classes should

be valid across all images (to avoid the time-consuming calculation of similarity

functions) and should reflect existing structures in the different feature spaces of the

data (e.g., 'fine', 'coarse', 'random' for a texture feature).
The individual elements of this "vocabulary" constitute the classes of the image

classification (level 3). They are obtained through un-supervised clustering of a

subset of data points of the complete image archive and subsequent maximum like¬

lihood classification of all data points using the obtained signal class characteristics.

We perform the un-supervised clustering either using advanced techniques such as

clustering by melting (Sec. 6.2) or Bayesian classification (Sec. 6.3), which are both

able to specify measures for the optimum number of clusters, or using conventional

pattern recognition algorithms, such as K-means [iJubes and -Jain HM)], using a

pre-defined number of clusters.

At the core of any parametric classification algorithm there lies a model for the

cluster ujj. For probabilistic cluster models, the probability of the ith feature vector

0i given that it belongs to the class ujj is expressed as

p(0l\0leoj„V,T), (4.4)

with V denoting a certain classification (including the parameters of each cluster)
in the frame of a certain mathematical model form T (including the number of

clusters).
Note the close correspondence of Eqns. ( 1.1) and ( 1.1). Here the set of 0i stands

for the data D, the classification V for the parameter 0, and the cluster model T

for the texture model M.

The selection of the optimum cluster model (mathematical form and number of

clusters) corresponds to the selection of the optimum texture model (mathematical
form and neighborhood cliques). However, for the extra step of inference we do not

insert a separate level of abstraction. This is due to the fact that we not always
obtain the number of clusters in a data driven way, but instead fix it to a reasonable

number in order to save computation time.

Altogether, the classification step using models like Eq. ( 1.1) results in posterior

probabilities of the classes given the parameter vector of levels below

pMOi), (4.5)

with 0i denoting the ith data point of the estimated parameter vectors.

Since, at level 1, the posterior of 0 is available, the correct way of inferring from

level 0 to level 3 would be

p(ujj\D)= I p(uAO)p(0\D)dO. (4.6)
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However, the practical realization of that integral requires great mathematical ef¬

forts. If the width of p(ujj\0) in 0 is very large compared to the width of p{0\D)

(which is confirmed by practical cases), then we can approximate p{0\D) œ 8(0)
and obtain

p(uj\D) *p(uAê) (4.7)

as "fuzzy" classification of the data D in terms of the vocabulary Uj. A further

approximation is to remove any fuzziness of the classification by selecting the max¬

imum a posteriori class cjmap for each datum. In order to limit the computational
demands in the next step, this has been done.

From level 3 to level 4: User-specific semantic labeling

Levels 1 to 3 constitute a completely un-supervised characterization of the image
data D on level 0. For each image several descriptions of this kind exist, depending

on the models2 used on level 1. Based on these objective characterizations we now

define the interests of the users of the image archive (level 4). We denote these

subjective elements by Av and link them to the objective elements ujj through the

probabilities

p{u,\Av). (4.8)

This probabilistic link closes the last gap in our tabular scheme as depicted in Fig. 1.1

on page 8 and enables us to make the inference from the observed data D to the

actual user interest Av based on the pre-computed classification(s) p(ujj\D)

p(Av\D) = Y.PiAA^l- P^m . (4.9)

fast,on-line slow,off-line

The probabilistic link p(uj\Av) is learned from user examples, either for only one

label by giving examples for Av and -iAv or for a closed set of labels (e.g., 'forest',

'city', 'lake', and 'fields'). The variables of this probabilistic link are again modeled

probabilistically using a vector of parameters3 <f> = {(p\,... ,4>r}- The elements of

this parameter vector are defined through

p(ui\A„,<t>) = <f>i. (4.10)

2 In practical applications it turned out that a spectral model on a per-pixel basis and a texture

model in overlapping windows on five different scales already provide a very good signal-oriented

description.
3Note that here we use the symbol <f>, whereas in [Schroder < f al, 2000] we have used 6. We

have decided to change notation in order to avoid confusion with the texture parameter vector on

level 1.
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The distribution of <f> depends on the training samples T provided by the user:

p(4>\T) with T = training examples. (4-H)

With the two preceding equations, we model the probability of a probability. This

enables us to draw conclusions already in the presence of very few examples given

by the user. This and more is the subject of chapter 7.

Where are geometric features?

Currently, the system is purely based on signal characteristics. The notion of "con¬

tent" is therefore limited to types of ground coverage ("cover-types"). However,

since the spatial resolution of remote sensing images continuously increases, geo¬

metric features have to be added. This can be either done directly on the image
data (level 0; e.g., to find 'linear structures'), on the signal class level (level 3; e.g.,

to find 'circular' patches of 'fine' texture), or on the semantic level (level 4; e.g., to

find all 'lakes' with a characteristic shape).
The incorporation of geometric features increases the complexity of content char¬

acterization immensely, both from a scientific point of view (image understanding in

terms of "objects" is a huge discipline) and from the implementation point of view

(the link to a GIS is almost inevitable). Therefore, in this dissertation, geometrical

aspects of "content" had to be excluded.

4.2 Overview of Applied Techniques

In the preceding section, the hierarchy of the signal-oriented descriptions has been

presented, level by level. In this section, however, we illuminate various aspects of

this hierarchy from the viewpoint of particular applied methodologies.

Intuitive examples of (Bayesian) stochastic inference

In order to make the application of stochastic modeling and Bayesian inference as

clear as possible, we present several intuitive examples of their application. The ex¬

planation in terms of everyday examples should convince the reader that Bayesian
inference is indeed a very powerful tool to draw conclusions about data in the pres¬

ence of further available knowledge. We present a list of all examples in Tab. 1.1.

Aspects of parametric modeling

Parametric modeling is the core technique of stochastic modeling. As already dis¬

cussed in detail in this dissertation, in Sec. 1.3 and Sec. 2.1, parametric models

describe "structures" in the data via their mathematical form and a set of parame¬

ters. We summarize the applications of parametric modeling in this dissertation in

Tab. 1.2.
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Example

2.1 A Simple Frequentist Probability
The Three-door Problem Viewed by Range Theory
Are Most Foreigners Criminals?

Simple Parametric Data Models

What is the Height of Alex?

Comparing Two Models

Classifying Cars

How to model 'city'?

Using Prior Knowledge About Snow

Page

13

11

19

20

22

25

87

112

111

Table 4.1: Intuitive examples of stochastic modeling and Bayesian inference

Level Variable Models Via Basic Eq. Discussed in

4 4>: stochastic link p(u)3\Av) p(4>\T) Eq. (1.10) Ch. 7, Sec. 7.3

4 Av: cover-type UJj P{U]\AV) Eq. (1.8) Ch. 7, Sec. 7.1

3 ujj-. signal class 0 p(0\u3) Eq. ( 1.1) Ch. 6, Sec. 6.3

1 0: feature D p(D\0) Eq. (1.1) Ch. 5, Sec. 5.2.3

0 D: data Ch. 3

Table 4.2: Various aspects of parametric modeling in this dissertation. The spec¬

ified equations refer to the most prominent role of the different quantities, in most

cases the likelihood. The specified sections point to the central applications during
the process of inference from one semantic level to the next.

The stochastic modeling in the top row of Tab. 1.2 is different from the other

levels in that it constitutes the "probability of a probability". This confusing looking
construct enables us in chapter 7 to take into account the uncertainties due to limited

user-provided training data T.

Local probability versus total probability

In an ideal case, the parametric model as introduced in Sec. 1.3 is given by the

total probability p(D\0) of all the data D (e.g., a whole image window) given the

parameter vector 0. However, in always all models used in practical applications,
the model is given by the local probability of a particular datum xs (e.g., a single

pixel value).
A very common assumption for such cases is to assume "independent, identically

distributed" (i.i.d.) random variables, resulting in the total probability being the

product of all local probabilities. This assumption is used to obtain the maximum

pseudo-likelihood estimator for the parameters of Gibbs random field models (Sec. 16
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on page 60), the total probability of a particular classification (Sec. 6.3 on page 96),
and the total posterior probability of the labeling parameter </> given user-provided

training data (Eq. (7.1 1), page 119).

Aspects of model selection

In each step of parametric modeling, information extraction is equivalent to taking
the maximum a posteriori value of the variable under consideration. In addition,
the most evident model given the data can be selected as discussed in Sec. 2.6. We

summarize the different applications of model selection in Tab. 1.3.

selection of

model type model complexity

semantic labeling

(level 4; Ch. 7)

naive Bayes'

fully dependent
hierarchical

number of labels:

1, 2, 3, ...

classification

(level 3, Ch. 6)

independent normal

blocky covariant

fully covariant

number of clusters:

1, 2, 3, ...

texture description

(level 2, Ch. 5)

auto-exponential
auto-binomial

multi-level logistic
Gauss-Markov

model order:

1st, 2nd, 3rd, ...

Table 4.3: Model selection on different levels of the hierarchical modeling. Both

the mathematical model form and its complexity can be determined.

To perform the model selection in practical applications can only be advised if

there is enough time for the excessive computational demands and if there is the

need to "understand" the characteristics of the data. Therefore, the splitting into

a computationally very demanding part that is computed off-line and a computa¬

tionally very moderate part that can be computed on-line, makes it necessary to

perform all steps of model selection during insertion time of the data into the image
archive.

Other aspects

There are other aspects of stochastic modeling, information theory and physics
that appear at—from the application point of view—very different places in this

dissertation. In the following we shortly mention some.

In information theory, the entropy by Shannon [Shannon 19 In] is a measure of

the information in a probability distribution; more precisely, it is a measure of the
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missing information. As stated earlier in Sec. 2.6, Bayesian model selection can be

formulated in the language of the principle of minimum description length.
The principle of maximum entropy determines which distribution to use in the

case of certain constraints. We apply this principle first for "clustering by melting"
in Sec. 6.2 and then for estimating an unknown joint probability of its marginals in

Sec. 8.2.

The cross-entropy is a measure of how much information of one probability
distribution is contained in another one. In Sec. 6.5.2, we use the cross-entropy as a

measure to assess the complexity of individual images as compared to the ensemble

of all images in the image archive.

The symmetric version of the cross-entropy, the Kullback divergence, can be used

to calculate the distance of two probability distributions. In Sec. 7.1, we use it as

a measure of how distant two user-defined labels are. During the definition of a

cover-type label, it can serve as a measure of the strength of the used content index.

Long before the entropy was detected to be of use in communication theory, it had

been used in theoretical physics to describe the equilibrium states of many-particle

systems. The ways of modeling we perform for texture description, Gibbs random

fields in Sec. 5.2, and for one of our clustering algorithms, clustering by melting in

Sec. 6.2, are in fact identical to physical models of many-particle systems. Due to

the kind of interactions that we have introduced between our "particles" (that is,

pixels in one case, data points in the other), we also observe phase transitions that

are intrinsic properties of the interacting many-particle systems. We expand more

on these phenomena in Sec. 6.2 and App. B.2.



5
Stochastic Texture Description

using Gibbs Fields

Texture in two-dimensional images arises from spatial variations of either surface

reflectance or surface normals. Examples for the first case are 'agricultural fields',

which exhibit a characteristic pattern of fields with different crop types and sizes,

and 'city', which is a mixture of streets, gardens, parks, and houses. Examples for

textures resulting from spatial variation of surface normals are 'concrete' or 'leather'

on photographic pictures and 'mountains' on coarse-scale remote sensing images (in

particular on SAR images).

The aim of this chapter is not to present "yet another texture model" that models

the visual appearance of texture, but to demonstrate the stochastic modeling of the

(remote sensing) image data using Gibbs random fields. At least in an approximate

way, we show how to perform the process of information extraction in two different

steps of Bayesian inference.

We begin this chapter by shortly reviewing texture in computer vision in Sec. 5.1.

Here the focus is to position Gibbs random fields, and in particular the models

presented later, among established texture features. In Sec. 5.2, we introduce Gibbs

random field models, which have originally been developed to describe systems of

interacting particles in thermodynamics, and which have first been suggested for

image modeling in 1974 [Besag 1971].

We then introduce a family of parametric Gibbs models, Sec. 5.3, of which one

is well known as Gauss-Markov random fields [f'hellappa 10x5], or equivalently as

autoregressive process, and another one as region prior in image reconstruction [Oe¬

niaii and Oeniaii 10Xl]. We complete this family of models with the auto-binomial

and the auto-exponential models, which are already known in computer vision, but

which are not systematically used for information extraction. Our main contribu¬

tion is to the auto-binomial model for which we present an improved scaling and a

very fast estimator combined with calculations of its evidence and model selection.

In Sec. 5.1, we use these models to extract information from synthetic images gen¬

erated by the models themselves. This includes parameter estimation, generation of

similar synthetic images with the estimated parameters, selection of the optimum

49
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model form and model complexity, and a discussion of the role of uncertainty in the

inference process.

After this demonstration of how the models are used to extract information from

image data, we apply them in exactly the same way to remote sensing images in

Sec. 5.5. We show examples using RESURS-01, X-SAR, and Landsat TM images.
In particular, we start a qualitative and quantitative case study comparing our

favorite Gibbs model, the auto-binomial model, with two commonly used texture

features: features based on Haralick's cooccurrence matrix and Gabor filters. In

later chapters, we will continue this case study. Finally, in Sec. 5.6, we conclude

about the use of Gibbs random fields for information extraction.

5.1 Texture in Computer Vision

Texture is very easy to recognize when we see it, but very difficult to define. There¬

fore, a variety of different definitions exists: starting from the description of macro¬

scopic regions using certain elements and primitives, via certain local statistics or

other local properties, up to vague desctriptions using terms like "coarseness" or

"bumpiness". In perception theory [Julcsz and Bergen 19X7], the existence of a

"pre-attentive visual system" is postulated that uses "textons" for the almost in¬

stantaneous detection of texture properties. These basic elements of texture are

elongated blobs (e.g., rectangles, ellipses, or line segments) with specific properties,

such as color, angular orientation, width, and length. Despite this rather convincing

theory and the superiority of the visual human interpretation, features based on this

theory are not widely used in computer vision or remote sensing.
Texture is a very valuable tool for image analysis in computer vision and remote

sensing. This can already be seen from the long list of existing literature and the

number of groups actively working on it. However, the ultimate texture descriptor
does not exist yet. Each class of texture descriptors focuses on different aspects

of texture and might be useful in different applications. Finding a good texture

model is, in principle, equivalent to finding a good image model. Since our aim is

to describe the "content" of the image data without a special application in mind,

we selected the model closest to the modeling of the data with the smallest number

of parameters: Gibbs random fields.

We start this introductory section on texture by shortly discussing major groups

of texture features and comparing how they work. Then we sketch application fields

of texture in general and comment on the gap between the "call for texture use" in

remote sensing and the actual usage in reality.

Statistical features

In statistical approaches, the textures are described by statistical measures. Features

based on first-order statistics describe properties of the histogram of the image pixels,
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such as mean, variance, third moment, and entropy.

A very famous example of second-order statistic features are the features based

on the grey-level co-occurrence matrix (GLCM) [llaralick cl al. 1973], which

is the matrix of occurrences of relative frequencies of grey level pairs of pixels at

certain relative displacements. From this matrix, various features such as contrast,

correlation, and entropy can be computed. These features have been applied very

successfully in computer vision.

Another related family of texture features are those based on the auto-cor¬

relation function, which captures well the repetitive nature of the placement of

texture elements in typical textures. Since the auto-correlation function is equivalent

to the Fourier transform of the power spectrum, this kind of features is very related

to features based on the Fourier transform and filtering in the frequency domain.

Later we discuss the family of signal processing features in more detail.

The disadvantages of statistical features is that for a high number of grey val¬

ues, the statistical significance is very poor, and for a low number of grey values

significant information might be lost during the process of re-quantization. Another

disadvantage, which we have found during the work on this dissertation and which

might be connected to the loss of information, is that the feature space of the GLCM

features only contains very limited inherent structures. We expand on this in detail

in Sec. 6.5.1 on page 101.

Features like edge density measures [llla\ka 19x7] are sometimes also cate¬

gorized as statistical features. Here, local geometric features are used to describe

properties like coarseness, contrast, randomness, and directivity. Other features of

that kind are peak and valley detection, detection of spots [bosenield and "I hurslon

1971], and the generation of "primal sketches" from the texture.

Structural and geometrical features

From the structural view, texture is considered to be composed of texture ele¬

ments called "tokens". Analysis according to this paradigm includes extraction of

texture elements, their shape analysis, and the estimation of their placement rule.

This analysis is more complex, but it might give a more detailed description of

texture for certain kinds of texture, such as 'brick wall' or 'reptile skin'.

One way to extract texture tokens is to use the properties of the Voronoi tessella¬

tion [Tuccryaii and -Jain 1990]. First, texture tokens, such as points of high gradient

or line segments, are extracted and then the tessellation is constructed. Features of

the Voronoi polygons, such as moments of area, can now serve as descriptors of the

texture.

Many algorithms exist to detect "blobs" of uniform grey levels, which are im¬

portant in texture perception. One example making use of a multi-scale analysis
is [Bios!ein and \huja 19X9], which applies filtering with Laplacian of Gaussian at

multiple scales to extract blobs in the image.
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An example of placement rules are tree grammars [l-'u 19X2], which specify
how to arrange texture primitives. The primitives can be given by either single grey

value pixels or by blocks of pixels. One of the advantages of this method is that

texture cannot only be analyzed, but also synthesized using the same placement rule

and primitives.

Model-based features

This class of features assumes an image model that can be used to synthesize
textured images and at the same time to extract information from a given texture.

The model parameters capture essential qualities of the texture and can be used as

features for classifications.

The main class of model-based features are Markov random field (MRF)
models. They assume that the statistics of the grey value intensity of a particular

pixel only depends on the pixel values of a limited set of neighboring pixels. Markov

random field models have been successfully applied for texture synthesis and analysis

[Cross and Jain 19X3, f'hellappa 10X5], texture segmentation [C olien and Cooper

19X7, Maiijunath and f'hellappa 1991], and image restoration [Oeniaii and Oeniaii

19X ]]. Markov random field models offer a coherent formalism of stochastic modeling
combined with their proven strength of robust information extraction. In Fig. 5.1

we relate some of the Gibbs random fields that we present later to features based

on the grey level cooccurrence matrix (GLCM) and features based on the Fourier

transform.

Another powerful class of image models are fractals [Mandelbrot 19X2]. Fractals

model self-similarity across scales, a feature present in most natural surfaces and

textures. The fractal dimension in texture images can be estimated using Gabor

filters [Super and Ben ik 1991]. However, in order to be able to distinguish between

textures with the same fractal dimension the lacunarity [Keller and C 'hen 19X9] has

to be used in addition.

Signal processing and filtering features

For this class of texture features, the textured image is submitted to a linear trans¬

form, filter, or filter bank, followed by the application of a particular energy mea¬

sure. Examples for heuristically designed filter banks are Laws filter masks [Laws

19X(|], ring and wedge filters [C'oggins and Jain 19X5], the dyadic Gabor filter bank

[.Jain and Farrokhnia 1991], the wavelet transform [Alalia! 19X9], and the discrete

cosine transform [.\g el al. 1992]. In addition optimized filters have been developed

in order to reduce feature vector dimensionality and obtain maximized feature sepa¬

ration, e.g., eigenfilters [ \cle 19X3], which are closely related to the Karhunen-Loeve

transform [Kai'liuiien 1917, boe\e 19 lx]. A very recent comparative study of various

filtering features for texture recognition is given by [Händen and Ilusoy 1999].
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WVT

Figure 5.1: Interrelation between the input image (dashed, rectangular box) and

various Gibbs Markov random field models (oval boxes), various second-order statis¬

tics (rectangular boxes), and the Wavelet transform (oval rectangular). From the

grey-level co-occurrence matrix (GLCM), the auto-correlation function can be cal¬

culated, from which the parameters of the auto-regressive process can be obtained.

The latter is equivalent to the Gauss-Markov random field model. The other Gibbs

random field models and the wavelet transform are different in nature.

3D texture

Texture resulting from the 3D nature of the imaged material can result in problems
like specularity, shadows, and occlusions. An approach [Leung and Malik 1999] to

cope with this problem is to derive a vocabulary of prototype tiny surface patches
with associated local geometric and photometric properties. These 3D textons can

be used to recognize materials under different lighting and viewing conditions. This

might be interesting for remote sensing in which the effect of the terrain is not

corrected.

Multi-scale features

The analysis of texture at different scales is a very intuitive approach. It is related

to fractal features mentioned before, but also to signal processing features, such as

Gabor filters and features based on the wavelet transform.

For texture descriptors that model the data in small neighborhoods of each pixel,
the application at multiple scales of the image significantly improves the classifica¬

tion results. In Sec. 5.2.5 on page 62, we describe how we apply our Gibbs random

field models at different scales of the images.

For an extensive discussion of how to use scale to model texture and, in particular,
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to select appropriate scales for texture description, we refer to the dissertation of

H. Rehrauer [Hehraiier 2000].

Applications of texture

Characterization of texture has many applications in computer vision ranging from

inspection tasks, via medical image analysis and document processing up to shape
from texture and remote sensing.

With the advent of multi-spectral scanners and thematic mappers in the seven¬

ties, remote sensing was one of the first disciplines doing digital image processing
and using texture. Some well-established texture features, like features based on

the cooccurrence matrix [llaralick el al. 1973], have been developed with a remote

sensing application in mind. Nevertheless, texture is a commonly used technique

only for synthetic aperture radar (SAR) data. We comment about this paradox at

the end of this section.

In industrial image processing, texture is frequently used for the inspection

of materials that exhibit characteristic spatial structures, such as textiles, carpets,

wood, and painted surfaces. Hereby texture features can be used to detect local

deviations from given values, which can serve as fingerprints of defects.

In medical image analysis, texture features can be used to detect and classify
certain diseases in X-ray images or to differentiate between different types of blood

cells. Texture features can also be applied to obtain estimations of tissue scattering

parameters.

In document processing the separation of regions containing useful informa¬

tion and the background can be done using texture models. Examples are the

detection of blocks of text and locating bar codes.

Shape from texture uses the distortion of texture under perspective projection

to retrieve three-dimensional (3D) information from a 2D image. This distortion is

due to the angle between the line of sight and the image plane, and the distance

from the view point to the surface. An early approach [boseiiield 1975] uses the

rate and direction of maximum change of texture coarseness across the surface to

determine the relative orientation of the surface. A more recent approach tries

to integrate texture-element extraction [Blostein and \huja 19X9] as used in the

structural texture characterization.

Comment on the usage of texture in remote sensing

Despite the fact that the importance of "texture" and "context" for the visual in¬

terpretation process is mentioned in detail in most textbooks, texture measures are

not very much used in the remote sensing community and for most users of remote

sensing the term "classification" is very much associated with spectral classifica¬

tion. Even recent textbooks (such as [Campbell 199(i] or [Hichards and Jia 1999])
report only about the state-of-the-art of texture measure of the eighties; to cite from
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[Campbell 199(j], p. 344: "Jensen (1979) found the use of textural measures improved
his classification [ ... ]. Improvements were confined to certain categories and were

perhaps of marginal significance when considered in the context of increased costs.".

This is very much opposite to the conclusions we draw after the description of the

image data in our archive and the subsequent labeling of user interests (as sketched

in chapter 7). We conclude that for a general, robust content description texture

features (at possibly many scales) are at least equally important. For cover-types

with strong spectral signatures (such as 'snow' on Landsat TM images) texture

can still be neglected, whereas for more complex content (such as 'cumulus clouds'

on TM images or 'young forest' on aerial images—even 'city' and 'fields' for TM)
texture features become inevitable.

For new sensors, that require advanced methods for information extraction (such
as SAR), texture features are already today well established in the literature [Solberg
and Jain 1997] and textbooks [Olher and Quegan 199x].

5.2 Gibbs Random Field Models

This section provides an introduction into the theoretical foundations of modeling

image content using Gibbs random field models. First, in Sec. 5.2.1, we present

the basic definition of Gibbs random fields. Then, in Sec. 5.2.2, we sketch how

realizations of these random fields can be generated. In Sees. 5.2.3 and 5.2.1, we

expand on the basic steps of information extraction: parameter estimation and

model selection, respectively. Finally, in Sec. 5.2.5, we emphasize the role of multi-

scale analysis in the practical application of Gibbs random fields.

5.2.1 Basic Definitions

The image X is assumed to be composed of a set {xt} of image pixels xs arranged on

a rectangular n x m grid, which may be a sub-window of a much larger image. The

values of xs, that is, the image intensities, are discrete and range from 0 to G. A

stochastic modeling of the data X using a set of parameters 0 means assigning each

state of X a joint probability p(X\0). However, this multi-variate joint distribution

cannot be determined based on a single realization of the image with limited size.

Therefore, certain assumptions about the nature of the underlying stochastic process

have to be made to make a robust stochastic description possible.

The data X is said to be a realization of a Gibbs1 Random Field (GRF), or

1 Josiah Willard Gibbs (1839-1903): American mathematical physicist who made significant
contributions to the foundations of thermodynamics and the chemical sciences. He also worked

on the electro-magnetic theory of light. His name is especially associated with the "phase rule".

He was the first to apply the second law of thermodynamics to the exhaustive discussion of the

relation between chemical, electrical and thermal energy and capacity for external work.
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equivalently a Gibbs distribution, if and only if its joint distribution is of the form

p(X\0) = ±e~u, (5.1)

with the energy function

U(X,0) = YJVc(X,0), (5.2)
cec

as sum of potentials VC(X, 0) of certain subsets c of pixels called "cliques" and the

parameter vector

0 = (00,01,02,...). (5.3)

In this kind of model, the mathematical form of the energy term U makes different

spatial statistics (that is, structures) more or less probable. The shape of the cliques
and the particular clique potentials significantly influence the resulting appearance

of the data X. Via the parameter vector 0 the clique potentials Vc are modified and

thus the interactions between the pixels in the cliques.

The quantity Z in Eq. (5.1) is called the partition function and is given by

Z = Y,e~U{X'e)- (5-4)
x

However, since the sum extends over all possible states X of the data, this quantity

is only computable for very simple energy functions.

Physical interpretation

The origin of Gibbs random fields lies in theoretical thermodynamics [Landau and

bifschitz 19(j(j] in the famous Ising-Model [ising 1925, Kobe 199x]. In physics, how¬

ever, the exponent has a slightly modified appearance as —U'(X)/T with the energy

term U'(X) and the temperature T (note that further parameters 0 are implicitly
contained in U'(X) via assuming a certain physical system). The physical interpre¬

tation is very intuitive:

• If the state of X is such that the energy U'(X) is low, then that state has

higher probability than if the state of X is such that the energy U'(X) is

large.

• The temperature T acts as linear scaling factor of the energy term: if T is

high, then the potential is shallow and all states have similar probabilities

( "the water is a gas—vapor" ) and if T is low then the potential is very steep

and the system is trapped in a particular configuration ( "the water is a solid—

ice").
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In a theoretically more sound explanation the temperature is the conjugate variable

to the entropy S and related via the Gibbsian fundamental equation

TdS = dU', (5.5)

where we have omitted the energy term resulting from volume changes under pres¬

sure (+pdV). We will meet the world of physics later again when discussing partic¬

ular Gibbs models.

Gibbs Markov equivalence

The justification for using Gibbs random fields for image modeling is given by the

Hammersly-Clifford Theorem, which has been proven in the seventies [Besag 1971,

Spitzer 1071]. It states that there is a one-to-one correspondence between Markov

random fields (MRF) and Gibbs random fields (GRF). Since any random field can

be modeled by a Markov random field with a large enough neighborhood system,

any random field can be modeled by a Gibbs random field with a large enough clique

system.

Applications in computer vision

As already mentioned in Sec. 5.1, Gibbs random field models have been successfully

applied for texture synthesis and analysis [Cross and Jain 19X3, f'hellappa 19X5],
texture segmentation [Cohen and Cooper 19X7, Maiijunath and f'hellappa 1991],
and image restoration [Oeniaii and Oeniaii 19Xl].

There is extensive research on the usage of Markov and Gibbs random fields in

signal and image processing, both theoretical and practical. The connection be¬

tween the extended Kaiman filter and Markov random fields is discussed in [Derm
el al. 19xl]. A nice overview of various aspects of Markov random fields is given

in the collection of [f'hellappa and Jain 1993]. The link to snakes and region grow¬

ing for multi-band image segmentation [Zhu and Vuille 199(i] or the connection to

anisotropic diffusion [Zhu and Munilbrd 199x] are examples of recent contributions.

Gibbs—The local view

If the image X is assumed to be a realization of a Markovian stochastic process, then

the probability distribution function of a single pixel intensity xs can be described

as

p(xs\dxs;0) = ^-e-H^dx-e\ (5.6)

with a local energy function H(xs,dxs;0) depending only on xs and its neighbors

dxs. We will discuss four different choices for the energy function in Sec. 5.3. The

quantity Zs denotes the normalization over all states of the single pixel at site s.



58 Chapter 5. Stochastic Texture Description using Gibbs Fields

This is very different from the partition function Z in Eq. (5.1), which is almost

always impossible to be computed. However, the "local partition sum" Zs results

from the sum over all values of a particular pixel (e.g., for 8bit data over 256 terms).
For most of the models to be presented later, there exist closed-form expressions for

Zs in dependence on the values of the neighboring pixels—an important prerequisite

for algorithms with a reasonable execution time.

The size of the neighborhood dxs determines the structural complexity that can

be described using the energy function H(xs,dxs; 0). Since we combine our stochas¬

tic modeling with a multi-scale approach, we restrict ourselves to the neighborhood

depicted in Fig. 5.2.

»52 »32 »41

»51 »22 »12 X2i »42

»31 xn X§ »11 »31

X42 »21 x12 »22 X51

X41 »32 »52

p(xs\dxs;0) = —e" -H(xs,dxs;6)

0 = [a, 611, 612, 621, b22
, hi, 632,

1st order 2nd order 3rd order

Figure 5.2: Neighborhood dxs assumed to interact with the central pixel xs. The

interaction of xs with the neighborhood pair xi3 and x'^ is weighted by the component

bij in the parameter vector 0. The quantity a parametrises the probability distribu¬

tion of xs without spatial interaction. Given a Gibbs energy function H(xs, dxs; 0),
the parameter vector 0 determines the probability distribution functionp(xs\dxs; 0).

5.2.2 Generating Realizations of Gibbs random fields

There are two ways to generate realizations of a given GRF. Both start with a

random image and update the image sequentially on a per-pixel basis.

The first approach, the Gibbs sampler [Oeniaii and Oeniaii 19X ]], "samples" from

the possible states of a particular pixel. This means, given a particular neighborhood

dxs the new pixel value xs is randomly drawn from 0
... G, each state weighted by

p(xs\dxs;0).
The alternative approach is the Metropolis sampler [Metropolis el al. 1053]. In

a simple version, the algorithm works as follows. A new pixel value x's for site s is

selected randomly and accepted as new pixel value if

p(x's\dxs;0)

p(xs\dxs;0)
eH(xs,dxs;e)-H(x's,dxs;e) y ^ (5.7)
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that is, if the new state has less energy that the current state. Otherwise, the new

state is accepted with probability

eH(xs,dxs;e)-H(x's,dxs;e) ^ gN

Therefore, the Metropolis sampler will—similar to the Gibbs Sampler—also select

states with a lower probability than the current one. This is similar to climbing hills

in the energy landscape.

The Metropolis Sampler has to visit each site s more often than the Gibbs

Sampler. However, if the the local normalization Zs is not available in closed formed,
then the Metropolis sampler is preferable.

5.2.3 Parameter Estimation

Given a particular form of the energy function, the spatial information in the data

is characterized by the parameter vector 0. An estimate 0 can be calculated from

the data in the following way.

Given data X we obtain the maximum a posteriori (MAP) estimate 0 as

0 = argmaxp(#|X). (5.9)
0

The probability p(0\X) is the posterior probability of the parameter vector 0. It is

obtained from the likelihood p(X\0) through Bayes' equation

p(X\0)p(0)
p{o\x) =

—-p^—,
(5-10)

with the prior probability p(0) of the parameter vector 0 and the prior predictive
distribution p(X) of the data. If prior information about the parameter vector 0

is available, it can be incorporated vlap(0), otherwise a so-called non-informative

prior has to be used. In particular, the prior of 0 is important when estimating 0

based on a small number2 of data X.

An analytical solution of this optimization problem is not always possible. How¬

ever, for the models that we introduce later in this chapter several good approaches

exist.

The estimation of the parameters 0 of the energy function is the key step in

extracting spatial information using Gibbs models. Therefore, it is crucial to apply

a reliable and robust estimator. There exist several estimators for Gibbs models

[Ouyoii and Kihisch 199(i]: maximum likelihood, coding [Besag 1971], maximum

2This is the case in all applications of Bayesian inference: the fewer data is available, the higher

the influence of the prior (see example 2.<*> on page 22 for the extreme case of just one data point).
There is a second effect due to the Occam factor (Sec. 2.7): the fewer the data, the lower the

complexity of the optimum model to describe it.
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pseudo-likelihood [Besag 1971], minimum-chi-square [Olötzl and Ihiuchensclmaiidt-

ner 19Xl] and conditional least squares [bele and Orel 19X(j].
For the purpose of fast spatial information extraction only maximum pseudo-

likelihood and conditional least squares are feasible. The latter is especially suited

for the auto-binomial model due to the special properties of this model. In the

following, we shortly review these estimators. Before we do this, however, we shortly
state how we process the data before modeling it using the models.

Pre-processing before parameter estimation

Some of the models described later, the auto-binomial and the auto-exponential

model, are also able to model one-pixel properties of the data, e.g., its mean and

variance. For the analysis of the two-pixel properties, however, this effect is very

annoying, since it inhibits the easy interpretation of the spatial characteristics of

the analyzed textures.

To avoid the disturbing effect of changing means and variances, we linearly re-

scale the pixel values of each texture sub-window to values typical for the model that

is to be fitted to the data. For both the auto-binomial and the auto-exponential
model these values can be derived analytically. Using this re-scaling, a simple form of

invariance against changing mean and variance is achieved. This does not mean loss

of information, since the information about one-pixel properties is used separately
via the intensity or multi-spectral models.

Different ways of pre-processing can also be used to obtain different variants

of a particular model. In a later application, see Fig. 6.7 on page 108, we use the

auto-binomial model twice on the same data: once with mean and variance adjusted
before the estimation, and a second time with only the mean being adjusted. Since

in one case the magnitude of the variations of the data is kept and in the other not,

two texture features with different characteristics are obtained.

Maximum pseudo-likelihood (MPL) estimator

The only feasible way of calculating the overall probability of the image is the pseudo-
likelihood approximation. This assumes that the total probability P({xs}\0) of the

image is the product of the probabilities of all individual pixel sites s given the

current values of their neighbors:

P({xs}\0)^l[p(xs\dxs;0). (5.11)
s

With this approximation, the Maximum Pseudo-Likelihood (MPL) estimation of

the parameters is obtained by maximizing the pseudo-probability, Eq. (5.11), or—

numerically more convenient—by maximizing its logarithm:

#MPL = arg max logP({xs}\0). (5.12)
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This estimator is known to be consistent [Gmoii and Kunsdi 1996], that is, in the

limit of large images it provides the correct estimation 0.

If the total probability has a convex shape, fast optimization algorithms using

gradient descent methods can be implemented. After obtaining an estimate 0 of

the parameters we can calculate the evidence of the model using the approximation

described in Sec. 2.7. However, in order to extend the one-dimensional approxima¬

tion, Eq. (2.38), to the multi-dimensional case, great care has to be taken about the

possible covariance of the probability distribution function. We show the solution

for the case of the auto-binomial model in App. B.

Conditional least squares (CLS) estimator

The Conditional Least Squares (CLS) estimator is defined as

#cls = arg min V" (xs - {xs)ef , (5.13)
o

s

with the short hand notation of the expectation value

G

{xs)e=S^2lxsp(xs\dxs,0). (5.14)
IKS=0

Due to the quadratic penalty function the conditional least squares is similar to

estimator based on minimum mean square. For the case of the auto-binomial model,
this estimator promises to be very similar to the MPL estimator since its probability
distribution function is close to a Gaussian as depicted in Fig. 5.1, which is not the

case for the auto-exponential model.

For the auto-binomial model to be presented in Sec. 5.3.1, it turns out that the

problems of parameter estimation and model selection reduce to the problem of

robust linear regression. We demonstrate this in App. B.3, again using the Bayesian

paradigm. As stated in the appendix, the evidence can be calculated analytically
and is thus readily available after the very fast estimation process. Due to its speed

the combination of the CLS estimator with the auto-binomial model is particularly
well suited for the application with large image data sets as they are typical for

remote sensing image databases.

5.2.4 Model Selection

Which model Mv best explains our data XI This is equivalent to maximizing the

posterior probability p(Mv\X) over the set of models {Mß}. Again, we apply Bayes'

equation and obtain after marginalization

p(X\M„)p(M„)
p(Mu\X)

p(X)

p(Mv)

p(X)
p(X\0,Mu)p(0)d0. (5.15)
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When choosing a model we have to take into account that the Gibbs models only
describe a subset of image signals. They describe textural features very well, but

are very limited in describing the histogram of the image, e.g., they are not able

to model an image with a given mean and variance. To at least remove the bias

through different values of mean and variance in a given image data, we first linearly

adjust the pixel values {xt} to model-specific values of mean and variance before

actually fitting the models. This preserves all textural features. We obtain model-

specific values by considering degenerate versions M'v of each model Mv that contain

no spatial correlation. For each of the four models that we discuss later, we have

M'v = (Mv; 0 = 0) as their degenerate version.

As a measure of the goodness of fit of a model we use the so-called posterior odd

of the model and its degenerate version, that is, the ratio rv of the evidence of the

fitted model Mv to the evidence of the degenerate model M'v = Mv

p_(maxi
v~p(Mi\xy

(5-16)

Up to a multiplicative constant, given by the ratios of the priors of Mv and M'v,
this is equivalent to the Bayes factor [Daten vi al. 199x]. The ratio rv, Eq. (5.16),

quantifies which of the two models Mv and M'v is more evident given the image
data X. If rv > f then the data supports the conclusion that it is a realization

of the stochastic model Mv, whereas if rv < 1 then it is more likely to assume a

distribution of pixel values that is free of spatial interactions. Note that, given some

data X, this ratio exhibits different values for different models Mv. This allows us

to quantitatively compare the quality of the fit of different models and select the

model that best describes the data out of a set of models. In Sec. 5.1.2, we present

an example of such a comparison.

5.2.5 The Role of Multi-Scale

Gibbs models provide descriptors of spatial information based on the local support

and shape of the energy function. In order to capture all possible kinds of struc¬

tures, especially complicated long-range textures such as a 'brick wall', a very high

complexity of the model has to be selected, that is, a large neighborhood. How¬

ever, if the neighborhood gets larger, also the number of parameters increases and

an averaging effect of the different parameters occurs, thus resulting in a decreased

discrimination power of the features. In statistical pattern recognition, this problem

is called "curse of dimensionality". To overcome this problem, heuristic search algo¬
rithm can be applied [Ohn<Tiarb 199(i] in order to find the optimum clique family.
These algorithms also provide estimates of the corresponding parameters. However,

they are extremely time consuming. A more practical solution to this problem, is

to apply Gibbs random field models with a short neighborhood at coarser scales of

the image. In this way, long-range textures are better modeled by the small neigh-
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borhood. An example of this concept based on Gauss-Markov random fields can be

found in [Mao and Jain 1992].

Another, very important reason for extracting information at different scales

is to increase the speed of information extraction. From one dyadic scale to the

next coarser one, the amount of data to be processed reduces by 75%! As we

demonstrate in a practical application in Tab. 7.5 on page 129, the overall accuracy

of the final user labeling does not need to decrease significantly, when using a feature

on a coarser scale (87.8% on scale 2m as compared to 90.3% on scale lm). A

very promising approach is to automatically detect the scale for optimum texture

description. An early idea of the concept of evidence in scale is published in [Schröder
cl al. 199x]. A more detailed theory for the detection of the "characteristic scale"

can be found in [Hehraiier and Daten 2000]. For the full discussion on this subject

we again refer to the dissertation of Hubert Rehrauer [Hehraiier 2000].

Multi-scale modeling and processing [Bouinaii and Shapiro 100 l] can also be

used to improve the accuracy of the segmentation of images. For the combination

of a Gibbs random field model with a multi-scale model, we refer to [Hehraiier vl

al. 199X].

5.3 A Family of Gibbs Models

In this chapter, we introduce four different Gibbs random field models: the auto-

binomial, the auto-exponential, the multi-level logistic and the Gauss-Markov ran¬

dom field model. In Fig. 5.3, we present a typical synthetic realization of each model.

The relationship of these models to features based on the grey-level cooccurrence

matrix and to features based on the Fourier and wavelet transforms is depicted in

Fig. 5.1 on page 53.

5.3.1 The Auto-binomial Model

In the following, we discuss the auto-binomial model, originally presented in [Cross
and -Jain 19X3] and first proposed by us for the use of image content characterization

in remote sensing images in [Schröder cl al. 1997]. Due to the high number of grey

values in typical remote sensing images we propose a different scaling of the param¬

eters. Additionally, we remove a redundancy in the parameters which enhances the

robustness of the parameter estimation and the calculation of the evidence.

In this model, the energy function is defined as

H(xs,dxs;0) = -ln(^s)-xs-r], (5.17)

with the maximum grey value G and the binomial coefficients OM. See App. B for

the discussion of the resulting p(xs\dxs, rj) and a justification of the model's name.
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(a) (b) (c) (d)

Figure 5.3: Example realizations of the auto-binomial (a), auto-exponential (b),
multi-level logistic (c), and Gauss-Markov (d) random field models. The orientation

of the three textures (a), (b), and (d) is about the same, whereas the visual per¬

ceptions of these three images are fundamentally different from each other. Each

model may be suitable for a different application. The region-like model (c) is used

as prior model in the famous "Gibbs sampling" paper [0< in in nid 0< ni in 19xl].
We show the model parameters of each example together with the values estimated

from these examples in Tab. 5 1 on page 70.

The scalar quantity

V = a + J2KX-^ (5-18)

reflects the joint influence of all the neighbors weighted by the elements of with the

parameter vector

0=[a, 6n, &i2, &2i, b22, &3i, b32, ]T- (5.19)

We depict the neighborhood configuration pixels in Fig. 5 2.

The energy function, Eq. (5 17), consists of two terms, the first one just depend¬

ing on xs, the second one being the product of xs and rj. The first term results in a

strong localization of the resulting probability distribution function in the vicinity
of xs ~ 77 for 77 ~ 0 which is shifted by the second term to lower values for rj < 0

and to higher values for rj > 0 as depicted in Fig. 5 1. The auto-exponential model,
which we present in the next section, is almost identical to the auto-binomial model

with the first (localizing) term removed. Consequently, textures generated by the

two models exhibit a very different appearance.

Note that in Eq. (5 18) we have applied a different scaling with G as compared

to [f'loss aid J an 19X 5] to achieve better numerical stability. This might look like

a small detail, but in practice that rescaling has been the breakthrough to make it

practically useful for images with a large number of grey scales, that is, large G.

The reason for this is that, at the time of the first implementation, the optimization
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routine was rather simple and assumed all variables to be equally important, which

is not the case without rescaling3.

Altogether, the parameter vector 0 determines the statistical properties of the

random variable X, that is, the appearance of an image which is a typical realization

of such a random field. In Figs. 5.3(a), 5.5, 5.6, and 5.8 we show example realizations

of the auto-binomial model that have been generated using the Gibbs sampling

algorithm.

Interpretation of the parameters

The interpretation of the parameters of the auto-binomial model reflects the huge

scope of its applications and of Gibbs models in general. The parameter 6n weights
the interaction in between the central pixel xs and the horizontal neighbors X\\ and

x'n, whereas b\2 weights the interaction with the vertical neighbors X\2 and x'12. The

interpretation of the other parameters &„• is analogous.
A positive value of &„• causes the pixel pairs xs/xij and Xg/x1^ to have the ten¬

dency to have similar values (they are "attracted" to each other), whereas a negative
value of bij cause the opposite effect (there is "repulsive" interaction). The higher
the magnitude |6y| the greater the mentioned effect. A value of b^ = 0 means that

there is no interaction in between the pixel pair. The parameter a represents a

self-interaction (physically speaking, an "external" field), and as shown in App. B,

this parameter tends to be given by approximately the negative sum of all the other

parameters.

These interactions result in characteristic image structures that have a clear

fingerprint in the parameter vector 0, such as the examples shown later in Fig. 5.8

on page 76.

Limit cases

As shown in appendix B, for a ~ —2, the auto-binomial model is approximately

equivalent to an autoregressive process, that is, a Gauss-Markov random field

x = T,b-f^+<)+* (°> f) > (5-2°)
ij

^ '

with A/" (0, j) as a Gaussian noise term with mean zero and variance G/4.
In a very different limit, for G = 1, the auto-binomial model is identical to the

famous Ising model [Ising 1925, Kobe 199x], which is able to model a variety of

patterns, among them checkerboard-like structures that cannot be modeled using
Gauss-Markov random fields.

3Without the rescaling, textures with the same parameter vector 6 but different numbers of

grey values G appear much more different than with this rescaling. See App. B for an analytical

justification of this scaling.
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The auto-binomial model degenerates to a simple intensity model for 0 = [0,0,0,..
In this case, we obtain

G G
p = E(xt) = — and a2 = Vax(xt) = —. (5-21)

The three limiting cases demonstrate that the auto-binomial model is able to char¬

acterize a very broad class of textures. Therefore it seems very promising to use the

parameters of this model as fingerprints to describe the content of textural image
data.

Isotropic version

The quantity rj is defined as a weighted sum of a particular set of neighbors,

Eq. (5.18). If we assume each neighbor to fluctuate independently with the same

amplitude4, then we can specify the norm of b

\b\ = JY,b^ (5"22)
i]

as a weight of the resulting spatial fluctuations of the pixel xs. This provides a

measure of the overall texture strength. The relative contribution of 6^, that is, the

relative contribution of the neighborhood clique if, is given by

h = bfy (5-23)

We stress that the norm |6| is really a measure of the spatial structures in the image
and by no means related to a high variance of the data. If a binomial model of

high complexity is fitted to Gaussian noise with a large amplitude, but without

spatial structures in it, then a parameter vector of 0 ~ (0, 0, 0, ... ) is obtained.

Furthermore, model selection will result in a model of very low complexity. This is

a property not only of the auto-binomial model but of all models presented here.

We discuss this phenomenon in more detail in Sec. 5.1.2.

Phase transitions

In App. B, we show that the behavior of the auto-binomial drastically changes for a

certain range of parameters. This illustrates that the auto-binomial is able to model

more interesting structures than, e.g., Gauss-Markov random fields.

4This is of course not true, since we are modeling a texture, and texture is characterized by

spatial correlation. However, in the spirit of a mean field theory (see App. B.l), this assumption

is justified and, as literature shows [Landau and Ufwhitz H)(i(i], not too bad.
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p(xs\r])

0.05

255

Figure 5.4: Probability distribution functions p(xs\0) of the central pixel value

xs given different values of rj for the auto-binomial (left) and auto-exponential

model (right). The scalar quantity rj, given by Eq. (5.18), represents the resulting
influence of all neighbors dxs, each of which is weighted by one component of 0. The

pdf of the auto-binomial model is very localized and close to a Gaussian, whereas

the pdf of the auto-exponential model is more shallow, resulting in more "random"

textures. This explains the different appearances of the two models as exemplified

in Fig. 5.3(a) and (b).

5.3.2 The Auto-exponential Model

The auto-exponential model is very similar to the auto-binomial model. Its energy

function is given by

H(xs,dxs;0) =
xs V

G
' (5.24)

with the same definitions for rj, G and 0 as in Eq. (5.17). However, realizations of this

model exhibit a much higher visual randomness as we demonstrate in Fig. 5.3(b).
This can be explained via considering the shape of the pdf of xs for different values

of rj as depicted in Fig. 5.1.

The higher randomness seems to make this model more suitable for images

with high intrinsic noise, such as SAR images containing speckle, than the auto-

binomial model, which generates more regular textures. Unfortunately, for the

auto-exponential model, the conditional least squares (CDS) estimator is not as

applicable as for the binomial model, since the pdf is very different from a Gaussian.

Therefore, as estimator of this model only MPb is available, which is an order of

magnitude slower than CDS.

The auto-exponential model also degenerates to a simple intensity model for

0 = [0, 0, 0,... ]. However, this time we obtain

p = E(xt) =
G

and a2 = Var(xt) =
G2 G

1~2
+

~6; (5.25)
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which are fundamentally different from the values of the auto-binomial model. These

model-specific values are important when several models are to be compared to select

the best fitting model. We demonstrate this in Sec. 5.5.2.

5.3.3 The Multi-level Logistic Model

This model is also called "generalized Potts model" and, for binary images with only
two grey values, it degenerates to the Ising model.

For each clique, the associated clique potential (as one term in the energy func¬

tion Eq. (5.2)) is defined as

VC(X,9C)
if all pixels in the clique are equal

otherwise,
(5.26)

where 9C is the parameter associated to the clique c. The energy function of the

multi-level logistic (Mbb) model is then defined as the sum of the individual con¬

tributions

U(X,0) = YJVc(X,9c). (5.27)
cec

Examples for two-pixel cliques and associated parameters are

/ /

1 / + /

% /
/ \

\ /

\

Pll Pl2 P21 P22 P32 P31

with 0 = (ßn, ß\2, ß2\, ...). For positive 9C, similar grey values values of the clique

c are favorable, whereas dissimilar ones are favorable for negative 9C. Small \9C\

correspond to weak and large \9C\ correspond to strong coupling. By a suitable choice

of the parameters clustering effects, anisotropic effects, more or less ordered patterns

and attraction-repulsion effects can be described using this model. Due to its nature,

this model is particularly well suited to model regions of homogeneous grey value,

such as regions labels in image segmentation. Thereby, the model parameters specify
the degree of connectivity to be expected.

Extensions of this model include more complicated cliques (e.g., three-pixel

cliques) or smoother functions than Eq. (5.26), for example

VC(X,9C)
A

Sc

2 ' (5.28)

with A being the difference of the two pixel values in the clique and 8C a scaling

parameter.
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Computational complexity of the MLL model

The computational complexity of the Mbb model compared to the preceding two

models (auto-binomial and auto-exponential) is much higher. This is due to the

fact that, when computing the local probability p(xs\dxs; 9), the normalization Zs

has to be computed numerically by summing over all states (e.g., for 8bit data over

256 terms), including computation of the potential and evaluating the exponential
function. For the other models, Zs can be specified analytically in closed form.

Since Zs is only available numerically, realizations of this model have to be com¬

puted either using Metropolis sampling or, using the slow numerical normalization,

using Gibbs sampling. Both solutions are orders of magnitude slower that the other

models.

MLL as a simple region model

A simplification of the model results from setting all 9C to the same value, resulting
in a one-dimensional parameter vector

0 = (90) with 0o = Ai = Ä2 = ß2i = • • • • (5-29)

This model has been used in the famous "Geman and Geman" paper [Oeniaii and

Oeniaii 19X l] as prior model for the region labels. In Fig. 5.3(c), we show an example
of the Mbb model of first order (that is, taking into account only the ßn and ß\2

cliques).
The nice property of the constraint of all parameters having the same value is

that Zs can be computed in a fast way by merely counting the number of neighboring

pixels having the same value.

5.3.4 The Gauss-Markov Random Field Model

Gauss-Markov random fields (GMRFs, [Jeng and Woods 1991]) constitute an an¬

alytically tractable and widely used image model for texture segmentation [Krish-
naiiiachari and Ohcllappa 1997, Maiijunalh and Ohcllappa 1991]. This model is

defined by the energy function

a2
H(xs,dxs;0) = -(xs-r])2, (5.30)

with rj = J2ijbij(xij + x'ij) as interaction with the pairs of neighbors, Xij and x'^,
and the vector of parameters 0 = [a, bu, b\2, b2\,... ]. This model corresponds to an

autoregressive process of the form

xs = ^2bij(xij + x'ij) + ns , (5.31)
ij
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where ns is zero-mean white Gaussian noise with variance a2 = I/a2 added. We

show an example realization generated by a GMRF in Fig 5.3(d).
The conditional distributions of a Gauss-Markov random field model can be

estimated from the correlations between the pixels. This fact leads to the least

squares estimator which fulfills our requirements of simplicity and stability. Using
this estimator, analytical expressions can be derived for the model parameters 0

given a realization X of the model [Maiijunalh and Ohcllappa 1991], making this

estimator computationally very efficient. As an example, we show the true and the

estimated parameters of the example texture in Tab. 5.1.

5.4 Information Extraction: I. Synthetic Exam¬

ples

Before presenting examples of information extraction from remote sensing images
in Sec. 5.5, we present examples for information extraction from synthetic images.

This offers significant advantages: (f) the correct model type and the values of its

parameters are known, therefore, the quality of the estimations can be acknowledged,
and (2) the problem of image segmentation does not exist since the whole image is

known to be the realization of one single model.

5.4.1 Information Extraction Via Parameter Estimation

In Fig. 5.3, p. 61, we have given examples for each of the models presented in the

preceding section. For each image, we now estimate the parameters as describe in

Sec. 5.2.3 and show the estimation results together with the known, correct values

in Tab. 5.1.

Auto-binomial Auto-exponential Mbb Gauss-Markov

Fig. 5.3(a) Fig. 5.3(b) Fig. 5.3(c) Fig. 5.3(d)
0 0 0 0 0 0 0 0

do -3.0 -2.62 -8.0 -8.12 -5.0 -5.12 8 8.06

01 2.25 2.26 6.0 6.12 0.15 0.155

92 0.75 1.16 2.0 2.25 0.45 0.449

93 0.75 0.26 2.0 1.79 -0.15 -0.146

04 -0.75 -1.05 -2.0 -2.04 0.05 0.04

Table 5.1: True and estimated parameters of the four example textures shown in

Fig 5.3. For each of the synthetic examples we have estimated the parameters using
the same model as for the synthesis. Note that in each model, the parameters 9i

have specific interpretations as defined by Eqns. (5.17), (5.24), (5.27), and (5.30).
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In general, the estimated parameters 0 are very close to the original values

0 that have been used to generate the examples. Note, that for the example in

Tab. 5.1, the estimator of the auto-binomial model does not fully reproduce the

original parameters very well. However, for a different range of parameters, the

generation-estimation step very accurately reproduces the values of 0, as we depict

in Fig. 5.5.

Comparing MPL and CLS estimators

As shown in App. B.3, the conditional least squares estimate of the auto-binomial

model can be expressed analytically. This results in a computationally very efficient

estimator, that requires merely the inversion of a M x M matrix, with M being the

number of unknown parameters of 0.

Due to the lower computational complexity of the CDS estimator, it is an order

of magnitude faster than the MPb estimator. Furthermore, the two estimators lead

to almost similar results. We exemplify this in Fig. 5.5.

0 #CLS #MPL 0 #CLS #MPL

a 0 0.08 0.05 -2 -2.01 -2.00

6n f 0.93 0.94 1 1.03 0.96

b\2 -f -0.83 -0.82 1 1.07 0.99

b2\ f 0.84 0.83 0.7 0.64 0.72

b22 -f -1.02 -1.01 -0.7 -0.72 -0.67

Figure 5.5: Comparison of the MPb and CDS estimators for two synthetic real¬

izations of the auto-binomial model (shown in the two images together with the

parameter vectors 0 to generate them). In each case, there is almost no difference

between the two estimations #cjls and #mpl- In the left example, the bias away

from the original values is higher than the differences, whereas in the right example,
the original values seem to be in between the two estimates.

Bias and variance of the estimation

It is important to note that Tab. 5.1 does not only reflect the result of parameter

estimation, but also effects induced by the generation of the examples (see Sec. 5.2.2).
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Therefore, the observed variance of the estimations and a possibly occurring bias

can be due to each of the two steps.

The theoretical limit of the variance of the estimation is given by the Rao-Cramér

bound [I'apouhs 1991]. In it's one-dimensional version, it states that there is a lower

bound on the mean-square error e2 in the estimate 9 given by e2 >
j
with the Fisher

information

I = Jdxp{m(^£^ï)\ (,«2)

where the integration extends over all states of the data x. Note that only the

likelihood enters this bound and that it becomes larger with increasing width of the

likelihood. Therefore, for "random" models we have to expect a large error and for

"rather deterministic" ones a low error.

For Gibbs random fields, this theoretical lower limit cannot be computed, since

the total probability is not available. However, the mathematical form of the theo¬

retical bound can give us an idea of the variance to be expected. When using the

conditional least squares estimator, see App. B.3, the variance of 0 is obtained as a

by-product of the estimation. Unfortunately, this is the variance of the parameter

vector given the data and not the variance of the parameter vector for the ensemble

of realizations. In a variety of experiments, no practical usage of this variance could

be detected.

5.4.2 Information Extraction Via Model Selection

As stated in Sec. 5.2.1, we cannot only ask "which parameters 0 of model M are

most evident given data DT, but also "which model M best describes the data

DT. In order to answer that question we have to calculate the posterior probability

p(M\D) for each each model M via marginalization (see Eqns. (2.33) and (5.15) ).
For the auto-binomial model, the posterior model probability can be derived in

closed form as we demonstrate in App. B.3. For a general Markov random field, how¬

ever, the integration of the marginalization has to be performed either numerically

or using the approximation presented in Sec. 2.6.

Selecting the optimum complexity

In Fig. 5.6, we show a realization of the auto-exponential model to which we have

fitted models of different complexity and calculated the posterior model probability

p(M\D). Plotted as a function of the complexity, the posterior model probability

p(M\D) shows the typical behavior: with increasing model complexity, there is a

rapid increase until the optimum complexity is reached, thenp(M|L>) slowly decays

again.

Furthermore, our example in Fig. 5.6 visually demonstrates that, at some point,

additional complexity does not improve the visual similarity of the re-generated



5.4. Information Extraction: I. Synthetic Examples 73

9 =

( ° \
3

-3

3

V "3/

texture

\ogp(M\D)

model fit

-M

Models M: A c

texture generation

using 8

*n

JO! JUL
[MMJM|M
(nur
hit ii

Figure 5.6: Model selection of a synthetically generated Gibbs random field (ex¬

ponential model of order two). The set of models in this example consists of a

simple Gaussian intensity model and exponential models of different complexity. At

the abscissa, we depict activated cliques with grey pixels, each pair of pixels denot¬

ing a term in the sum of rj, Eq. (5.18). With increasing complexity, the posterior

probability p(M\D) increases rapidly. However, at a certain level of complexity, the

penalisation incurred due to the Occam factor outweighs the benefits from a tighter
fit of the data. Subsequently, the evidence begins to decrease. The point of max¬

imum evidence coincides with the actual complexity of the data (marked with an

arrow). For each model we synthesize a realization of the texture using the maxi¬

mum a posteriori estimate of 0. It can be clearly seen that at the point of maximum

posterior model probability the visual similarity to the texture example is already
sufficient.

realization to the original of which the parameters have been estimated. Taking the

model of optimum complexity results in the shortest parameter vector needed to

describe the data. This is similar to the principle of minimum description length

(MDL) as discussed in Sec. 8, p. 23.

Model selection and the role of uncertainty

The decrease of the posterior model probability in the example in Fig. 5.6 is due

to the Occam factor, which punishes any increased model complexity. As shown in

Eq. (2.38) the Occam factor is directly proportional to the variance of the parame¬

ter's likelihood.

Therefore, when fitting a model to some data, a rather small variance can be a

hint that the model is fitted to the wrong data, that is, that a wrong model is fitted



74 Chapter 5. Stochastic Texture Description using Gibbs Fields

to the data under investigation. We present such an example in Fig. 5.7: when

fitting the MLL model to a realization of the auto-binomial model, the variance is

significantly smaller than when fitting it to a realization of itself.

1

p(D\e,MMLL)

p(D\ê,MMLL)

-4.2 -3.2

9

Figure 5.7: Role of uncertainty. When fitting a stochastic model to some data,

a small variance of the likelihood indicates a possibly wrong model. Here we have

fitted the simple MLL model, Eq. (5.27), to a realization of the auto-binomial model,

D\, and to a realization of the MLL model itself, D2. The variance is significantly
smaller when fitting the MLL model to the "wrong" data. The variance of the

likelihood directly enters the Occam factor as discussed in Sec. 2.7.

5.5 Information Extraction: II. Remote Sensing

Examples

When applying Gibbs random fields to (remote sensing) image data, the advan¬

tages of the preceding section are gone: (f ) it is not known which model generated
the data—very probably not a Gibbs model0—and (2) the image is, in general, a

composite of an unknown number of regions with different model parameters.

However, both disadvantages can be coped with: the first by selecting a large

family of models, of which we select those that offer the best performance in real-

world applications; and the second by estimating texture parameters in small, over¬

lapping windows that are assumed to contain homogeneous texture, followed by a

segmentation of the image.

5However, there is one cover-type class that is definitely a realization of Gibbs random fields:

clouds! Starting from a very simple interaction on a fine scale—interacting H2O molecules—

macroscopic structures are built. Phenomena like this are subjects of the field of synergetics

[linken KKi].
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Of course, for future improvements of the overall concept of information extrac¬

tion, the possibly occurring non-stationarities should be taken into consideration. A

recent approach to account for the blurring effects at the edge between two textures

has been published in, e.g., [Descombes vl al. 1999].
In the following, we demonstrate the extraction of spatial information from re¬

mote sensing images in the same way as in the preceding section where we have

used synthetic images: in Sec. 5.5.1 using a RESURS-Of image, in Sec. 5.5.2 using

an X-SAR image, and in Sec. 5.5.3 using a Landsat TM image. In this chapter, we

only show small examples and case studies. Based on these case studies and many

other examples not shown explicitly in this dissertation, a set of features has been

derived and used to process all images in the ETHZ/MMDEMO demonstrator (see

App. A).

5.5.1 RESURS-01

As first example, we show in Fig. 5.8 a RESURS-01 image at scale 0.1, that is, at a

spatial resolution of f .6km per pixel. There are clearly visible structures of different

clouds and, very prominently in the middle of the image, the Alps.

In order to visualize to capabilities of the auto-binomial model, we select windows

of different cover-types ('pre-alpine area', 'Alps', 'cirrus clouds', and 'Mediterranean

Sea'), describe the image data therein using auto-binomial models of different com¬

plexity, select the model of maximum posterior probability, and re-generated real¬

ization using the maximum posterior parameter vector 0. In other words, for each

sample, we do the same as for the synthetic example in Fig. 5.6.

Since we adjust the intensities in each estimation windows before the actual

estimation (in order to remove effects due to different means and variances), the

extracted model parameters only reflect spatial properties of the data. However,

since the absolute intensity and variance are very important for the visual compar¬

ison, we also modify the histogram of the synthetically "copied" textures in order

to also take into account the one-pixel properties of the "original" data. Conse¬

quently, the "copied" texture samples contain both the texture information using
the auto-binomial and information on the histogram of the original data.

The four examples clearly demonstrate the capabilities and limitations of the

simple modeling using the auto-binomial model: "major" spatial characteristics

are captured, mainly the approximate coarseness and direction, whereas large scale

properties, such as the connected elongated structures of the Alps or the large cloud,

are beyond its capabilities. Furthermore, the intensity gradient from right to left in

the 'Mediterranean Sea' is completely ignored, whereas the micro-structure of the

sensor noise is even accentuated.

The result of model selection is that two cover-types are modeled as 2nd order

model ('pre-alpine area' and 'cirrus clouds'), one as 3rd order model ('Alps'), but

the most "innocent" one requires a 5th order model ('Mediterranean Sea')! Since
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any observed structures of the Earth are missing in the last example, the model

attempts to describe the remaining noise in the image. This noise is either due to

the sensor or due to a "maltreatment" of the image data (e.g., the way the coarse

scale is obtained or a preceding lossy JPEG compression).
Since in the image archive the only aim is to describe image content and not to

regenerate it, the benchmark for selecting a certain feature is its power in practical

applications. In practical remote sensing applications, it turns out that the norm

\0\, Eq. (5.22), of the parameter vector is a very robust rotation-invariant descriptor
of texture "strength". Nevertheless, if the complete characteristics of the spatial

interactions are to be characterized, the complete vector of parameters should be

used as feature vector. At the price of a more complex clustering step, the ability
of regenerating realizations of the texture is kept and the spatial orientation can be

used in the query, thus enabling queries like "show me all vineyards with a west-

east orientation". Another important aspect regarding directionality of textures is

that it reflects properties of the topography, that is, the three-dimensional surface

of the Earth. In particular for SAR images with their low incidence angle this

effect is very pronounced. In the current implementation of the ETHZ/MMDEMO,

however, only isotropic texture features have been used, thus leaving the analysis of

directional aspects to future extensions.

Texture description in overlapping windows

In Fig. 5.9(a) and (b), we depict the same RESURS-Of image as in Fig. 5.6 together
with \0\ calculated from the estimation of 0 of a 3rd order binomial model calculated

in overlapping 32 x 32 images. Here the windows overlap by 31 pixels in each

direction for demonstration purposes. In real applications (e.g., the MMDEMO),
an overlap of 28 is sufficient. In all results of the texture estimation, the effect of the

moving window is clearly visible as characteristic blurring. After studying the exact

blurring function of that windowing effect, one could attempt to remove it with an

inverse filtering approach.

It can be clearly seen that the norm is a measure of the strength of the spatial

interactions. In addition to the norm, it turned out that also the evidence p(M\D) is

a very powerful descriptor of the texture. The higher the evidence, the more deter¬

ministic, that is, the less random is the texture data. Therefore, we use logp(M\D)
as an inverse measure of the randomness of the texture: the lower its value, the

more unprobable the model is, that is, the higher is the randomness of the texture

sample. In Fig. 5.9(c), we plot logp(M\D) as the inverse measure of the texture

randomness of the data. The occurring correspondences of strong texture and low

evidence (e.g., the Alps) seems to be a contradiction. However, we note agaian that

always the ratio of two posterior probabilities has to be taken to make a decision6.

6For example, comparing p(Mi | Alps) and p(Mi | Cirrus) is not meaningful, whereas comparing

p(Mi|Alps) andp(M2|Alps) is. However, the first two quantities can be used as features to describe
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We do this in Fig. 5.9(d) by comparing 3rd order and 1st order models at each

position of the image:

p(3rd order|L>)
> ^

p(lst order|L>)
~~

with an appropriate threshold Ath- Of course, here D always denotes an individual

small window, in which the texture is assumed to be uniform.

Later, in chapter 6, we use the norm and evidence, Fig. 5.9(b) and 5.9(c) as test

data to compare different un-supervised clustering algorithms.

5.5.2 X-SAR

Synthetic aperture radar (SAR) images are affected by strong multiplicative noise,

called speckle. Therefore, in order to analyze texture on this kind of images on

a fine scale, special modeling has to be applied [Olher and Quegan 199k]. For a

recent dissertation using the Bayesian approach to solve that problem, we refer to

[Walessa 2000]. At coarser scales of the images the speckle disappears due to the low

pass step during rescaling. Therefore, our experiments using SAR images have been

performed only at very coarse scales (e.g., 0.2 and 0.1). The main experiments of

the usage of Gibbs random field models on SAR images have been performed using

a test data-set of seven X-SAR scenes, depicted in Fig. 6.5 on page 105.

At this point of the dissertation, we only present the result of an experiment

comparing the evidences of the auto-binomial and auto-exponential models. We do

this by comparing the relative evidences, Eq. (5.16), of these models via the ratio

r = ^. (5.34)
'
exp

We decide for the binomial model if log(r) > 1, for the exponential model if log(r) <

— 1; otherwise, the decision is indifferent. We depict the resulting map in Fig. 5.10.

A clear trend towards a segmentation of regions with different characteristics is

visible. However, at the borders of these regions the map is very noisy, since the

binomial and exponential models seem to 'explain' certain textures equally well. In

order to obtain a noise-free segmentation of high spatial resolution, a region-based

segmentation algorithm or a region prior have to be applied in addition
.

5.5.3 Landsat TM

The series of Landsat satellites is one of the great successes of remote sensing.

Starting in the seventies with the multi-spectral scanner (MSS) having four spectral

channels and later with the thematic mapper (TM) having seven channels, the

Landsat satellites are the most important satellites for land-cover classification in

'Alps' and 'Cirrus'
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Figure 5.10: Map of the result of the model selection (right) for an X-SAR image
of a mountainous area (left). The colors 'white' and 'dark grey' denote decisions

for the auto-binomial and exponential model, respectively. The color 'light grey'
denotes an indifferent decision. Different image structures clearly favor different

stochastic models. The X-SAR image has been rescaled by a factor of ten.

the optical range of medium spatial resolution (30m). With Landsat 7 the series of

satellites continues, now with an additional pan-chromatic channel of 15m ground
resolution.

A major reason for including Landsat TM data into the ETHZ/MMDEMO sys¬

tem has been the availability of a geocoded, almost cloud-free dataset with full

coverage of Switzerland. Since the geocoding has been performed to the standard

25m grid, which is also used by the digital elevation model DHM-25 and by the

"Arealstatistik der Schweiz", a variety of future applications and extensions is pos¬

sible: from the incorporation of terrain information like height or slope into the

classification process up to the verification or updating of the "Arealstatistik". In

particular the latter, the update of information in GIS, seems to be very promising.
The integration into GIS will be exemplified in Sec. 7 5 2 using an example dataset

of aerial images.

To demonstrate the description of texture in Landsat TM images, we present a

short comparative case study using an image showing the area of Zurich, Switzer¬

land. For the purpose of texture extraction, Band 5 of this sensor is very favor¬

able, since it is in the mid infrared part of the electro-magnetic spectrum (A =

1.55 — 1.75/xm) and is sensitive to vegetation's moisture content. Light in this spec¬

tral range penetrates thin clouds and typical images of this band exhibit a significant
amount of visible texture.
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Introduction to the comparative case study

We now start a short comparison of three commonly used texture features: features

based on the co-occurrence matrix, Gibbs random fields, and rotation invariant

Gabor filters. In this section, we introduce the models and discuss the supervised

case. In Sec. 6.5.1, we perform an un-supervised clustering of the data of this

section and discuss the different complexities of the parameters spaces of each model.

Finally, in Sec. 7.2.2, we assess how good the user interests of the supervised case

are contained in the un-supervised clustering results.

As test image for our case study we use a part of a Landsat TM scene shown

in Fig. 5.11. In the following, we perform a short comparative study on extraction

of texture information from this image, which is a typical image out of a large
archive of similar images. The results shown in this study are typical for this class

of images. We focus on texture extraction alone and do not take into account any

further information, such as absolute intensity values or context information. This

is a severe restriction, since, in real applications, most classifications can be done

pretty well with intensity information alone and texture information is just a small

correction. For the purpose of overall extraction of image content, as it is desired for

the use in intelligent remote sensing image databases, an evaluation of what kind of

image content different texture descriptors actually represent is highly desirable.

We now shortly review three classes of texture features: features based on

the grey level co-occurrence matrix (GLCM), Gibbs random fields, and rotation-

invariant Gabor filters.

Gibbs random field models: the auto-binomial model

In this case study we want to compare the auto-binomial model of order five with

other texture models. After a large series of experiments, this model seems to be

the most powerful (among the other models discussed in this chapter) for practical

remote sensing applications. We model the image content in overlapping 32 x 32

windows and as feature vector we select the following three quantities: (1) the

norm \0\, Eq. (5.22), of the parameter vector 0 as a measure of the "strength"
of the texture, (2) the logarithmic evidence logp(model|{xi:,}), Eq. (5.15), as an

inverse measure of its "randomness" and (3) the variance of the original data in the

estimation window {xij} as a measure of the variation of the grey values.

Features based on the co-occurrence matrix

As the first competitor, we select features based on the co-occurrence matrix. This

class of texture features already dates back to the early seventies [llaralick vl al.

1973] and, though several studies have reported deficiencies or inferior performance,
their advantages are still significant: they are easily computable and applicable for a

wide variety of image-classification problems. In terms of computational complexity
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Figure 5.11: Landsat TM image, Band 5, of the area of Zurich (Switzerland).
The regions marked by white borders are the training areas for the four cover types

'city/village', 'lake', 'forest', and 'fields' as depicted in Fig. 5 13a. We display the

image with equalized histogram for visualization, but perform the texture charac¬

terization on the original, raw data.

they are about 100 times faster to be computed than the auto-binomial model using

our implementation of the conditional least squares estimator.

These features are based on the grey level co-occurrence matrix (GLCM), which

is the two-dimensional histogram of grey levels for a pair of pixels that are sepa¬

rated by a fixed spatial relationship. The GLCM approximates the joint probability
distribution of this pair of pixels. This is an insufficient approximation for small

windows and a large number of grey levels. Therefore, the image data has to pre-

scaled to reduce the number of grey levels in the image. Directional invariance can

be obtained by summing over pairs of pixels with different orientations.

From the GLCM several texture measures can be computed. For our comparison,

we use the following seven measures: homogeneity, contrast, dissimilarity, variance,
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entropy, angular second moment, and correlation. To compute the GLCMs, sliding
windows of size 31 x 31 are used with an adaptive non-linear pre-scaling to 16 grey

levels via histogram equalization. The loss of information during this step is probably
the cause of a low number of characteristic signal classes for these features. The

next nearest neighbors in the horizontal, vertical, and two of the diagonal directions

are used as pairs of pixels to compute the GLCMs.

Figure 5.12: Tiling of the frequency plane by Gabor filters at different scales s and

angles (p. The ellipses indicate the contours of the filters at half band width.

Rotation invariant Gabor filters

Our second competitor, a bank of Gabor filters, constitutes another widely used

descriptor of texture for segmentation and classification [Daiigniaii 19X*]. In a given
window of the texture, the image signal x^ is convoluted with the Gabor function

g(s, (f>)ij for scale s and orientation cp to obtain the signal response

w(s,4>)ij = ^2,xVj> g(s,4>)i'-i,r-j- (5.35)

Gabor functions are harmonic oscillations modulated by a Gaussian. Therefore,

their Fourier transforms are displaced Gaussians as depicted in the frequency plane
in Fig. 5.12. They can be understood as edge detectors for scale s and orientation

(p. The mean p(s,(p) and standard deviation a(s,(p) of the signal response w(s,(p)ij
provide an effective texture descriptor in remote sensing applications [Maiijunalh
and Ala 199(j]. This descriptor depends on the selected scale s and orientation (p. In

practical applications, only a finite set of Gabor functions is used. In the following,

we use three scales and six angles as depicted in Fig. 5.12.

To obtain a rotation invariant description [Greenspan vl al. 199 l], the patterns

p(s,(p) and cr(s,(p) are interpreted as functions in the plane with polar coordinates

(cp, p(s, (p)) and (cp, a(s, (p)). For these patterns, moment invariants can be computed.

The invariants that we use are the sum of the second moments along x and y for

the patterns p(s, (p) and a(s, (p), respectively. Hence, we obtain four or six invariant

numbers, considering two or three scales, respectively. Further invariant texture

descriptors can be gained considering higher order moment invariants [Dhiiai 1999].
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In the supervised example, we use a feature vector with 19 invariants. In the un¬

supervised example, however, we have to restrict ourselves to the four or six best

invariants in order to avoid almost infinitely long computation times. In each case,

the signal response is calculated in overlapping 32 x 32 windows.

The calculation of the rotation invariant Gabor features requires about ten times

the amount of time to process the same data as the auto-binomial model. We

summarize aspects of computational complexity in Tab. 5.2.

texture feature order of time

Haralick features

auto-binomial model

invariant Gabor features

O(0.0f)

0(1)

0(10)

Table 5.2: Different computational complexity of Gibbs random fields (auto-
binomial model), Haralick texture features and invariant Gabor filters to process

exactly the same data. From the point of computational complexity, the features

by Haralick are still unbeatable.

Supervised case

In this experiment, we derive the description of each class in the parameter space

based on labeled examples of each class. This procedure is commonly known as

"supervised learning" and widely used in the fields of computer vision and remote

sensing.

Training regions have been marked in the image for the four cover types 'city',

'lake', 'forest', and 'fields' as indicated in Fig. 5.11 and 5.13a. From these regions,

we estimate the parameters of the multi-variate Gaussian statistics (mean vector

and covariance matrix) of each cover type in the texture parameter space. Then

we use maximum-likelihood classification to classify each data point. Additionally,
we apply a threshold to avoid poor classification results at the tails of the Gaussian

distributions. We show all results together with a map of that region in Fig. 5.13b-e.

Due to the lack of ground truth of the complete region, we abstain from making

a quantitative analysis of the results and just make qualitative remarks. The overall

result of the Gabor filter looks most pleasing at the cost of large non-classified

areas. However, only the descriptor based on Gibbs fields is able to detect most of

the smaller cities and villages.
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Figure 5.13: Supervised segmentation of the image in Fig. 5.12 based on training

areas (a) and different texture features: Haralick texture features (b), Gibbs random

fields (c), and Gabor filters (d). For a qualitative comparison, we depict a map of

that area (e). The different amounts of un-classified areas is due to the different

dimensionalities of the features (19 for Gabor filters, 7 for Haralick, and three for

Gibbs). Note the un-classified (white) window in the upper left corner which is due

to an error pixel in the raw data.
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5.6 Conclusions

As demonstrated with the examples of this chapter, Gibbs random fields constitute a

family of powerful models to extract textural characteristics from remote sensing im¬

ages. We have presented several models that can be used to infer information about

the image data. In particular, the auto-binomial model seems to be a practically
useful descriptor for remote sensing applications. In particular with the very fast

conditional least squares estimator of its parameters, a robust and efficient model

is available. We have demonstrated its usefulness by applying it to all images in

the ETHZ/MMDEMO, on five different scales of each image. For comparison on

Landsat TM images, we have also computed the features based on the co-occurrence

matrix.

The auto-binomial model, in particular its norm and evidence as measures of

the texture strength and randomness, has also been successfully applied in the field

of object recognition. The classification of micrometer-sized coccoliths improved

significantly [Biechnei 2000] by taking into account the norm and evidence of the

texture in a particular interior region of the objects as additional features. An

earlier experiment using invariant features based on the Gabor filter was not able

to improve the classification, probably due to their high dimensionality.

However, our analysis of the different texture descriptors also confirmed that

there does not exist an optimum universal texture model that can be used for any

application. The different characteristics of the different texture models, their dif¬

ferent dimensionality of the feature spaces, and their computational complexity all

have to be taken into account, when selecting a particular model for a new texture

application in computer vision.



6
Un-supervised Classification of

Image Features

Un-supervised classification is an essential step in any statistical pattern recognition

problem. Even if a set of labeled instances of the features (such as the texture

features in the preceding chapter) is available and the problem is a supervised one,

it is advisable to perform a step of exploratory data analysis before actually designing

a classifier. Classification is sometimes also called "cluster analysis", which expresses

the fact that characteristic groups of instances are searched, in which all instances

are grouped closely together.

However, what does "closely" mean? In order to define that, two things are

needed: (f) a space to work in and (2) a way to calculate distances in it. Both

prerequisites significantly influence the resulting grouping as we exemplify in exam¬

ple 6.1. Therefore, the choice of the measure of closeness influences the resulting

groups. Similarly, the choice of models for image data description (levels 1 and 2 in

our hierarchy) significantly influences what kind of characteristic content description

is obtained.

Example 6.1: Classifying Cars

If a set of cars is to be "classified", the resulting groups will be very different whether

the color of the car or the strength of the engine is used to compute "closeness" ;

the first case will result in classes like 'red' or 'black', whereas the second case will

exhibit classes that could best be described by 'economy car' or 'sports car'.

The example also exemplifies another issue: the labeling with a term in a common

language. Even if a system is able to group the colors of the cars into characteristic

groups, no system will ever be able to label radiation at 475nm of the electro¬

magnetic spectrum with the term "indigo" without a human telling it. This labeling
of the un-supervised classes by human terms will be subject of chapter 7. We will

again do this in a Bayesian way '. Staying with the "car example", we show how to

1This enables us to define, e.g., "sports car" as cars being "red" in 60% of the cases and having

87
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retrieve further "sports cars" from a very large collection of cars in a probabilistic

way in chapter 8.

Features originating from different models (on level 1 and 2) are clustered sep¬

arately. In Fig. 6 1, we depict the texture features of the example on page 78. In

the following, we will use this dataset to compare the characteristics of the different

clustering algorithms.

logp(M3rd|D)

2 ^/.

, //, ; t -lu.^.

Figure 6.1: How many characteristic classes are in this data? And which data

points belong to which classes7 Answers to these questions will be given later in

this chapter using several algorithms. For the human eye, the location of clusters

is almost impossible to tell. Here we plot the data depicted in Fig. 5 9(b) and (c),

that is, the norm 0 and logarithmic evidence logp(Msr([\D) of the auto-binomial

model in a RESURS-01 image. The two quantities are measures of the "strength"
of the texture (increasing from left to the right) and of its "randomness" (decreasing
from bottom to the top), respectively.

In this chapter, we first review existing algorithms in Sec. 6 1, before we ex¬

pand on two algorithms in more detail: on clustering by melting in Sec. 6 2 and

on Bayesian classification in Sec. 6 3. Both algorithms have been presented to the

community during the last decade, but they are not widely applied in practical

applications. The "beauty" of the first approach lies in the close relationship to

"more than 100KW engine power" m 90% of the cases Of course, these numbers are again the

result of a process of Bayesian inference



6.1. Review of Algorithms 89

Gibbs random fields, however, this time in the feature space. The "beauty" of the

second approach lies in the fact that the principle behind obtaining the optimal
classification is exactly the same as obtaining the optimal texture description in the

preceding chapter and as performing the user adaptation in the next chapter.

A very important issue in obtaining a vocabulary of signal classes in a database

of images is how the information obtained from different images is combined. The

solution selected in this dissertation is a rather simple one, taking a subset of the

features of all images, a derivation of characteristic classes, and their subsequent

classification. This across-image classification will be presented and discussed in

Sec. 6.1.

The question of how complex the (image) data is, can (at least partly) be an¬

swered using the clustering result; e.g., by considering whether there are few or

many different characteristic types of cars in a collection of cars2. This, and a

simple criterion based on the cross-entropy are discussed in Sec. 6.5.

6.1 Review of Algorithms

There exists a variety of textbooks on classification and clustering, for an older

review see [Ihibes and Jain FM)], for a collection of recent research papers see

[\iabie (I al 1996]. In this section, we therefore restrict ourselves to a short

summary of the main algorithms and the principles behind them.

Clustering algorithms can be roughly categorized according to whether the num¬

ber of clusters is a priori known and whether a certain cluster shape is assumed.

Furthermore, some algorithms for image processing take into account the spatial

neighborhood during clustering. Of course, any clustering algorithm has to make

some, more or less arbitrary assumptions.

Problem of validation or: how to find the optimal algorithm?

Qualitatively, different clustering algorithms can be easily compared via visual in¬

spection by humans on a large set of possible images. For a quantitative assessment

ground truth is needed.

However, a direct comparison of the clustering result with a ground truth map

of the image is not in the spirit of our hierarchical modeling. In our concept,

the semantic labeling combines classification results of different models, e.g., using

spectral and textural features. Of course, this can also be done for one classification

alone. We expand more about the validation concept in Sec. 7.1.

2The set of all cars produced by Volkswagen will be very complex, that is, contain many different

classes, whereas those produced by Smart will probably be very simple, that is, contain very few

classes.
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Hierarchical classification

Hierarchical classification typically starts with as many clusters as data points and

then hierarchically merges clusters which are close together, resulting in a tree of

classifications with decreasing number of clusters.

The advantages of hierarchical clustering are that the computational complexity
is low and the fact that clusters can have arbitrary shape. However, this turns into

a disadvantage if two clusters are bridged by a small chain of data points, which

artificially links them.

K-means

The K-Means, and as an extension the ISODATA (Iterative Self-Organizing Data

Analysis Techniques) algorithm, are computationally very fast, easy to use and

therefore popular. A major disadvantage of K-means is that the number of clusters

has to be specified in advance.

The algorithm starts with a random configuration and iteratively updates the

configuration, first updating the clusters based on a minimal distance rule and then

updating the centroids. The algorithm stops if in an updating step the cluster con¬

figuration is not changed. There exist several extensions to this algorithm, including

more sophisticated initializations, the incorporation of heuristic re-organization rules

(ISODATA), and fuzzy versions.

Another, significant disadvantage of all versions of K-means is that due to the

simple minimum distance rule, which minimizes the sum of squared errors, unbal¬

anced clusters are not handled very well. If the predefined number of cluster is too

large, then elongated clusters tend to be split into several clusters. However, in

combination with our labeling process as presented in chapter 7, K-means is still a

very useful algorithm for our purposes. The disadvantage of large clusters being split

into many smaller ones is automatically coped with via a linking of user interests

to possibly very many classes, and the number of clusters can be set to some useful

value based on experiments. Later, on page 102 in Sec. 6.1, we expand more on the

application of K-means in our concept.

Non-parametric techniques

Non-parametric techniques [i'aira els and Frederb, 1999] use non-parametric mea¬

sures for the cluster validity. Valid clusters are understood as regions of high data

density, which are isolated from each other by regions of low data density. These

qualitative statements are evaluated using measures of the isolation and the connec¬

tivity of a certain clustering. Reducing the number of clusters enhances connectivity,
but decreases isolation. The optimum number of clusters is found by optimizing a

combination of both measures.
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Parametric cluster models

Parametric models estimate the density of data points in a cluster using analytical
models with certain parameters, e.g., multivariate Gaussians. For a known number

of clusters the EM-algorithm can be applied to estimate both the partitioning of the

data and the parameters of each cluster.

For an unknown number of clusters, the maximum a posteriori classification can

be calculated. Thereby, the number of clusters is also subject of the optimization

process. We expand on this so-called "Bayesian classification" in more detail in

Sec. 6.3. We already note here that this classification is computationally extremely
intensive. Since it is—in a Bayesian sense—an optimally correct clustering, and since

at the time of image insertion into the image archive long computations are possible,
this kind of clustering is very interesting for the purpose of optimal image content

description. However, if excessively slow algorithms are applied, their "value" in

terms of better classification results needs to be proven in practical applications.

Using spatial context

Spatial context is a very important notion for human visual interpretation. There¬

fore, it is a very good idea to include assumptions of neighboring pixels belonging
to the same class into the clustering algorithm.

To make neighboring pixels favor the same class, Gibbs random field models such

as the multi-level logistic model presented in Sec. 5.3.3 can be used. Instead of the

pixel value, the region label is the subject of the modeling. For a combination of

K-means with such a model see, e.g., [l'appas 1992].

Another possibility is to use a multi-scale random field as investigated by Hubert

Rehrauer [Hehraiier 2000]. By modeling stochastic processes for the region labels

from scale to scale, this approach takes into account region information on different

scales of the image.

6.2 Clustering by Melting

Clustering by melting [Wong 1993, Wong and I'osner 1993] exploits the notions of

scale in parameter space and of cluster independence. The idea of scale space is

very active in computer vision [Wit kin 10X3, I'eroiia and Malik 1990]. In clustering,
scale enters intuitively since the number of clusters depends on the scale at which

we look at the data. At a very coarse scale, the whole data set is a cluster, whereas

at a very fine scale, every data point itself can be viewed as a separate cluster.

If clusters of several points indeed exist, the information should be present in

the data itself. Thereby, data points closer to the cluster center should give more

information about the clusters while those far away should give less. These different
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degrees of contribution can be modeled probabilistically by defining3

p(x\y) (6.1)

as the contribution of data point x to a cluster at center y. Note that a separate set

of probabilities exists for each cluster y and that, this time, p(x\y) is not normalized

with respect to the integration over the complete parameter space, but instead with

respect to the sum over all data points. The problem is now to find the set of cluster

centers y that best suit the set of data points x with respect to some constraints

that we will define in the following.
The best suiting configuration can be found by maximizing the entropy

S = - ^p(x\y) logp(x\y), (6.2)
X

where the sum extends over all data points x. In order to obtain a clustering, we

assume a cost function

e(x,y) = (x-y)2, (6.3)

which favors data points x close the cluster center and which is subject to the

constraint

^2p(x\y)e(x,y) = C. (6.4)
X

Maximizing the entropy, Eq. (6.2), under this constraint leads to

P(x\y) = ^e-^)2 (6.5)
Ly

with the partition sum

-ß(x-y)2

x

The Lagrange parameter ß is the inverse temperature T = 1/ß as already discussed

in Sec. 5.2.1. From thermodynamics [Huang 19X7] it is known that a system with

such a constraint, Eq. (6.1), settles into equilibrium (that is, exhibits maximum

entropy) if it has minimum free energy

Fy = --ß\ogZy. (6.7)

3In this section, we use a very much simplified notation: x are the feature data points (e.g., 6

of the preceding chapter) and y the cluster centers, but also the class symbol (corresponding to u>i

in the following chapters).
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Minimization of the free energy requires

9FV , N

-^T
= 0, 6.8

dy

which leads to

Zjy
"

X

with Zy defined as in Eq. (6.6). Eq. (6.9) is very different from the results obtained

using maximum likelihood estimations of Gaussian mixtures as used in Bayesian
classification.

For a given ß the problem of clustering is now mapped to the problem of find¬

ing solutions for y of Eq. (6.9). For a general ß, these solutions cannot be found

analytically. However, the following two limiting cases are straightforward:

• For very low temperatures, that is, T — 0 (ß — oo), the exponential degen¬
erates to a delta function, p(x\y) = 8(x — y), and there are as many solutions

as there are data points:

y = x \/x. (6.10)

This is equivalent to the earlier statement, that at very fine scale each data

point is its own cluster.

• For very high temperatures, that is, T — oo (ß — 0), the exponential function

becomes unity, p(x\y) = l/N, and the only solution is just the ordinary mean

of all N data points:

y=N^2x- (6-n)
X

This is equivalent to the earlier statement, that at very coarse scale there exists

only one cluster.

Numerical solution and melting procedure

For all temperatures in between, solutions have to be found numerically. This can

be done in a very elegant way using the theory of nonlinear dynamics, since the

solutions are identical to the fix points of the map

y^y + ^T,(x-y)e~ß{x~y)2- (6-12)
Zjy

"
X

The convergence of this map to a fix point can be shown. In order to obtain all

solutions, the following melting procedure is applied:
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1. An initial very low temperature T0 is chosen and every data point is set as a

cluster.

2. The temperature is increased a little bit, e.g.,

Ti+i = 1.05-Ti that is ßi+1 = -^- (6.13)
1.05

3. The mapping, Eq. (6.12), is repeated until the clusters converge.

4. If two or more clusters share the same center, the data points of the two

clusters are fused to a single one.

5. Proceed with 2. if there is more than one cluster, otherwise stop.

During this "melting" procedure bifurcations occur, that is, at a certain temper¬

ature two fix points "suddenly" merge together to one. Another picture of this

phenomenon is again a phase transition.

Melting and phase transitions

The case of two data points x\ and x2 is analytically tractable. If we have Ax =

x2 — x\, then it can be shown that there exists a critical value

ft,,, =^ (6.14)

for which there are three fix points for ß > ßCTit (of which one is unstable) and only

one for ß < ßCTit. This phase transition corresponds to the temperature at which two

clusters fuse together during the melting procedure. The relation between critical

ß and Ax gives us an idea of how to select the initial and final values of ß in the

melting process.

Assessing cluster goodness

After the melting procedure has been performed, all clusters in scale space are

available and we have to assess their quality. As figure of merit, the total amount

of relative contributions from data points in the cluster can be used:

M(Qy) = Yl PW = Y^ e-«*-»>2. (6-15)

The quantity M(Qy) is called the fractional free energy of the cluster y. Good

clusters can now be selected by thresholding M(Q).
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Example

We demonstrate a typical result using clustering by melting on the data in Fig. 6.1.

After setting each data point to be a separate cluster as the initial configuration,

we proceed as described before and "melt" this configuration by slowly increasing
the temperature T. The initial value of T is obtained by considering minimum and

maximum distances of the points in the dataset.

In Fig. 6.2, we show the state of the melting procedure at two different tem¬

peratures. The two clusterings exhibit 34 and 22 clusters, of which many are not

visible since they consist of one or two points that will fuse together at higher tem¬

peratures. The clustering clearly depends on this "scale", but also on the density of

data points. This results in very unbalanced clusters. For a correct interpretation of

the clustering result, one has to take into account the complete tree resulting from

the melting procedure and observe the lifetime of certain cluster and their fractional

free energy, Eq. (6.15).
From a computational point of view, the current implementation is very demand¬

ing. However, with a hierarchical setup of first doing some standard hierarchical

clustering, thus reducing the initial number of clusters, and then using the melting

algorithm, the computational requirements would be reduced immensely.

Conclusion

Despite the very appealing mathematical formalism, the practical usefulness of clus¬

tering by melting is currently very limited. This is mainly due to the computational

complexity of the current implementation, which assume each data point to be ini¬

tially its own cluster. With some simple hierarchical pre-clustering, the algorithm
could be speeded up by orders of magnitude.

Furthermore, the algorithm is not as "model-free" as claimed in the literature.

The choice of the cost function, Eq. (6.3), significantly influences the resulting clus¬

tering. In particular in the multi-dimensional case, the clustering results strongly

depends on the scaling of the different dimensions.

Despite these problematic aspects, clustering by melting seems to be a promis¬

ing approach to incorporate the notion of scale into the process of clustering. By

simultaneously analyzing the clustering results at different scales of the melting pro¬

cedure, characteristic clusters at possibly very different scales can be automatically
detected. Furthermore, its computational complexity is significantly lower than that

of Bayesian classification, which we explain in the following.

6.3 Bayesian Classification (AutoClass)

"Bayesian classification" [Oheesemaii and Stutz 1995] is un-supervised classification

based upon the classical mixture model, supplemented by a Bayesian method for
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determining the optimal classes. With the AutoClass system a very robust imple¬

mentation has been made publicly available [ VuloOlass 199x]. The experiments that

we will present in the following have been performed using this implementation.

In this section of the dissertation, we summarize the principles behind Bayesian
classification and discuss its usefulness for un-supervised clustering in remote sensing

image archives. Furthermore, we link Bayesian classification to the techniques used

in the preceding and following chapters, and thus complete our picture of "Bayesian

modeling of information".

Basic model

The instances 0% of the data are assumed to be conditionally independent given a

certain classification V (including parameters of each cluster) and a mathematical

model form T. This is equivalent to the assumption that any similarity between

two instances is only due to their class membership. For the purpose of image

classification, this means neglecting any neighborhood information that might be

present. However, due to this assumption we can assume the joint data probability
to be the product of the individual instance probabilities4.

The classes u3 constitute a discrete partitioning of the data, and thus the appro¬

priate probability distribution function is a Bernoulli distribution—the conjugate of

the Dirichlet distribution, which we will meet again in Sec. 7.3 when interactively

adapting the classes to the users' interests.

Cluster models

Parametric class models are of the form

p(Ot\Oteu3,V,T) (6.16)

and provide a probability density for the ith data point 0% given that this data

point is in the jth cluster u3, given a certain classification V in the frame of a

certain mathematical model form T.

The parametric class models play the role of the likelihood, Eq. (2.23). Examples
of class models are

• Independent normal: The probabilities of the different dimensions k (or

"attributes") of each data point factorize into individual Gaussians:

l?(öt|öt G CJ,, y,Tlndep normal) = TT-^^e ^
' (OT)

4
This is exactly the same assumption as used in Eq. «*> 12 where we have derived the maximum

pseudo-likelihood (MPL) estimator and in Eq. (7 1 I) where we calculate the posterior probability

during semantic labeling.
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where we denote the fcth component of 0i with 0^. For data points with

K = 5 components (e.g., normalized spectral intensities of Landsat TM), each

class is being described using 10 variables (five means and five variances).

• Fully covariant Gaussian: The probabilities are described using the full

covariance matrix S:

-\ E(0ifc-Mfc)Sfcfc/(0ifc/-^fc/)
p kk'

p(0i\0i G LOj,V,Tcov.normal) = —-jç-—-j . (6.18)
(2-k) 2 |S|2

The increased model flexibility has to be paid for by a description using a

significantly larger number of parameters. For k = 5 we obtain 20 parameters

(Five means and 15 independent components of the covariance matrix).

• Blocky covariant: rather than just having either the full independence or

full dependence of individual components, sometimes it might be preferable

to select a combination of some components covarying and others remaining

independent.

MAP clustering

Similarly to describing some image data with the optimum texture model (see
Sec. 5.2.1), we seek the optimum (that is, the maximum a posteriori) mathematical

model form for clustering. This is obtained via maximizing its posterior probability

given the data

oc p(T) jp(x\V,T)p(V\T)dV. (6.19)

We note that this is exactly the same step as in Eqns. (2.33) and (5.15). The

total probability of observing the data x can be obtained via Eq. (6.16) and the

assumption of independence as mentioned earlier.

For a fixed mathematical model form T, the maximum a posterior parameter

estimates of the individual clusters are obtain via considering

p(V\x,T)ocp(x\V,T)p(V\T), (6.20)

which is identical to the integrand of Eq. (6.19).
The numerical integration in Eq. (6.19) over the complete parameter space V

(containing all parameters of the individual clusters) is a computational very in¬

tensive task. The authors of the AutoClass system apply a variation of the EM

algorithm [Fenipster vt al. 1977]. Then the problem is equivalent to finding the
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RESURS-Of at scale 0.1

Melting at logT= -3.34

Feature extraction (level 1+2)
and

Image classification (level 3)

AS

^0
03
(3 0

o

Figure 6.2: Un-supervised classification using "clustering by melting" of the data

depicted in Fig. 6 1. Here we display the original RESURS-01 image (top) and the

clustering results at logT = —3.34 (middle) and logT = —3.05 (bottom). Clustering

by melting considers the data at different "scales in parameter space", resulting in

clusters of increasing characteristic sizes. Note the highly unbalanced clusters and

their non-spherical shapes. Of each cluster, we display the contour at e"

value, that is, at Mahalanobis distance 1.0.

2 maximum
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Bayesian classification, fst ranked

&

(Jö'cy

K-means with 12 clusters

Figure 6.3: Un-supervised classification of the same data as in Fig. 6 2, this time

using Bayesian classification: fst ranked (top) and 2nd ranked (middle). In addition,

we show the classification result using K-means (bottom). The number of classes in

Bayesian classification is part of the optimization, whereas for K-means it has to be

known a priori. The upper two results are much more pleasing, since they display

highly unbalanced clusters and one example even exhibits an clusters of high-density
within a cluster of low density.
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global maximum in the very large parameter space V including varying numbers of

clusters. The global maximum is searched for via many repeated runs that all start

with a random configuration and relaxate to local maxima. After a large number

of runs, the runs with the highest posterior probabilities constitute the ensemble of

results.

Example

To demonstrate a typical result of Bayesian classification we again use the data

depicted in Fig. 6.1 on page 88. Due to its complexity, the algorithm had to run

15 hours on a SUN Ultra 10 workstation in order to perform 764 stochastic runs, of

which we summarize the ten best in the Tab. 6.1. The amount of required computing

time might seem immense. However, one has to take into account that the result

really reflects some "optimal" structuring of the dataset and that in the frame of

the across-image segmentation as explained later in Sec. 6.1, this step has only to

be performed once for every sensor-feature combination.

Rank logp(T\x) V

Pmax
# classes

1st -32590.054 1 11

2nd -32590.179 0.883 12

3rd -32591.153 0.333 10

4th -32593.006 0.052 11

5th -32593.174 0.044 10

6th -32593.348 0.037 10

7th -32593.427 0.034 10

8th -32593.481 0.033 10

9th -32593.654 0.027 10

10th -32594.397 0.013 10

Table 6.1: The ten best runs of the AutoClass system for the data depicted in

Fig. 6.1. For each solution, we specify the posterior probability (absolute and relative

to the probability of the fst-ranked solution) and the number of classes. We visualize

the first two top ranked classifications in Fig. 6.3.

In order to visualize how "close" the different top ranked classifications are (in
terms of posterior probability), we also specify the ratios of each posterior probability
to the 1st ranked one. From these numbers, we see that already the 4th ranked is

about 20 times less probable than the 1st ranked one. As opposed to the relative

differences, the posterior probability p(T\x), Eq. (6.19), is rather low because of the

large number of data points.

Furthermore, we observe that the first two classifications have almost the same

posterior probability. We therefore depict both classifications in Fig. 6.3. A visual

inspection reveals that there seems to be only one major difference: the central alps

seem to be modeled by two classes for the f st rank classification and by only one class



6.3. Bayesian Classißcation (AutoClass) fOf

for the 2nd rank classification! This observation is confirmed by the two-dimensional

histogram of class labels that we display in the Tab. 6.2.

2nd/lst 1 2 3 4 5 6 7 8 9 10 11

1 7 530 635 0 0 0 0 0 0 0 0

2 662 4 0 0 0 0 48 0 0 0 0

3 362 100 0 5 17 0 0 1 0 0 0

4 84 0 0 42 420 0 0 8 0 0 0

5 25 0 0 515 0 0 0 0 0 0 0

6 0 137 0 0 6 12 182 3 0 0 0

7 0 2 0 0 0 192 15 13 0 0 0

8 0 0 0 0 0 11 0 0 210 0 0

9 0 0 0 0 0 29 0 0 1 216 0

10 0 0 0 0 0 0 0 190 0 0 0

11 18 19 0 0 0 0 0 0 0 0 0

12 0 0 0 0 0 0 0 0 0 0 4

Table 6.2: Two-dimensional histogram of the first two top-ranked classifications

in Tab. 6.1. The ratio of their posterior probabilities is just 1 : 0.83. For most

of the classes there is a clear one-to-one correspondence, whereas for others the

classification is very different (classes 2 and 3).

This example of two almost equally probable classifications is a very nice demon¬

stration that there does not exist a unique optimum classification of a certain

dataset. Instead there might exist an ensemble of partitionings of the parameter

space with slightly different posterior probabilities. The different solutions can be

of very different nature and can be interesting for different applications.

We point out that in this very basic example, we have neglected considerable

information, by completely ignoring one-pixel information (mean and variance), in

the texture parameter vector by just using its norm and in clustering by neglecting
the fact that neighboring pixel are very likely to be of the same class. Despite

that, the un-supervised clustering of the simple norm and evidence has been able to

automatically detect a class that we as humans would call 'alps'; one solution even

suggested to use two classes that maybe correspond to 'inner alps' and 'outer alps'.

This example of giving labels to un-supervised clustering results already suggests

that at one point of our process of information extraction, a human person has to

assign human terms ("labels") to the classes to make them available to easy queries.

However, before we expand on this user-adaptation in more detail in chapter 7, we

first describe how to treat sets of images and how the complexity of the image data

could be assessed.
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6.4 Across-image Classification

As described in the preceding sections, there exists a variety of powerful algorithms
for un-supervised classification of image features. However, how can classifications

originating from different images be compared? A very common way is the use of

special similarity functions [.Jacobs < I al. 199x] that specify how similar a particular
cluster is to another one.

In order to avoid the complicated (and for real-time applications too slow) ap¬

plication of such similarity functions, we decided to derive a vocabulary of signal
classes from all images in the archive as depicted in Fig. 6.1. We do this by first

calculating the features for each image, then collecting a subset0 of feature data

points (of the order of two million), and then clustering this subset using the pre¬

viously mentioned techniques. After obtaining characteristic signal classes in this

subset of data points, we use them to perform supervised classification of each im¬

age. This results in classifications in terms of a global vocabulary of characteristic

signal classes.

In Fig. 6.5, we display a dataset of seven X-SAR scenes that we have classified

with this scheme using four different models. The resulting classifications are avail¬

able on the Internet6. The purpose of this small experiment is to demonstrate the

concept. In the real application in the ETHZ MMDEMO, the clustering extends

over all images of the respective sensor, that is for Landsat TM over 184 images, for

the aerial images over 66, and for X-SAR over f fO images.

Advantages of across image classification

The vocabulary of globally valid signal classes is very convenient to be used as de¬

scribed in detail in chapters 7 and 8. It can be viewed as one key step in compressing
the large amount of data into the more useful information. With its properties of

deriving a global vocabulary similar to a codebook in coding theory, our approach

can be viewed as a kind of vector quantization of the image features.

Disadvantages and limitations of across image classification

On the other hand, our approach exhibits some problematic points, which have to

be mentioned here. The initial global clustering can fail to detect all relevant classes

in the following two cases: (1) when the number of points of a "relevant" classes is

so small that the subset of feature data points (that is selected for clustering) only
contains very few of its representatives and (2) if new data containing very different

5
Currently, we select a random subset of feature data points from all images—from each image

as many as its proportion in to the whole database. However, a promising extension is be to first

cluster each image separately, and then to take the global subset uniformly from the characteristic

classes.

6URL: http://www.vision.ee.ethz.ch/~rsia/schro/xsar/xsarDB.html
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Figure 6.4: Scheme of across image classification of image features. After com¬

puting the features for each image, we collect a subset of all data, cluster it in an

un-supervised way, and perform supervised classification of all features. This results

in classifications of each image in terms of a vocabulary of signal classes that is valid

across all images in the archive.

signal characteristics is added later, then, of course, no global signal classes exist to

describe them.

The latter can occur if, e.g., a desert scene of Sahara is added to a collection of

images of Central Europe. This problem, however, can be coped with by repeating
the initial global clustering step. The failure to detect small, characteristic classes

can be partly coped with by taking into account a threshold of the class membership'
when performing the supervised classification step using the global signal classes.

Data points at the tails of the distributions, e.g., at 95%, are rejected and assigned

as 'unclassified'. Later all unclassified data points are collected and again clustered

into characteristic classes. These new classes are added to the global vocabulary.

In order to better avoid "loosing" significant clusters, we manually increase the

number of clusters of the initial classification: e.g., if the initial clustering using

7We have performed a similar x2-test in the supervised example in Fig *> 1 \ on page 81
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Bayesian classification revealed 50 classes, we manually fix the number of classes

to 100 and use, e.g., K-means to do the initial classification to which we then add

another 50 classes of the "rare" classes, resulting in a vocabulary of 150 classes in

total.

Despite the disadvantages mentioned here and the—from the Bayesian point of

view—very heuristic determination of the global vocabulary, our procedure proved

to be very robust and useful in practical applications. In particular, the good sep¬

aration of time-intensive and real-time computations is a very big advantage of

across-image segmentation as compared to per-image classification and subsequent

use of similarity functions.

6.5 How Complex is the Image Data?

When describing image content it is sometimes desirable to know how much com¬

plexity can be expected from the image content before actually knowing what the

image content actually is.

In the following, we discuss two ideas to obtain a measure of image complexity:

(1) the optimum number of characteristic clusters in the image data and (2) the

information theoretic complexity of the result of the across-image classification as

defined by information theory.

6.5.1 Optimum Number of Clusters

One way to asses the complexity of certain image data is to determine the char¬

acteristic number of clusters in it. As explained earlier in this chapter, there exist

sophisticated algorithms that are able to determine the number of clusters in a

given dataset. In the following, we apply Bayesian classification for this purpose

(see Sec. 6.3).

Continuation of the case study on texture

In order to continue the short case study on different texture features started in

Sec. 5.5.3, we now perform un-supervised clustering of the image feature data of

the same image using different features. For the purpose of overall description of

the texture information in the image it would be more preferable to discover the

"inherent" structures in the parameter spaces of each feature. This is equivalent to

finding the "natural" classes in the image data given a certain texture model and

models for the classes. The natural choice is therefore to use Bayesian classification

as discussed in Sec. 6.3.

As parametric class models we select fully covariant Gaussians in order to allow

the different elements of each texture feature (GLCM, Gabor, and Gibbs) to be

fully correlated with each other. Using this probabilistic class model, we then let
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xsar_001

Bir Misaha / Egypt

22.45°N/28.06°E

xsar_002

Weddell Sea

58.31°S/16.27°E

xsar_003

Atlantic Ocean

46.86°N/23.82°W

xsar_004

Equatorial Pacific Ocean

5.54°N/f43.26°W

xsar_005

Tuva / Russia

5f.03°N/93.4f°E

xsar_006

Naryn / Russia

50.23°N/96.40°E

xsar_007

Sagly / Russia

50.47°N/91.50°E

Figure 6.5: Example dataset of seven X-SAR images. Image 001 depicts a desert

scene, 002 an ice field, 003 and 004 show ocean scenes, 005 and 006 mountainous

areas, and 007 a mixture of mountains, planes, and a lake. How is the ranking
of these images according to complexity7 Readers curious to make an experiment

should compare their personal ranking with the results on page 108. Link: View the

data and the unsupervised segmentation!
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the algorithm search for the classifications with the maximum a posteriori (MAP)

probability. This includes the search for the optimum number of classes, which is

based on a high number of repeated runs each starting from a different random

classification and each converging to a local maximum of the MAP probability with

a possibly different number of classes. The result of the search is an ensemble of local

maxima of which the most probable ones can be assumed to be the approximate

"optimal" ones [Oheesemaii and Stutz 1995]. We show the resulting number of

classes for the four best classifications in descending order in Tab. 6.3.

Texture feature

(dimensionality)

Number of classes of

the best classifications

GLCM (7)
Gabor filter (6)
Gabor filter (4)
Gibbs fields (3)

5, 5, 5, 7

55, 41, 45, 40

48, 44, 52, 46

41, 33, 48, 23

Table 6.3: Number of classes for the four best classifications in descending or¬

der using the texture features discussed in this paper and un-supervised Bayesian
classification.

From this result, we can conclude that the GLCM features, despite their high

dimensionality, are not able to provide a large number of different signal classes.

The Gabor filters with two and three scales (with four and six dimensional feature

vectors, respectively) both result in about 50 classes, whereas the feature space of

the Gibbs fields exhibits a slightly smaller diversity with only about 40 classes. In

defense of the GLCM-based features we point out that these features are calculated

on data that has been adaptively re-quantized to 4bit8, whereas the Gibbs and

Gabor features make full use of the 8bit range to model the data. Therefore, the

small number of clusters of the GLCM-based features can be partly explained using
the loss of information during re-quantization.

We show the classification results of the Gabor filter (two scales) and the Gibbs

fields in Fig. 6.6. Note that certain texture classes have been successfully detected by
the un-supervised algorithm (e.g., different parts of the city in the upper left part).
At the borders of different textural areas "mixture classes" have been generated

(e.g., at the borders of the two lakes).

We continue our short case study in Sec. 7.2.2 with the comparison of these

un-supervised clustering results with user-provided training regions.

For 8bit data the GLCM is 256 x 256 which has to be estimated by a 32 x 32 texture sample,

resulting in a very sparse matrix. If the data is re-quantized to 4bits, then on the average four

pixel pairs are available per entry.
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Figure 6.6: Un-supervised Bayesian classification of the Gibbs features (left, 41

classes) and Gabor features (two scales, right, 48 classes) for the image in Fig. 5.11.

We display the different classes of each classification using random grey values. A

clear correspondence of certain classes can be observed.

6.5.2 Information Theoretic Measures

In addition to the characteristic number of classes, we can use the result of across

image classification together with an information theoretic measure to determine

the complexity of the images.
Let V := {pi,p2,... ,pr} and Q := {qi,q2,... ,qr} denote two complete sets of

probabilities of a particular random variable (the same variable for V and Q), with

p% and q% being the prior and posterior probabilities

pl=p(ul) and qt = p(ut\Ic), (6.21)

respectively. We assume the prior probability to be the probability p(ojt) of a par¬

ticular class ujt in the whole database, and the corresponding posterior to be the

probability p(ut\Iç) in a particular image Iç.
The relative entropy (or cross-entropy9) H(V//Q) is defined by the expression

[JuniaiM 1990]

r

H(V//Q):=Y,Q*^-- (6-22)

This quantity is a measure of how much the two distributions, V and Q, are away

from each other; if they are very close to each other, this quantity is close to zero; if

9 Another very related quantity is the mutual information (or transinformation) which has the

same functional form and for which the two complete sets of probabilities qt and pt are given by
the combined probabilities p(A:), Bk) and p(Aj)p(Bk) of the outcomes A3 and Bj. of two different

random experiments.
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Texture models (level 1 and 2):

model scale window size preprocessing

A auto-binomial 0.1 16 x 16 mean only
B auto-binomial 0.1 16 x 16 mean and variance

C auto-binomial 0.2 32 x 32 mean only
D auto-binomial 0.2 32 x 32 mean and variance

Information theoretic complexity H(V//Q) (level 3):

^l

ABC

texture model variant

A B C D

xsar_001 0.41 0.45 0.45 0.75

xsar_002 0.57 0.46 0.56 0.64

xsar_003 1.21 0.56 0.61 1.26

xsar_004 1.74 1.93 2.15 2.25

xsar_005 0.09 0.10 0.05 0.23

xsar_006 0.67 0.82 0.41 0.82

xsar_007 0.07 0.08 0.10 0.16

~

- ,003

_qo2_"7_:

004

006
''

,,

^

-'

=_
—

-
001

005__ J207_

c

Ranking according to complexity:

A B C D Human! Human2

simplest 4 4 4 4 4 4

3 6 3 3 3 3

6 3 2 6 2 6

2 2 1 1 6 2

1 1 6 2 1 5

5 5 7 5 5 1

most complex 7 7 5 7 7 7

Figure 6.7: Complexity of the images in our X-SAR test dataset measured by
the cross entropy H(V//Q) of posterior versus prior class probability. For different

image signal models, the images exhibit a different complexity. Images 005 and 007

are very "complex" (exhibit low cross-entropy), whereas image 004 is very "simple"

(exhibits high cross-entropy) for all models. The complexity of the other images

depends very much on the model; in particular, image 006 can be either "simple"

(model B) or rather "complex" (model C). We comment about the different ways

of preprocessing of the texture model ('mean only' and 'mean and variance') on

page 60.
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they are far away, it exhibits large values. Note that H(V//Q) > 0 for any V and

Q.

When applied to the probabilities of the classes on level 3 of our hierarchy, the

cross-entropy tells us whether an image is a typical mixture of the overall image

content in the archive or whether it is "rather simple". Of course, this measure of

complexity on level 3 is in very dependent on the model (that is, feature) used on

level 1 or 2. We illustrate this by analyzing the complexity of the small X-SAR test

dataset shown in Fig. 6.5 using four different variants of the auto-binomial texture

model. We depict and plot the cross-entropies, Eq. (6.22), for the seven images and

four slightly different models in Fig. 6.7.

In addition to the complexity estimation using the cross-entropy we let several

people rank the images according to visual complexity, and as the two examples in

Fig. 6.7 show, the approximate order is captured using our simple approach based

on the cross-entropy. It would be a very interesting experiment to repeat such an

experiment with a larger dataset (maybe also with photographic pictures) and a

larger number of participants.

Complexity in the ETHZ MMDEMO

Since across image classification has also been applied to classify the features of

the images in the ETHZ MMDEMO demonstrator (see App. A for more details),
the integration of the concept of "complexity through cross-entropy" has been a

straightforward task. However, the interface still needs to be modified to easily

query for, e.g., "spectrally simple" images. Currently, one can query for complexity

as follows: 'Image Content Search'—>'Model'—>'Image Complexity' and then 'Spec-

traLComplexity' or 'Gibbs_Texture_Complexity'; for these two models, the percent¬

age corresponds to the value of the cross-entropy (e.g., a minimum percentage of 0.7

queries for images with H(V//Q) > 0.7, that is for rather simple images).

Statements by humans about images with high and low cross-entropy are typi¬

cally like the following:

• "The images with high cross-entropy look much better, more interesting."

• "The images with low cross-entropy look all similar, whereas those with high

cross-entropy are more different among each other, they are somehow away

from the average."

These statements coincide very much with the earlier interpretation of the cross-

entropy. The practical value of this complexity for querying in a content-based

manner should be studied in more detail.
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6.6 Conclusions

In conclusion, we note that there exist algorithms that go well beyond established

algorithms, such as K-means. The detection of the optimum number of clusters,

the detection of clusters inside clusters, and the existence of very unbalanced clus¬

ters make in particular the method of Bayesian classification (AutoClass) a very

valuable tool to find characteristic structures in the parameters space of features.

Clustering by melting goes in the same direction, but how to analyze the resulting
tree of classifications is still open. For both algorithms, the very high computational

demands prevent a more wide-spread usage. In particular, the clustering of very

large datasets, as is necessary for the application in large image information sys¬

tems limits the possible complexity of the cluster algorithm and therefore prevents

the usage of more sophisticated algorithm.

Therefore, in the practical application in the ETHZ/MMDEMO the traditional

K-means algorithm has been used to cluster about two million data points of each

feature. To do this, the number of clusters has been set to about 2-3 times the

number of clusters as reported by smaller experiments using AutoClass. In addition,
the procedure to detect sparse clusters has been applied.

We have to point out that through the usage of a simple clustering algorithm

(K-means) to obtain elements of level 3, the step of classification reduces to vector-

quantization of the features, thus increasing the importance of the next step: the

definition of user-specific interests.

In this chapter, we have presented as by-products two intuitive measures to

estimate the complexity of the images for different image signal models: (1) the

characteristic number of clusters and (2) an information theoretic measure based on

the cross-entropy of the marginal distribution of classes as compared to the overall

distribution of classes in the database. In particular the latter might offer very

interesting applications in content-based archives, since it allows a ranking of the

images according to the user's subjective concept of complexity.
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User Adaptation and Interactive

Learning

In this chapter, we focus on a very important step in providing content-based

query techniques: the interaction with the user and the flexible incorporation of

application-specific interests. In the preceding chapter, we have applied a family
of strong signal models to obtain image features (e.g., spectral models or texture

models at various scales), and then performed an un-supervised clustering to obtain

characteristic signal classes. This vocabulary of signal classes is now utilized by the

users of the image archive to define their specific interests.

With this hierarchical procedure consisting of a slow, un-supervised clustering

step, and a fast, user-interactive learning stage, the setup resembles the FourEyes

system [Minka and Heard 1997]. However, whereas in the original a self-organizing

map was used for modeling a weight-space, we use different Bayesian networks [I leck-

erinaii 1990] to directly link user interests and signal classes. This provides the user

of the image archive with a probabilistic classification of the content of each im¬

age. Such a soft classification, which already has been proposed using fuzzy analysis

[Benz 1999], provides very intuitive information on the image content to the remote

sensing user.

An advantage of Bayesian techniques is that they are free of ad-hoc assumptions

and that they promise robust processing of information even for very limited user

examples. Furthermore, we can use the same Bayesian network to retrieve images
in a probabilistic way. Such techniques for probabilistic retrieval are currently also

being proposed for text and multimedia retrieval [Schäuble 1997].

Since the computationally intensive operations (application of signal models and

un-supervised clustering) are performed at insertion time of the images, and since

the actual user-specific labeling requires only very simple computations, it is possible

to perform the latter in an interactive fashion on the client computer of the user.

Existing network technologies and the capabilities of the Java programming language

[Ja\a 1999] enabled us to set up an online demonstration [Schröder 1999b] that can

be accessed by any user on the Internet without special software requirements. Most

of the examples shown in this and the following chapter can be easily repeated and

Iff
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modified for one's own applications.

7.1 Basic Model of User-specific Cover-types

bevels 1 to 3 constitute a completely un-supervised characterization of the image
data D on level 0. Based on the objective characterization of the image content on

level 3, we now define the interests of the users of the image archive (level 4). We

denote these subjective elements by Av and link them to the objective elements uji

through the probabilities p(uJi\Av). We exemplify the role of p(uJi\Av) in example 7.1.

Example 7.1: How to model 'city'?
A rule-based definition of, e.g., 'city' would be "the cover-type 'city' is of 'red' or

'grey' color and exhibits 'fine' texture". Graphically, this can be written as

cover-type='city' — (color='red' or 'grey') and (texture='fine') (7.1)

However, since we are interested in a robust modeling of the cover-types we do this

in a probabilistic way:

p(color='red'|cover-type='city') = 0.3, (7.2)

p(color='grey'|cover-type='city') = 0.6, and (7.3)

p(texture='fine'|cover-type='city') = 0.9. (7.4)

Simply speaking, these probabilities can be viewed as frequencies, e.g., "nine out of

ten 'cities' exhibit 'fine' texture". However, in a strict sense, they are again degrees
of uncertainties, since the system has to learn them from very few user examples

(see Sec. 7.3).

This example also reminds us of the fact that we model cover-types in terms

of signal properties of the image data and not individual geometrical objects that

require a much more sophisticated semantic modeling1.

Combining Indices of Different Features

Using the image classification (level 3) of a single feature is in general not sufficient

to ensure a robust representation of application-specific cover-types (level 4). For

example, a purely spectral definition of 'city' for the thematic mapper sensor of the

1A modeling of 'city' in that spirit would be to define it as collection of 'houses', 'roads', and

'parks', which are again modeled as, e.g., 'roofs' and 'walls'.
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bandsat satellite is both very critical concerning spectral deterioration through ex¬

isting haze and might have significant amounts of "false negatives" (e.g., 'villages'
with a lot of vegetation) and "false positives" (e.g., 'alpine rocks' exhibiting no

vegetation and man-made structures). In this example, an additional signal charac¬

terization using a texture model would make the inference process more robust and

the definition of the user interest more precise.

However, since at the time of data insertion we do not know which features have

to be combined for later applications, we calculate a separate vocabulary for each

feature. Therefore the whole vocabulary of signal classes uj% is decomposed into

many "sub"-vocabularies

u3k... = ^spj <S> wtx,fc ® ... (7.5)

We exemplify the combination of different features using the combination of one

spectral and one textural model (denoted by 'sp' and 'tx', respectively). We point

out, however, that any combination of any number of models, such as one particular

texture model at several different scales, can be used in this framework.

Note on Notation: i versus jk

In order to make the mathematics clearer to the reader we use the indices jk ...

to denote the indices of the "subspaces" of individual features.

Using the index i represents the signal class of a combined space. This combined

space can be derived from any number of features, starting with one. However,

this should be of no importance in the context in which i is used.

We link the elements of the joint space of signal classes to the user interests.

This can be done using several models for the likelihoodp(uj3k\Av): one is to assume

full dependence, that is,

p(u3k\Av) =p(usPt3,utx,k\Av), (7.6)

another is to assume conditional independence for fixed Av, that is,

p(u3k\Av) = p(usPt3\Av) p(utx,k\Av). (7.7)

The latter is also known as "naive Bayes' classifier". Based on user examples it is

possible to infer the optimal model for p(u3k\Av). In this dissertation, however, we

restrict ourselves to the discussion of the case of conditional independence.

7.2 Inference From Data (Level 0) to Cover-type

(Level 4)

The image classification (level 3) provides us the posterior probability p(ut\D) of

the signal classes uj% for certain data D (which is in general a sub-window of a whole
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image). This can be either the posterior probability of the class uji for each pixel

(see chapter 6) or just the frequency of it in a larger image window

Given the classification on level 3, we can now calculate the posterior probability
of the label Av as

p{Av\D) = Y,P{AM)p{ui\D), (7.8)
i

where we have assumed p(Av\uji,D) = p(Al/\uji), that is, that the signal character¬

istics of the cover-type Av are fully described by Ui. Using the Bayesian inversion

formula, Eq. (2.1 1), this time between level 3 and 4, we can further write

V(AAD)=V{A^P{^P{^D\ (7-9)
i

P(Vi)

with the priors of the signal class uji being p(uJi) = J2Up(ui\Av)p(Av) and the prior

of the cover-type label p(Av).

Incorporating Prior Knowledge About the Cover-type Labels

There are several ways to determine the prior distribution p(Av) of the cover-type

labels Av. If there is no additional information, the straightforward way is to assume

an equal prior. Another possibility is to use the distribution of Av in the training

regions of p(uJi\Av) (for more about "learning" these probabilities see Sec. 7.3).
A very interesting way for practical applications is to use existing knowledge

of the application domain as exemplified in example 7.2 using the classification of

snow.

Example 7.2: Using Prior Knowledge About Snow

If snow is to be labeled on a satellite image at a certain time of the year, then

the snow/elevation distribution of earlier years can be incorporated—if the image is

geocoded and if a digital elevation model is available.

This is a perfect scenario for the application of Bayes's rule:

p(Asmm\ujj)^ oc p(uJi\Asnow)^ Pv^isnowJ (7.10)

total evidence evidence through
of snow signal class

evidence from
earlier years

However, if such an "informative" prior is incorporated into the analysis, the

results can significantly reflect the influence of the prior2. As stated earlier, the

2For example, if there is no evidence for or against snow in the data, then we obtain the ratio

of priors as ratio of the posteriors. However, if there is really strong evidence in the data, then the

influence of the priors should be negligible.
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result of a Bayesian analysis reflects the uncertainty about a certain hypothesis

given the data and our prior assumptions. Therefore, Bayesian techniques should

not be blamed for "wrong" results, instead their incorrect application must be.

Posterior Maps of Cover-types

Since the data D is spatial image data, we can visualize the posterior probability

p(Av\D), Eq. (7.8), as an image. We call the spatial visualization oip(Av\D) "pos¬

terior map" and use it to communicate the current state of the cover-type definition

to the user. We display the probability linearly from 0 to f as depicted in Fig. 7.1.

Is data D of cover-type Avl no don't know yes

— I
0.0

,
.

,_
f.O

p(A„\D)

Figure 7.1: Continuous grey-scale coding of the posterior probability from 0 to f as

we use it in the following to display the posterior maps. Full white denotes that the

data D is almost certainly of the cover-type Av, whereas black denotes the opposite

case. Grey at around 0.5 denotes an indifferent decision with equal probabilities of

Av and -iAv.

Both our interfaces for learning, the off-line version depicted in Fig. 7.3 and the

online version in Fig. 7.1, use two windows: (1) the original image D on the left and

(2) the posterior map p(Av\D) for particular cover-types on the right. This results

in a very convenient tool with which the user can define his own interest. However,

before expanding on how the cover-type definition can be learned, we present two

examples: a qualitative one in Sec. 7.2.1 that demonstrates the potential usefulness

of the incorporation of texture and a quantitative one in Sec. 7.2.2 that analyzes
how well certain training regions on level 4 can be represented by the un-supervised

segmentation results on level 3.

7.2.1 Example: Defining City Using Spectral and Textural

Information

As first example, we consider the cover-type labels Aclty, Aiake, ^fields, and Aforest,
in terms of which we intend to classify bandsat TM data. In order to demonstrate

the robustness of the labeling process using several features, we train these labels

on a bandsat TM scene located north of the Alps and subsequently use the defined

labels to classify an image south of the Alps.

After learning the probabilities p(ujt\Av) (as discussed in Sec. 7.3), posterior maps

p(Av\D) can be easily calculated using Eq. (7.9). We show the resulting posterior
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maps for Acity using the signal classes uji of the spectral features alone, the texture

features alone, and of both features combined in Fig. 7.2.

As expected, the signal classes based on spectral features alone are not able to

detect most of the cities or small villages in the area under investigation; instead,
the vegetation-less regions along the river exhibit strong posterior probability of

'city', whereas in regions with cities only very low evidence is indicated. However,

when adding the signal classes of a texture model (the auto-binomial model at finest

scale), a significant number of the cities and villages is found. Note in particular
the smaller villages that are detected.

When combining both models, the evidences of 'city' are pooled together, re¬

sulting in a rather stochastic looking posterior map. The fine and blocky structures

due to the spectral and textural signal classes, respectively, are clearly visible. Note

that the posterior probability p(Av\uspj, üJtXtk) of a cover-type label given the signal
classes of two features is not just the product of the individual posterior probabili¬

ties, p(Av\uspj) and p(Av\ujtyi>k) as might be suggested by Eq. (7.7). Instead, there

is a subtle interaction between the two features via the prior predictive distribution

p(usPtj, Utx,k)- This results in a posterior map of the combined models which contains

most interesting structures of each model as can be seen in Fig. 7.2.

7.2.2 Case study on texture models: Linking user interests

We now finish our short case study on texture features started in Sec. 5.5.3 and

continued in Sec. 6.5.1 by linking user interests to the un-supervised clustering results

of each feature.

After obtaining an "optimal" description of the existing structures in the feature

spaces of the data and different texture features, we now ask whether these descrip¬

tions can be linked to actual cover type labels. For a quantitative evaluation we use

the training areas of the cover type labels {Av} used in Sec. 5.5.3 and ask whether

the un-supervised segmentation {uji} is able to represent this knowledge. A perfect

representation would result in p(Av\Aß) = 8ß>l/, that is, a trained label Aß would

result in probability one for this label and zero for all others.

Given an (un-supervised) segmentation {uji} and training regions for the labels

Av, we can learn the likelihoods p(uJi\Av) and obtain

P(MA») = Y.P^M)p(^\Aß)=p(Av) Y^p^A)p^\ (7.11)

with the prior probabilities p(Av), given by the statistics of the training regions,
and p(oJi) = J2U, p(ui\Av')p(Av>). Using this simple measure of separability and the

best classifications of each model (GbCM-based, Gabor, and Gibbs) as reported in

Tab. 6.3 on page 106, we obtain the results shown in Tab. 7.1.

As already seen qualitatively in the direct, supervised classification, Gabor fil¬

ters perform well for all cover types except for 'city'. These areas exhibit a very
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A,

P{AU \Aß) GLcM-based

lake city forest fields lake city forest fields

P(AM^)\GibbB

lake city forest fields

lake

city

forest

fields

81.4 1.0 13.0 4.6

8.4 38.8 35.8 17.1

42.7 13.7 32.4 11.2

17.4 7.6 13.1 61.9

95.6 1.1 1.8 1.5

9.4 51.1 22.2 17.3

5.9 8.5 77.9 7.7

5.5 7.7 8.9 77.8

96.2 0.9 1.5 1.5

7.3 69.9 10.8 12.0

4.9 4.1 67.8 23.2

5.5 5.3 27.0 62.1

Table 7.1: Probabilistic error matrices between application-oriented training re¬

gions and the un-supervised Bayesian segmentation of GbCM-based, Gabor, and

Gibbs features (with 5, 48, and 4f classes, respectively). The quantity p(Av\Aß)
specifies the probability of classifying label Av in a region that actually has been

labeled with A,,.

fine texture, which is better captured by the Gibbs field. As opposed to the di¬

rect features, the un-supervised segmentation of the GbCM-based features is not a

satisfying representation of the cover types used in this example.

Conclusion of the short case study

Sees. 5.5.3, 6.5.1, and 7.2.2 constitute a short case study on the usage of texture

for remote sensing image characterization based on GbCM-based features, Gibbs

random fields, and Gabor filters. This study covers the supervised segmentation
of a typical optical satellite image into a set of user-provided classes, but also the

un-supervised segmentation into an unknown number of "natural" classes.

The un-supervised segmentation using Bayesian clustering reveals that the Har¬

alick features of the GbCM contain significantly less structure than the other two

features (about five classes compared to about 40 and 50). Therefore, the Haral¬

ick features seem to be less suitable for automatic extraction of (unknown) remote

sensing image content. However, due to their good performance in the supervised
classification and their fast implementation, they are still a very useful descriptor of

texture in practical applications if the semantic classes are known a priori.

Gibbs fields and Gabor filters are very different in nature: the first are very

powerful in describing short-range interactions and very "random" textures in a co¬

herent Bayesian formalism, whereas the latter are able to capture texture properties

at different scales and orientations to a close-to-complete degree at the cost of a

high-dimensional feature space.

7.3 Interactive Learning of the Probabilities

Before making the inference from the image data D to the cover-type label Av, the

system has to learn the likelihoods p(uj3k\Av) based on user-provided examples. This

is either done directly for the classes uj3k as combinations of features, or if we assume
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conditional independence, Eq. (7.7), for each feature independently. Therefore, for

the following description of the learning, we restrict ourselves to denoting the signal
classes by a general Ui.

Bayesian inference provides an elegant way of learning the probabilities in a

Bayesian network from data [I leckerniaii 199(i]. For the following derivation of learn¬

ing the complete set of r probabilities p(uJi\Av), we assume a user-provided training
data set T given hy {N\,... ,Nr}, with Ni being the number of times uji occurs in T.

Since uji is a variable with r states, the vector of N has a multinomial distribution

[Bernardo and Sniit li 199 l] if we introduce the parameter vector <f> = {(pi,... , <pr}
as parametric model of the desired probabilities

p(ui\Av,<f>) = <f>i. (7.12)

We note that for each label Av we need a separate parameter vector </>. However,

in order to avoid awkward notations like (piV we assume Av fixed (for the moment)
and omit any further //-indices. We now move the discussion from assessing the

probability of the signal class uji to assessing the probability of the parameter </>,
that is, we investigate the probability3 of "the probability of the signal class io".

If a new label is to be defined, then the initial prior distribution is constant

p(<p) = T(r) = (r-\)\, (7.13)

with the number r of signal classes uji and the Gamma function Y(x). Note that

Eq. (7.13) results from the normalization constraint of p(4>) and that it is equiva¬

lent to the number of combinatorial subsets of independent variables in </>. After

observing the instances Ni of the training dataset T the posterior probability is

p(T\4>) -p(<t>)
p(cj>\T)

p(T)

Y(r + N) T-r jM

iLr(i + iv,)

= Dir(0|l + iVl5... ,1 + iVr), (7.14)

with the Dirichlet function Dir((f)\a) as defined in App. 0.1, the total sum N =

J2i ^i of the training samples, and the hyper-parameters

at = l + Nt. (7.15)

After observing another training dataset T', which we assume to be independent
from T, we obtain via

p(T'|0,T)pf>|T)
p(4>\T',T)

p(T',T)

T)iv((j)\al + Nll,...,ar + Nlr) (7.16)

3It is not a typing error that we are talking about the "probability of a probability"
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Figure 7.3: Off-line interface for interactive learning of remote sensing image con¬

tent. On the left, the user sees the original image data (level 0). Here he can define

a set of cover-type labels and provide training regions for them. After selecting

one or two content indices (that is, the image classifications, level 3), the user can

request the posterior probabilities p(Av\D), Eq. (7 8), for a particular cover-type

(as depicted here for 'city') or request a maximum a posteriori (MAP) labeling of

the whole image. Since the computationally intensive parts of the inference have all

been pre-computed (from level 0 to level 3), only the link p(ut\Av) between level 3

and 4 has to be computed, Eq. (7 19), followed by the calculation of the posterior

map, Eq. (7 8). This results in an almost instantaneous update of the display on the

right. The definition of a set of cover-type labels is an iterative process of providing
additional training areas and subsequent viewing of the posterior map or the MAP

labeling. The latter might already be a sufficient classification of the image content

for later GIS applications. A simplified version of this interface is accessible via the

WWW [S( In odd 1999b]. We depict it in Fig. 7 1. bink: View a full resolution

snapshot of this interface!
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. « Netscape: Interactive Learning and Search

Frio Edit View <Sa Comrainustsr

X

HäJp
'

BoQkfmfte Jß. QaTs http //www vision ee ethz chArsia/ClickBayes A Q

Interactive Learning and Search
k r DLR

Online training of forest using two features (gmrfl5.:gmrfl5.WS01)

Cover-type name borest .Reset] .AdjLt£iQÏI.GÎ£!'.¥] .5êI[î11'J

JK

-J&- a* a sB-

Figure 7.4: On-line interface for interactive learning of remote sensing image con¬

tent. On the left side the user can see the original image (the example shows an

aerial image of a village in Switzerland), in which he can give positive or negative

examples for his cover-type of interest by clicking into it with the left or right mouse

button, respectively. After each click, the hyper-parameters of the probabilistic link

are updated, Eq. (7.17), and the posterior map on the right side of the display is

recomputed, Eq. (7.9), and redisplayed (black to white denote continuously 0 to 1).
We show an example sequence of this kind of learning in Fig. 7.5. The user proceeds

until he is satisfied with the posterior map. Then he can use the newly defined

cover-type for probabilistic retrieval as explained in chapter 8. The vertical bars

on the right indicate the strengths of the probabilistic links for each feature (here,
we use Gibbs random field models at scales lm and 2m). bink: Enter the interface

here!
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a further update of the hyper-parameters by adding the number of times lo[ in the

training data set T":

cJx = ct% + N{. (7.17)

Therefore, each additional training data by the user can be viewed as an update
of the vector of hyper-parameters. The initial state of knowledge, Eq. (7.13), is

represented by

e*o = {l,...,f}. (7.18)

Given a description by hyper-parameters ot obtained through some training T, we

obtain the desired probabilities as expectation over all possible values of </>. As

sketched in App. CM this results in

rv

p(u%\Av,T) = ^. (7.19)
a

with a = J2t a% being the sum of all individual hyper parameters. In addition,

analytical expressions for the variance are available.

Altogether, the computational costs of learning the probabilistic definition of a

user-specific cover-type and generating a posterior map of it are very moderate. It is

therefore possible to run the whole process of Bayesian inference in the Java virtual

machine of a standard client computer and give instantaneous feedback to the user

after giving a new training sample.
We depict our experimental Web interface in Fig. 7.1. The user defines one label

at a time and gives examples for and against it (e.g., 'city' and 'not city'). The

examples are given by clicking with the mouse on points in the image: using the

left mouse button for positive, the right one for negative examples. After each click,
the posterior map of the cover-type is updated. This immediate response provides

a very intuitive way of training a cover-type. We show an example sequence for the

definition of 'city' in Fig. 7.5.

The straightforward calculation oi p(ojt\Av), Eq. (7.19), and the intuitive up¬

dating rule of new training data, Eq. (7.17), make the hyper-parameters a a very

convenient means for describing the probabilistic link between objective and sub¬

jective image content description (levels 3 and 4, respectively). In Tab. 7.2, we

present the label definition of the cover-type label 'mountains' used in the example
in Fig. 8.2. As can be seen, a minimum of information needs to be stored for each

cover-type definition. We store all labels in the database table 'label' with refer¬

ences to the used features and the user who defined the label. For a full sketch of

the tables and their relations in the database system, we refer to Fig. A.2 in App. A.

The user can only train on one image at a time, but he can issue an immediate

search in the archive for his cover-type and then continue on one of the retrieved

images. This incremental improvement is a very essential component for a robust

definition of the cover-types. We expand on this in detail in Sec. 8.3.
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Initially: After 1st (+): After 2nd (+):

After 3rd (-) After 4th (-): Finally:

Figure 7.5: Example sequence of interactive learning using the interface depicted
in Fig. 7 1. In the upper image, we show the original image (bandsat TM, band 5)
with the sequence of example points given by the user (marked by (+) and (—) for

positive and negative examples, respectively). The small images below show how

the posterior map, Eq. (7 8), for the cover-type 'city' evolves. After two positive

examples for 'city', the user has to give several negative examples, until he might be

satisfied with his definition. Then he can use the newly defined cover-type label for

a search in the whole image archive as we explain in chapter 8. In this example we

have used the signal class indices resulting from normalized spectral intensities and

from a Gibbs random field model at scale 25m. bink: Redo this experiment now!



124 Chapter 7. User Adaptation and Interactive Learning

attribute name attribute value

label_no

label_name

mmuser_no

parent_no

label_date

807

'mountains'

8 (reference to user)
806 (label from which this label has been derived)
23.08.1999 10:21 (label creation date and time)

feat_no

scale_no

yes

no

9 (reference to feature one)
2 (reference to scale one)
'1 1 1 1 1 1 10 23 1 26 1 1 1 1 73 1 6 1 1 1 1 1 1 1 43 1 1 1 1 1 1 1 1

11111111111111111'

'1 26 1 10 1 1 1 51 1 1 1 1 1 1 30 1 1 1 1 1 1 1 1 1 38 1 14 25 1 4 36

1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 r

feat2_no

scale2_no

yes2

no2

9 (reference to feature two)
3 (reference to scale two)
'1 1 1 1 1 87 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

1 1 1 1 1 1 1 90 1 1 1 1 1 1'

'1 1 1 1 1 1 1 1 1 1 1 26 29 1 1 1 1 1 1 1 47 40 1 33 1 1 31 1 1 1 1 1 1

1 1 1 1 1 1 1 1 1 1 1 26 1 1 1 1 1'

Table 7.2: Entry of the cover-type 'mountains' in the database table 'label' as used

in the example in Fig. 8.2 in chapter 8. The upper entries are meta information

on the label. The lower two parts contain the description of the stochastic link to

the two feature/scale combinations. The arrays 'yes' and 'no' contain the hyper-

parameters a oî p(ut\Av) and p(ujl\-^Av), respectively. Similarly, 'yes2' and 'no2'

describe the link to the second feature.

A more severe limitation of the current interface is that training on full resolution

data is only possible for selected geographic locations, otherwise quicklooks4 of the

original images are shown to the user. However, the content-based index (level

3) has been computed on full resolution data. Therefore, our interactive labeling
interface enables the user to actually "see" into the archived data without actually

getting it. This might be a very attractive feature to promote image data with a

very restrictive data policy.

"Quicklooks" are coarse-scale versions of large images. In our case the quicklooks are 256 x 256

with the full images being 1024 x 1024.
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7.4 Analysis of the Denned Labels

Once the stochastic link p(ui\Av) between subjective user interests (level 4) and

objective feature classes (level 3) is established, the question of the quality of this

link arises. We have to differentiate between two aspects of quality: (1) the quality
of the stochastic link and (2) the quality of the resulting search results.

The quality of the stochastic link is directly accessible using information-theoretic

principles. Kullback [Kullback and bei bier 1951] defines the divergence D(AV,^AV)
between two complete sets of probabilities for Av given by {p(ui\Av),... ,p(ur\Av)}
and for -iAv by {p(uJi\-iAv),... ,p(ujr\-iAv)} as

D(A„,^A„)

r

E [p(ui\Av) - p(ui\->Av)] In
p(vi\Av)

p(ui\->Av)'
(7.20)

which is the symmetric sum of two relative entropies. The divergence D(AV,^AV)
can be viewed as distance between the two probability distributions Av and ->AV-

In order to support the user of the archive in judging the quality of the selected

un-supervised content-index as compared to his examples, we display the value of

D(AV, ->AV) for each features in the on-line interface as depicted in Fig. 7.1. To pro¬

vide a rough categorization of this quality measure to the user, we use the following
translation table and display the graphical quality measure in different colors:

D(A„,^A„) quality color

< 1.0 poor blue

1.0... 2.0 weak red

2.0... 3.0 good orange

>3.0 strong yellow

This distance can be calculated for the complete link to the combinations of

signal classes or for individual signal models. It can serve as a guide to keep strong

and remove weak features for training of a particular label: e.g., when training

a particular kind of 'clouds' it might turn out that the link to spectral classes is

'weak' and to texture classes on one scale is 'strong'. Then it might be a good
idea to remove the weak feature classes and add others (maybe texture classes at a

different scale).
Another easily accessible quality measure is the uncertainty of the posterior

probability of a cover-type. This uncertainty arises from the limited amount of

available training data and becomes smaller the more training examples are given.
We discuss details on how to calculate this uncertainty of the posterior in App. 0.1.

Furthermore, we use this uncertainty of the posterior for image retrieval, as we

explain in detail in the next chapter.
A quantity that is very difficult to obtain is the actual quality of the search

results. This is due to the fact that, in addition to the quality of the stochastic link
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and its uncertainty, the "quality of the user examples" and the "user's judgment of

a completely defined label" have to be taken into account. Both items can also be

seen as the "honesty" and "care" of the user when defining the label: e.g., when a

user defines the label 'forest' and gives examples of 'lake' or when a label is trained

on a single image and the following retrieval result is not examined for false positives

among the top-ranked images or false negatives among the lower-ranked images.

Therefore, a concept of validation of the defined labels has to be developed. In

the current system, the validation is the task of the user defining his label. But

how can "dishonest" or just "lazy" cover-type definitions be detected? A possible

approach could be a validation by selected experts of different fields of applications,
who do not need to have remote sensing experience, but only significant knowledge
in their application field or of a particular geographic area.

7.5 Practical Applications

The concept of un-supervised image content indexing and user-specific semantic

labeling is currently being tested using large datasets of different sensor types and

of different resolutions. In the following, we sketch the two main applications so far:

generic content-based access in the frame of the ETHZ MMDEMO, Sec. 7.5.1, and

the generation of thematic map from aerial images in the frame of the CARTESIAN

project, Sec. 7.5.2.

7.5.1 General Content Characterization

We show the current content of the EHTZ MMDEMO test archive together with

the signal models used in Tab. 7.3. The complete archive has been processed as

described in this dissertation using the features mentioned in the table. For all

the data, cover-type labels can now be interactively defined using both interfaces.

With this functionality, the ability to interactively define user interests, the ETHZ

MMDEMO is the first of its kind in the field of remote sensing.

The extension with additional data, both optical (1RS, SPOT, NOAA/AVHRR)
and SAR (images of the SRTM mission [\ \S \/ JIM, 1W)]), is currently being pre¬

pared. Furthermore, the extension with additional available information, such as

height and slope derived from digital elevation models could be done in the frame

of the current systems.

7.5.2 Fast Automatic Thematic Map Generation

The original aim of the project was to provide tools for content-based query and

retrieval of images from a very large archive. However, the un-supervised descrip¬

tion of the image content proved also to be robust enough to be used for the fast
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Sensor bandsat TM X-SAR aerial

no. of images 184 110 66

channels, size 7, 10242 1, 20482 1, 10242

resolution 25m, geo. 12.5m lm, geo.

signal models

(levels 1-3)

spectral,

GRF

5 scales,
GbCM

5 scales

intensity,

MBD

3 scales,

intensity,

GRF

5 scales

Table 7.3: Images in the ETHZ MMDEMO test archive (status as of 11/1999). All

the image data is accessible in a conventional and in a content-based way using the

specified pre-computed signal models (GRF=Gibbs Random Fields, GhCM=Gray
bevel Cooccurrence Matrix, MBD=Model Based De-speckling, geo.=geocoded). For

details on the system design see App. A.

generation of thematic maps. For the precise definition of cover-types, the off-line

version of the training interface depicted in Fig. 7.3 on page 120 has to be used.

In the frame of the CARTESIAN project [( '

\H I 1 SI \\ [<)<)<)], the training tool

was used to accurately define training regions, of course, accompanied by simultane¬

ously observing the resulting labeling. In order to check whether the user-provided

training regions (level 4) are represented by the un-supervised content index (level 3),
we use the stochastic confusion matrix

p(Av\Aß) = ^p(Av\u3k)p(uJ3k\Aß), (7.21)
jk

which is diagonal for a perfect representation of the defined labels in the space

of signal classes and which we have already used to assess the quality of the un¬

supervised classification in Sec. 7.2.2.

For the set of pan-chromatic aerial images in our test archive six land cover

types have been defined and parts of the images have been manually segmented. In

Tab. 7.1, we show the stochastic confusion matrix for the land cover classes based

on the manually provided training regions and the indices derived from the auto-

binomial model at scales lm and 2m. Since, for that particular application, no

label should be preferred against another, a uniform prior p(Av) was used. The

average probability of a each cover-type being correctly reproduced is larger than

90%. Given the fact that even humans might have problems in differentiating certain

cover-types (e.g., 'forest' and 'young forest'), these results are quite promising for

future applications.
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p(AA Aß), Eq. (7. 21), in %

A» A1 A2 As A, A5 A6

Al 'forest' 87 1 1 2 7 1

A2 'village' f 91 0 4 2 1

A3 'fields' f 0 95 0 1 2

A4 'shade' 2 4 0 91 1 2

A5 'young forest' 7 2 1 1 89 1

A6 'stony ground' f 1 2 2 1 93

Table 7.4: Stochastic confusion matrix comparing partial manual segmentation
and the signal class derived from the auto-binomial model at scales 1.0 and 0.5 (at
lm and 2m, respectively).

Accuracy of the MAP classification

For each datum D (in general, for each pixel) we obtain the maximum a posteriori

(MAP) classification by selecting the cover-type with the maximum posterior prob¬

ability, Eq. (7.8). In order to avoid poor classifications, we introduce an additional

condition p(Av\D) > 0.5, which ensures that the probability of D being of that

cover-type is larger than not being of it.

We assess the accuracy of the resulting classification using a standard technique
of remote sensing. Classification results are presented using the "error matrix"

consisting of rows and columns, in which the number of observations of certain cover-

types of the classification and the reference data are inserted. In general, columns

represent the reference data and rows the classification results. If we denote elements

of this error matrix by x%3, then the "overall accuracy" Qo is given by the rate of

correct classifications, that is, by

/ ,
xvv

Qo =
N

(7.22)

with the total number N of observations. To assess the accuracy of an individual

class, the average

a
pv + uv

(7.23)

of the so-called "producer accuracy" Pv and "user accuracy" Uv can be taken. They

are defined as

Pv =
Xyv

z^uV

and Uv =
Xyv

l^ßXVß
(7.24)

In the first, the error of first kind is neglected and, in the latter, the error of second

kind. Via the quantity Cv an average assessment of the accuracy of the individual

cover-type labels is possible.
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A major problem in the assessment of most algorithms for remote sensing image

interpretation is the availability of "ground truth", that is, reference data of the

actual coverage of the ground shown by the image. We have made experiments

to use the "Arealstatistik der Schweiz", which labels each lOOmxfOOm square in

terms of one out of fOO land cover classes. However, the results have not been

satisfying, since these statistics reflect the predominant usage of the area and not

the predominant content0.

In order to overcome the problem of missing ground truth, the user-provided

training regions are used in the same way as using the samples in the leave-one-out

method used in statistical pattern recognition [l-'ukunaga 1993]: one sample of the

training regions is excluded, the classifier is designed from the remaining ones (in
our case: the stochastic link is learned), and the excluded sample is classified and

compared. This is repeated for all samples, the number of misclassified samples

is counted, and the error matrix is built. The advantage of this procedure is that

almost all available data is used for training and all the available data is used for

testing.
In Tab. 7.5, we list the overall accuracies Qo for the cover-types of the CARTE¬

SIAN project based on our labeling scheme and different signal class combination.

Since the aerial images depict a mountainous area and the influence of the topog¬

raphy has not been corrected, the intensity-based features perform very poorly,
whereas the classifications using texture exhibit a very good accuracy.

Signal Classes Accuracy Q0

texture at lm and 2m 91.6%

texture at lm 90.3%

texture at 2m 87.8%

texture at lm and intensity 79.8%

intensity 61.0%

Table 7.5: Accuracies of the semantic labeling process in a leave-one-out test based

on training areas provided by the CARTESIAN project. We show the full error

matrix of the best classification in Tab. 7.6.

Since a decision is made based on the posterior probabilities, the resulting error

matrix is not identical to the above mentioned stochastic confusion matrix. In

particular, there is an additional column for 'unclassified' samples that originate

from the threshold of the posterior probability. We depict the resulting error matrix

in Tab. 7.6

To enable the reader to qualitatively assess the result of the classification, we

display the class 'city/village' of one of the maximum a posteriori classifications

5For example, a lOOmxlOOm square with a single farm house surrounded by fields is classified

as 'covered by buildings' and not as 'agricultural fields'.
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done in our CARTESIAN experiment in Fig. 7 6.

Figure 7.6: Outline of the regions classified as 'city/village' using the signal class

indices of the auto-binomial model at lm and 2m. Note that the displayed im¬

age is not among the images on which the training regions have been given. The

depicted regions represent the areas in which 'city' has the highest posterior proba¬

bility p(Aclty) compared to other cover-types. A region prior could be introduced to

obtain smoother regions.

Extending the Classification Beyond the Set of Training Images

The leave-one-out method is a way to make the training dataset independent of the

test dataset. However, in order to assess the generality of our semantic labeling

approach for real-world applications, tests have to be performed, in which the train¬

ing and test datasets are actually on separate scenes, acquired at different times,

and maybe even from very different geographic locations. These "rough" conditions

are not fulfilled for the above experiment, since the images are taken from a large
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classified as label accuracy

reference label n.c. Al A2 A3 A4 A5 A6 cv

A1 'forest' f655 189261 2549 4805 1440 2768 2070 93.0%

A2 'village' 902 1634 51462 39 0 138 901 92.0%

A3 'fields' 3353 5966 841 246113 211 1268 5243 95.6%

A4 'shade' 191 2106 1011 1 7164 0 299 73.9%

A5 'young forest' 874 3327 483 809 8 7828 0 62.0%

A6 'stony ground' 274 326 487 136 0 8 2319 43.4%

Table 7.6: Error matrix of the leave-one-out test using the user-provided training
data of the CARTESIAN project and the signal class indices of the auto-binomial

model at scales lm and 2m. The overall accuracy is Q0 = 91.6%. Note that in this

application, the provided reference regions are highly unbalanced. With 'n.c' we

denote 'not classified' pixels, for which no clear decision could be made.

mosaic of images acquired at the same day. Therefore, to further demonstrate the

usability of such a system extensive tests should be done with "real" users under

"rough" real-world conditions.

Optimum S gnal Classes

Av Al A2 As A, A5 A6

Ax 'forest' fm fm lm 2m Int.

A2 'village' fm fm 2m 4m lm

As 'fields' fm fm Int. lm Int.

A, 'shade' fm 2m Int. lm Int.

A, 'young forest' 2m 4m fm lm lm

A6 'stony ground' Int. fm Int. Int. lm

Table 7.7: Selection of the optimum signal representation based on the divergence

by Kullback, Eq. (7.20). For each pair of labels we compared the stochastic distances

using the signal classes derived from texture features of the auto-binomial model at

different scales ('lm', '2m', '4m', and '8m') and the intensity itself as feature ('Int.').
Note that texture at the finest scale (lm) almost always performs best.

Selecting the Best Features

For each set of signal classes (level 3) or combination thereof, the confusion matrix

as depicted in Tab. 7.1 will be different, depending on the feature selected on level 1

or 2. The confusion matrix can be a way to select the optimum feature combination.

Another measure to select features is the divergence D(AV,^AV) as presented
in Sec. 7.1. In a short experiment we have selected for each pair of labels Av and
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Av the optimum feature, based on the training areas given by the CARTESIAN

project. We present the result of this feature selection in Tab. 7.7.

7.6 Conclusions

The labeling of cover-types (level 4) based on the un-supervised image classifica¬

tion (level 3) is computationally very simple and—at least in the given example—

produces astonishingly accurate results. The practical usefulness to quickly find

rough segmentations of user-specific content has been demonstrated. However, if

the current system is to be extended to generate input to geographic information

systems (GIS), further extensive tests for real-world applications on large datasets

should be performed.

Through the usage of hyper-parameters to model the stochastic link between

cover-type label and signal classes of different models, a mathematically elegant and

practically useful formalism is available. Together with a user management system,

this makes user-specific labels in the image database possible. For users on the

Internet, there exists a Java interface to remotely define personal interest. This

allows the user to "see" into the archived data without actually retrieving it. As

an alternative, an off-line interface is available that allows the precise definition of

training areas and the evaluation of different features for classification purposes.

We now return to the original aim of providing content-based query techniques
and demonstrate how the stochastic definition of cover-types can be used to retrieve

further images.



8
Probabilistic Retrieval

The aim of this chapter is to show how the definitions of user-specific interests

(level 4), which have been derived in the preceding chapter, can be used to retrieve

images with exactly those cover-types in it. This retrieval is based on the pre-

extracted content information on levels below. In particular, the results of the

image classification (on level 3 in our hierarchy) enter the retrieval process, whereas

the elements of lower semantic levels (levels 0-2) do not. However, they are archived

for later refinements of the elements of level 3.

Due to the "double" stochastic nature of the cover-type definitions, which pro¬

vides both the probability p(ujl\Aß) and the probability thereof, we can us it to

retrieve images according to posterior probability and expected variance of that

probability. In the process of iterative learning of cover-types across many images,
in particular the latter is a very valuable tool for the user to improve the definition

of the cover-types.

In Sec. 8.1, we explain which content information of our hierarchy is stored as

indices in the database system. These indices are used in Sec. 8.2 to derive three

different ways of retrieving images from the archive: (f) by posterior probability,

(2) by coverage and (3) by separability. As very important prerequisite for robust

definitions of user interests, we present the concept of iterative learning in Sec. 8.3.

Finally, we discuss evaluation issues of the retrieval results in Sec. 8.1.

8.1 Index Organization

At insertion time of each image Iç, the system calculates features and meta features

of the models used and classifies the image according to the respective "vocabularies"

as explained in Sec. 1.1. For each image, this results in as many classification maps

as models are used. From these maps, the system calculates the frequency of each

class in each image, that is, the probability

p(um>]\Iç) (8.1)

of the jth class of the mth model in the (th image. These probabilities are stored in a

relational database system, which also manages the meta information of the images.

133
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We show the principle setup of the tables in the database system in App. A. 1. The

features and the whole classifications are not stored in the database system, but put

on a tape archive for later retrieval when using them for user training or further

analysis.

This procedure drastically reduces the amount of stored data: e.g., for images of

size f 024 x f024 x 6 channels (bandsat TM without thermal band) and one spectral
and five texture models at different scales with 150 classes each, the amount of data

is reduced from 6 MBytes to 3576 Bytes! This might look like an unrealistically

high compression of the information when simultaneously claiming to capture all

different kinds of cover-types. However, one has to keep in mind that in order to

answer queries for images of a particular cover-type (e.g., 'snow') it is sufficient to

have one of the un-supervised signal classes being a very good representative of that

cover-type and to have the percentage of that signal class stored for each image

(which costs 4 Bytes of storage when storing probabilities as floats).

Furthermore, we point out that such high ratios of image data size to index data

size will be needed when applying these content-based query techniques to full-size

remote sensing archives of future missions, such as the SRTM mission to be flown in

January 2000 [.\ \S \/JIM, 1999]. A rough numerical example of the previous two

X-SAR missions in f994 [l)LH 199k] with a total of 37000 images results in a data

size of 3 TBytes compared to 27 MBytes of index data size.

8.2 Calculation of Posterior Probability, Cover¬

age, and Separability

In a similar way as calculating the posterior probability of Av given a particular

data D by Eq. (7.9), we can calculate the posterior probability of Av given the

whole image 1^ as

p(A„\Ic) = ^p(A„\ui)p(ui\Ic). (8.2)
i

Since the value of the likelihood p(uJi\ Av) is known as a probability distribution1, we

have to calculate the expectation of the posterior p(Av\io^) as described in App. 0.1.

The probability p(ui\Iç) is the frequency of uji in 1^ and is stored as index, as we

have explained earlier.

When combining classes of different signal models, the signal classes uji are com¬

binations of the respective classes as described on page 30. Therefore, we need to

know p(uspj,uJtXtk\Iç) to calculate the posterior p(Av\Iç). To enable a fast search

and to avoid the calculation and storing of the joint histogram of uspj and cjtx,fc of

Here we are again talking about "the probability of the probability".
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Highest posterior probabilities of 'forest':

Ibgeo_l_ll_5 lbgeo_l_4_8 lbgeo_l_9_7 lbgeo_l_7j

p=0.89+/-oi5 p=0.86+/-oi6 p=0.84+/-o is p=0.79 w-o 23

Best separabilities of 'forest':

Worst separabilities of 'forest':

Ibg6o_l_4_ll lbge.o_l_5_10 lbg&o_l_2_10 lbg&o_l_8_2

p=0.36 +/-0 33 p=0.57 +/-0 30 p=0.49 +/-o 29 p=0.13 w-o 20

Figure 8.1: Probabilistic retrieval of 'forest' from a collection of aerial images.
In the first row, we display the images with highest posterior probability p of

'forest', Eq. (8 2). These images are the most likely images in the database to

contain 'forest'. Since we know the probabilistic link including its uncertainties,

we can, in addition, specify the possible range of the posterior using the standard

deviation obtained from the variance 82p, Eq. (8 6). We display the images with

best and worst separability S = 82p/p(l — p) (see Eq. (8 7)) in the middle and

lower row, respectively. Through the ranking according to the separability, the user

of the archive can assess the quality of his label definition and decide on which image
he should continue training. The values of S are 0.17, 0.18, 0.19, and 0.20 (middle

row) and 0.49, 0.36, 0.35, and 0.34 (lower row). For this example, we used the Gibbs

texture index at scales lm and 2m and we gave 27 positive and 16 negative examples

on five training images. The icons display the images at scale 8m. Link: Redo this

search now!
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Highest posterior probabilities of 'mountains':

xsar_18419_7_0 xsai_11303_2_0 xsai_06402_4_0 xsar_18419_5_0

p=0.42w-oi4 p=0.40w-oi7 p=0.40w-oi5 p=0.38w-oi5

Best separabilities of 'mountains':

xsar_21S72_ll_0 xsaj_21S72_12_Q xsaj_21S74_4_0 xsar_06402_S_0

p=0.23w-oio p=0.29w-on p=0.26w-on p=0.26w-on

Worst separabilities of 'mountains':

xsar_18812_3_0 xsai_lS812_2_0 xsai_18812_l_0 xsar_05202_2_0

P=0.18w-0 24 p=0.21w-0 25 p=0.20w-0 24 p=0.07w-oi5

Figure 8.2: Probabilistic retrieval of a particular type of 'mountains' from a collec¬

tion of X-SAR images. We display the results in the same way as in Fig. 8.1. The

values of the separability S are 0.05, 0.06, 0.07, and 0.07 (middle row) and 0.38,

0.38, 0.37, and 0.35 (lower row). The images with worst separability exhibit image

content not well known to the system so far (probably 'mountains with lay-over and

foreshortening' and 'lake with surface roughness' ) resulting in a bad separability.

Therefore, the user should continue the training process of his label on one of these

images. In this example, we have defined 'mountains' using the signal class indices

derived from the estimated parameters of "model based de-speckling" [\\al< ss,i 1999]
at scales 50m and 100m. Link: Redo this search now!
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each image Iç for each pair of models, we use the approximation

p(uJspj,uJtx,k\Ic) ~ P(vsp,j\Iç) p(utx,k\Iç), (8-3)

which is identical to the maximum entropy estimation of p(usp>j,uJtx,k\Iç) for a given

pair of marginal probabilities p(uspj\lA and p(utXtk\Iç)- This approximation allows

us to calculate an estimate of p(Al/\I(-) using the existing index.

In Fig. 8.1 and 8.2, we show the retrieved images according to the posterior

probability of the cover-type 'forest' from an archive of aerial images and of 'moun¬

tains' from an archive of X-SAR images, respectively. The posterior probability is

a measure of how probable an image "is of" a particular cover-type. Therefore, a

value of 0.5 can mean everything from "50 percent of this image are for sure of that

cover-type" up-to "on the whole image it can be either that cover-type or not".

Another, maybe more practical measure for image retrieval is the "coverage"

C = ^2p(tJi\Ic) Heaviside (p(Av\ui) - pth), (8.4)
i

which specifies the approximate percentage of the image containing for sure the

desired cover-type. The degree of "for sure" is specified via the threshold pth that

relates to the threshold Ath of the posterior odds, Eq. (2.16), as

Ath = ^-. (8.5)
1 -Pth

For example, if the posterior odds ought to be larger than 10 : 1 then a threshold

of Pth = 0.91 is required. Since the results look very similar to retrieval results

according to the posterior probability, we abstain from giving an example here and

just note that the online demonstration offers this kind of retrieval.

Since the distribution2 of p(uJi\Av) is known in detail, we cannot only specify
how probable a label is in a particular image, but also how much variation has to

be expected. We do this by calculating the expected variance of the posterior

82p(Av\Ic) = J>M/C) • 82p(Av\ui), (8-6)
i

with the £2-symbol denoting the variance of the following quantity. We expand on

the calculation of the variance 82p(Av\uji) of the posterior in App. 0.1.

As a measure of how well Av is separated from -iAv in a particular image Iç, we

introduce the separability

which is the variance in units of the maximal possible variance (if a normalized

distribution e [0,1] has meanp then the maximal possible variance is p(l —p)). The

2Again in the sense of a "probability of a probability".
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smaller S the "better" we call the separability. Both our retrieval examples, Fig. 8.1

and 8.2, list also the images of best and worst separability.
Retrieval according to the separability of a particular cover-type promises to be

a very valuable tool for image retrieval, in particular from remote sensing image
archives with many different sensors. Furthermore, it is very helpful for the cover-

type definition itself as we explain in the following section.

8.3 Iterative, incremental Learning

For a robust cover-type definition it is necessary to train the stochastic link of

the cover-type using examples on several images. Therefore, our system provides

the possibility to continue training on the results of the search. After an initial

training on a particular image—maybe on an image of a known location obtained

via conventional meta search—the user invokes a first search and obtains the search

results, which are ranked according to posterior probability, Eq. (8.2), to coverage,

Eq. (8.1), and according to separability, Eq. (8.7).
Of these result images, the user can now select an image for the continuation

of training. The user can either verify the definition or he can select an image
that is—from his point of view—at the wrong place of the ranking (e.g., an image

displaying large areas of his cover-type is among the images with low coverage), and

give additional positive and negative examples to correct this.

We sketch this scheme of iterative learning in Fig. 8.3. The user can repeat the

loop of interactive training and probabilistic retrieval as often as it is necessary for

the results to converge to a satisfying result—or as it is necessary to find out that

the selected content index is not capable of representing his cover-type.

If the process of definition of a particular cover-type is successful, then the user

can insert "his" label into the inventory of user-interests. There the cover-type name

and its definition via hyper-parameters are stored. We show part of this inventory

together with the signal models used in Tab. 8.1. All labels have been defined by

users on the Internet and can be used for probabilistic retrieval.

An existing label can also serve as basis for the definition of a new label. In

this case, the hyper-parameters of the existing label are transferred to the user's

client computer and modified by him with additional examples (e.g., a forest expert

might take an existing rough definition of 'forest' to define several sub-classes, such

as 'burnt forest' or 'young forest').
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OLQ

-b Ot± = C*o + iVi

DDDD
DDDD

*

Ti, NX
Probabilistic retrieval

T2,N2

Interactive training

Inventory of cover-types

Figure 8.3: Scheme of iterative learning using several loops of interactive training

(left boxes, see Fig. 7.1) and probabilistic retrieval (right boxes, see Fig. 8.1). Based

on an image to start with and an initial description ot0 of the stochastic link between

level 3 and 4, the user provides additional training examples 7\ that result in an

updated hyper-parameter ol\. He can continue the interactive training on the result

image of his choice and repeat that loop until the retrieval results converge from his

point of view. Then the user can put the definition of the newly defined label in the

inventory of cover-types (see Tab. 8.1). Here we depict only three training loops,
but many more might be necessary.

Name Av Sensor Model 1 Model 2

lake TM spectral GRF, 25m

clouds TM spectral GRF, 25m

cumulus TM spectral GRF, 25m

forest TM spectral GRF, 25m

fields TM GRF, 25m GRF, 50m

snow TM spectral GRF, 25m

village aerial intensity GRF, lm

forest aerial GRF, lm GRF, 2m

mountains X-SAR MBD, 50m MBD, 100m

jura (mt.) X-SAR intensity MBD, 25m

Table 8.1: Some cover-types in the public inventory. Bold signal models denote that

the link to this feature is strong as defined by D(AV,^AV) > 3. Note that 'clouds'

can be called a spectral label, whereas the major characteristics of 'cumulus' seems

to be texture. The whole directory of user-specific cover-types can be viewed in the

MMDEMO on the Internet: View it now! GRF denotes the auto-binomial model

and MBD model-based de-speckling. In addition, we denote the resolution at which

the models have been applied.
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8.4 Evaluation Issues

How good are the search results7 This is a question which is easily stated, but

extremely difficult to be answered. In the field of information retrieval strong efforts

are being taken in order to derive measures of retrieval effectiveness. To evaluate

the overall utility of a retrieval system also the available query formulation tools

and the browsing tool have to be taken into account.

Most often, the retrieval effectiveness is measured using recall and precision

graphs that visualize how many relevant and how few irrelevant documents are

contained in the top ranked documents. From the point of view of the author of

this dissertation, such an evaluation in terms of relevant and irrelevant results is

currently very limited for the case of remote sensing. Of course, for marketing

purposes, the claim to "retrieve all images that are relevant to the user's query" is

invaluable \

For the purpose of remote sensing, the evaluation of the retrieval result must not

count correct and false images, but instead assess the precisions of the estimations

of the coverage in each image. However, in a large-scale field test with a variety of

experts in particular fields, the evaluation of 'relevant' and 'irrelevant' images could

be performed on a large dataset. To do so, the collaboration with other institutes

or industrial partner should be sought, who actually need to find relevant data.

3Imagme the number of potential customers of a system answering to "Show me all images

where I can find oil (or diamonds)"
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Conclusions

This dissertation presents a stochastic concept to model remote sensing image con¬

tent in very large archives. This concept is based on the application of Bayesian
inference in a hierarchical setup into which the extracted content information is

arranged. The different levels of this hierarchy reflect the different semantic ab¬

straction of their elements, that is, the distance from the raw data and the closeness

to its interpretation.

Stochastic models link the elements in different levels of the hierarchy. Between

each level, a step of Bayesian inference is performed: maximum a posterior param¬

eter estimation or selection of the most evident model. In total, this results in a

robust user-specific labeling of the remote sensing image data.

The hierarchy constitutes the following four levels, of which the first three levels

are computed during insertion time of each image, and of which the final level, the

level of interpretation, is reached in an interactive step together with the actual user

of the database:

Image features (level 1): Based on the actual image data, features de¬

scribing the image data are obtained. In particular, the parameter vector of

particular Gibbs random fields serves as robust descriptors of spatial structures

in the image.

Meta features (level 2): Due to the stochastic nature of the texture model¬

ing, the optimum model out of a family of models and its optimum complexity

can be obtained. The information of the best fitting model and the posterior

probability of the model can serve as meta features of the image data.

Image classification (level 3): In a step of un-supervised clustering, image
and meta features of different models are grouped to characteristic classes in

order to obtain classifications of each image in terms of vocabularies of signal
classes. For each feature, a separate globally valid vocabulary is derived.

User-specific labeling (level 4): bevels 1 to 3 constitute a completely

application-free, signal-oriented characterization of the image content. Based
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on user examples, this "objective" content description is now linked to "sub¬

jective", user-specific cover-type labels, which can be used in practical appli¬

cations.

The stochastic nature of the definitions of the user interests on level 4 makes prob¬
abilistic retrieval of the images from the archive possible. Images cannot only be

retrieved according to coverage with a certain cover-type, but also according to pos¬

terior probability and expected separability of the cover-type in the image. The

different ways to retrieve images from the archive are of great importance in the

actual process of defining that cover-type. The mathematical form of the cover-

type definition (Bayesian belief networks combined with hyper-parameters to model

the probabilities) is ideally suited for incremental update and continuation of the

learning process.

From the point of view of computational requirements, the hierarchical scheme

as presented in this dissertation is very well suited for content-based information

system. Some of the algorithms to derive elements of levels 1-3 are computationally

so demanding that their application in real-time pattern recognition problems is very

unlikely. However, since the elements of levels 1-3 are computed during data inser¬

tion time into the archive, the computational needs do not inhibit their application.

On the other hand, the algorithms to interactively learn the user-specific cover-types

and to calculate "posterior maps" requires only a minimum of computational power.

Therefore, it has been possible to implement the interactive learning tool using the

Java programming language and to run it on the client computers of the users of the

image archive. With the ClickBayes applet1 everybody can interactively evaluate

the power of Bayesian inference via the Internet.

General Significance

The theoretical significance of this dissertation lies in both the hierarchical concept

and in individual steps of information extraction. The concept offers a coherent

Bayesian way of extracting content information from the image signal. It is based

on a family of stochastic models and a hierarchical arrangement of the extracted

information according to its different semantic abstractions, that is, its "closeness"

to the interpretation from the user's point of view and its "distance" from the actual

data. The elements of this hierarchy are well defined and between each level a similar

step of Bayesian inference is performed.
Due to the consistent application of Bayesian information extraction, the ob¬

tained content indices are "optimal" in the sense that the available prior knowledge
is taken into account, the most evident model and complexity are selected, and

all uncertainties (e.g., resulting from limited training data or "noisy" features) are

1This applet can be accessed via the ETHZ/MMDEMO or directly via http://www.vision,
ee.ethz. ch/~rsia/ClickBayes. In this demonstration, each mouse click of the user is a step of

Bayesian inference, Eq. (7.16), hence the name.
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taken into account. Of course, not always the fully correct Bayesian way can be

implemented in the practical implementation and sometimes approximations have

to be done. Nevertheless, this dissertation is a demonstration of how image content

in (remote sensing) image archives can be modeled in a hierarchical, signal-oriented

way, starting with the data and arriving at the posterior odds of the user-specific

cover-types.

In texture analysis, chapter 5, information extraction using Gibbs random fields

is illustrated from a Bayesian perspective. This makes it possible to not only find

the optimum parameters to describe the texture, but also to find the best model

given the data. For a particular model, the auto-binomial model, an improved scal¬

ing of the parameters and a very fast estimator, the CbS estimator, is proposed.

Altogether, the importance of texture analysis for the interpretation of remote sens¬

ing images is emphasized. With the availability of satellite images with higher and

higher resolutions, texture analysis will also be of more practical importance.

The investigations on un-supervised clustering and classification, chapter 6, have

been focussed on the comparison of algorithms that attempt to capture characteris¬

tic structures in the feature space: clustering by melting and Bayesian classification.

For the latter, a powerful system is publicly available (AutoClass), which follows the

overall spirit of Bayesian content characterization as in this dissertation. Due to the

huge computational requirements of Bayesian classification, clustering by melting

might be an alternative to be considered. Interesting results of this dissertation

concerning classification are the two proposed measures of complexity: (1) the char¬

acteristic number of clusters obtained through an "optimal" clustering algorithm and

(2) the information-theoretic measure based on the cross-entropy of the marginal
class probability.

The application-oriented semantic labeling using Bayesian belief networks, chap¬

ter 7, makes use of a standard technique for learning probabilities. With the mod¬

eling of the likelihoods using hyper-parameters, a very convenient methodology of

describing user interests in content based archives is available that requires a mini¬

mum of storage and only very limited computational power. Altogether, this results

in a very attractive man-machine-interface and a robust definition of the users' in¬

terests.

The concept of probabilistic retrieval as proposed in this dissertation, chapter 8,

is the first one that is able to retrieve images according to the separability of a just

previously defined cover-type. The "double stochastic" nature of the definition of

the user interests might also be applicable to other fields of information retrieval.

Significance for Remote Sensing

More and more data from an increasing number of satellites with continuously im¬

proving resolution is being stored in the archives of remote sensing image providers
and the access gets more and more difficult. Conventional search facilities allowing
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queries for specific geographic locations, time, and date of the image acquisition, are

difficult to use even for experienced users, because these systems only show which

images are available and not what the content of the images is. The user is left with

a set of quicklooks, which he has to browse manually.
With the concept of robust, stochastic modeling as presented in this dissertation,

a class of information systems can be built that allows the users to see in the data

without actually retrieving it and to search all images for "personal" cover-types.

With the ETHZ/DbR MMDEMO system a first system is available demonstrating
its usefulness. There is a broad potential usage in the field of remote sensing:

• Un-experienced users of remote sensing can evaluate whether a particular ap¬

plication with a certain sensor is feasible. For example, a researcher in me¬

teorology or climatology can assess whether certain kinds of clouds can be

automatically detected with a particular optical sensor; a researcher working

on social geography can estimate the potentials of remote sensing for automatic

classification of dense and sparse urban areas.

With a similar use in mind, such a content-based system could be a teaching
tool to show students of all disciplines of earth science (e.g., geography, geology,

or environmental engineering) the capabilities of remote sensing in general.

• Experienced users of remote sensing can learn more about characteristics of

new sensor types. In large amounts of data, e.g., the data to be expected from

the coming SRTM mission flown by the space shuttle [.\ \S \/.Jl'L IWJ], the

users can be guided to more interesting "highlights" of the new sensor, maybe

using the concept of complexity presented in chapter 6.

Furthermore, in an extended version, the content-based image archive could

suggest certain ways of interpreting the data, e.g., using a particular feature or

scale. Even for experienced users, this could provide very useful functionality.

• Image providers, such as DbR/DFD with its 100'000s of scenes or the Swiss

NPOC with about f'000, need a fast way to access their large amounts of data.

Content-based access to a dataset of large spatial and temporal coverage, such

as the bandsat MSS/TM back to the early seventies, would be very much

appreciated by the remote sensing community and definitely increase the usage

of that data immensely.

Nowadays, most of the historic data lies un-used in the archives. Another as¬

pect is the image quality, which is not stored as meta data in most conventional

archives. The high rate of uncorrected errors and atmospheric degradations of¬

ten inhibits the usage of old remote sensing data even before the user searches

for appropriate data. With a signal-oriented content-description as proposed

in this dissertation, images of bad quality could be excluded from the search2.

2In fact, there are already two examples shown in this dissertation: in Fig. .1.8 on page 76 the
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The actual number of direct users that make use of the content-based search possi¬

bilities is currently very limited. This is mainly due to the fact that such a search

has not been possible before and is not yet available on a dataset of high pub¬
lic interests. However, the preparation of an attractive dataset combined with an

appropriate "teaching" of possible users could establish content-based query and

retrieval as one of the standard tools of future remote sensing image archives.

Extensions

In the current implementation, new data can easily be added. Of course, if data

from other sensors exhibits very different characteristics, such as hyper-spectral data,

appropriate features have to be added on the feature extraction level (level 1). The

integration of additional information to improve the labeling process (level 4) can

also be done without problems. For example, to include a digital elevation model,
relevant features have to be extracted from it (such as height, slope, and orientation),
clustered into characteristic groups (level 3), and then used in the labeling process

as additional model in the same way as other signal classes (see page 112 for how

to combine features).
A significant limitation of the current concept lies in the fact that geometrical

features have been excluded. As discussed earlier, with these features the completely
different world of object recognition is entered. However, with the integration of

data having a resolution lower than one meter, this step will be almost inevitable.

For satellite images in the current range of resolutions of about fO to 30 meters,

geometric characterization would add the possibility to query for, e.g., "cities of a

certain size" or a "circular patch of fine texture". However, the implementation

of such an extension should be made dependent on the actual need of the user

community.

Another interesting extension would be to introduce a mechanism for automatic

feedback from the labeling process (level 3^4) down to feature extraction and clus¬

tering (levels 1/2 and 3, respectively). In the current system, this kind of feedback

within the hierarchical scheme is not included. For example, if a feature turns out to

be useless in practical applications, it has to be manually removed, or if a clustering
turns out to be too coarse, the number of clusters has to be increased manually.

However, the automatic selection of the optimum feature for a particular user ap¬

plication is just a matter of implementation, since appropriate measures are already
available: the stochastic confusion matrix and the Kullback divergence (for both see

chapter 7).
While implementing the concept, the focus has been on demonstrating its us¬

ability and on the flow of image content information using stochastic models. Con¬

sequently, at each step minor simplifications have been made that can be refined

noise characteristics of the sensor is captured and in Fig. ,1.13 on page 8,1 a strong reflector (pixel
value 255) in a Landsat TM image exhibits itself through an un-classified square.
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in future versions. For example, when using the features of the texture modeling,
not the full parameter vector is used, but only its norm. This simplification is very

strong, since it results in a one-dimensional, rotation-invariant feature. However,

at the same time, some information is neglected that could be used by deriving

a signal class vocabulary of the full feature space, not just its projection. When

using the texture features obtained from the estimation in overlapping windows, a

clearly visible blurring effect is observed. Since the details of this blurring effect are

known, one could attempt to invert it by using some inverse filtering or maximum

entropy approach. Another information that is not exploited is the neighborhood
information. Neither image classification nor the user-specific labeling makes use of

the fact that neighboring locations on the image tend to have the same signal class

or cover-type label. In the Bayesian formalism this can be done in a very elegant

way using a Gibbs random field as prior for the labels.

During image classification we assume only one global vocabulary of signal

classes, that is, all feature data is clustered simultaneously. Images that are added

to the database later are classified using the existing vocabulary, which might be

too limited for the signal characteristics of the new data. As explained in the text,

this problem can be partly coped with by a later refinement of the clusters. A bet¬

ter approach would be to detect characteristic classes in each image separately, and

then derive the globally valid signal classes in a second step.

Concerning image retrieval, several very promising extensions can be thought of.

Of course, the extension to query for more than one cover-type is highly desirable

(e.g., "show me all images with a city and a lake" or "show me all images on which

snow and ice can be differentiated"). The examples illustrate that this extension

would increase the attractiveness for practical applications immensely. Another

useful extension would be the possibility to query "across" sensors, e.g., based on

a spectral and textural definition of 'city' for bandsat TM, images of other sensors

(1RS, aerial, ... ) are retrieved. However, due to the different spectral characteristics

this is a very challenging problem.
A less adventurous extension is the automatic categorization of the user-defined

labels. Based on, e.g., the Kullback divergence, it is possible to compute similarities

between the cover-type labels defined by different users. Thereby, the system could

automatically detect similar labels (e.g., 'agua' and 'lake'—both labels defined by

users of our system) and group them together. Another possibility is to detect

sub-labels (e.g., 'firn' as a subset of 'snow') and to show this hierarchy also to the

users of the system. A short experiment in that direction has already yielded very

promising results.
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The ETHZ/DLR Multi-Mission

Demonstrator

The ETHZ/DbR Multi-Mission Demonstrator ( "MMDEMO" ) is accessible via the

Internet via http://www.vision.ee.ethz.ch/~rsia/mmdemo. It has been jointly

implemented by Hubert Rehrauer and the author of this thesis. The aim of this

system was to have an experimental platform available to perform experiments on

large amounts of data and to incorporate new concepts and algorithms developed

during the two PhD thesis.

Furthermore, the MMDEMO is a system to demonstrate the feasibility of content-

based query and retrieval techniques to the scientific community, to stimulate the

input to possible applications of such a system, and to serve as a basis for future de¬

velopments. With the current situation of the Internet spreading across all aspects

of public life, it is just the right time to present such a system to the community.

The system has been developed in collaboration with DhR/DFD, which provided
the X-SAR data and computed the features of "model-based de-speckling" [Walessa

1999]. The demo has been mirrored to a server at DhR/DFD and might serve

as the basis for an improved demonstration system to be used for the data of the

Shuttle Radar Topography Mission (SRTM, [N \S \/J!'L 1999]), which is currently
scheduled to be launched in January 2000.

The development of this system has been done in parallel with the installation

of the ISIS system at ETHZ/CSCS. The ISIS system (Intelligent Satellite Data

Information System) has been developed by DhR/DFD and is an example for an

advanced conventional information system. For more about conventional remote

sensing information system and the corresponding URhs see Tab. 3.2 on page 32.

A.l Data and Features

The current scope of data integrated into the MMDEMO extends over three sen¬

sors: 184 geocoded bandsat TM images, 110 X-SAR images from the f994 shuttle

missions, and 66 geocoded pan-chromatic aerial images. The images are overlapping
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cuts of size f024xf024 (bandsat, aerial) or 2048 x 2048 (X-SAR) from full scenes.

A detailed list of images and used features is shown in Tab. 7.3 on page 127.

New data, also from different sensors, can easily be integrated into the MMDEMO

system. However, if special feature extraction methods are required (e.g., for hyper-

spectral images), the respective algorithms have to be added. Currently the scope

of features extend over normalized spectral features and a general texture character¬

ization using Gibbs random fields (the auto-binomial model) and Haralick features

at multiple scales.

A.2 System Design

The design of the system is very heterogeneous, thus reflecting its experimental evo¬

lution to its current state, and consists of different automatic and manual steps. In¬

tensive computations needed during data insertion time of each image are performed

at CSCS/Manno (all images except X-SAR, which are processed at DhR/DFD),
whereas the actual demo including database system, web-server, and server scripts

is running at ETHZ/BIWI. In the following, we describe the steps from data inser¬

tion up to user-specific labeling.

Inserting Images

If a new scene is to be inserted into the system, it is manually transferred to

CSCS/SCSC and automatically cut into overlapping 1024xf024 images to simplify
later processing. The images itself are stored on a tape archive, the meta infor¬

mation (geographic coordinates, date, and time) is transferred to ETHZ/BIWI and

inserted into the Oracle database. For a setup and explanation of these tables see

later in Sec. A. 1. Once the meta information is stored in the database, the image

can be queried for using the "conventional query" frame of the Web interface.

Computing Features and Classifications

All features (level 1 and 2) are computed in batch jobs on an HP Convex computer

at CSCS. The features are clustered as describe in Sec. 6.1. The image classifications

(level 3) are used for user-specific labeling, and the features are stored on the tape

archive for later experiments.

Inserting Content Indices into the Database

The marginal probabilities of each class in each image are stored in the database.

To do so, the histograms of the classes of each feature are computed (still at CSCS),
transferred to ETHZ/BIWI and inserted into the Oracle database.

By inserting the marginal probabilities into the database, they can be queried for

using the "content-based query" frame of the Web interface. However, for external
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users of the database, it is of very limited use to query for, e.g., "class no. 13 of

texture model 3".

User-specific Labeling

Much more useful is it to define new user- and application-specific labels using the

interfaces described in chapter 7. For the off-line version, full-resolution classifica¬

tions have to be transferred from CSCS to ETHZ/BIWI, whereas for the on-line

version quick-looks of reduced resolution have to be generated and transfered to the

file system of the Web demo at ETHZ/BIWI.

A.3 Web Interface

The current Web interface to the MMDEMO system consists of a variety of html files

and cgi-scripts. In Fig. A. 1, we give an overview of the various components. Starting
from a main menu the user can query using meta information (level 0, date, time,

geographic location, sensor), using the un-supervised classification results (level 3,

several signal models), or by defining a new cover-type based on signal classes by

giving interactive examples (level 4).
bater the cover-types will be arranged according to different fields of applications.

This could be done manually by experts of the respective fields who could also

validate the definitions.

A.4 Database Table Setup

All information, including meta data and extracted content information, is stored

in an Oracle7 database. The relational concept of this database has been fully

exploited by storing all data in its "normalized" form, thus avoiding redundancies

of the stored information.

In Fig. A.2, we display the most important tables and denote the relations in

between them. From a content-oriented point of view, table histfeat is the most

important one, because it stores the probabilities p(um>3\Iç) of the signal classes

(level 3) as described in Sec. 8.1.

The table label contains the definitions of user-specific cover-types. In particu¬

lar, the hyper-parameters a and ß describing p(ut\Av) are stored therein (attributes

'yes' and 'yes2'), similarly for p(ut\-iAv) (attributes 'no' and 'no2').

A.5 Usage of the System

The system has been presented to the remote sensing community at the IGARSS'99

conference in Hamburg with a life demonstration in one of the exhibition booths,
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image

—»"image_no
scene no

geo_name

geo_name_no

mmuser

*-mmuser_no
email

passwd

Figure A.2: Table setup of the relational database (0racle7) in which all informa¬

tion in the ETHZ/MMDEMO system is stored. Bold names denote table names;

the arrows denote the relational dependencies between the different tables. Meta

information about the image data (level 0) are stored in tables image, scene, and

sensor, the marginal distributions of the signal classes (level 3) in table histfeat,

and the definition of user-specific cover-types (level 4) in table label. We depict an

example entry of the table label in Tab. 7.2 on page 124.

and it has yielded very good response by the conference visitors.

Since every user of the system is registered using a cookie when entering it,

the different users can be easily identified. The number of users who have at least

entered the system once is about 500. Of course, the number of regular users is

much less. However, each day at least several users enter the system. For a detailed

list of accesses and actual usage see [Seidel cl al. 19991»].

scene

scene_no

sensor no

sensor

"sensor no

histfeat

histfeat_no

image_no-

scale no

"feat

feat_no 3z

feat name

label

-label no

-feat_no I feat_no

offset no I scale_no
feat_no-i5 feat2 no

value scale2_no

yes

no

yes2

no2

mmuser_no _

label name



B
Robust Parameter Estimation of

the Auto-Binomial Model

For the auto-binomial model, the normalization Zs immediately follows from the

energy function Eq. (5.17) as

Zs = J2e~H(-x^ = (1 + e^f, (B.l)
Xs

with the scalar quantity rj as collective influence of the neighbors of the pixel at

site s. Using this normalization, we can write the probability distribution function,

Eq. (5.6), of the auto-binomial model as

p(xs\dxs,r]) = (Z)QXs(l-gf-x% (B.2)

with the quantity

1

l + e"7?
(B.3)

Equation (B.2) justifies why this model is called the "binomial" model. Assuming
some fixed rj, we find the mean to be

G
(%) = ^xsp(xs\r]) = G- q=

e-i?
(B.4)

Xs

and the variance

(Ax)2 = (x2) - (x)2 = G-g(l-g) = G(1+e"^)2, (B.5)

where we have used the symbol (...) to denote the expectation. For rj = 0 we

obtain (x) = ^ and (Ax)2 = ^. We use these two values to ensure consistent

parameter estimation of real data and always re-normalize the data to these values

before estimation.

As we show later in this appendix, this procedure additionally removes one pa¬

rameter, thus making the process of interpretation of the parameter vector 0 easier.
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B.l Mean Field Theory of the Auto-binomial Model

With Eqns. (B. 1) and (B.5) we know the expected mean and variance for a given

r], that is, for a certain effective neighborhood. However, it is more interesting to

know the mean of the whole image, that is, the quantity (x)s (with the subscript s

we denote the average over all sites s as opposed to the expectation value (...) at

one particular site s).
This question we can answer by applying the 'mean field approximation'. When

deriving the pdf of a particular pixel at site s, this approximation [lluaii» 19^7]

assumes each neighboring pixel to have the expected value of the pixel under in¬

vestigation. Therefore, this approximation assumes some kind of self-consistency of

the different pixel values. As a consequence, each pixel "sees" the influence of the

neighboring pixel values as some "mean field" of all pixel values.

If we take the expectation over all sites s of the definition of rj, Eq. (5.18), and

assume this "mean field", we obtain

(v)s*a+2-^y]bl3. (B.6)>.~»
G

5>>-
V

If we do the same with Eq. (B. 1) we get a second equation

(x),« ^r^. (B.7)

With Eqns. (B.6) and (B.7), we have two equations, one linear and one highly

nonlinear, for two unknown variables, (x)s and {rj)s.

Redundancy of One Parameter

Assuming (x)s = G/2 leads via {rj)s ~ 0 to the constraint

a + ^6„w0. (B.8)
v

This constraint defines a plane in the high-dimensional parameter space with the

probability distribution function being located in the vicinity of that plane.

Practically, this makes one parameter of 0 almost redundant if the condition

(x)s = G/2 is fulfilled. However, since this constraint was derived assuming some

approximations, we have to keep all parameters for the estimation but can neglect

one for the later interpretation and classification.

Increasing Robustness

The numerical robustness can be significantly increased by taking Eq. (B.8) into

account. In practice, this means to make the transformation a' = a — _>_] b%3 and
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then to work in the modified parameter space 0' = (a', b\\, b\2,... ). Finally, after

obtaining 0 the transformation is reverted.

For both the maximum pseudo-likelihood and the conditional least squares esti¬

mator this procedure is very important, similarly for the calculation of the evidence,
that is, the model fit.

B.2 Phase Transitions in the Auto-Binomial Model

As stated earlier, we have two equations for (x) and (rj). Solving them for (x) jG

yields:

M
=

\ (B 9)
G l+exp-fa)

l ;

and

(x) (rj) — a

G 2£6t/
(B.10)

Both equations have to be fulfilled simultaneously. An analytical solution is not

possible,but we can visualize the solutions graphically. We consider the special case

a = -YJK- (B.ll)

Then Eq. (B.10) changes to

M
= i-M. (B.12)

G 2 2a
y '

An immediate solution of Eqns. (B.9) and (B.12) is

M=l and (r?) = 0. (B.13)

However, for a certain condition this is not the only solution as can be seen in

Fig. B.l. For a < — 2 there are two additional solutions which approach (x) = 0

and (x) = G for a — —oo.

Indeed, a numerical experiment reproduces that result as we show in Fig. B.2.

Additionally, the experiment shows that the trivial solution (BAH) is not stable

above threshold.

In terms of our mean field theory we can easily calculate the critical value of a.

That critical value is exactly reached when for (rj) = 0 the slope of Eq. (B. 12) is the

same as of Eq. (B.9). This leads to

''crit -2. (B.14)
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Figure B.l: Graphical solution of the auto-binomial model using mean-field theory.
Here we display Eqns. (B.9) and (B. 12) for a = —1, —2 and —4. For a > — 2 there is

only the trivial solution (x) jG =1/2, whereas for a < —2 there are two additional,

symmetric solutions. acrit = — 2 is the critical value. Note that we always assume

E„fc
i] V

0.

The stability of the solution can be explained applying some Ginzburg-Landau for¬

malism [Landau and I,ilsclii1z 19(i(j]. The usage of mean field theory is very common

in physics for describing and explaining phase transition in, e.g., lasers or super¬

conducting metals.

In practical computer vision applications, we will hardly be able to make use

of the knowledge how and why phase transitions occur in Gibbs random fields.

However, the example of this phase transition demonstrates that the seemingly very

simple auto-binomial model can be an explanation of interesting structures and

phenomena. Since we have made some approximation and have assumed all b%3 to

be equal, we have to expect the real behavior to be much more complicated. For a

characterization of the behavior of Gibbs random field models from the perspective

of computer vision, we refer the interested reader to [l'üladd and 1'icaid 199 l].

B.3 CLS Estimator

With Eq. (B.l) for (xs) of the auto-binomial model, the conditional least squares

estimator, Eq. (5.13), is defined as

6
e Z-^ V 1 + e"^ J

(B.15)

Note that the parameter vector 0 enters this equation through the definition of rjs

Eq. (5.18). The quadratic cost function of Eq. (B.15) is the same as the Ansatz

xs/G
1

1 + e"^

= K, (B.16)
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G/2

0

G/2 G/Z

1 ''crit -2.5 -3.5

Figure B.2: Example realizations of the binomial model for different parameters

a and b\\ = b\2 = —a/2 together with their histograms. At acrit = —2 the phase

transition takes place and the marginal distribution, that is the histogram, splits into

two parts, thus generating some spatial pattern. The behavior of the random field,
and in particular the critical value of a, are confirmed by the graphical solutions

shown in Fig. B. 1. The center solution for a < —2 is not stable.

with Afs as Gaussian noise of mean zero and small variance. As depicted in Fig. 5.1

this is a very good approximation in the case of the auto-binomial model, however,

not for the auto-exponential model. Solving for rjs results in

Vs log
1

1

Xs/G-K

We can perform a Taylor expansion and obtain

G A 1

Vs log 1

^xs J xs/G(\ — Xg/G)

Since Afs <C 1 and xs/G ~ 1/2 we can approximate

G

Ms + 0(M2).

Vs log 1
Jb a

K,

(B.17)

(B.18)

(B.19)

where J\s is also a Gaussian noise term of zero mean and small variance. Together
with the definition of rjs, Eq. (5.18), the problem of parameter estimation is reduced

to the over-defined system of linear equations

G0CLS = d + n, (B.20)

with the vector of unknown parameters #cls, the vector d of transformed pixel
values

[d\t log
G

Jba

1 (B.21)
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a Gaussian noise vector n and the matrix G of neighboring pixel values:

I (.xs;ij(n)+x's.ij{n))/G otherwise.

Here, the variables xs;ij(n) and x'^-,, denote the two neighbors of the pixel xs being
described by the neighborhood clique ij(n). The sth row specifies all neighbors

{xij} of the sth pixel and the nth column contains the nth neighbor of all pixels
in the image. The first parameter a does not weight any neighbor and is therefore

weighted by 1.

General linear models of the type of Eq. (B.20) can be solved elegantly in the

framework of Bayesian methods [Hiiaiiaiclh and Fitzgerald 199(i]. Essential for the

complete analytical treatment is the assumption that the noise term n is Gaussian.

Then the conditional least squares estimate of #cls ^s given by

0cls = (GTG)~1GTd. (B.23)

Additionally, the evidence for this model can be shown to be

P ( Kil^auto-binomialCLS

n/2T (m r (^M) det (GTG)-l/271 -

V27- V 2

iRsR,{êTCLSêCLS)M/2(dTd-e-er-M^
(B.24)

with M being the number of unknown parameters, N the number of pixels in the

image, that is, the number of rows of G and e = G0 being the best fit of the data d.

The constants Rs and Ra are normalization constants of the priors of an additional

hyper parameter 8 and of the assumed noise term n.

B.4 The Autoregressive Limit of the Auto-binomial

Model

The expectation value of x for a given n, Eq. (B. 1), can be expanded as

(x) = ^ + jV + 0(V3)- (B.25)

According to this equation we can linearize the auto-binomial model for \r]\ <^ 1.

Similarly, the variance Eq. (B.5) is

(Ax)2 = j-^r]2 + 0(Vs). (B.26)
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Together with the definition of rj, Eq. (5.18), and the variance for rj = 0 we obtain

x = § + ^a + J2b-f(^+<3)+m,G/i) (B.27)

which is the definition of an autoregressive process. This equivalence is correct for

\rj\ <^. 1, that is, for slowly varying pixel values and small parameters b%3. However,
if this condition is not fulfilled the auto-binomial model is fundamentally different

from the autoregressive process.



c
Uncertain Probabilities in the

Naive Bayes' Classifier

In this appendix, we summarize the results of some lengthy calculations that lead

to closed-form expressions for the most important uncertainties in the naive Bayes'
classifier.

C.l Mean and Variance of a Single Likelihood

As introduced in Sec. 7.3, we use (ft to model the likelihood as p(io%\Av, </>) = (\>%. As

also mentioned in the main text, the posterior distribution of <p after training T is

a Dirichlet distribution

p(4>\T) = Dir(0|cüi,... ,ar)

with the hyper-parameters a. Therefore, we can obtain the likelihood via integration

over all </> as

p{u)%\Av,T) = E[<j>t]

<t>tP(4>\T)d4> = ^, (C.2)
a

where the integration extends over the allowed parameter space of </> as given by
the normalization constraint _>^0t = 1. Furthermore, we obtain the variance of the

likelihood as

82p(ujt\Av, T) = Var [<f>t] = E [tf] - E [4>tf

E[0J(1-E[&])
(C.3)

a + 1

Note, that for a strict notation, we always have to specify the state of knowledge T

on the right side of the conditioned probability. However, if the state of knowledge
is clear from the context, we omit T in order to avoid awkward notations.
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C.2 Joint Likelihood

The naive Bayes classifier is based on the assumption of conditional independence
of the likelihood of Av

p(ujk\Av) = p(uspJ\Av) p(utx,k\Av). (CA)

For each term on the right, we have a distribution in terms of hyper-parameters of

the Dirichlet function, for p(uspj\Av) by a and for p(tJtx,k\Av) by ß. Since these

distributions are independent, we directly obtain the mean value as product of the

individual means

E[p(u3k\A„)] = ^.^, (C.5)

where we have twice made use of Eq. (C.2).
To calculate the variance of Eq. (0.1), we use

Var [X-Y] = //JVar [X] + p2xVar [Y] + Var [X] Var [Y] , (C.6)

which relates the variance of the product of the two independent stochastic variables

X and Y to their individual means and variances (with the short notation px =

E [x]). By using this rule and Eqns. (C.2) and (0.3) we obtain

N^[p(u3k\Av)}=
a'ßk

aß(a + l)(ß+l)

(l + a3+ßk)-^(l+a + ß) (C.7)

C.3 Joint Prior

Since the likelihoods exhibit some uncertainties, also the prior p(oJ3k)

p(u3k) =p(u3k\Av)p(Av) +p(u3k\-^Av)p(-^Av) (0.8)

has some non-zero variance. However, since the likelihoods of Av and -iAv are

independent, mean and variance of the prior are obtained by merely summing the

corresponding terms using Eqns. (C.5) and (C.7), respectively.

C.4 Joint Posterior

To obtain the mean and variance of the posterior

P(A,M = P'^'f-'f4-'. (C.9)
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we have to calculate

E
X

X + Y
and Var

X

X + Y
(CIO)

with X = p(oj3k\Av)p(Av) and Y = p(oj3k\-^Av)p(-^Av) being two independent
stochastic variables. We obtain an approximation formula for the mean by perform¬

ing a Taylor series expansion of X/(X + Y) around X = px and Y = py, keeping

only terms of order two or less and then taking the expectation. This results in

E
X

X + Y

Px /^Var [Y] - pyWax [X]

Px i Py \Px i Py)
(C.ll)

Through the same procedure for the variance, we obtain a similar, rather lengthy

expression for the variance.

These approximations allow us to calculate both the expected posterior and its

variance in the presence of uncertainties due to limited training samples. In the main

text, in chapter 8, we present the concepts of probabilistic retrieval and separability,
which are based on the uncertainties presented in this appendix.



D
Notation

D.l Variables

In the following, we list most of the variables used in this dissertation. Due to the

diversity of things covered, some symbols have several meanings. However, from the

context, the interpretation should be clear. For a description of the most impor¬

tant elements and variables in our hierarchical scheme, the reader should consult

chapter 1.

Av user-specific cover-type label, main element of level 4

a constant term in the scalar quantity r\

ot hyper-parameter to describe p(iOi\Av), that is, </>

bij neighborhood weight in the scalar quantity rj

ß clustering by melting: inverse temperature

App. 0: hyper-parameter of p(uJi\-^Av) of a second feature

Cv accuracy of the cover-type label Av

c a particular neighborhood clique

D data (in general a window of pixels), main element of level 0

D() Kullback divergence

dxs neighborhood of xs

E() symbol denoting expectation

e exponential constant (2.71828 ... )

e() cost function used for clustering by melting

r] scalar quantity denoting the collective influence by neighboring pixels
F free energy

G maximum grey value (in general G = 255)
H ch. 2: hypothesis, proposition

ch. 5: Gibbs energy function

h height
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H(V//Q) cross-entropy of Q versus V

I Fisher information

Iç a particular image in the image archive

K state of knowledge

A, Ath posterior odds, threshold thereof

A wavelength

M, Mv stochastic model, a particular model

M CLS-estimator: number of unknown parameters of 0

Ni ch. 7: number of times Ui in T

N symbol of Gaussian noise term

uji signal class, main element of level 3

p(A) probability of the 'event' A

p(A\B) probability of the 'event' A given that the 'event' B is true

(for variables an 'event' correspond to 'having a certain value')

Pi probability of the ith event

4> parameter to model p(uJi\Av)

Qo overall accuracy

qi same as Pi

r ch. 7: number of signal classes uji (in general about 100)

rv posterior odds of model Mv versus its degenerate version

S entropy

S(Av\Iç) separability of the cover-type label Av in the image Iç
s a particular pixel site

a standard deviation (<r2=variance)
T ch. 5: temperature in the physical interpretation of Gibbs fields

ch. 6: mathematical cluster model

ch. 7: training example given by the user

0 vector of parameters of a model

main element of level 1

9C element of 0 corresponding to clique c

U energy function of Gibbs distributions

V classification (including parameters of clusters)
Vc clique potential

Var() symbol denoting variance

X ,x other symbol for data D

Xi, xs discrete element of the data, a particular pixel site

y ch. 2(Bayesian image reconstruction): observed x

ch. ({(Clustering by melting): center/label of an individual cluster
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Z, Zs partition function of Gibbs distributions, local version

D.2 Abbreviations

The following table lists most of the abbreviations used in this thesis. Most of them

are defined in more detail at their first appearance in the main text. For pointers

to their occurrences in the text, we refer the reader to the index, which starts on

page 178.

BIWI

CARTESIAN

CEOS

CLS

CSCS

DFD

DHM

DLR

EM

EOS

ESA

ETHZ

GD

GIS

GLCM

ISIS

ISODATA

JRC

JPEG

JPL

MAP

MBD

MDL

ML

MLL

Abteilung Bildwissenschaften (Computer Vision Group)
Cost effective Application of Remote sensing to enviromenTal

aspects of ski rEgions; a Ski region monitoring and mAnage-
ment informatioN system
Committee on Earth Observation Satellites

conditional least squares

Centro Svizzero di Calcolo Scientifico (by ETHZ)

(Swiss Center for Scientific Computing)
Deutsches Fernerkundungsdatenzentrum (by DLR)

(German Remote Sensing Data Center)

digital height model (digital elevation model)
Deutsches Zentrum für Luft- und Raumfahrt

(German Aerospace Center)

expectation maximization

Earth Observing System (by NASA)

European Space Agency

Eidgenössische Technische Hochschule, Zürich

(Swiss Federal Institute of Technology, Zürich)
Gibbs distribution

geographical information system

grey level cooccurrence matrix

Intelligent Satellite Data Information System (by DLR)
Iterative Self-Organizing Data Analysis Technique
Joint Research Center (by EU)
Joint Photographic Experts Group
Jet Propulsion Lab

maximum a posterior

model-based despeckling
minimum description length
maximum likelihood

multi-level logistic
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MMDEMO multi-mission demonstrator

MPEG Moving Picture Experts Group
MPL maximum pseudo likelihood

MSS multi spectral scanner

NASA National Aeronautics and Space Agency
NDVI normalized difference vegetation index

NPOC (Swiss) National Point of Contact

PCA principle component analysis
PDF probability distribution function

SAR synthetic aperture radar

SRTM Shuttle Radar Topography Mission

TM thematic mapper

URL uniform resource locator

USGS United States Geological Survey
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